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A Near-optimal Algorithm for Constraint Test

Ordering in Automated Stowage Planning
Zhuo Qi Lee, Rui Fan, and Wen-Jing Hsu

Abstract—The container stowage planning problem is known
to be NP-hard and heuristic algorithms have been proposed.
Conventionally, the efficiency of the stowage planning algorithms
are improved by pruning or reducing the search space. We
observe that constraint evaluation is the core of most algorithms.
In addition, the order at which the constraints are evaluated can
have significant impact on the efficiency of the constraint eval-
uation engine. We propose Random Sample Model (RSM) and
Sequential Sample Model (SSM) for analysis of the problem. We
present and evaluate seven strategies in optimizing the constraint
evaluation engine. We show how to achieve the optimal constraint
ordering with respect to RSM and SSM respectively. However,
the optimal ordering for SSM requires perfect information about
the states of the constraint tests which is impractical. We present
an alternative strategy and show empirically that its efficiency is
close to the optimal. Experiments show that, compared to a naı̈ve
ordering, an average of 2.74 times speed up in the evaluation
engine can be achieved.

Note to Practitioners: Abstract—Automated stowage planning
has become a trend as the number of mega-scale containerships
being deployed has increased drastically over the past decade.
Due to the nature of the problem, it is impractical to expect the
best stowage plan within a limited amount of time, and hence
many heuristics have been devised to reduce the solution space.
Many heuristics algorithms share a common core - repeatedly
selecting a stowage slot and a container (selection mechanism)
and evaluate whether all of constraints are satisfied. To improve
the efficiency, most studies aim to reduce the number of location-
container pairs being considered. We consider an alternative ap-
proach which improves the efficiency of the constraint evaluation
engine. Specifically, we show how to improve the efficiency by
strategically reordering the sequence in which the constraints are
evaluated. With the improvements on the efficiency, the stowage
algorithm is one step closer to being able to generate solutions in
real time. This may enable the shipping companies to take last-
minute shipment order and react to changes in demands quickly.

Index Terms—Automation; Testing; Logistics; Optimization
methods; Markov Processes.

I. INTRODUCTION

The task of stowage planning is to assign containers stowage

locations on the containership such that the number of con-

tainers that can be transported between ports is maximized

without violating the safety and stability constraints while

minimizing the operational cost. In addition, a good stowage

plan also balances the workload of the quay cranes when

Manuscript received month day, year; revised month day, year.

loading or unloading the containers at the ports. With the

increase in the volume of international trade and economies of

scale, mega-scale containerships are built to meet the demand

of the market. These mega-scale containerships induce big

challenges to the port-related logistics and supply chain. Thus,

much research has been conducted to improve the efficiency

of the port and operations [1–16].

With the trend to transit from relatively smaller containerships

(capacity of a few thousand Twenty-foot Equivalent Units or

TEUs) to large scale containerships (more than 15000 TEUs

capacity), the stowage planning process has become exceed-

ingly taxing. It may take experienced human planners several

hours of effort to devise a feasible stowage plan. Moreover,

shipping lines face an increasingly daunting challenge to hire

and retain sufficiently qualified and experienced planners.

In view of the challenges above, automated stowage plan

generation has become a trend. Fast automated stowage plan

generation also enables the shipping company to take last-

minute customer orders for shipment. This capability may

be offered as a premium service to customers with urgent

requirements. In addition, fast stowage plan generation may

also enable a feedback loop to the tactical planning phase,

in which the port rotations are decided [5]. This allows the

shipping company to react and adapt to changes in demands

and increase the efficiency of resource utilization.

In this paper, we present an improvement, in terms of plan

generation efficiency, over an existing stowage algorithm

whose performance, including both the quality of solution and

execution time, has been investigated empirically and reported

in [7–10]. For the sake of completeness, we briefly describe

the overall approach of the algorithm in Section II.

Our contributions. We show how to improve the efficiency

of a class of stowage planning algorithm by optimizing the

performance of the constraint evaluation engine. Specifically,

we:

• observe the existence of a recurring pattern in the outputs

of consecutive rounds of constraint tests;

• present a new state-based model to incorporate the above

observations;

• derive the theoretically optimum constraint ordering strat-

egy w.r.t. the new constraint test model;

• show how to achieve near-optimal efficiency in the

constraint evaluation engine without assuming perfect

knowledge about the states of the constraint tests.
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Fig. 1. Cross section view of a containership. The space on the ship is divided
into discrete locations where the x-axis direction in the figure corresponds to
the bays and the y-axis direction corresponds to the tiers. Bays for stacking
40 ft containers are indexed with even numbers while bays for stacking 20 ft
containers are indexed with odd numbers. Two consecutive 20 ft bays form
a single 40 ft bay.

Paper organization. In Section II, we briefly introduce rel-

evant concepts about container stowage. Then we review

literature on container stowage problem and highlight the

role played by a constraint evaluation engine. We also briefly

review recent development in constraint test ordering optimiza-

tion. In Section III, we present the Random Sample Model

(RSM), which is widely used in the literature for optimizing

the constraint test ordering. We show how to refine RSM using

the new observations and propose the State-based Sequential

Sample Model (SSM). We present both static and dynamic

strategies for reordering the constraint tests. We also analyse

the optimal efficiencies with respect to RSM and SSM. In

Section IV, we present empirical evaluations of the proposed

strategies. We comment on the efficiency of the proposed

strategies as well as the general applicability of the approach in

other domains in Section V and conclude the paper in Section

VI.

II. PRELIMINARY

We briefly introduce some of the main considerations in

generating a stowage plan. Fig. 1 shows the cross section

view of a containership. The space on the ship is divided

into discrete locations where the x-axis direction in Fig. 1

corresponds to the bays and the y-axis direction corresponds

to the tiers. Bays for stacking 40 ft containers are indexed

with even numbers while bays for stacking 20 ft containers

are indexed with odd numbers. Two consecutive 20 ft bays

form a single 40 ft bay. The locations are divided into above-

deck and below-deck locations by hatch covers. Fig 2 shows a

slice of a 40 ft bay. The x-axis direction in Fig. 2 corresponds

to rows which are indexed starting from the middle. The y-axis

direction corresponds to the tiers.

A. Stowage Constraints and Considerations

A feasible stowage plan is an assignment of locations to the

containers such that the containership can transport the goods

safely between the ports. The safety requirements can be

categorized into three main types: (i) dangerous goods (DGs)

constraints; (ii) stacking constraints; (iii) balance and weight

distribution constraints [8, 11].

Fig. 2. A slice of 40 ft bay (two consecutive 20 ft bays) from the
containership. The x-axis direction in the figure corresponds to rows which
are indexed starting from the middle. The y-axis direction corresponds to the
tiers. Hatch covers divide the locations into above- and below- deck.

DGs need to be handled with care, for instance, DG containers

which contain flammable objects must not be placed close to

the heat sources. In addition, some DGs may emit hazardous

gas and must not be placed near to the living quarters or close

to other DG which may react to the emitted gas. The stacking

constraints specify whether different types of containers can

be stacked on one another. In addition, the total weight and

height of a stack cannot exceed a specified limit. In the

balance and weight distribution constraints, the forces applied

onto the ship structure (such as the buoyancy of the vessel

and weights of the containers) are considered. The containers

have to be distributed such that the ship can maintain balance

during the voyage while ensuring that the differences in weight

distribution exert minimal stress on the ship structure (such

as shear force and bending moments). In the case where

the balance and weight distribution cannot be satisfied by

swapping the locations of containers, the ballast tanks are filled

with water to achieve balance.

However, a feasible stowage plan does not guarantee profit

as there are other operational costs such as fuel and handling

cost. The fuel cost is affected by the weight distribution and the

amount of ballast water used. On the other hand, the handling

cost is affected by the stacking pattern. Stowing a container

destined for a further port on top of another container which is

destined for a nearer port is said to be an overstow. Overstows

induce additional handling cost as the containers can only be

accessed when all the containers that are stacked on top are

removed. The containerships are also charged port dues for

the duration of stay at a port. Part of the contributing factor

to the port stay duration is the workload distribution between

the bays [9]. The cost incurred for staying at a port for an

extended period of time is especially significant for mega-

vessels [9, 17].

B. Related Works - Stowage Algorithms

The container stowage optimization problem, which is also

known as the Master Bay Plan Problem (MBPP), was shown

to be NP-hard in [12]. Since it is computationally challenging

to obtain an optimal solution, many studies are conducted to

devise a near optimal solution, rather than the optimum, to the

problem. The existing approaches for solving the problem can

mainly be divided into the following three categories: (i) mixed
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Fig. 3. Flow chart of typical stowage algorithm. The container-location pair
selection mechanism and the constraint evaluation engine form the core of
most stowage algorithms.

integer programming (MIP) based, e.g., [6, 13, 14, 18, 19];

(ii) meta-heuristics based, e.g., [7, 14, 15], and (iii) heuristics

based, e.g., [9, 14, 16, 20]. Due to practical considerations, a

10-minute time bound is usually imposed [21] on automated

stowage planning algorithms. While most of the algorithms

above provide good solutions to MBPP, some may not be

applicable to real world usage due to either the implicit

simplifying assumptions made [8], or the long period of time

required to generate a good feasible solution [15].

Heuristics based algorithms are devised by observing the

patterns and rules-of-thumb utilised by the human planners.

Although these approaches usually do not offer theoretical

guarantees on the quality of the solution, they can generate

multiple feasible solutions quickly and the pattern of solutions

generated can be easily modified by the human planners [10].

Fig. 3 shows the flow chart of a typical stowage algorithm.

The algorithm proceeds iteratively. At each iteration, a pair of

container and stowage location is selected. Then, the selected

container-location pair is passed into the constraint evaluation

engine. The constraint evaluation engine returns true if the

container satisfies all the required constraints at the specified

location, and false otherwise. The process is repeated until

there is no container or location remaining for consideration.

As shown in the figure, there are two options for improving

the efficiency of the stowage algorithm: (i) reduce the number

of container-location pairs being considered; (ii) reduce the

time spent in evaluating constraints. We consider the largely

un-explored option (ii) in this study. As a result, the techniques

presented in this paper may be used in conjunction with other

optimization methods to achieve an even greater efficiency, as

long as the resultant framework needs to evaluate more than

one test sequentially at any stage of the algorithm.

C. Related Works - Constraint Test Ordering

A container-location pair is evaluated against an ordered set of

tests in a sequential manner. Each test is composed of a set of

related criteria. For instance, a test could be checking the stack

weight limit, or checking the segregation among the DGs. The

constraint evaluation returns false if the container-location pair

is rejected by at least one of the tests.

The order in which the tests are evaluated could have signifi-

cant impact on the total costs incurred. For instance, suppose

that we are given three tests (φ1, φ2, φ3) with evaluation

costs of 1000, 100, and 10 respectively. Assume that for the

current iteration, both φ1 and φ2 return “True” while φ3 return

“False”. If we evaluate the sequence in the given order of

(φ1, φ2, φ3), then the cost incurred would be 1110. However,

if we evaluate φ3 first, then the cost incurred is 10, which is

significantly less than the default order. The main idea is to

place a violating test to the front, so that a majority of the

tests can be skipped, and hence saving computational time.

Of course, we may not know in advance which tests would

return “False” and hence the problem is usually studied with

a probabilistic framework.

In fact, the constraint test optimization has been studied under

different themes. In [22], Garey studied the case where the

tests follow certain precedence requirements, i.e., some tests

may have to be conducted before some other tests. The tests

ordering problem with precedence requirements was shown

to be NP-hard in [23]. On the other hand, Berend et al. [23]

also considered the case where a test is one-sided perfect,

i.e., the test may erroneously reject a sample (false negative)

with certain probability, but not the other way round. In

[24], Berend et al. studied algorithms for tests with extreme

dependencies, i.e. disjoint tests and dominating tests. For the

case of disjoint tests, each test may cover different aspects of

the sample. For the case of dominating tests, a test may cover

a subset of another test. In [25], Ünlüyurt presented a survey

of the test order optimization problem.

Test order optimization has applications in diagnostic based

processes like cargoes inspections [2, 26, 27], regression

testing for software engineering [28], and the design of

screening procedures [22]. It has also been applied in the

machine learning domain for improving the reaction time of

classification algorithms [29].

Overall, the existing studies focused on the case where the

test samples arrive at the tester in a random order. In the

following, we show that when applied in the context of

container stowage problem, the samples typically arrive at

the tester following certain patterns. Then, we show how to

utilize such knowledge to reorder the tests for improving the

efficiency of the constraint evaluation engine.

III. CONSTRAINT ORDERING

A. Preliminaries

In the following, we formally define the terms and formulate

the problem of constraint test optimization.

Definition 1. A constraint test, denoted by φi, checks whether

a given container-location pair satisfies certain criteria. The

constraint test may evaluate to “True” if the criteria are not

violated by the container-location pair, or “False” if otherwise.

Definition 2. The evaluation cost, denoted by ci, of a con-

straint test φi is the computational time incurred for obtaining

the result of the constraint test on a given container-location

pair.



IEEE TRANSACTIONS ON AUTOMATION SCIENCE AND ENGINEERING 4

TABLE I
EXAMPLES OF CONSTRAINT TESTS

Constraint Names Avg Cost (nanosecs) Probability of False Description

DGConstraint 4552.879 0.097657 Checks if the DG segregation and stowage rules are observed.
Overstow 1559.011 0.109025 Checks if a container destined for a further port is stowed on top of

another container which is destined for a nearer port.
StackLimit 392.4948 0.088814 Checks if the sum of weight of the current stack exceeds the stack

weight limit.
CrossHatchOverstow 243.4047 0.147427 Checks if allocating the container at the current slot on deck causes

the overstow problem across a hatch cover.
... ... ... ...

The evaluation cost of a constraint test may be obtained

by taking the difference between the timestamps before and

after executing the code segment which corresponds to the

constraint test. While the evaluation cost of a constraint test

may be different between the “True” and “False” cases, for the

benefit of analysis, we assume the same cost for both cases.

Extending to different test costs according to the evaluation

result is straightforward [30].

Definition 3. A constraint test sequence, denoted by Φ =
(φ1, φ2, φ3, ..., φN ), is an ordered set of N constraint tests.

The result of evaluating a constraint test sequence is “True”

if all of the tests evaluate to “True”, and it is “False” if

otherwise.

In this paper, we assume that the tests in a constraint test

sequence are mutually independent, i.e., the result of one test

φi does not affect the result of another test φj , for i 6= j.

This is because each constraint test is responsible for different

aspect of the stowage planning problem. In the case where

one test is related to another, it makes sense to group the

related tests together as a single test as updating a single shared

variable may be more computationally efficient.

Definition 4. A strategy produces one or more orderings of

the constraint test sequence Φ according to certain rules. An

ordering produced by strategy X at time t is denoted by

ΦX(t) =
(

φX
1 (t), φX

2 (t), φX
3 (t), ..., φX

N (t)
)

.

Definition 5. The cost of evaluating an ordering of the

sequence produced by a strategy X at time t, ΦX(t), on

a container-location pair s, denoted by C(ΦX(t), s), is the

cumulative cost accrued from applying the first constraint

test to the first test that evaluates to “False”, or the sum

of evaluation costs of all constraint tests if all of the tests

evaluate to “True”, i.e.

C(ΦX(t), s) =























k
∑

i=1

cXi (t) if φX
k evaluates to “False” and

φX
i evaluates to “True” ∀i < k

N
∑

i=1

cXi (t) otherwise

(1)

where cXi (t) is the cost of the test at index i in the ordering

produced by strategy X at time t.

The goal of constraint test optimization is to order the con-

straint tests such that the overall computational cost of eval-

uating a set of container-location pairs against the constraint

Random

Sample

True

False

pi

fi=1-pi

Constraint	Test	ϕi

Fig. 4. Schematic of Random Sample Model. A constraint test evaluates to
“True” or “False” probabilistically. The constraint test evaluation is oblivious
of the container allocation process.

test sequence is minimized, i.e.,

min

|S|
∑

t=1

C(Φ(t), st) (2)

where st ∈ S and S denotes the set of all container-location

pairs considered in the stowage planning engine.

B. Static Ordering Strategies

Since we may not know in advance which tests will be

violated, a probabilistic framework is adopted to model the

constraint tests. Conventionally, the constraint order optimiza-

tion problem is studied by considering that a randomly selected

sample is evaluated at the constraint evaluation engine. A

sample in this context refers to a container-location pair. As

such, no differentiation can be made between the samples,

and hence only a single fixed ordering of the constraint test

sequence is considered. This is captured in the Random Sample

Model (RSM) as presented in the following. Fig. 4 shows the

schematic of RSM.

Definition 6. Random Sample Model describes a scenario

in which a randomly selected sample is evaluated by the

constraint evaluation engine. Under this model, a constraint

test φi may evaluate to “True” with probability p(φi), and to

“False” with probability 1− p(φi) = f(φi).

Table I shows some examples of the constraint tests. The set

of constraint tests in the stowage planning algorithm studied

in this paper comprises 27 constraint tests. As shown in the

table, the constraint tests have different average costs and

probabilities of returning “False”.

In the following, we present strategies for ordering the con-

straint tests for optimizing the efficiency of the constraint

evaluation engine with respect to RSM. Since each strategy

produces a single fixed ordering, we drop the time parameter

t in this section.
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1) Lowest Cost First (LC) Strategy: By code profiling, we

may collect the cost of evaluating the constraint tests. Intu-

itively, one may order the constraint tests sequence by sorting

the sequence in non-decreasing order of costs as follows:

ΦLC = (φLC
1 , φLC

2 , φLC
3 , ..., φLC

N )

such that cost(φLC
i ) ≤ cost(φLC

j ) for i ≤ j.

However, a particular constraint test with low cost may also

evaluate to “True” very frequently and thus is contributing to

the evaluation cost most of the time.

2) Highest Probability First (HP) Strategy: We may also

collect data about how frequently a test returns “False”. Recall

that the constraint evaluation engine stops at the first “False”

encountered. Hence, to know the true violation frequency of

a test in the data collection phase, we need to modify the

constraint evaluation engine slightly such that it doesn’t stop

the evaluation procedure after encountering a “False” result.

Under RSM, the samples (container-location pairs) are drawn

randomly, and hence we may interpret the constraint violation

frequencies as probabilities. With this information, we can

order the constraint test sequence in non-increasing order of

“False” probability as follows:

ΦHP = (φHP
1 , φHP

2 , φHP
3 , ..., φHP

N )

such that f(φHP
i ) ≥ f(φHP

j ) for i ≤ j, where f(φHP
i ) =

1− p(φHP
i ) denotes the probability of constraint test at index

i to return “False”, and p(φHP
i ) denotes the probability of the

constraint test to return “True”.

Under RSM, while the HP strategy guarantees that the least

expected number of tests is evaluated, the strategy does not

consider the cost of each evaluation. A constraint test with

high f(·) may also incur a high cost of evaluation.

3) Cost-effective First (CE) Strategy: As seen above, both LC

and HP cannot guarantee the cost optimality of the constraint

test sequence. We show how the optimal ordering can be

obtained with respect to RSM. With RSM, we may calculate

the expected cost of evaluating a sequence as follows:

Definition 7. The expected cost of evaluating a sequence with

respect to a strategy X is given by

E[C(ΦX)] = lim
|S|→∞

∑

s∈S C(ΦX , s)

|S|
(3)

= cX1 + pX1 cX2 + pX1 pX2 cX3 + pX1 pX2 pX3 cX4 (4)

+ ...+ pX1 pX2 ...pXN−1c
X
N

where cXi is the cost of the constraint test at index i as dictated

by strategy X , and pXi is the probability of the constraint test

at index i as dictated by strategy X returning “True”.

By combining the insights gained from both LC and HP

strategies, we can order the constraint test sequence in non-

increasing (or simply decreasing) order of cost-effectiveness,

which is defined as follows:

Definition 8. The cost effectiveness of a constraint test is

given by:

θi =
f(φi)

cost(φi)
(5)

which is the ratio of “False” probability to the cost of

evaluating the test.

In fact, it was shown in [23] that, ordering the constraint tests

in non-increasing order of cost-effectiveness achieves the low-

est expected evaluation cost among all possible permutations

w.r.t. RSM. We state and show a short proof of the proposition

[22, 31] because it will be extended in Proposition 2:

Proposition 1. Suppose that we are given a constraint test

sequence Φ = {φ1, φ2, ..., φN} that follows RSM where a

test φi returns “False” with probability f(φi) and takes

cost(φi) to evaluate. If the sequence is sorted such that

ΦCE = (φCE
1 , φCE

2 , ..., φCE
N ), where θCE

i ≥ θCE
j for i ≤ j,

then E[C(ΦCE)] ≤ E[C(ΦX)] for any strategy X .

Proof. For contradiction, suppose ΦCE is not the optimum

ordering. Then there exists some i in the optimum strategy Y

such that θYi < θYi+1 and we have E[C(ΦY )] ≤ E[C(ΦX)] for

any strategy X . By Eq.(4), the expected cost of ΦY is given

by

E[C(ΦY )] = cY1 + pY1 c
Y
2 + pY1 p

Y
2 c

Y
3 + ... (6)

+ pY1 p
Y
2 ...p

Y
i−1c

Y
i + pY1 p

Y
2 ...p

Y
i c

Y
i+1

+ ...+ pY1 p
Y
2 ...p

Y
N−1c

Y
N

Next, we swap φY
i and φY

i+1 and denote the resulting sequence

as ΦZ . The expected cost of ΦZ expressed using the order of

strategy Y is given by:

E[C(ΦZ)] = cY1 + pY1 c
Y
2 + pY1 p

Y
2 c

Y
3 + ... (7)

+ pY1 p
Y
2 ...p

Y
i−1c

Y
i+1 + pY1 p

Y
2 ...p

Y
i−1p

Y
i+1c

Y
i

+ ...+ pY1 p
Y
2 ...p

Y
N−1c

Y
N

By subtracting Eq.(6) from 7, we get

E[C(ΦZ )]−E[C(ΦY )]

= pY1 p
Y
2 ...p

Y
i−1c

Y
i+1 + pY1 p

Y
2 ...p

Y
i−1p

Y
i+1c

Y
i

− pY1 p
Y
2 ...p

Y
i−1c

Y
i − pY1 p

Y
2 ...p

Y
i c

Y
i+1

= pY1 p
Y
2 ...p

Y
i−1c

Y
i (p

Y
i+1 − 1)

+ pY1 p
Y
2 ...p

Y
i−1c

Y
i+1(1− pYi )

= pY1 p
Y
2 ...p

Y
i−1[f

Y
i cYi+1 − fY

i+1c
Y
i ]

Since θYi < θYi+1, we have
fY

i

cY
i

<
fY

i+1

cY
i+1

, thus fY
i cYi+1 −

fY
i+1c

Y
i < 0. Therefore E[C(ΦZ)] < E[C(ΦY )]. This means

that, by swapping an adjacent pair of tests from Y with

θYi < θYi+1, the expected time can be decreased. Thus,

strategy Y is not optimal, a contradiction. Hence, the optimum

strategy must order the tests in non-increasing order of cost-

effectiveness.

C. Dynamic Ordering Strategies

The strategies in the previous subsection assumed that the

samples arrive at the evaluation engine in a random order.

However, in practice we observed certain recurring patterns in

the test evaluation result, as shown in Fig. 5.
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Fig. 5. An example of recurring pattern for evaluating multiple samples
against a single constraint test from real historical log of constraint evaluation.
A “True” result is usually followed by a series of “True” before turning into
a series of “False” and vice versa.

The ‘recurring’ pattern can be explained by considering, for

example, the stack weight limit constraint test. The test checks

if adding the container to the stack at which candidate location

resides will exceed the specified stack weight limit. As the

stowage planning algorithm plans on a stack-by-stack basis,

when the stack is low, the test result is usually “True”. This

means that it is safe to place the container at the candidate

location without violating the stack weight limit. Testing

additional containers at the same location is likely to yield

the same “True” result, which leads to a chain of “True”.

However, as more containers are allocated onto the stack, it

becomes much more likely to violate the stack weight limit.

Once the limit is exceeded, the test evaluates to “False” until

the stowage algorithm moves on to another stack. This leads

to the observed repeating pattern of a long chain of “True”s

followed by another chain of “False”s.

With this observation, we see that the test samples are indeed

not independent of each other. In fact, a test sample (container-

location pair) is related to its previous sample since most

stowage planning algorithms allocate containers in a localized

manner, with consecutive allocations close to each other. Thus,

it is likely that the current test result is dependent on the pre-

vious test result. This indicates that it may not be appropriate

to assume that the test samples are selected randomly (RSM).

Hence, we consider reordering the constraint test sequence

dynamically. Since the ordering of the test sequence can

change as opposed to the static ordering strategies described in

the previous section, we add a time parameter to the notation.

The constraint test sequence ordered by using strategy X at

time t is then denoted by ΦX(t) = (φX
1 (t), φX

2 (t), ..., φX
N (t)).

As a result, the constraint evaluation engine adopts a two-phase

process for each iteration, namely an evaluation phase and a

re-ordering phase. The evaluation process starts at time 0,

with an initial ordering of the constraint test sequence ΦX(0),
where X denotes the name of the strategy used in ordering

the test. One possible way is to initialize the test sequence

using the CE strategy, i.e., ΦX(0) = ΦCE . At any time step t,

the constraint evaluation engine receives a sample and starts

the evaluation phase, which checks through the constraint test

sequence ΦX(t) for violation. In the re-ordering phase, also

at time step t, the constraint evaluation engine re-orders the

constraint test sequence based on the observation obtained at

the current round, and produce a new ordering ΦX(t + 1).
The process is repeated until the stowage planning task is

completed.

1) Recent First (RF) Strategy: An obvious strategy is to move

the recently violated constraint test to the front of the sequence

at each time step. This is because a test that returned “False”

previously is likely to return “False” on the next sample. The

RF strategy orders the constraint test sequence in the following

manner:

ΦRF (t+ 1) = (φRF
k (t), φRF

1 (t), φRF
2 (t), ..., φRF

k−1(t),

φRF
k+1(t), ..., φ

RF
N (t))

where k is the index of the first test that evaluates to “False”

at time t.

However, similar to the HP strategy, a recently violated

constraint test could be very costly to evaluate. In addition,

repeatedly moving constraint tests to the front may destroy

any initial ordering of the sequence very quickly. Such be-

haviour could be detrimental to a sequence which is initialized

according to some other strategies such as HP, LC, or CE.

2) Recent First with Restriction (RFR) Strategy: With the

observations above, we can refine the RF strategy such that

the recently violated constraint test is moved half-way to the

front as follows:

ΦRFR(t+ 1) = (φRFR
1 (t), φRFR

2 (t), ..., φRFR
⌊k/2⌋−1(t),

φRFR
k (t), φRFR

⌊k/2⌋(t), φ
RFR
⌊k/2⌋+1(t),

..., φRFR
k−1 (t), φRFR

k+1 (t), ..., φRFR
N (t))

We give an example scenario in the following. Say, in the

evaluation phase, the constraint tests at index 1 to 9 evaluates

to “True” and the constraint test at index 10 evaluates to

“False”. Then, in the re-ordering phase, constraint test 10 is

inserted to index 5, pushing the original tests at 5 to 9 to

position 6 to 10 respectively.

The benefit of this strategy is that, only a test that is violated

more frequently can be moved to the front of the sequence.

This emulates the HP strategy dynamically. In addition, the

RFR strategy does not require any information about the costs

and probabilities of the constraint tests.

3) State-based Sequential Sample Model and State-based (SB)

Strategy: Similar to the LC and HP strategies, the RF and RFR

strategies do not offer guarantees on the expected evaluation

cost. Recall the observation that the test results exhibit certain

‘recurring’ pattern, in which the current test result is related

to the previous test result. This suggests a remarkable resem-

blance to the behaviour of a Markov Chain, i.e., the next state

is dependent on the current state. Thus, we propose the State-

based Sequential Sample Model (SSM) as an alternative to

RSM, to model the test behaviour, and to analyse the expected

evaluation cost.

Definition 9. State-based Sequential Sample Model describes

a scenario in which the samples from an instance of stowage

planning are evaluated sequentially by the constraint evalu-

ation engine. A constraint test φi is modelled by a Markov

Chain with two states, namely Ti and Fi. Only one state can
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Sequential

Sample

Constraint	Test	ϕi

Ti

Fi

PTFi PFTi

PFFi

PTTi

Fig. 6. Schematic of State-based Sequential Sample Model. The constraint
test has inner states composed of Ti and Fi. When the test is in the Ti state,
it will always return “True”. Similarly, it returns “False” when it is in the Fi

state. After evaluating each sample, the test may change state between Ti and
Fi with the specified probabilities pTTi

, pTFi , pFTi
, pFFi .

be active at a time. The evaluation result of the constraint test

is determined by the currently active state. If the state is Ti,

then the evaluation result will be “True”, and similarly Fi

state for “False”. After evaluating each sample, the state may

change as follows:

state(φi, t+ 1) =



















Ti with prob pTTi
if state(φi, t) = Ti

Fi with prob pTFi
if state(φi, t) = Ti

Ti with prob pFTi
if state(φi, t) = Fi

Fi with prob pFFi
if state(φi, t) = Fi

(8)

Fig. 6 shows the schematic of SSM. The state transition

mechanism in SSM is for modelling the test pattern for a

constraint test φi ∈ Φ. For instance, in the stack weight

limit example, moving from bottom of the stack to the top

of the stack may correspond to a state change from Ti to

Fi. Similarly, a state change from Fi to Ti corresponds to

the instant when the stowage algorithm moves to an empty

stack. The transitions between the states are modelled using

probabilities to capture the fact that we do not assume any

additional knowledge of, or control over, the behaviour of the

stowage planning algorithm.

The purpose of SSM is twofold: it first captures the dependen-

cies between consecutive test samples at a constraint test φi,

and secondly support the estimation of the “False” probability

in the next time step. Recall that, in SSM, if the state of a

constraint test φi is known, then the test’s output can be known

deterministically. Conversely, if we know the test result, then

we can know the current state of the constraint test. With

the knowledge of the current state, we may then infer the

probability of the constraint test’s state being in the Fi state

through the state-transition probability. Precisely, we have the

following:

f̂(φi, t) =

{

pTFi
if state(φi, t) = Ti

pFFi
otherwise

(9)

where f̂(φi, t) denotes the probability of constraint test φi

evaluating to “False” at time t.

With the sequential sample model, we can get a more precise

estimation of “False” probabilities, and thus enable the order-

ing of constraint tests dynamically based on their dynamic

cost-effectiveness.

Definition 10. The dynamic cost-effectiveness of a constraint

test φi at time t is given by

θi(t) =
f̂(φi, t)

cost(φi)
(10)

where f̂(φi, t) denotes the probability of constraint test φi

evaluating to “False” at time t, and is defined in Eq.(9).

At any time t, the SB strategy orders the constraint tests

in non-increasing (or decreasing) order of dynamic cost-

effectiveness:

ΦSB(t) = (φSB
1 (t), φSB

2 (t), φSB
3 (t), ..., φSB

N (t))

where θi(t) ≥ θj(t) for i < j.

We show that SB strategy is optimum with respect to SSM.

Proposition 2. Suppose that we are given a constraint test

sequence Φ = {φ1, φ2, ..., φN} that follows SSM. Also assume

that at time step t, the test results of the tests φi, for i ∈ [1, N ],
are known. If the sequence is ordered dynamically using

the SB strategy at time t after the evaluation phase, then

E[C(ΦSB(t + 1))] ≤ E[C(ΦX(t + 1))] for any strategy X

at time t+ 1.

Proof. Omitted. The same technique used in the proof of

Proposition 1 can be applied directly.

Proposition 3. Suppose that we are given a constraint test

sequence Φ = {φ1, φ2, ..., φN} that follows SSM. If the

sequence is ordered dynamically using the SB strategy at all

times, then E[C(ΦSB)] ≤ E[C(ΦX)] for any strategy X .

Proof. The expected cost of a dynamic strategy Y can be

calculated by:

E[C(ΦY )] = lim
M→∞

M
∑

t=1

E[C(ΦY (t))] (11)

Since the expectation is a linear summation of the expected

costs of the different sequences at each time step, we can

treat the sequence at each time step independently. As shown

previously in Proposition 2, ordering the sequence in non-

increasing order of cost-effectiveness, at any time step t′,

results in the minimum expected cost. Hence, the sum of

expected costs across all times t is also the minimum.

4) State-estimation-based (SEB) Strategy: While it is desir-

able to use the SB strategy since it guarantees optimum

expected evaluation cost w.r.t. SSM, it is not always possible

to know the real state of the constraint tests. This is because

the constraint evaluation engine always stops evaluating the

rest of the tests as soon as a “False” test is found, skipping

over all subsequent tests in the sequence. Since the real state

of a test can be determined only after evaluating the test, we

do not know the true states of the tests which were skipped.

Fig. 7 shows an example.

In order to tackle this problem, we revise the constraint

evaluation engine as follows. To evaluate a given sample

(container-location pair), the evaluation engine will proceed
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ϕ1

T

ϕ2

T

ϕ3

T

...

...

ϕi-1

T

ϕi

Fig. 7. An example of the states of the constraint tests. The evaluation stops at
φi because the first “False” result has been seen. The states of the remaining
tests cannot be determined as they are not evaluated.

as usual and start evaluating the sequence of tests until the

first “False” is encountered. After that, instead of stopping

immediately, the evaluation engine continues and uses a low

cost operation to estimate the “False” probabilities of the

remaining tests in the sequence. The “False” probabilities for

the next time step are calculated as follows:

f̃(φi, t+ 1) =



















pTFi
if φi returned “True” at t

pFFi
if φi returned “False” at t

f̃(φi, t)pFFi
+ (1− f̃(φi, t))pTFi

if φi is not evaluated at t

(12)

We note that if a constraint test is not evaluated consecutively

for a sufficiently large number of rounds, f̃(φi, t) converges

to f(φi). This also means that, if we lose track of the state of

a constraint test, the constraint test model falls back to RSM.

In the following, we prove the convergence of f̃(φi, t).
Proposition 4. Suppose that we are given the state transitions

in the following form,

[

p̃(φi, t+ 1)

f̃(φi, t+ 1)

]

=

[

pTTi
pFTi

pTFi
pFFi

] [

p̃(φi, t)

f̃(φi, t)

]

(13)

,where p̃(φi, t) = 1−f̃(φi, t). For sufficiently large τ , f̃(φi, τ)
converges to certain value fi. In addition, fi is related to the

transition probabilities pTTi
, pTFi

, pFTi
, and pFFi

by

fi =
pTFi

pTFi
+ pFTi

(14)

where pi = 1− fi, pTTi
= 1− pTFi

, and pFFi
= 1− pFTi

.

Proof. If f̃(φi, τ) converges, then f̃(φi, τ + 1) = f̃(φi, τ).
Then, from Eq.(13), we have the following system of linear

equations:















pTTi
· p̃(φi, τ) + pFTi

· f̃(φi, τ) = p̃(φi, τ)

pTFi
· p̃(φi, τ) + pFFi

· f̃(φi, τ) = f̃(φi, τ)

p̃(φi, τ) + f̃(φi, τ) = 1

(15)

(16)

(17)

Using Eq.(15) and (16), we get

p̃(φi, τ)

(

pTFi
+ (pFFi

− 1)
1− pTTi

pFTi

)

= 0 (18)

For the convergence to be valid, we need pTFi
+ (pFFi

−

1)
1−pTTi

pFTi

= 0, which is always true by definition. Then,

by solving the equation system, we get pi =
pFTi

pTFi
+pFTi

, and

fi =
pTFi

pTFi
+pFTi

.

With the changes in the “False” probabilities, the estimated

dynamic cost-effectiveness for a constraint test in SEB is then

given by

θ̃SEB
i (t) =

f̃(φSEB
i , t)

cost(φSEB
i )

(19)

Similar to the SB strategy, the constraint test sequence

is always sorted according to the estimated dynamic cost-

effectiveness. Algorithm 1 describes the revised constraint

evaluation engine for the SEB strategy. In Line 9, the algorithm

updates the f̃(φSEB
i ) of the constraint tests that are not

evaluated in the current round by using Eq.(12).

Algorithm 1: SEB constraint evaluation engine.

Data: Constraint test sequence ΦSEB(t), container r,

location l

Result: TRUE if all constraints are satisfied, FALSE if

at least one constraint is violated.

1 i ←0 ;

2 violated ←FALSE ;

3 while (i < numConstraint) ∧ (!violated) do

4 result ←evaluate(φSEB
i (t), r, l) ;

5 i← i+ 1 ;

6 if result = FALSE then

7 violated ←TRUE ;

8 while i < numConstraint do

9 update(φSEB
i (t)) ;

10 i← i+ 1 ;

11 ΦSEB(t+ 1) ←sort ΦSEB(t) in non-increasing order

of θ̃(φSEB
i (t)) ;

12 return !violated ;

IV. EXPERIMENTS

A. Experiment Setup

We conducted experiments on data obtained from real stowage

planning instances to compare the effectiveness of the re-

ordering strategies described in Section III. Fig. 8 shows

the schematic of the experiments. The experiments consist

of a data collection phase and a strategy evaluation phase.

In the data collection phase, for each container-location pair

evaluated by the constraint evaluation engine, we recorded the

computational costs1 and the outcome of each constraint test

without stopping at the first “False”. The collected data is

then divided into training set and evaluation set respectively.

The training set and evaluation set are each composed of real

data from 244 different instances of stowage planning problem.

Each instance is composed of iterations of constraint evalua-

tions. In the strategy evaluation phase, the training set is used

to obtain the model parameters pi, fi, cost, and the transition

probabilities. The parameters are used for constructing the test

case generator as well as input for the strategies to reorder the

test sequence. By using the historical log of all of the results

and computational costs, we can replay the results to simulate
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Fig. 8. Design of experiments to evaluate the effectiveness of different
strategies in reducing the evaluation costs.

the constraint evaluation engine and compare the effectiveness

of the strategies in reducing the computational costs.

B. Speedup Comparisons

The simulation results are compared in Fig. 9. We compare the

speedup achieved by the proposed strategies with respect to

a baseline strategy that randomly permutes the test sequence

only once at the beginning of the entire experiment (denoted as

RND). Both the baseline strategy (RND) and the theoretically

optimum strategy (SB) for SSM are drawn in dotted lines.

Static strategies are shown in dot-dash lines and dynamic

strategies are shown in solid lines. As shown in the figure, the

SB and SEB strategies are consistently the best while RF and

RFR (almost overlapped) comes next. The dynamic reordering

strategies consistently outperform the static strategies.

We compare the overall speed up achieved by the strategies in

Fig. 10. The speed up achieved by a strategy X is defined as

the total cost incurred by the RND strategy divided by the total

cost incurred by the strategy X . The total costs are the sum of

the evaluation costs in all instances, including both the training

and evaluation set. We note that, as the dynamic strategies also

introduces logic overhead after evaluating each sample, we

also compare the speed up achieved when taking the overhead

into consideration. For SB and SEB strategies, the overhead is

significant because of the sorting operation introduced at each

1The experiments are written in Java language and conducted on HP
Z400 Workstation with Intel(R) Xeon(R) CPU W3565 @3.20GHz (8CPUs);
12288MB RAM; 64-bit Windows 7.
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Fig. 9. Comparison of total cost incurred (normalized w.r.t. RND) in the
constraint evaluation engine by the reordering strategies. The RND strategy
randomly permutes the test sequence once at the beginning. The column
labelled ‘Generated’ are the accumulated costs for evaluating 10,000,000 iter-
ations of constraint tests whose results are generated by using the parameters
learnt from the training set. The SB and SEB strategies are consistently the
best while RF and RFR (almost overlapped) strategies comes next.

Fig. 10. Comparison of speed up achieved by the strategies. Dark grey bars
represent the speed up achieved by each strategy without considering the logic
overhead while the light grey bars represent the speed up with logic overhead
introduced. Without considering the logic overhead introduced by the dynamic
strategies, SB and SEB achieves the best speed ups. With the logic overhead,
SB is still the best strategy while SEB is ranked slightly behind RF and RFR.

step. Without considering the logic overhead introduced by

the dynamic strategies, SB and SEB achieves the best speed

ups at 2.98 and 2.74 speed up respectively. With the logic

overhead, SB is still the best strategy while SEB is ranked

slightly behind RF and RFR strategies, at 2.17, 2.23, and 2.26

times speed up respectively.

C. Correlation Between Costs and Probabilities

From Fig. 9, RF and RFR seem to have efficiency comparable

to that of SEB. This may suggest that the RF and RFR

strategies are superior as they do not need any information on

the tests’ costs and probabilities. However, we note that this

may not be true in general. This is because in our test cases,

the constraint tests that are frequently violated (high “False”

probabilities) typically also have low costs, which means that

these tests are highly cost-effective. In other words, the costs

and the “False” probabilities of the tests, pFFi
, are negatively

correlated. As shown in Proposition 3, placing cost-effective

tests at the front leads to low expected overall costs, and

hence RF and RFR are very effective when costs and pFFi
’s

are negatively correlated. If the costs and pFFi
’s are positively

correlated, then RF and RFR will have worse performance.
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Fig. 11. Comparison of total cost incurred by varying the correlation between
pFFi and cost(i). The costs and fi’s are fixed while pTFi are generated
according to Eq.(14). Static strategies have constant total cost as they are
not dependent on pFFi . SB and SEB consistently have the lowest total costs
except for the last entry. RF and RFR strategies have the total costs growing
with respect to the cost-to-pFFi correlation.

To verify the impact of cost-to-pFFi
correlation on the perfor-

mance of RF and RFR, we can construct test cases with con-

trolled cost-to-pFFi
correlation. In order to make the generated

test sequences to ‘resemble’ the training set for comparability,

we retain the costs and fi’s parameters of the tests. By using

the Cholesky decomposition and the result from Proposition

4, we construct test cases where the cost-to-pFFi
correlation is

targeted to lie at the range from −0.9 to 0.9. After generating

the pFFi
parameters, we generate pTFi

correspondingly by

using Eq.(14). The results are plotted in Fig. 11.

As shown in Fig. 11, RF and RFR strategies show a general

trend that the total costs increase with respect to the cost-to-

pFFi
correlation. Specifically, for negative correlations, RF and

RFR are among the best strategies; for positive correlations,

RF and RFR are among the worst strategies.

D. Performance of SEB in Individual Instances

While the overall speedup obtained by SEB is substantial, it

is possible that the strategy could perform badly in individual

instances, and only achieves the observed speedup through

an aggregated or batched execution. Thus, we also investigate

the number of instances in which the performance of SEB

is better, when compared to the other strategies. Here, we

consider three main strategies, namely RF, CE, and RND, as

they are representative of the respective categories (dynamic,

static, and baseline respectively). The results are tabulated in

Table II. Each row shows the comparison result of SEB w.r.t. a

strategy. The number in each cell gives the number of instances

in which SEB is better when compared to the other strategy.

The result shows that SEB outperforms RF by a small margin,

and outperforms CE as well as RND in almost all of the

instances.

V. DISCUSSIONS

Given the prevalence of multicore processors and GPUs today,

another way to improve the efficiency of the constraint eval-

TABLE II
THE NUMBER OF INSTANCES IN WHICH SEB RESULTED IN LOWER TOTAL

COSTS WHEN COMPARED TO OTHER STRATEGIES.

Strategy Comparison Training Set Evaluation Set

SEB vs. RF 127 (52.0%) 134 (55.0%)
SEB vs. CE 237 (97.1%) 241 (98.8%)

SEB vs. RND 242 (99.2%) 241 (99.2%)

uation engine may be to run the constraint tests in parallel.

However, there may often be cases where the number of

tests to be conducted is larger than the available parallelism.

In such cases, we need to run multiple constraint tests at

each processor. Thus, we still need to determine the order of

evaluation at each processor, and hence our proposed approach

is relevant.

The dynamic approach utilizes the observation that the

container-location pairs being considered by the stowage al-

gorithm follow certain pattern. This follows from the fact that

the stowage solution (or partial solution) is built incrementally

by the algorithm. In other words, the next partial solution is

dependent on the current partial solution. As a result, we used

first order Markov Chain to formulate the constraint tests’

behaviour.

We conjecture that the proposed strategies may work for

other types of algorithms that share a similar behavior, i.e.,

the partial solution is built incrementally while ensuring that

multiple constraints are satisfied. The formulation of costs and

probabilities then follows directly as presented in Section III.

Our proposed dynamic approach is less likely to be useful

in situations where constraint evaluations do not follow any

patterns. Nevertheless, we have demonstrated the success of

our technique on the important problem of stowage planning.

VI. CONCLUSION

We have presented two models for the constraint test op-

timization problem, namely Random Sample Model (RSM)

and State-based Sequential Sample Model (SSM). For each

model, we considered several strategies to achieve the op-

timal performance. For SSM, as it is unrealistic to assume

full knowledge about the states of the constraint tests, we

showed how to modify the optimal strategy SB to produce a

near optimal strategy SEB. We showed empirically that SEB

performs nearly as well as SB and achieves a speed up of

2.74, as compared to the random ordering strategy. For RF

and RFR, we also show that they are sensitive to the cost-to-

pFFi
correlation. Specifically, with positive correlation, RF and

RFR strategies become less effective.

By improving the efficiency of the constraint evaluation en-

gine, we also improve the efficiency of the stowage planning

algorithm. As a result, we may now generate a good feasible

stowage plan with comparable quality to that of the human

planners in around 3 minutes time. For the detail of the

stowage algorithm, please refer to [8, 10, 11, 32].

We focused on describing the constraint test optimization in

the theme of automated stowage planning problem. However,
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the technique described can be applied to problems in other

domains as well. Most heuristics for solving combinatorial

optimization problem explore the search space in a certain

manner, which may result in the recurring constraint violation

patterns as observed in the stowage algorithm we considered,

and thus our results can be applied directly.

Lastly, the evaluation costs need not necessarily be com-

putational cost. For instance, to check if a cargo contains

illegal substances, a series of tests (x-ray detectors, gamma-ray

detectors, various sensors, etc) can be conducted [2, 26, 27].

Each test incurs a different cost and has a different probability

of success. The test reordering strategies may be adopted to

such scenario to reduce the time and monetary cost to detect

violating substance.
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