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Dataset preparation
Training and testing sets were created based on the Mixed National Institute of Standards and
Technology (MNIST) dataset. 1 The MNIST dataset is one of the most commonly used in machine learning research as a benchmark in image classification tasks. The MNIST dataset consists of 70,000 small images and corresponding labels. The images consist of ten classes of
handwritten digits from 0 to 9 written by high school students and office workers. The original
i

MNIST collection is divided into two sets, for training and testing, respectively, which are acquired from different groups of people. The correct estimate of machine learning capability is
done with the appropriate subsets of data (respectively the training set in the training stage and
the testing set in the testing stage, which excludes correlations affecting the correctness of the
result).
Due to the relatively slow switching time of the SLM, and to limit the influence of external
factors such as slow change of the temperature or laser power, a random selection of samples
was taken from the MNIST database. The training set was prepared by random selection of
4,000 digits from the training set. Similarly, the test set was prepared as a random selection of
1,000 elements from the test set. The dataset prepared in this way has all the features of the
full MNIST set. In the context of machine learning, the classification results obtained in this
set are expected to be lower than for the full MNIST dataset because of reducing the number of
teaching examples from 50,000 to 4,000.
During the experiments, digits from different classes in the training and testing sets were
randomly shuffled to avoid the spurious increase of efficiency that could result from the slow
change of experimental conditions, such as temperature or laser power, in the laboratory. For
example, if all digits form the class “0” were measured before digits from class “1”, the network
could learn to detect the change of experimental conditions rather than the digits, which is a
much easier task. Shuffling of the datasets avoids this problem since in this case the change of
experimental conditions can only result in the degradation of the recognition efficiency.
Every digit in the 5,000 MNIST dataset is encoded as a 28x28 grayscale image. Using
bilinear interpolation, we downsample the size of MNIST digits to either 4x4 or 7x7 images.
Reduction of digit resolution results in the decrease of the corresponding logistic regression
efficiency in the classification task. In the case of 4x4 and 7x7 resized digits we obtain 81.6%
and 91.1% accuracy, respectively, while for the full 28x28 dataset an accuracy of 92.5% was
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obtained with the same algorithm (see below for details).

Preparing the input
The reduced MNIST datasets were used as an input for the preparation of masks for the spatial
light modulator (SLM), depicted in Fig. 2 in the main text (S). An index j is assigned to each
pixel of a 28x28 input image, such that the input intensities are aj . These inputs are multiplied
by an 82 × 282 sparse random matrix giving the input as bi = Wij aj . Here i indexes different
pixels of an 8x8 image, which directly couples to the 8x8 sites of the reservoir. The same
procedure is used for all input images. We use a sparse matrix to avoid too homogeneous
mixing of all data, which leads to small differences of intensity in each of the nodes and, as we
checked, decrease of the overall efficiency of the network. The matrix is filled with 20% density
of nonzero values, which are chosen from the interval [0,1) with a homogeneous probability
distribution. We checked that depending on the particular values of the matrix elements the
resulting recognition rate can fluctuate by around 0.1%.

Formation and excitation of the polariton RC
The network of polaritons is formed by resonant excitation of the microcavity sample. The
semiconductor microcavity used in these experiments is a high quality-factor (Q ≈ 104 ) 2λ planar cavity with three In0.04 Ga0.96 As (8 nm) quantum wells placed at the electric field antinodes
within the cavity. 2 The distributed Bragg reflectors embedding the cavity consist of AlAs/GaAs
layers, resulting in a polariton lifetime of 10 ps and a Rabi splitting of 5.4 meV (see Fig. S1a).
The exciton-cavity detuning is δ = 1 meV and the sample is kept at a temperature of 10 K.
The microcavity polaritons are pumped by a continuous wave laser tuned at the wavelength of

iii

836.2 nm.
The spatial light modulator (SLM) is a Holoeye Pluto-2 phase only device based on 1920 ×
1080 liquid crystals which individually control the phase delay between different pixels. The
intensity and phase of the pump beam, upon reflection from the SLM display, are controlled by
a holographic technique through a home-made software to form an array of laser spots. The
shaped-beam laser is then used to excite the microcavity sample.
At low pump powers, the Rayleigh ring corresponding to the intersection of the polariton
dispersion with the laser energy is visible in the transmission signal, see Fig. S1b. Increasing
the pump power, the nonlinear interactions of polaritons bring the dispersion at resonance with
the laser frequency and momentum. The four-nodes pattern in momentum space forms the RC
by focussing the pump laser beam onto the microcavity sample by a doublet lens with focal
f = 75 mm. The SLM output carries the information of each digit encoded in the intensity
distribution in the array, while a phase difference of π is used to better separate the nodes (see
Fig. S1c-d). The transmission from the microcavity sample is then collected by a second doublet
lens with the same focal length and recorded on a coupled charge detector (CCD).

Linear SLM calibration
In Fig. S2, the linear behavior of the SLM is shown. By increasing the nominal output in the
SLM mask, the intensity of the laser beam after the SLM follows linearly the nominal values.
On the contrary, the transmission behavior of the polariton RC shows a clear nonlinearity as a
function of increasing power, as shown in Fig. 3 of the main text.
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Figure S1: Injection. a, Polariton dispersion (positive detuning) with the position of the signal in
momentum space marked by the red points. The dashed horizontal line at 1485 meV represents
the flat exciton dispersion while the photonic dispersion is shown by the parabolic dashed line
(bottom energy at 1486 meV). The strong coupling regime manifests with the exciton-cavity
anticrossing and the formation of lower and upper polariton branches (red, solid lines). The
energy and momentum of the pumping beam are indicated by the dashed line at 1483 meV
and the red points at |k| = 0.2 µm−1 , respectively. b, Momentum space image of the array
with saturated color scale to highlight the elastic scattering ring on the polariton dispersion at
the laser beam energy (at low pumping power, below the nonlinear threshold). c, Example of
transfer function of the SLM used to create an array of laser spots with tunable intensities. d,
Phase profile of the transfer function of the SLM used to separate each polariton node.
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Figure S2: Linear transfer function of the SLM. Laser intensity after the SLM modulation for
increasing nominal values in the transfer function of the SLM.

Logistic regression
Logistic regression used in this work is an algorithm performing linear classification of input
data, which results in probabilities for the ten classes (0-9), which sum up to unity. Logistic
regression uses cross-entropy as an error function, which allows to obtain accurate weights for
this kind of problem. It was performed using the Scikit-learn python library [2] on a standard
PC with no hardware acceleration. We used the ’newton-cg’ method to support the L2 regularization. The maximum number of iterations taken for the solver is 106 . We set the tolerance
for the stopping criteria as 10−5 . In the used algorithm the ’multiclass’ parameter is selected
automatically and weights are distributed in the ’balanced’ way. Additionally, for each series of
data, we optimized the parameter of L2 regularization strength to obtain the best classification
efficiency.
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Figure S3: Polariton RC on low resolution images. Linear transformation into a 8x8 matrix
is used to distribute the input digit (4x4 resolution) on the whole array by multiplication of
the 16 input intensities by a 16x64 matrix. The success rate obtained from logistic regression,
both on the 4x4 input digits (samples of 1, 3, 5, 7 input digits are shown in the top row on the
left) and on the 8x8 array (second row on the left), is 81.6%. The signal after the nonlinear
transformation performed by the polariton RC (bottom row on the left, where the quadratic
deviation from the mean is shown to highlight the nonlinear redistribution of the information)
allows an increase of the recognition rate up to 83.6% already with 64 nodes. The spatial scale
of the polariton RC in the bottom row P is 150 µm×150 µm. On the right, the combination of the
information obtained from 6 different random masks allows to increase the effective reservoir
size and further enhance the recognition rate to 86.3% (dashed line is a guide to the eye), which
is better than logistic regression by a 4.7%.

Combining data from several series of measurements
In the plot of Fig. S3 (right), the horizontal axis shows the effective size of the reservoir. The
size of the reservoir was increased by combining the data collected from several experimental
series, performed for the same sequence of MNIST digits but with different random matrices
Wij (the random matrix is fixed in each series). This led to different redistributions of information in each experimental series and different nonlinear transformation of the input data, which
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amounts to increasing the reservoir size. Merging the input digits and the data collected from
different series we extend the size of data used in the subsequent logistic regression algorithm
and improve the recognition rate. Merging the data obtained for six different random matrices
gives an improvement of recognition rate compared to the data collected from one experimental
series by 2.7% and this result is higher by 4.7% compared to pure logistic regression on the
input digit dataset. It should be noted that after connecting five different series the recognition
rate saturates and further addition of series does not help. In Fig. S3 there was one output per
polariton lattice node. In this case, the number of collected outputs is higher than the number
of matrix elements in the digits. For the 7x7 digits case (Fig. 2 in the main text) combining
different experimental series turned out to be ineffective and did not lead to reduction of error
rate with respect to a single series. A more effective procedure in this case was increasing the
resolution of collecting data within a single series (see below).

Collecting data from emission
Polariton emission maps (or SLM patterns, when applicable) obtained in the experiment are
recorded on the CCD camera and have a 320x320 pixel form. Using each pixel from the map as
an input for the logistic regression algorithm is computationally ineffective. To reduce the size
of data without losing relevant information, we spatially integrate the emission maps. We divide
the area of condensate emission into an NxN square lattice. Next, we numerically integrate the
area of each square which results in the reduction of the output to the NxN size. In the integration algorithm, we used the trapezoidal integration method. The size of the output obtained
from single emission maps is given by the resolution of the integration algorithm. Increasing the
resolution of the integration lattice we also increase the number of details from the condensate
emission map, which are used in the learning procedure. As evident from Fig. 2 in the main
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text (emission patterns in the left bottom row), the emission contains many detailed features on
a spatial scale below the size of a single node. At low resolution, these features are neglected,
which results in decrease of the recognition efficiency. On the other hand too high resolution
can be computationally impractical. Comparison between the size of the output matrix and the
classification error for the 4x4 reduced MNIST dataset is shown in Fig. S4.

Figure S4: Dependence of the error rate for the 4x4 problem on the output resolution N. Error
bars indicate standard deviation of the error rate.
Fig. S4 presents the MNIST classification error rate obtained from the polariton condensate
emission map for different resolutions of collecting data. Every point in this plot is the mean
value, which is obtained from six different experimental realizations of random masks. Error
bars on the plot correspond to the standard deviation. Increasing the collecting resolution can
be related to the increase of the effective reservoir size in the view of reservoir computing. For
small resolution, the classification error rate is the highest. For high-resolution, the error rate
saturates. The error rates obtained with a high resolution are very close to the values obtained by
ix

merging the different experimental series if the data for the same number of effective reservoir
nodes are compared. The best classification accuracy obtained with a high resolution (20x20)
is respectively 86.1% for the 4x4 dataset and 93.1% (shown in Fig. 2 in the main text) for the
7x7 reduced MNIST dataset.

Working conditions
The choice of the laser detuning and power plays an important role in the optimization of the
efficiency of the system. As discussed in the text, in order to observe the nonlinear behavior of
a polariton node, the laser frequency EL needs to be set slightly blue detuned with respect to the
polariton resonance EP , ∆E = EL −EP > 0. If the detuning ∆E is reduced too much, i.e. ∆E
is comparable to the polariton linewidth γ, the nonlinear effect is also smaller. On the contrary,
if ∆E is too large, not all the nodes can reach the nonlinear threshold. The optimal condition
is obtained by setting ∆E to be slightly larger than γ, as shown in Fig. S5. Moreover, since
the efficiency of the polariton RC increases when the highest possible number of nodes work
in the non-linear range, it has proven effective to set a lower offset in the power range of the
pump laser. This is due to the inhomogeneous (Gaussian) intensity profile of the pump beam,
which can limit the input power on the more external nodes of the lattice. As shown in Fig. S5,
a 30% offset of the total power allows to maximize the number of activated neurons, increasing
the recognition efficiency of the polariton RC. Higher offsets would instead decrease the efficiency, given that other nodes would be above threshold in the whole power range. Therefore,
the maximum efficiency is obtained for a balanced choice of the laser detuning and power, as
summarized in Fig. S5.
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Figure S5: Comparison of the polariton RC efficiency for different excitation conditions, varying both the laser detuning (horizontal direction in the table) and its power range (vertical direction in the table). The best result is obtained with a lower power offset (minimum power) of
30% of the highest power and for a laser detuning ∆E ≈ 0.18 meV, corresponding to about 2γ.

Numerical simulations
Here we consider a numerical model of polaritons to simulate the experimental scenario. The
polaritons represent a nonlinear driven-dissipative system and can be described by the GrossPitaevskii equation:
dψ
h̄2 2
γ
= −
∇ + α|ψ|2 + E − i + V (~r) ψ + F (~r)
ih̄
dt
2m
2
!

(S1)

Where m is the polariton mass, α is the nonlinear interaction strength, γ is the decay rate, V (~r)
is the possible disordered potential, F (~r) is the near-resonant coherent laser considered to inject
the input signal and excite polaritons, and E is the detuning (the polariton energy minus the laser
energy). It is convenient to rescale to dimensionless units by scaling the polariton wavefunction
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We consider that the system evolves under the near-resonant excitation F (~r) starting from
the initial condition ψ(t = 0) = 0. The typical dynamical behaviour of the condensate is
presented in Fig. S6. The resonant excitation is spatially patterned in the form of F (~r) to carry
information of the input image of a MNIST digit. In Fig. S7, we show considered examples of
F (~r) in our simulation, which are similar to the patterns experimentally achieved with an SLM.
We use an 8x8 input lattice pattern as considered in the experiment.

Figure S6: Dynamical behaviour of the intensities at a few different points in space as functions
of time. Following the initial transient dynamics, the system reaches the steady state at long
time. We considered a laser spot size at each lattice site equal to 2, lattice constant of 5, disorder
amplitude of 0.83 and E=6.65 (where all parameters are given in dimensionless units).
Under this continuous near-resonant pump, the system reaches the steady state following an
xii
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Figure S7: We show the MNIST data in the first row, the input excitation pattern in the second row, and the simulated real space images of the polariton lattice in the steady state. We
considered the same parameters as in Fig. S6.
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initial transient dynamics. The steady state ψ shows real space features that are comparable to
the experimentally obtained images. We consider the numerically simulated real space patterns
of the polariton lattice recognising the same considered MNIST hand written digits. The success
rate with this consideration is 94.6%, which is similar to the value obtained in our experiment.

Time multiplexing

Figure S8: The simulated real space images taken at different times t1 < t2 < t3 < t4 . Before
the polariton lattice reaches the steady state at t4 , it goes through different spatial patterns which
are utilised for multiplexing the readout.
Although not considered in our continuous wave experiment, the success rate can be further
improved by considering the transient dynamics of the system. For this we consider timemultiplexing. In time-multiplexing, the readout is measured at multiple times in the transient
regime to increase the effective total number of readout elements. Note that taking multiple
readouts in the steady state does not increase the effective number of readout elements, as the
steady state is time-independent. However in the initial transient phase, our nonlinear system
shows rich dynamical behaviour which can be utilised through the time-multiplexing.
In Fig. S8, we show the simulated real space image of the polariton condensate at different
times during the initial transient. We find that the polariton lattice goes through different spatial
patterns in time. These patterns are considered as separate readouts for time-multiplexing.
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Figure S9: Success rate versus the multiplexity. We see that the success rate increases with increasing time-multiplexing M. Here the success rate is obtained with a linear regression method,
which is simpler to implement for larger numbers of output nodes.
In Fig. S9, we show how the success rate of recognising the MNIST data improves with
increasing multiplexing M. Here M represents the number of times when readouts are taken.
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