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Abstract
The increasing demand in air transportation is

pushing the current air traffic management (ATM)
system to its limits in the airspace capacity and
workload of air traffic controllers (ATCOs). ATCOs
are in an urgent need of assistant tools to aid them
in dealing with increased traffic. To address this
issue, the application of artificial intelligence (AI) in
supporting ATCOs is a promising approach. In this
work, we build an AI system as a digital assistant
to support ATCOs in resolving potential conflicts.
Our system consists of two core components: an
intelligent interactive conflict solver (iCS) to acquire
ATCOs’ preferences, and an AI agent based on re-
inforcement learning to suggest conflict resolutions
capturing those preferences. We observe that provid-
ing the AI agent with the human resolutions, which
are acquired and characterized by our intelligent
interactive conflicts solver, not only improves the
agent’s performance but also gives it the capability
to suggest more human-like resolutions, which could
help increase the ATCOs’ acceptance rate of the
agent’s suggested resolutions. Our system could be
further developed as personalized digital assistants of
ACTOs to maintain their workloads manageable when
they have to deal with sectors with increased traffic.

Introduction
Air traffic congestion is among the major con-

cerns in the development of the future air traffic
management (ATM) system, as the continuous growth
of the air transportation demand [1] is leading to
more traffic being introduced to the airspace while the

airspace capacity remains unchanged. Traffic conges-
tion not only causes delays but also results in more
potential flight conflicts, which could pose a threat
to the system safety. To improve the current system,
new capacity will be necessarily created. However,
airspace capacity design is heavily controlled by
human factor, i.e. the workload of the air traffic
controller (ATCO) in charge of the sector; therefore,
additional airspace capacity must come with the de-
velopment of assistant tools for the ATCOs, especially
in giving conflict resolution advisories.

Conflict resolution advisories are necessarily
given by the ATCOs (to the pilots) when potential
conflicts are detected. A conflict between any two
aircraft occurs when the distance between them is
smaller than a standard separation (i.e. 5 nautical
miles laterally and 1000 feet vertically during en-
route flight). Many mathematical models have been
developed as conflict resolution advisory tools for
the ATCOs [2]–[8]. Although these models had been
reported with positive results, they suffer several
common limitations. First, complete knowledge of
the mapping from conflict scenarios to maneuvers
is required and the input scenarios must be well
standardized for the mathematical models to work
properly. These make mathematical models highly
complex, less flexible, and could only well perform on
standardized scenarios. Second, these mathematical
models do not possess self-learning ability, i.e. the
ability to self-evolve when dealing with unseen and
non-standard scenarios. More importantly, automated
conflict resolutions generally get low acceptance rate
from ATCOs [9], [10], and one reason is that the



resolutions suggested by mathematical models fail
to incorporate the ATCOs’ strategic preferences in
resolving conflicts.

In this work, we attempt to build a conflict
resolution advisory system that is capable of incor-
porating human preferences in its resolutions. Our
system has two major components: (1) an interactive
conflict solver (iCS) for acquiring and characterizing
human resolutions; and (2) an artificial intelligent
agent that learns to resolve conflict incorporating the
characteristics of human resolution acquired by the
iCS. The iCS presents conflict scenarios to ATCOs,
observes ATCOs’ behaviors when they are resolving
conflicts, and characterizes ATCOs’ resolutions. The
AI agent is trained using reinforcement learning (RL)
algorithm such that it could learn the characteristics
of ATCOs’ preferred resolutions provided by the iCS,
and then suggest conflict resolutions that incorporate
the learned ATCOs’ preferences.

Methodology
In this section, we describe our approach to

build the AI agent that suggests conflict resolutions
incorporating ATCOs’ preferences. First, we describe
the conflict scenarios being considered in our experi-
ments. Second, we explain the iCS for characterizing
the resolutions provided by the ATCOs. Then, we
present the reinforcement learning algorithm for the
training of the agent such that the agent is able to
suggest human-like resolutions.

Conflict Scenario
We define a conflict scenario as a traffic scenario

that occurs within a circular area of interest (or
interested airspace) of radius r, in which there is one
pair of potential conflicts between an ownship and
an intruder aircraft, in the presence of surrounding
traffic (Figure 1). We assume no conflict among the
surrounding aircraft; in other words, a conflict always
occurs between the ownship and another aircraft in
the interested airspace. Let n be the number of aircraft
in the interested airspace when a potential conflict
is being considered, Ai denote the locations of the
aircraft at the moment the conflict scenario presented
to the agent (t0 = 0), and Bi the locations where
the aircraft exit the interested airspace (0 ≤ i < n)

Figure 1. A traffic scenario with a potential conflict
between the ownship and the intruder, in the
presence of surrounding aircraft

(Figure 1). Consequently, AiBi represent the aircraft’s
trajectories and

−−→
AiBi are the initial headings of the

aircraft. If the aircraft continue their journeys with
this original flights plan, the ownship (following route
A0B0) and the intruder (following route A1B1) are
converging; they will simultaneously reach P and Q.
Since the scenario is generated such that the distance
PQ is less than dsep, which is the safe separation
to maintain, the two aircraft are losing their safe
separation if none of them takes any maneuver. Here,
PQ is called the closest point of approach (CPA)
between the ownship and the intruder, also denoted
by the CPA closure vector

−→
d1 from P to Q. Similarly,

the CPAs between the ownship and the surrounding
aircraft are denoted by

−→
di where 2 ≤ i < n. Note

that at the beginning, ‖
−→
d1‖< dsep while ‖

−→
di ‖ ≥ dsep,

2 ≤ i < n; this imposes the single initial conflict
condition to the generated scenarios, which is the
interest of this work.

Assume that all aircraft are cruising at the same
speed of vc. At t0 = 0, the ownship is at A0 and
the intruder A1. The velocities of the ownship and
the intruder are −→u = vc(

−−−→
A0B0/‖

−−−→
A0B0‖) and −→v =

vc(
−−−→
A1B1/‖

−−−→
A1B1‖), respectively. At a time t > 0, the

locations of the the ownship and the intruder are



Figure 2. A screenshot of the interactive conflict solver

respectively given by
−→
P (t) =

−→
A0+~ut and

−→
Q (t) =−→

A1+~vt, and distance between them renders as d1(t)≡
‖
−→
d1‖=

−→
W0 +(~u−~v)t where

−→
W0 =

−−−→
A0A1. Minimizing

d1(t) yields the time to CPA as tCPA = −−→W0 · (~u−
~v)/‖~u−~v‖2, and the closure at CPA as d1(CPA) =
d1(tCPA).

Maneuver and Interactive Conflict Solver (iCS)

To prevent the conflict, the ownship must take
a maneuver A0NB0 through the trajectory change
point (TCP) N, as shown by the blue-dashed curve
in Figure 1. The TCP N must be carefully decided
such that the maneuver A0NB0 should successfully
resolve the primary conflict without giving rise to any
secondary conflict with the surrounding aircraft. Here,
we consider heading change as the only maneuver for
conflict resolution.

The ultimate goal of this work is to train the
AI agent such that it is able to suggest human-like
conflict resolution. Thus, it is necessary to collect
conflict resolution performed by human as demonstra-
tions for the agent during training. To accomplish this,

we develop an interactive conflict solver that allows
human to input the TCP for each conflict scenario.

Figure 2 shows the screenshot of the interactive
conflict solver. The iCS is developed as a web-
based application with an interactive interface that
allows user to input resolutions. Conflict scenarios are
generated and stored in the computer hard disk. The
iCS loads the conflict scenarios and presents one by
one to the ATCO. The conflict between the ownship
and the intruder is indicated so that the ATCO does
not need to perform conflict detection, but focus on
providing a conflict resolution for every scenario. To
input a resolution, the ATCO is to perform a mouse-
click on the ownship’s trajectory to add a TCP, and
then drag the TCP to search for a good resolution.
The separation status of the ownship is continuously
updated and shown on the interface as the ATCO is
dragging the TCP.

Figure 3 presents the possible situations that
could happen when the ATCO is interacting with
the iCS during resolving conflict in a given scenario.
Figure 3a shows the initial conflict between the own-
ship (green thick line) and the intruder (blue thick



Figure 3. Different possible situations when user is searching for a resolution using the iCS

line), where the dots represent the current locations
of all aircraft, and the red circle always indicates
the loss of separation in the scenario. Figure 3b
shows a successful maneuver, the dashed green curve,
after the ATCO has added a TCP to the flight plan
of the ownship. Note that the successful maneuver
eliminates all potential conflicts in the scenario; thus,
there is no loss of separation indicator being seen
in Figure 3b. In Figure 3c, however, the location
of the TCP is not able to constitute a successful
maneuver, as the ownship is still in conflict with
the intruder and the red indicator remains visible.
In Figure 3d, although the initial potential conflict
has been eliminated, the suggested maneuver is still
invalid because it gives rise to a secondary conflict
between the ownship and another aircraft, marked by
the red indicator.

Once the ATCO has provided resolutions for the
conflict scenarios, the resolutions, or more precisely
the locations of the resolutions’ TCP, are saved to-
gether with the conflict scenarios as training data for
reinforcement learning. From the machine learning
perspective, the provided resolutions could be con-
sidered as the labels of the input conflict scenarios,
which encapsulate the preference of the ATCO in
resolving conflict.

Reinforcement Learning for Conflict Resolution
In this work, we formulate the conflict resolution

problem as a decision-making problem that is solved
using reinforcement learning algorithm. Reinforce-
ment learning has recently shown its great capability

to successfully solve complex decision-making prob-
lems [11]–[16]. Similar to many complex decision-
making problems reported in the literature, here, the
conflict resolution problem has large state space and
continuous action space; therefore, advanced treat-
ments must be considered to guarantee the learning
performance. For this reason, we employ the Deep
Deterministic Policy Gradient (DDPG) algorithm for
our problem, as this algorithm had been proven to
have high performance on large state and continuous
action spaces [17]. In the remaining of this section,
we briefly describe the core components of reinforce-
ment learning, and some consideration during the
implementation of the DDPG algorithm in the conflict
resolution problem. A comprehensive explanation of
the algorithm could be found in [17].

In the reinforcement learning algorithm applied
to our problem, the core components include a policy
π(s) and a state-action value function V(s,a) (Q-
value). The policy π(s) is the mapping from input
conflict scenarios s to maneuvers, or action a, required
to resolve the conflicts. Here, the agent’s learning
objective is to arrive at an optimal policy π∗(s) that
maps conflict scenarios to maneuvers which best cap-
ture the ATCO’s preference. During training phase,
the state-action value function V(s,a) is approximated
and used to assess the similarity between the ATCO’s
resolutions and the agent’s suggested ones. V(s,a)
takes a conflict scenario s and an action a as its inputs,
and returns a scalar value that represents the goodness
of taking the given action at the given scenario.
Given a scenario, an agent’s action that is closer to



Figure 4. Components of the reinforcement learning model for the conflict resolution problem

the human decision is considered as better and its
value is higher. During training, π(s) and V(s,a) are
alternatively updated until they both become stable
and optimal.

In the training phase, all the scenarios in the
train set of the data is presented to the agent, one
by one. For a given scenario, the agent explores and
tries a number of maneuvers, and receives a reward
signal for every maneuver it has applied. The reward
function R(a) is designed such that it gives reward
for a maneuver that resolve the conflict and penalizes
a maneuver that fails to separate the aircraft. Because
the action space is continuous, i.e. there are indefinite
numbers of possible actions, it is impractical for the
agent to try all of them. Instead, the agent tries a
definite actions for each scenario, and data containing
tuples of {state s, action a, reward r} are stored
after every trial. Then, the policy π(s) and the state-
action value function V(s,a) are approximated by two
deep neural networks, the actor network and the critic
network respectively, employing the collected data
tuples. The actor network, which acts in response to
the current state, is to approximate the desired policy.
The critic network, which criticizes the decision made
by the actor network, is to approximate the real
reward function (Figure 4). The model’s performance
is assessed by the similarity between the agent’s sug-
gested TCP and that from human in unseen scenarios
of the test set.

In our experiment, the iCS presents 500 conflict

scenarios to an ATCO and collects his resolutions
for these scenarios. Each scenario has one potential
conflict between the ownship and the intruder aircraft,
and there are three other surrounding aircraft (see
Figure 1). Assume that the ATCO resolves all the
conflicts employing a consistent strategy; therefore,
the resolutions provided encapsulate the ATCO’s pref-
erence in resolving conflicts. Among the 500 pairs
of conflicts and captured resolutions, we randomly
choose 400 pairs to form the train set of data, and
the remaining 100 pairs being the test set used for
model evaluation.

Results and Discussion
The most important indicator of the model’s per-

formance is the similarity between the agent’s and the
ATCO’s resolutions. Since this similarity is assessed
by the reward mechanism, the approximation of the
reward (or the equivalent penalty) signal, i.e. V(s,a),
is essential to the model’s performance. Figure 5
presents the convergence of the approximated penalty
and the actual penalty as the training is progressing.
Note that the use of penalty instead of reward for
model assessment does not alter the model’s qualities
in any manner. Figure 5 shows two qualities of the
model when it is converging: (1) the approximated
reward signal (the blue curve), i.e. the output of the
critic network in Figure 4, converges to the actual one
(the orange curve), and (2) they both become stable.
We could see that the model well converges after



Figure 5. Convergence of the learning model

2,000 iterations. At the beginning of the training, the
actual penalty starts from a very large value (> 1,000)
because at that moment the agent is still in the
exploration phase. The approximated penalty starts
from a very small value because of the initialization
of the critic network.

Figure 6 shows the agent’s resolution for a
unseen conflict scenario after model’s convergence, as
an example. The dashed white line is the originally
planned trajectory of the ownship, and the solid thick
white curve is the resolution suggested by the agent.
It is shown that the TCP of the agent’s resolution
is very close to that provided by the ATCO, which
is located by the start marker. In Figure 6, the heat
map represents values of the penalty, where lower
penalties (i.e. more desirable TCP) are located in the
darker blue regions and high penalties (i.e. low quality
TCP) are at the darker red locations.

After the model has converged, we allow the
agent to resolve 100 unseen conflict scenarios in the
test set, and the distribution of the penalties given to
the agent is shown in Figure 7, where more than 65%
of the resolutions suggested by the agent received
very low penalties (i.e. lower than 100). The majority
of suggested resolutions receive low penalties indi-
cates the high capability of the agent of suggesting
resolutions that capture the ATCO’s preference.

In Figure 8, we demonstrate the agent’s sug-

Figure 6. An example of the agent’s suggested
resolution showing the similarity between agent’s
and human resolutions

gested resolutions for six unseen conflict scenarios. It
could be observed that in all scenarios, the trajectory
change point is always located at the dark blue region,
showing that the agent is able to limit the penalties
to very low values by suggesting resolutions that are
close to the preference provided by human.

Figure 7. Penalties distribution performed on test
set after convergence



Figure 8. The agent’s suggested resolutions for different conflict scenarios

Conclusion
We have proposed a framework for building

an artificial intelligent agent capable of suggesting
conflict resolution advisories that capture the pref-
erences of ATCOs in resolving conflicts. We have
developed an interactive conflict solver to acquire
resolutions from ATCOs, and employed the collected
data to train the agent using reinforcement learning
algorithm. Our results have shown that more than
65% of the resolutions suggested by the agent are
close to the resolutions performed by an ATCO.
The obtained outcomes suggest that reinforcement
learning is a promising approach for future resolution
advisory systems, for its ability to learn from human
experience.

We believe that the results of this work could
be further improved. An improvement in the repre-
sentation of conflict scenarios could help the agent

better apprehends its environment and makes bet-
ter decision. Also, a throughout investigation of the
consistency in the strategies that ATCOs employ to
resolve conflicts is necessary to improve the model’s
convergence and to make the agent’s resolutions
closer to that of ATCOs.
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