
This document is downloaded from DR‑NTU (https://dr.ntu.edu.sg)
Nanyang Technological University, Singapore.

GPU‑based multiple‑choice scheme for mesh
simplification

Koh, Naimin; Zhang, Wenjing; Zheng, Jianmin; Cai, Yiyu

2018

Koh, N., Zhang, W., Zheng, J., & Cai, Y. (2018). GPU‑based multiple‑choice scheme for mesh
simplification. Proceedings of Computer Graphics International 2018, 195‑200.
doi:10.1145/3208159.3208195

https://hdl.handle.net/10356/144946

https://doi.org/10.1145/3208159.3208195

© 2018 Association for Computing Machinery. All rights reserved. This paper was published
in Proceedings of Computer Graphics International 2018 and is made available with
permission of Association for Computing Machinery.

Downloaded on 23 May 2023 10:48:38 SGT



GPU-based Multiple-Choice Scheme for Mesh Simplification
Naimin Koh

Nanyang Technological University
Autodesk Inc.
Singapore

koh059@e.ntu.edu.sg

Wenjing Zhang
Nanyang Technological University

Singapore
zhangwenjing@ntu.edu.sg

Jianmin Zheng
Nanyang Technological University

Singapore
asjmzheng@ntu.edu.sg

Yiyu Cai
Nanyang Technological University

Singapore
myycai@ntu.edu.sg

ABSTRACT
This paper presents a novel GPU-based parallel algorithm to sim-
plify triangular meshes. Existing GPU based methods usually pro-
duce simplified meshes with lower quality. This is generally because
they put more emphasis on parallelism than mesh quality. After
a thorough analysis of the existing methods, we propose a GPU
based multiple-choice mechanism, which combines multiple-choice
decimation and GPU-based parallel simplification, to balance the
mesh quality and computational speed. As a result, our algorithm
improves the quality of the simplified meshes and also achieves
high speed-up provided by GPU. The experiments and the compar-
ison with the prior art confirm the performance of the proposed
algorithm.

CCS CONCEPTS
• Computing methodologies → Graphics processors; Mesh
models;

KEYWORDS
GPU, parallel computation, mesh simplification
ACM Reference Format:
Naimin Koh,Wenjing Zhang, Jianmin Zheng, and Yiyu Cai. 2018. GPU-based
Multiple-Choice Scheme for Mesh Simplification. In CGI 2018: Computer
Graphics International 2018, June 11–14, 2018, Bintan Island, Indonesia. ACM,
New York, NY, USA, 6 pages. https://doi.org/10.1145/3208159.3208195

1 INTRODUCTION
Mesh simplification is a fundamental process in many applications
like 3D reconstruction, rendering and Virtual Reality. The purpose
of simplification is to reduce the number of triangles while keeping
the simplified mesh close to the original mesh as much as possible.
This process, however, is usually quite slow for meshes with a large
number of vertices. Many parallel algorithms have been proposed to
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speed up the simplification by exploiting the parallelism provided by
GPU. To do parallel simplification, the algorithms need to deal with
conflict carefully: different threads cannot modify the overlapped
part of the mesh. Such a racing problem is the main focus in the
existing methods [7, 12]. As a result, the simplified mesh may have
low quality compared to a sequential greedy algorithm running
on CPU. While the speed is important for the simplification, the
quality of simplified mesh also plays much importance.

In this paper, we present a novel GPU-based mesh simplification
algorithm, which takes both the speed and mesh quality into ac-
count. The method runs entirely on GPU and collapses multiple
edges in parallel. Data transfer between CPU and GPU is minimized.
Thus our algorithm is much faster than a CPU based method. More-
over, the quadric error metric (QEM) is adopted to evaluate the cost
of simplification and edge collapse is used as basic simplification
operator. To improve the mesh quality, we employ a multiple-choice
mechanism: for each simplified edge, we first randomly find several
candidates and use the one with the least QEM-based error, and
then the independent edges are identified for parallel processing. A
probabilistic analysis shows that this mechanism can improve the
chance to collapse the correct edges in general. In this way, both the
racing condition and the mesh quality are considered. This gives
us a better trade-off between speed and quality. We demonstrate
the method with several models and compare it with the state of
the art.

2 RELATEDWORK
The problem of simplifying triangular meshes has been extensively
studied. Our focus is on the algorithms based on edge collapse
with QEM, which is first proposed by [5] and known as QSlim.
Various extensions have also been proposed to modify the metrics
to incorporate color and UV coordinates to preserve attributes
besides geometry [2, 6, 8].

However, for a mesh model with a large number of vertices the
initial QSlim algorithm is time and memory consuming. All the
edges are ranked with their cost and each time the one with least
cost is chosen for collapse. An additional heap is maintained for
this ranking. A memoryless version is later proposed [9]. Out of
core algorithms are proposed to simplify very large meshes [11].
Multiple-choice algorithms [15, 16] address these problems with a
different point of view. Instead of definitely choosing the best edge,
it proposed a probabilistic optimization to increase the possibility
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to choose a good edge. There is no need to evaluate the cost for all
edges or maintain a heap for ranking. The memory usage is largely
reduced and the speed is accelerated.

Recently, GPGPU is more and more used to for parallel compu-
tation. Some researchers are devoted to speed up the mesh simplifi-
cation with GPU [4, 7, 12, 14]. Their focus is on how to choose an
appropriate set of edges for collapse without incurring conflicts. [4]
adopts an octree to partitions the 3D space. The simplification is
thus dependent on how the mesh is partitioned. [7] choose to col-
lapse edges with local minimum cost, which guarantees the selected
edges are independent. However, a local minimum edge is not guar-
anteed to incur a small cost and the efficiency is highly dependent
of the number of local minimum edges. Shontz and Nistor [14]
uses a CPU-GPU algorithm whose major part is executed on CPU
and part of the algorithm is executed on GPU. Transferring data
between CPU and GPU is very inefficient and should be avoided
as indicated in many GPU-based algorithms. Recently, super in-
dependent vertices [12] are adopted to ensure selected edges are
independent of each other. The quality of the simplified mesh gen-
erated with these algorithms, however, could be worse than that
generated by a greedy-based sequential algorithm. While most of
the existing methods adopt a triangle soup mesh representation, a
recent work [10] adopts half-edge data structure for parallel simpli-
fication. Even though our method adopts triangle soup as [12], the
idea of adopting multiple-choice scheme for better quality can also
be incorporated into other data structure like half-edge.

3 THE PROPOSED METHOD
The input to our method is a triangular mesh T = (V , F ). V ∈ R3n

is the vertex position. F ∈ R3m is the triangle indices, i.e. each
triangle defines a triple (i, j,k) indicating the indices of vertices in
V . The output if a simplified triangular mesh T ′ = (V ′, F ′) with
fewer triangles, the number of which is specified by the user. We do
not require the mesh to be manifold. After these data is read from
disk to CPU RAM, we allocate the required memory on GPU and
stream the data in GPU memory. After that, all the computation is
done on GPU.

Our method is composed of three components: QEM based edge
collapse, multiple-choice decimation, and GPU parallelism. QEM is
adopted to rate the edge collapse cost. Multiple-choice decimation
is used to choose the "best" edge in a probabilistic view. GPU is
exploited for parallel acceleration. We first give a brief introduction
and analysis of these three components and their usage in existing
methods from Section 3.1 to Section 3.3. We then give a detailed
description of our algorithm in Section 3.4.

3.1 QEM based edge collapse
QEM [5] is a popular method to measure the error incurred for an
edge collapse based on vertex-plane distance. An implementation
based on QEM, QSlim, is quite successful. For a vertex vi , each of
its adjacent triangles defines a plane q = (a,b, c,d), where (a,b, c)
is the normalized normal and d is the distance to the origin. Thus
the squared distance from a point v to the plane can be calculated
as D2(v) = (v, 1)(qT q)(v, 1)T = (v, 1)Q(v, 1)T . For a vertex vi ,
its quadric is the sum of those of its adjacent triangles: Q(vi ) =∑
k ∈Ni Qk , where Ni is the indices of triangles adjacent to vi .

Figure 1: A demonstration of edge collapse. Edge e(vi , vj )
(red) is collapsed into one vertex vc .

For an edge collapse, we can use QEM to approximate the in-
troduced geometric error. For an edge e = (vi , vj ), the resulting
vertex after collapsed is denoted as vc , as show in Fig. 1. The error
is defined as D2(vc ) = (vc , 1)(Q(vi ) + Q(vj ))(vc , 1)T . The position
of vc is chosen as the one minimizing D2(vc ). The Q(vc ) for the
new vertex is updated as Q(vc ) = Q(vi ) + Q(vj ).

In QSlim, a greedy strategy is used to select edges for collapse.
All the edges are ranked according to their incurred error D2. Each
time the edge with minimum cost is chosen for collapse and the
edge costs for adjacent edges are updated and iterate again. A heap
data structure is used to hold all the edges and choose the best edge.

QSlim works quite well. The simplified mesh is usually of good
quality. A lot of derivatives are based on it [3]. However, two main
problems exist for this greedy algorithm: slow computation and
high memory consumption. Since each time we can only collapse
one edge and the subsequent collapse depends on the previous ones,
the algorithm is quite slow and cannot be parallelized. In addition,
we need to compute the cost for all the edges and construct a
heap data structure. This will inevitably consume a large portion
of memory and be computationally intensive.

3.2 Multiple-choice decimation

(a) Conflicting edges (b) Independent edges

Figure 2: An illustration of conflicting edges (a) and indepen-
dent edges (b).

Multiple-choice decimation (MCD) [16] is proposed to address
the problem faced by the original QSlim method. It is based on a
novel probabilistic analysis. If the mesh will be largely simplified, it
is less stringent on our choice of the best edges: even if our current
choice is not the best choice, it is OK if it will be eventually collapsed
in the future. For each step, the multiple-choice algorithm selects
multiple edges, among which the one with minimum edge cost is
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finally collapsed. The more edges we choose as candidates, the less
likely we choose a wrong edge. For example, assume the mesh is
targeted to simplified to 5% of the original complexity. Each time we
pick 8 possible edges randomly and choose the one with minimum
cost. The probability for a wrong decision is:

( 5
100

)8 ≈ 10−11

By wrong decision, we mean all the 8 picked edges do not belong to
the 95%majority of edges that are supposed to be removed. We refer
the reader to [16] for more discussion on this probability analysis.

One main advantage of the multiple-choice method is that there
is no need to store a heap data structure as QSlim. This reduces
a lot of memory consumption. In addition, the edge cost is only
computed on demand (when the edge is chosen as candidates). A
lot of computation is saved. However, the original MCD is based
on CPU. It can still be slow for very large meshes.

3.3 Parallel collapse based on super
independent vertices

GPU based parallel methods [12] are proposed to collapse many
edges at once. The main difficulty for parallel collapse is thread
racing: edges chosen by multiple threads have overlapped influence
area (See Fig. 1). In [12], a super independent vertices mechanism is
used to address this issue. Super independent vertices are vertices
at least 3 rings away from each other. Thus, each super independent
vertex defines a separate region, in which only one edge is collapsed.
This guarantees the independence of the selected edges.

To identify super independent vertices, multiple threads are
used to scan the whole vertices and try to lock the surroundings (3-
rings) of a certain vertex. If such a lock for a certain vertex succeeds,
the vertex is called a super independent vertex. For all the super
independent vertices, their surrounding regions are disjoint. For
each super independent vertex, the adjacent edge with minimum
cost is identified as candidate for collapse. Then all these edges are
sorted with cost and a subset of these edges are collapsed at once.

The advantage of the GPU implementation in [12] is speed. It can
be 5 times faster than QSlim. However, the quality of the simplified
mesh is of lower quality. Unlike QSlim, we can not select the single
edge with the minimum cost. We must collapse multiple edges at
once even if the edge cost is actually very large. In [12], the author
proposes to sort all the found edges and choose only a subset of
these edges with smaller edge costs for collapse. However, this
will incur more computation since we need to do the sorting. In
addition, it is hard to specify the size of the subset. If the subset is
too large, the quality will decrease and otherwise, the parallelism is
decreased since the number of collapsed edge each time is reduced.

3.4 Algorithm
After analyzing previous algorithms, we propose to combinemultiple-
choice decimation andGPU-based parallel simplification. Ourmethod
utilizes GPU to do parallel simplification, i.e. we collapse multiple
edges at the same time. However, different from [12] which chooses
a single edge in an area defined by super independent vertex, we
adopt the multiple-choice method to improve the quality in a prob-
abilistic sense.

We use a similar data structure used in [12] to assist simplifi-
cation. We build a Vertex-Triangle adjacency list. For each vertex,
we store reference to its adjacent triangles. After the initialization
of additional parameters like vertex quadrics, we can proceed to
iterative decimation. We refer the reader to [12] for a detailed de-
scription of the data structure and initialization. For each iteration,
we do parallel collapse. We first use GPU to randomly select a set of
candidate edges. Then, independent edges are identified by locking
the edge surroundings. All the independent edges are then collapsed
together. After that, we update the mesh topology. We iterate the
process until the number of the remaining triangles reaches the
target.

Candidate edges identification. We divide our GPU threads
into subgroups (e.g. 8 threads per group), each of which is responsi-
ble for choosing one candidate edge. Within each subgroup, all the
threads are used to choose multiple candidate edges randomly and
compute the cost for each edge. The edge with minimum cost is
chosen as a candidate. To be specific, each thread is used to find an
edge randomly. Since our data structure has no edge information,
we do this through the Vertex-Triangle adjacency list. Each thread
first randomly select a vertex, then an edge adjacent to this vertex
is randomly selected and its corresponding edge cost is evaluated
as indicated in Section 3.1. Among the edges selected by the sub-
group, we choose the one with minimum edge cost as a candidate
for collapse.

Independent edges identification.We then try to identify in-
dependent edges. This is done in a similar way in [12] to identify
super independent vertex. For each candidate edge, we try to lock
its surroundings by marking the one ring triangles adjacent to it.
An additional buffer is used for the marking. Each thread tries to
write into the buffer for its own candidate edge. After the mark-
ing, we check again the marker for each candidate edge’s adjacent
triangles. If the marker is consistent with the candidate edge, the
edge is independent of others and collapsed. Otherwise, this edge
is dropped without collapse.

Topology Update. After the edge collapse, the topology of the
mesh is updated. The triangles deleted are marked as removed.
The triangle indices are updated accordingly. The Vertex-Triangle
adjacency list is updated according to [12].

After that, we check the remaining number of triangles. We
iterate again if it does not reach the target.

The algorithm is summarized as follows:

(1) Stream (V , F ) into GPU and initialize quadrics for vertices.
(2) Build Vertex-Triangle adjacency list.
(3) For each thread, randomly select a vertex and then an edge

adjacent to the vertex.
(4) For each selected edge, compute the edge cost.
(5) For each thread subgroup, select the edge with minimum

cost as a candidate for collapse.
(6) For each candidate edge, try to lock its surroundings by

marking its one-ring adjacent triangles. We adopt a similar
strategy used in [12] to lock the surroundings: Each thread
just try to write into the mark for its surrounding vertices
without considering conflicts. After that, each thread just
check whether the marks of its surrounding vertices are con-
sistent with itself. If two threads are conflicting and trying
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Table 1: Statistics of the simplification result on different models. Timing is in seconds. Quality is measured with geometric
deviation [12].

Model Triangles Target QSlim MCD Our method
time quality time quality time quality

Gargoyle 1,726,420 86,320 22.86 0.01966 6.79 0.0478 1.30 0.03542
Dragon 7,218,906 360,944 109.02 0.0816 31.78 0.084 6.39 0.0836
Lucy 28,055,742 1,402,787 469.089 0.0187 124.2 0.0318 28.03 0.032

(a) Orignal mesh (b) QSlim (c) MCD (d) Our method

(e) Orignal mesh (f) QSlim (g) MCD (h) Our method

Figure 3: Comparison of the simplification results for the gargoyle model.

to mark the same vertices, the marks cannot be consistent
for both threads at the same time.

(7) For all the edges whose surroundings are consistently locked,
do the edge collapse.

(8) Update the mesh topology.
(9) If the number of the remaining triangles is larger than the

target, go to step (3).

Compared with existing methods (QSlim, MCD and GPU-based
simplification with super independent vertices), our method has
the following advantages:

• our method can collapse multiple edges at the same time
and adopts GPU for parallel computation. The time cost is
largely reduced compared to a CPU based MCD and QSlim.

• at each time, our method selects the best edge within a sub-
group. If the mesh is largely simplified, the probability that
we will choose a wrong edge is exponentially decreased
just as the CPU based MCD. As a result, the quality of the
simplified mesh can be improved.

• each time, we only need to lock the one-ring triangles adja-
cent to the edge. [12], on the other hand, needs to lock three-
ring of vertices adjacent to the super vertex. The locked area
for our method is smaller. Thread conflicts are fewer in our
method, which increases parallelism.

• Unlike [12], we do not need to sort the resulting edges accord-
ing to the edge costs. This can simplify the implementation
and reduce the computational cost.

Table 2: Comparison of geometric deviation between [12]
and ourmethod at different simplification levels for theGar-
goyle model.

Target number of triangles Our method [12]
25% 0.009 0.01524
10% 0.021 0.03357
5% 0.03542 0.05961

4 EXPERIMENTAL RESULTS
We test our method on several models. Our method is implemented
in C++ and runs on a computer with CPU i7-6700 3.4GHz and
GPU GTX970. The GPU is programmed with CUDA Toolkit 8. We
compare our method with QSlim, MCD and super independent
vertices [12]. For simplification quality, we measure the geometric
deviation used in [12]. The numerical results are summarized in
Table 1.

We first compare our method with QSlim. We use the QSlim
implemented by MeshLab 2016 [1]. Compared with QSlim, our
method can run much faster but has a slight loss in mesh quality.

Compared to CPU based MCD, our method can still be faster
thanks to the parallelism provided by GPU. The quality of our
method is comparable with MCD. In some instances, our method is
even better.
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(a) Orignal mesh (b) QSlim (c) MCD (d) Our method

(e) Orignal mesh (f) QSlim (g) MCD (h) Our method

Figure 4: Comparison of the simplification results for the dragon model.

(a) Orignal mesh (b) 10%

(c) 5% (d) 1%

Figure 5: Simplification of the Lucy model at different levels. The number indicates the percent of the remaining triangles.

Since we cannot find an implementation in [12], we do not com-
pare the time cost. However, it is reported that their method observe
a speed up of 1.5-4.2 compared to QSlim. Our method, on the other
hand, sees a speed up of 10-17. In addition, our method can gener-
ate higher quality simplified meshes. We compare the geometric
derivation in Table 2. The data for [12] is got from their paper. Even

though [12] suggests using only a subset of the selected edges for
collapse to improve the quality, such a mechanism is very hard to
control. If the subset is too small, many independent edges are not
allowed to collapse, which largely reduces the parallelism provided
by GPU. On the other hand, if the subset is too large, the quality of
the simplified meshes is compromised. Our method, on the other
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hand, only needs to select the size of each thread subgroup. We find
that the subgroup with size 8 works well for all our models.

5 CONCLUSIONS
In this paper, we present a novel parallel simplification algorithm
for triangular meshes. Our method is based on quadric error metric
and edge collapse. GPU is employed for fast parallel processing.
The multiple choice method is adopted to improve the quality. Our
method can run fast and preserve good mesh quality. We also give a
thorough analysis of the existing methods, which may guide future
improvement.

Currently, we only consider the geometry of meshes. A lot of
meshes in practical usage are actually equipped with texture [13].
These textures, however, usually enforce additional constraints.
Extending our method to textured meshes sees more promising
applications. The multiple choice method is based on probability. As
the size of the mesh reduces, its efficiency is progressively compro-
mised. Further improving the mesh quality using this mechanism
without introducing too much computation burden needs further
investigation.
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