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ABSTRACT Speeding up the register-transfer level (RTL) simulation of network-on-chip (NoC) is essential
for design optimization under various use scenarios and parameters. One of the promising approaches for
RTLNoC speedup is high-level modeling. Conventional high-level modeling approaches lead to an accuracy
problem or modeling efforts that are caused by the absence of modeling framework or requiring in-depth
knowledge of specific behaviors of target NoCs. To support cycle-accurate and formal high-level modeling
framework, we propose a cellular automata (CA) modeling framework for RTL NoC. The CA abstracts
detailed RTL NoC dynamics into the proposed high-level state transitions, which support flit transmission
among CA components through dynamically changing flit paths based on the target RTL routing and
arbitration algorithms. To prevent the meaningless execution of stable CA, the CA are designed to be
triggered by state-change events. The proposed simulation engine asynchronously invokes CA to update
their states and perform actions of flit transmissions or flit-path changes based on the state-decision result.
To reduce the modeling difficulty, we provide a test environment that generates the state-transition rules for
CA after monitoring the relationships between high-level states and leading actions under randomly injected
packets during target RTL NoC simulations. Experiments demonstrate cycle-level functional homogeneity
between RTL and the abstracted CA NoC models and significant simulation speedup.

INDEX TERMS Network on chip, cellular automata, RTL design, test-driven rule generation, event-based
simulation.

I. INTRODUCTION
Advances in nanoscale semiconductor technology enable the
integration of a large number of intellectual property (IP)
blocks on a single chip to meet application-specific high-
performance requirements for system-on-chip (SoC). When
many IP-to-IP communications are required to fulfill a
given SoC application, designers can employ a network-on-
chip (NoC) communication architecture instead of traditional
on-chip bus architectures to achieve performance scalability.

In the NoC-based SoC, packets traverse across one or mul-
tiple routers connecting IPs. Depending on the IP-to-router
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assignment and router parameter settings (i.e., the number
of virtual channels and buffer capacity) subject to limited
hardware (HW) resources, the communication performance
can vary and affect the overall system performance. To find
the optimal design parameters of target IPs, a large number
of iterative NoC simulations is required to explore candidate
design spaces.

Designers commonly develop NoCs using HW description
languages (HDLs) at the register-transfer level (RTL). This
abstraction is useful for the automatic synthesis from the RTL
model to the circuit- or layout-level HW implementation.
However, the detailed simulation of RTLNoCs can hinder the
exploration of a sufficient number of design candidates due
to the slow speed. To improve simulation speed, high-level
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modeling approaches are typically used. The typical methods
can be divided into two categories: 1) queueing-based statisti-
cal modeling and 2) architectural- and algorithm-level (AAL)
modeling.

The queueingmodeling approaches have focused on devel-
oping analytic equations that can evaluate the NoC perfor-
mance in terms of average service throughput, flit-waiting
time, and queue utilization [1]–[5]. The queueing models
have the advantage of negligible computation overhead due
to their statistical characteristics as compared with RTL sim-
ulations, which require iterative processing of events for
signal-value transitions at every execution time step.

However, the equations and their parameter values (that
are related to the service time, waiting time, and so on) are
finely designed or tuned for the specific NoC design under
a few packet generation scenarios. When the NoC imple-
mentation or IP combinations (which can produce different
packet-generation patterns) are changed, the corresponding
queueing model should be customized through reformulation
or parameter resetting based on newly collected plenty of
simulation data. Thus, it causes difficulties in model mainte-
nance. Moreover, the estimation of queuing models contains
some statistical errors, so the inevitable estimation errors lead
to the re-validation using the results of redundant RTL NoC
simulation.

The AAL NoC models are usually developed during early
design stages using SystemC, Matlab, and C/C++ [6]–[11].
These models specify the structures and behaviors of NoC
and help the validation of routing or arbitration algorithms.
The AAL models can be realized at different levels of system
abstraction depending on the designer’s objectives, including
accuracy and simulation speed through ignoring individual
subordinated HW blocks and representing the operation at
the algorithm level. Since the AAL models describe the
target NoC using subcomponent models, when the target
NoC is modified, the modified parts of RTL NoC can be
reflected by revising the correspondingAAL block. Themod-
ularity guarantees easier model maintenance than queueing
models.

Although AAL modeling has the advantage of allowing
flexibility, it lacks a formal modeling framework, which in
turn causes modeling efforts such as defining an abstraction
level, describing the components’ behaviors, and handling
interactions between subcomponents. Moreover, AAL mod-
eling typically requires in-depth knowledge of the detailed
operating mechanisms of the target RTL.

As an AAL modeling approach, we propose a high-level
and cycle-accurate NoC modeling framework and its sim-
ulation engine. The proposed modeling framework is an
extended version from our previous approach for the gen-
erality to cover various types of NoC [12]. The model-
ing framework is formally designed based on the cellular
automata (CA) concept [13]–[15], which describes the tar-
get NoC using a finite number of CA components with a
regular connectivity pattern and each component updates its
high-level states using its own and its neighbors’ states at each

simulation time step. In the remainder of this paper, the term
cell refers to an individual CA component.

The proposed approach also provides a test environment
(which consists of RTL simulator and proposed test library)
for the generation of cells’ state-transition rules. The rule
generation alleviates the modeling efforts and provides a
guide to a modeler having insufficient knowledge about the
target NoC.

The cells’ high-level states are defined relative to flit
exchanges and flit-path changes between cells. There are
three types of cells: a buffer cell (BC) that holds flits, a cou-
pling cell (CC) that can change the flit path betweenBCs, and
a path-viability cell (PV ) that symbolizes a path-connection
(PC) capability to a receiver BC , as shown in Fig. 1. Among
the high-level states, the action state of BC or CC determines
the subsequent action execution of the simulation engine. The
action is one of a flit moving between BCs or making a CC’s
flit-path change.

FIGURE 1. Proposed NoC CA modeling approach.

For the development of each cell’s state-transition function,
the designer references the generated rules and the target
RTL NoC’s routing and arbitration algorithms. The target
NoC routing algorithm is utilized to find related neighbors.
The arbitration algorithm is referred to CCs’ path-making
decision among multiple path candidates during its state tran-
sition.

To prevent the unnecessary execution of stable CA,
we extend the conventional CA concept to support an
event-driven invocation to run only active CA (that are cur-
rently involved in packet transmissions). For that, we intro-
duce event-generation functions to inform influencee cells
(that depend on the influencer cells’ state changes). Only the
influenced cells are executed at each simulation time step.

The proposed formal modeling framework enables the
derivation of action-state decision rules by probing changes
of those RTL signals that relate to high-level states. Using the
user-specified CA network and probing state-related signals,
the test environment generates the rules through tracing each
flit’s movement and each cell’s states during the runtime
simulation of the target RTL NoC.

The rest of the paper is organized as follows.
Sections II and III describe the modeling methods for the
proposed time-step CA and its event-driven extension,
respectively. Section IV details the simulation algorithm for
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the event-driven cycle-accurate CA-modeling method, and
Section V shows the rule-generation method for the proposed
modeling and simulation framework. Section VI applies the
proposed method to open-source RTL NoCs. Section VII
concludes the paper.

II. CELLULAR AUTOMATON MODELING OF RTL NOC
The high-level CA model targets RTL NoC designs
that have the following characteristics: synchronous
routers, virtual channels (VCs), flit-based transmission, and
lookahead routing. The synchronous routers have a chain of
pipelined operation stages, which comprise the FIFO buffer
writing (BW), routing computation (RC), VC allocation
(VCA), switch allocation (SA), switch traversal (ST), and
link traversal (LT) stages. To reduce the transmission delay,
some parts of stages are arranged in parallel. In typical
NoC architectures [16]–[19], the RC step (that calculates the
destined output port based on the destination information
in a header flit) is arranged with other steps to provide the
lookahead routing.

Though the architectures and pipelines of NoC routers can
vary, flows of flits have a common characteristic. They are
propagated at each computing stage when they are allowed
to proceed; otherwise, they are stored. To mimic the flit flows
over channels, the proposed modeling framework represents
the architecture of RTL NoCs as proposed CA components,
which have abstracted states for a flit forwarding in the BW,
ST, or LT stages and a flow-path change in the VCA or SA
stages.

The high-level cells are divided into three types: BC , CC ,
and PV , as shown in Fig. 2(a). Each BC represents an RTL
block to store flits using flip-flops (FFs), such as FIFO queues
or other FFs that contain traversed flits in the ST or LT steps.
Each CC is an arbiter that decides a flit-flow path in VCA or
SA stages and connects a pair of two adjacent preceding and
succeeding components. The preceding (source) component
requests a PC when there is an incoming or residing flit to be
flowed to a succeeding (destination) cell. EachPV implies the
PC availability of a succeeding component (BC or CC) for
CCs. The CC uses the state of the PV to check a PC viability
when making a PC.

A. HIGH-LEVEL STATES OF CA
Based on the concept of the component described above,
we defined each cell’s high-level states as follows.
Definition 1: High-level states of BCs are represented as
〈id, q, bo, bf , sf 0, sf 1, af 〉, the high-level states of CCs are
represented as 〈id, pc, pn, ac〉, and the high-level states of
PVs are represented as 〈id, sc, sv〉, where

• id is the position index 〈r, p, d, v〉 of theBC , r is a router
address, p is g port index Bp, d is the cell’s horizontal
distance from the first cell (whose d is zero), and v is the
vertical position for the identical r , p and d .

• q is the number of residing flits within BC , q∈Q, Q =
{0, ... ,maxq}; maxq: the slot size for flit storage;

• bo is the occupied-flit state of the BC , bo∈Bo, Bo =
{0o, 1o}; 0o: no flit exists, 1o: a single flit or more flits
exist;

• bf is the buffer-full state of the BC , bf ∈Bf , Bf =
{0f , 1f }; 0f : there exists at least one unoccupied slot, 1f :
all slots are occupied;

• af is the flit-fetching action state of theBC , af ∈Af ,Af =
{ai, af (1)}; ai: idle state, af (1): action state for fetching a
flit at the next clock trigger;

• sf 0/f 1 is abstracted first-/second-flit state in BC’s buffer,
sf0/f 1∈Sf0/f1 , Sf0/f1 = {∅f } ∪ {(h, rd , vc)}, h ∈ {head,
payload, tail, single}, rd is the destination address of a
flit, and vc is the allocated VC index; ∅f : a null flit;

• pc/n is a current/next flit path, pc/n∈Pc/n, Pc/n = {∅p}∪

{(cp, cn, vc)}, cp is the source cell of the flit path, cn is
the destination cell of the flit path, and vc is the allocated
VC index}, ∅p: the empty path state;

• ac is the PC-change action state, ac∈Ac, Ac = {ai, ac(1),
ad(1)}; ai: idle, ac(1): action state making a PC at the
next clock trigger, ad(1): action state making a path
disconnection at the next clock trigger;

• sc is the number of remaining credits (or flit slots) at
the next time, sc∈Sc, Sc = {0, 1, ...,maxc}; maxc: the
maximum number of credits (or flit slots);

• sv is the next-time PC viability of the successive BC ,
sv∈Sv, Sv = {1v, 0v}; 1v: the PC viability, 0v: the PC
inviability.

Due to the symmetric placement of the NoC RTL blocks
in a cellular structure, each cell has a unique position id .
The blocks are strictly arranged in their increasing horizontal
indexes (id .d) from input ports. The vertical indexes (id .v)
are related to the VC, but can be other values when the id .v
is already occupied with other cells, as shown in Fig. 2(a).
The PV s whose id .d is zero have a negative id .v (−2 or −1)
because of the BCs, which stand for specific VC flows.

Among the defined states of BC , the bo represents the
presence of any valid output flit in its associated RTL block,

FIGURE 2. Examples of CA network and BC mappings.
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and the bf represents whether the flit-staying FFs of the
RTL block are fully occupied or not (see Fig. 2(b)(c)). The
(b−1bo = 1) represents the validity of an input flit from an
accessible previous BC (BC−1b), and the af (1) decision of a
current BC (BC0) results in the flit-fetching action, which is
executed by the simulation engine when the simulation time
is updated (see Fig. 3).

FIGURE 3. An flit-movement example based on af of BC when time is
updated.

During the flit-fetching action, a flit in BC−1b’s internal
buffer is moved to BC0’s buffer, and the BC whose af is
decided as af (1) is called an active BC . After the engine
executes flit-fetching actions, the (sf 0, sf 1) of a BC can be
identified by staying flits in the BC’s buffer. When the num-
ber of flits in a buffer is changed, the engine reflects the
change to (bo, bf ) using a user-developed buffer-abstraction
function based on the maximum buffer size and the number
of flits in the buffer, as below.
Definition 2: A BC’s (bo, bf , sf 0, sf 1) are updated using

its buffer-abstraction function, ψ , where
• ψ : Q→ Bo × Bf × Sf 0 × Sf 1.
Depending on the target architecture, the structure of

CCs’ neighbors can be variously organized, as shown
in Fig. 4(a)(b). The PC from a CC0 to a next neighbor
CC (CC1) is also possible according to target NoC design
(see Fig. 4(a)). Each CC can reference multiple PV s to check
the next-time PC availability of receiver-side BCs. If the sv of
a PV (for a terminal BC of a current path) changes from the
1v to 0v, then the path-established CC can change the path to
prevent the further flit flow.

As noted above, any cell’s accessibility to its neighbors
can change during the simulation runtime depending onCCs’
current path (pc). If two cells are adjacent across a CC , then
a cell can access the other when the pair of two cells is
(cp, cn) of the CC .pc. In the case of Fig. 4(a), BC (0,1) (that
is a BC whose (id .d, id .v) is (0, 1)) and BC (3,0) can access
each other when the (cp, cn) of the CC (1,0).pc and CC (2,0).pc
are (BC (0,1),CC (2,0)) and (CC1,0,BC (3,0)), respectively.

During the state transition of a CC , its pn and ac can be
newly updated. The active CC (whose ac is one of ac(1) and
ad(1)) enables the engine to assign the pn to pc for the flit-path
changewhen the simulation time is advanced at the next clock
cycle. In typical NoC designs, the SA and VCA computing
steps are arrangedwith other ST or LT steps in parallel, so that
the allocation step does not require a cycle-level computa-
tion. If the allocation computation of target NoCs causes a
single-cycle latency, then the ac of a CC can be extended by
including ac(2), which represents that theCC will make a new
flit path at the clock cycle after the next cycle.

The sv of PV stands for the PC availability of a next BC
of a CC . Depending on the flow control mechanism, the sc of
PV stands for the number of next-time remaining credits (for
credit-based flow control) or next-time remaining flit slots.
During the PV s’ state transition, sc is updated by monitoring
flit-in and flit-out action states (af s), which enables us to
predict the number of credits (or flit slots) at the next clock
cycle.

For example, if the target NoC employs an on/off flow
control based on the buffer fullness (see Fig. 4(b)), then the
PV (2,−2) access the af s of the BC (2,0) and BC (3,0) to decide
the next-time fullness of BC (2,0). When the BC (2,0) having a
single flit is its buffer, and the BC2,0 is not active but BC (3,0)

is active, the (sc, sv) of PV (2,−2) for the BC (2,0) can be set to
(0, 1v).
If an RTL block that returns a credit locates in an adjacent

router, then PV can be a neighbor to a BC (symbolizing the
RTL block) in a different router, as shown in Fig. 4(a).

FIGURE 4. Examples of CC and PV neighbor coupling.

B. STATE-TRANSITION FUNCTIONS FOR BC, CC, AND PV
COMPONENTS
Given the defined high-level states and the accessibility
across the CC’s flit-path, the following state-transition func-
tions are defined.
Definition 3: The BC, CC, and PV have the δf , δc, and δv

state-transition functions, respectively.
• δf : B−1bo × B

0
f × A

1b
f → A0f , the state-transition function

for af of BC0 (a0f ), −1b and 1b are the horizontal relative
positions of accessible previous and nextBCs fromBC0;

• δc:
(
(S−2bf 0 ×(Af×Sf 1×Sf 0)

−1)np or (P−1n )np
)
× P0c ×(

(A1f×V
1)nn or (P1n)

nn
)
→ (Pn×Ac)0, the state-

transition function for (pn, ac) of CC0, −1 and 1 are
the horizontal relative positions from CC0, np/nn is the
number of accessible previous/next cells from CC0;

• δv: S0c × A1bf × A1cf → (Sc×Sv)0, the state-transition
function for (sv, sc) of PV 0, 1c is the position of the next
credit-returning (or flit-out) BC from PV 0.

The state transition functions for the BC0s determine af
based on the flit readiness of theBC−1b (sender) and theBC0’s
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(receiver’s) capability to receive a new flit. The receivability
is highly related to the flit occupation (BC0.bf ). Depending
on the target RTL design, the BC0’s receivability can be
affected by the BC1b.af (a1bf ) because an input flit of BC0 can
be fetched to an occupied slot at the next clock trigger when
a front flit of BC0 is scheduled to leave (i.e., a1bf = af (1)).

Thus, the δf references the coupled states of the sender’s
flit readiness and the receivability, which are (b−1bo , b0f , a

1b
f ).

The BC’s rules provided by the proposed test environment
indicate the relationships between (b−1bo , b0f , a

1b
f ) and its con-

sequent a0f .
When a CC0 has no flit path (p0c = ∅p) and there

is an incoming flit to a active BC−1b (i.e., (s−2bf 0 , a
−1b
f ) =

(¬∅f , af (1))) and a destinationBC1b is receivable at next time
(the PV .sv for the BC1b is 1v), CC0 is required to be active
for making a PC to the BC1b. When a new simulation time is
updated, the actions to move the incoming flit (s−2bf 0 ) to aBC−1

and make a CC0’s path are performed to enable the BC1b to
access its BC−1b during the δf function.

If a CC0 is neighbor to multiple previous cells at differ-
ent ports, the CC determines whether a flit is directed to
itself or not using the routing algorithm of the target NoC
and the flits’ destination. When there are multiple incom-
ing flits to cross a CC0, the CC refers to the arbitration
algorithm for the next-path (pn) decision. In such a manner,
δc updates the (p0n, a

0
c) using the target routing and arbitra-

tion algorithm considering the receiver-side PC viabilities
((s1v)

nn ) for the BC−1s’ newly incoming flits ((s−2bf 0 )np ) or
waiting flits.

To make an empty or new path at the next clock cycle,
δc updates the ac as ad(1) or ac(1). Both ad(1) and ac(1) lead
to a path disconnection (PD). The current path of CC is
for the flow of a front flit in the path-source BC−1b (that is
CC0.pc.cp), and the PD decision is to prepare a next flit flow.
For the PD decision, we classify the typical PD conditions

(or reasons) of target NoC arbiters as follows:

• sender-side flit emptiness (pde)
• packet-level arbitration (pd`)
• flit-level destination change in a shared channel (pdd )
• no remained credit or slots (pdv)
• higher-priority PC request (pdp)

If a path-source BC−1b of a CC0 with a valid pde has no
next residing flit (s−1bf 1 = ∅f ) or no incoming flit (a−1bf =

ai), then the CC0’s path will be disconnected if the front
flit is scheduled to flow (a1bf = af (1)). If a path-source
BC−1 of a CC with a valid pd` has a front flit that is a
packet’s last flit and scheduled to be left (i.e., (s−1bf 0 .h, a

1b
f ) =

(tail/single, af )), the path will be disconnected at the next
cycle.

If a BC−1b represents a shared channel where payload-
type flits with different destinations (or VC) can be mixed,
as shown in Fig. 5, the CC’s path need to be changed depend-
ing on an incoming flit’s destination. The PD in this situation
is a pdd -valid disconnection.

FIGURE 5. An example of the pdd valid situation.

If a CC following the pdp receives a higher-priority PC
request than the current path, the CC’s path will be changed.
If a path-terminal BC1b (pc.cn) of a pdv-valid CC0 is unable
to receive additional flits at the next cycle due to a consumed
credit (or flit slot) by the scheduled flow (a1bf = af (1)), then
the path will be disconnected at the next cycle.

The test environment provides PD rules for CCs, which
indicate whether each PD reason affects the PD decision and
corresponding state-value requirements of the reason. The δc
of CC0 checks whether any valid PD reasons are satisfied
when the CC0 has a path.
Depending on target NoCs, consecutiveCCs can be placed

to represent separable allocators. Between CCs, a CC can
request a PC to the other CC or grant one from the other by
checking the other’s pn.cp or pn.cn. The δc of the CCs update
the pn based on the flits of previous BCs, PC requests from
previous CCs, receiver-side PC viabilities, or a grant from a
next CC . Depending on target arbitration protocols between
consecutive arbiters, the δc of a CC can be multiply executed
at the same simulation time, as shown in Fig. 6.

FIGURE 6. An example of δf /c execution sequence for the arbitration of
consecutive CCs.

In the example, the δc of CC (1,0) updates the pn for an
incoming flit. The δc of CC (2,0) detects the PC requests by
checking the CC (1,0).pn.cn and computes the pn considering
the next-time PC viability of BC (3,0). Then, the δc of CC (1,0)

can confirm the grant by checking whether the CC (2,0).pn.cp
is equal to the current cell, CC (1,0). If granted, the δc of
CC (1,0) updates the ac as ac(1).
During the PV ’s δv execution, the sv and sc are updated

based on the flit-fetching states (a1bf , a
1c
f ) associated with the

next-time credit (or flit slot) consumption and return.
In Section III, we propose methods for the event-driven

state transitions and their implementation using the rules
generated by the proposed test environment.

III. EVENT-DRIVEN STATE-TRANSITION FUNCTIONS OF
CELLS AND THEIR IMPLEMENTATIONS
To remove the unnecessary execution of every cell at each
simulation time, the state-transition function of each cell
is invoked when interested state values of the cell and its
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neighbors are changed. The state-value changes are informed
through the event exchange, and the event is defined as
follows.
Definition 4: An event e is any state-value change that

affects the state transitions of a cell. Every event is defined
as 〈cs, cd , tp, value, td 〉, where cs is the source cell of event
e, cd is the event-receiver cell, tp is the event type, value
is for a value for the additional information, and td is the
cycle-level delay (that is typically zero) between the source
and destination cells. Note that an event is either an input
(that can cause changes in the state of a receiver) or an output
(that is generated depending on the receiver’s interest).

We will introduce the specific event types for the cells’
asynchronous state transition in Section III-A.

A. EVENT TYPES FOR ASYNCHRONOUS CA EXECUTION
As defined in BC’s state-transition function (cf. Def. 3),
all possible involved states of δf are b−1bo , b0f , and a

1b
f . We

denote the events for notifying the BCs’ state-value change as
ebo, ebf , and eaf , respectively. If a BC−1b or BC1b is changed
due to a new PC or PD, the event for the path change (which
is denoted as epc) is delivered to the BC0 for updating the
changed neighbor’s state value. The received events can be
differentiated using their own sources (e.cs) and types (e.tp).
The changed state values can be accessed through the event
source (e.cs).

The PV ’s state transition references the input states of af s
and computes the output state of sv (which affects the CC’s
decision) using the internal sc. Like BC , the af changes are
informed by eaf or epc. The relevant CC(s) is informed about
PV ’s sv changes by the sv-change events (ev).
If an a1b/1cf remains as af (1), then the sc needs to be updated

at the next clock cycle. For example, if a PV has values of
(s0c, a

1b
f , a

1c
f ) as (4, af (1), ai) after the current-time δv execu-

tion, then the difference between the a1bf and a1cf requires the
sc decrement for every following clock cycle until any af
changes are informed.

For the next update to the PV .sc, we define an event ei that
has a delay (i.e., td>0) and is delivered to itself (as a next-time
influencee). The ei executes thePV ’s state-transition function
at the next cycle for a new decision.

Depending on the target NoC, if a credit-returning BC1c

is located in another router, then a propagation delay of the
credit-return signal can be described using a delayed eaf
whose td is not zero.
To detect a PC request or PD condition, the δc of CC

references various neighbor states of sf 0, sf 1, af , pn, and sv,
as defined in Def. 3. If a CC receives events associated with
the change of each individual input state, then the CC could
receive a number of events from multiple neighbors.

To reduce the number of events and thus alleviate the
overhead of event processing and simplify the δc deci-
sion, we define events for CC from the perspective of the
PC-change request. The event epr requests or grants a PC
to other CCs, ewr withdraws a previous PC request, and epd
requests a PD caused by satisfying a valid PD reason. Based
on the events, we revise δc as follows.

Definition 5: The high-level states of CC are revised to
〈id, (〈cpr , cpd 〉)npr , (cvd )nvd , pc, pn, ac〉, where
• (〈cpr , cpd 〉)npr is the path-candidate list of the pairs of a
PC-requested cell (cpr ) and related path terminal (cpd );
npr is the number of PC-requested cells;

• (cvd )nvd is the list of PC-viable next cells (cvd ); npd : the
number of PC-viable cells;

• δc:
(
(〈cpr , cpd 〉)npr , (cpd )npd , pc

)
→ (pn, ac).

The δc of CC inserts the pair of 〈cpr , cpd 〉 to its list based
on the received epr . The epr ’s cs is cpr and value is cpd (which
is a destination of the cpr ’s flit). The cpd can be derived using
a target-routing algorithm when a port change between cpr
and cpd is required.
BCs can generate epr for succeeding CCs under two main

situations:
1) when following path is not ready for an incoming flit,

and
2) when current path is to be disconnected, and a new path

is required for an incoming or staying flit.
If any valid pd condition of a CC0 is met, then a

path-source BC−1b can detect the scheduled PD by itself or
by receiving epd from other cells. The epd -received BC−1b

generates epr if a next flit (flitn) exists, as shown in Fig. 7(a).
The flitn is one of a residing second flit (s

−1b
f (1)) or an incoming

flit (s−2bf 0 ) when s−1bf (1) is empty (s−1bf (1) = ∅f ).
Depending on the target NoC, when CC−1 and CC0 are

located consecutively, a PC request from a CC−1 can be
withdrawn due to the CC−1’s changed PC request or PC
establishment to another CC0.
In this situation, the δc removes the previous request

from (〈cpr , cpd 〉)npr after receiving ewr . Otherwise, a pair in
(〈cpr , cpd 〉)npr is removed when the pair is approved for a
new path. The (cvc)nvd is managed by receiving evs from
successive PV s.

Unlike epr ewr , and ev, for the epd generation, the states
of two cells sometimes must be checked to confirm a PD
condition such as pde. For this case, eps is defined for a partial
satisfaction of the PD condition, and another eps-receiving
cell checks the remaining condition to generate the final epd ,
as shown in Fig. 7(b).

In the example of pde-valid CC (1,0), the BC1b can real-
ize the partial pde satisfaction by monitoring (s−1bf 1 , a

1b
f ) as

(∅f , af (1)) after executing its δf and accessing sf 1 of BC−1b.

FIGURE 7. The epd and epr generation examples induced by eps and epd ,
respectively.
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The (s−1bf 1 = ∅f ) means that BC−1b has no extra flit in its

buffer except a front flit to be left, and the s−1bf 1 value is
fixed by the action-induced ψ (see Def. 2) before BCs’ δf
executions at the current time.

However, the pde’s fulfillment can be changed by the af
decision in BC−1b’s δf execution because the current-path
requirement depends on the existence of an incoming
flit (which can be confirmed by checking the (a−1bf =

af (1))). If the af of the eps-received BC−1b is ai, then the
BC−1b generates the epd for the full satisfaction of the pde
condition.

We introduce a detailedmechanism of the event-generation
method in Section III-B.

B. EVENT GENERATION USING INFLUENCE FUNCTIONS
At every simulation time, the high-level states of cells are
updated after performing actions (through fetching flits or
making new PCs) or after executing the cells’ state-transition
functions. Influencee cells are informed about the changed
states through the event delivery. The events are generated
using three types of influence functions: the action-influence
function (ηa), the state-transition-influence function (ηs), and
the eps/pd -influence function (ηp).
The influence functions are developed considering neigh-

bor cells’ dependency on the current cell’s state (called
the current-state influence). The state influence is identified
using the decision rules, which will be described in the
Section III-C. The overall event deliveries at each clock cycle
are illustrated in Fig. 8.

After performing actions for active BCs andCCs, the BCs’
coupled states of (bo, bf , sf 0, sf 1) are newly updated, and the
CC’s pcs are changed for new paths. The events for the state
changes caused by the action are generated using ηa defined
below.
Definition 6: An ηa of an active BC0 notifies its infleuncee

BC0 or BC1b about its stage changes, and the ηa of an active
CC0 notifies influencee neighbor BCs about the PC changes,
where

FIGURE 8. Event flow after performing actions and executing state
transitions.

• ηa:

BC0︷ ︸︸ ︷
(Bo×Bf×)− × (Bo×Bf×)+

/ CC0︷ ︸︸ ︷
P−c ×P

+
c →Eba , −/+

represents the previous-/next-state values for the
before/after action, and Eba is none or multiple ebo, ebf ,
eps, or epc events.

The ηa compares an active cell’s state values before and
after the action in order to detect the value changes. The
bo and bf changes of active BCs provoke the generation of
ebo and ebf to their dependents. If an active BC is a path
terminal of a CC , then the ηa can generate eps to itself for
a further valid PD-condition check, which will be discussed
in Section III-C.

The ηa of active CC sends epc to path-changed neighbor
BCs, each of which relies on the state (bo or af ) of the
opposite-side cell across the previous and new path. The epc
enables the receiver BC to update its neighbor’s changed
state. If a path is disconnected, then the epc-received BC0

updates its b−1bo as 0o or a1bf as ai based on the relative position
of the event sender (epc.cs) from the receiver BC0.
The ηa-generated events are delivered to a bag of destina-

tion cells, denoted as bags. All e-received cells are executed
by the simulation engine for the state transition, and the events
in bags are consumed in their state-transition functions.
After performing the state-transition functions, events for

useful state changes are generated using ηs, as defined below.
Definition 7: Each ηs of BC,CC, and PV notifies its influ-

encee cells about the af and sv changes, or requests a PC
change, where

• ηs:

BC0︷ ︸︸ ︷
S−1bf 1 ×S

−1b
f 0 ×(A

0
f )
−
×(A0f )

+
/ PV 0︷ ︸︸ ︷
S−v ×S

+
v ×A

1b
f ×A

1c
f

/ CC0︷ ︸︸ ︷
P−n ×P

+
n → Ebs , −/+ is a previous-/next-state value

before/after the execution of δf /v/c, and Ebs is none or
multiple events of eaf , epr , eps, ev, ewr , or ei.

The ηs of BC can generate eaf for the changed af to inform
the influencee BC or PV (s). When a path for an incoming
flit (which can be detected by (a0f = af (1))) is not ready,
then the BC’s ηs generates epr for a PC request. When the
δf of a path-terminal BC1b updates the af as af (1), if the af (1)
decision is a part or full requirement of the path’s PD reasons,
the ηs generates eps to itself to call the ηp function, which
checks the PD condition in detail and will be discussed in the
following paragraphs.

The ηs of PV can send ev to influencee CC(s) to refresh
the CC’s list of PC-viable cells. When a PV is related to
a pdv-valid path, the PV ’s ηs can generate epd to preceding
BC and CC for the path disconnection. When a PV must be
executed at next cycle due to a certain reason (such as the
value difference between a1bf and a1cf ), then the ηs generates
ei for the next-time δv invocation.

The ηs of CC can generate epr , epd , or ewr to other CCs
to represent the separate arbitration of serial CCs. The epd
generation by CC means that a current path will change due
to a higher-priority request (pdp). If a CC needs to be called

2676 VOLUME 8, 2020



M. G. Seok et al.: Fast and Cycle-Accurate Simulation of RTL NoC Designs Using Test-Driven Cellular Automata

at the next clock cycle for a certain reason (e.g., an every-
cycle path change), the ηs can generate ei for the next-time
path redecision.

Unlike other cells,BC has an additional influence function,
ηp to check valid PD conditions. For the ηp, BC has an extra
event bag (which is denoted as bagp) to collects the epc and
epd events. ηp is defined as follows.
Definition 8: The BC’s ηp responds to input events of eps

and epd and generates new PC-change events to preceding
cells, where

• ηp: Ebp×S
−1b
f 0 ×S

0
f 1×A

0
f → Ebr , E

b
p is one or multiple

events of eps or epd , and Ebr is none or multiple events
of eps, epr , or epd .

In bagp, an eps from a current BC0 invokes the BC0’s ηp to
examine terminal-side valid conditions for the existing-path
disconnection. An eps from a succeeding BC1b causes the
BC0’s ηp to check source-side valid conditions for PD. When
the BC−1b receives the epd from another succeeding cell or
an eps-caused remaining PD condition is satisfied, the epr
of a flitn can be generated. The detailed PD condition and
generation mechanism will be discussed in Section III-C.

Management of the extra bag and the influence function
not only helps with the influence-function’s development
by separating the different event-generation objectives, but
also prevents unnecessary δs and ηs executions when bags
is empty. After BC’s δs and ηs execution, if there are events
in bagp, then the BC executes the ηp function. If events only
remain in bagp and not bags, then the ηp is performed without
the δs and ηs being executed.

C. IMPLEMENTATIONS FOR THE δ AND η FUNCTIONS
USING DECISION RULES
The decision rules provided for each cell can be utilized
to implement any state-transition function (δ) and influence
function (η). The rules are generated by the proposed test
environment and are shared by multiple cells representing the
same RTL block.

The decision rules for BCs have a simple tabular structure,
as shown in Fig. 9. Each rule provides the relationships
between the coupled states of (b−1bo , b0f , a

1b
f ) and the conse-

quent action state (a0f ). For an af decision, the required value
of b−1bo is denoted as pre-condition (condp) and the required
paired values of (b0f , a

1b
f ) are post-conditions (condns). If a

state in the condn has no effect on the af decision, then the
state value is denoted as a don’t-care (D).

For making an af (1) decision for a BC0, the BC0 necessar-
ily has an accessible previous BC that has any outgoing flit
(∃BC−1b (b−1bo = 1o)), and this is a default condp of the af (1)
decision. If the condp is not satisfied, then the af is always set
to ai.

Based on the definition of BC’s condp, all BCs depend on
the previous BC’s bo in their af decision. However, the b0f and
a1bf dependence can vary according to the target NoC. As the
example rules in Fig. 9(a) indicate, if the a1bf does not affect

FIGURE 9. δf implementation using BC decision rules.

the a0f change, the BC0 is independent with BC1b in the a0f
decision.

As discussed in Sec. III-B, the possible events for δf are bo-
related events (that are ebo and epc from previous cells), bf -
related ebf , and af -related events (that are eaf and epc from
succeeding cells). The ηa of BC−1b/0 and CC−1/1 and ηs of
BC1b are designed to produce these δf -relevant events based
on neighbors’ or current cell’s state-change influence on the
a0f decision.
Based on the af -decision rules, δf is derived using the if-

then construct shown in Fig. 9(a)(b). Before the af decision,
the events in bags are consumed to update the state values.
After the δf execution, the ηs of BC is performed to make

a af -change notification and request a PC change. The BC’s
ηs is developed based on the following checkpoints, which
refer to the neighbor cells’ dependency on the current BC’s
af change.

1) The af change (a
−

f 6= a+f ) for influencee cells.
2) A new path requirement of an incoming flit (flitn).
3) Any af change (to af (1)) that affects a PD.

Each checkpoint leads the generation of eaf (to influencee
BC−1b or PV s), epr (to a next CC), and eps (to itself), respec-
tively. When a next path from an active BC0 to a succeeding
CC1 is not ready for a flitn (s−1bf 0 ), the ηs generates epr to
the CC1. When a BC requests PC, if the port (id .p) of the
path-terminal cell can differ with the port of the BC , the rout-
ing algorithm of the target NoC is utilized to find the terminal
cell.

For the 3rd checkpoint, the modeler can reference
each CC’s table that shows the validity of PD reasons,
as shown in Fig. 10. The proposed test environment gener-
ates PD-validity tables for CC . Using the PD-validity table
with a default condition table, which describes the required
coupled-state values for the fulfillment of each PD reason,
we can extend BC’s ηp as well as the ηs/a (for the eps gener-
ation).

To check the fulfillment of a valid PD reason, both condp
(if exists) and condn should be examined. The condp is
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FIGURE 10. η implementations using CC ’s decision rules.

checked by BC−1b and the condn is done by a succeeding cell.
The succeeding cell can be BC (if one of the pde, pdl , and pdd
is valid) and PV (if pdv is valid). The pdp-validCC checks the
PD based on its own NoC-specific custom rules.

When a CC0 complies with one of pde, pdl , or pdd reasons
and the BC1b of the CC0 updates af to af (1), the ηs/a of the
BC1b generates the eps to itself for the further PD-condition
examination of ηp. The eps generation by ηa enables some
active BCs, which skip the δf and ηs execution due to the
unchanged values of the δf -related states, to examine the
condn fulfillment by ηp.
During the ηp execution, the condns of valid PD reasons

are examined through the accessing s−1f 0, s
−1
f 1 or a

0
f . The condn

fulfillment creates epd or eps depending on the existence of a
corresponding condp.
When there is an eps from a succeeding cell, the ηp con-

sumes the eps to check the condp of the eps-involved PD
condition. The ηp should be designed to generate epr for a
flitn when an eps-related condp is satisfied or an epd arrives.

The CC or PV has only ηs to influence other cells, and
all received events are consumed in δ. A prototypical δc is
shown in Fig. 11. When the CC’s path is disconnected or
to be disconnected (by epd ), a next path is found among the
pairs of 〈cpr , cpd 〉 in the path-candidate list, considering the
PC viability. In the consecutive CCs, the PC-viable cell of a
CC can be a PC-granted CC (that is notified by epr ). For the
path selection, the arbitration algorithm of the target arbiter
should be referenced for the δc development.

FIGURE 11. A prototypical δc for CC .

If the CCs are positioned consecutively, the ηs of CCs is
designed to generate epr (for a PC request and grant) or ewr
(for a request withdraw) based on the arbitration protocol
between the separated arbiters of the target RTL design.

The state conditions for pdp are defined according to the
target NoC. Based on the custom pdp condition, the δc of
CC is designed to change the current path by itself without
external epd . Then, the ηs notifies a preceding cell of this pdp-
induced disconnection through the epd generation. Depend-
ing on the custom pdp condition, if a new path decision is
required at the next clock cycle, the CC’s ηs is implemented
to generate ei for the next-time redecision.

The δv of PV needs to be developed using the
architecture-specific knowledge because the credit is
differentlymanaged depending on the target NoC. Depending
on the target NoC, if a credit-return signal is located in
other router and a propagation delay of the signal happens,
the delayed credit-return signal can be modeled using an eaf
whose td is non zero.

For the sc increment or decrement at each clock cycle,
due to the mismatched a1bf and a1cf , the ηs is designed to
generate ec whose td is 1 for the next-time δv invocation.
When a CC0 compiles with the pdv, the ηs of the succeeding
PV 1 is required to generate epd when the sv is changed
into 0v.

IV. EVENT-BASED SIMULATION ALGORITHM
The proposed simulation engine executes NoC CA based on
the procedures described in Alg. 1. Every simulation step in
this algorithm executes the two phases defined below in the
order given.

1) Perform the actions of the previously determined active
cells. After the action, the ψ of active BCs and the ηa
of active cells are executed for the next step. The initial
influenced cells are confirmed by ηa.

2) Execute the δ of every influenced cell which results
in updating its action states and executing the ηs/p to
generate events. The influenced cells are scheduled in
their own lists, as shown in Fig. 12.

FIGURE 12. Scheduling influenced cells.

To avoid unnecessary execution of state-transition func-
tions δ, the δ is required to be called after receiving as many
events as possible. Based on the event relation in Sec. III-B,
the influence direction (i.e., event-flow direction) caused by
η can be represented as (i) BC

e
−→ BC,PV , orCC , (ii) PV

e
−→

CC and (iii) CC
e
−→ BC or CC . Since BC influences all types

of cell and CC are influenced by all cells, the execution order
from BC to PV to CC is required.

When there are consecutive CC0 and CC1 in a flow-
path, the later execution of a PC-granting CC1/0 than a
PC-requesting CC0/1 is advantageous. The priority between
CC0 and CC1 can be adjusted by the modeler.
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Based on the event flow direction, the execution priority is
defined as follows:
Definition 9: The BC, PV , and CC have priorities 0, 1,

and 2, respectively. A lower number means a higher pri-
ority. If there are consecutive CCs, CC can have multiple
priorities (e.g., 2 or 3) that can be adjustable according
to the target RTL NoC. The multiple lists for influenced
cells are employed for prioritizing the order of execution of
the cells.

In the first-phase in Alg. 1, the flit-fetching actions of
the active BCs are executed, then the path-changing actions
of the active CCs are performed to prepare new paths or
remove unnecessary paths. During the flit-fetching action,
the front flit of a BC−1b is moved to the active BC0’s
buffer.

After fetching a flit to each BC0, the ψ and ηa of the
BC−1b or BC0 whose flits in the buffer are no longer moved
are called. After updating a new path (pc) of each CC0,
the (ac, pn) are initialized, then ηa is called. The ηa-generated
events are delivered to the bags/ps of their destination cells.
The event-received cells are scheduled for their correspond-
ing lists for the second-phase computation.

The previously generated events (which have a delay
i.e., e.td>0)) are stored in Ef . The td of each event in
Ef decrements for the time advance, and the events whose
changed td is zero are delivered to their destinations.

For the second stage, the engine empties the Sc set contain-
ing previous active CCs for new active CCs. Then, δ and η
of influenced cells are called according to the priority orders,
as discussed in Def. 9.
For each BC , the functions of δ, ηs, and ηp are executed.

For each PV and CC , the functions of δ and ηs are executed.
Depending on the δf /c result, the BCs and CCs that become
active are scheduled to Sb/c. If a BC becomes inactive (which
means its af changes from af (1) to ai), the BC is removed
from Sb.

After the ηs or ηp execution, each event is delivered to other
cell or stored in the Ef bag (if the event has a delay). If an
influenced cell has a higher priority than cells in the current
list (which is one of Lbc,Lpv, ...), then the lower priority cell
is scheduled to its associated list for the deferred execution.
If not, the influenced cell is scheduled to a list of imminent
cells (Li) for the immediate execution (as Line No. from 40
to 43 in Alg. 1).

The imminent cell execution is important, especially for
BC , to reduce the total number of BC executions when
cascading influences occur among BCs. For example, in a
situation where a BC0’s δf depends on the BC1b’s af decision
and influences the BC−1b’s af decision, the later execution
of an eaf -received BC0 (from BC1b) can cause the BC−1b to
be called again due to the following BC0’s eaf generation.
If a Lbc-staying BC−1b waits for its turn for the δ and ηs/p
execution but is already called by an BC0’s imminent cell,
the cell is excluded from any further execution because its
bags/p is empty.

Algorithm 1 RTL NoC CA Simulation Algorithm
1 Sb/c: sets of active BCs and CCs
2 Lbc/pv: lists of influenced Bs and PV s
3 Lcc(0),Lcc(1), ...: each Lcc has a list of influenced CC
4 Li: a list of imminent cells
5 E−1/0: a local and empty bag of events, Ef : a global bag of
future events

6 Lbc,Lpv,Lcc(0), ...← [ ] are set to empty lists
// First-phase

7 foreach BC0 in Sb do
8 Save (bo, bf ) for ηa
9 Fetch a front flit of BC−1b to BC0.buffer
10 if BC−1b is not active or its action was performed then
11 Execute ψ−1b and E−1b←η−1ba

12 if active BC1b is not exist or BC1b’s action was performed
then

13 Execute ψ0 and E0
←η0a

14 foreach e in E−1b ∪ E0 do
15 if e.cd .bags = ∅ then Add e.cd to its list
16 Deliver e to e.cd

17 foreach CC0 in Sc do
18 Save (pc) for ηa
19 if a0c = ac(1) then p0c←p0n
20 else p0c←∅p
21 a0c ← ai, p0n ← ∅p, E0

← η0a
22 Deliver each e in E0 to e.cd as Line No. 14 to 16.

23 Decrement td of e in Ef and deliver zero-delay e to e.cd as
Line No. 14 to 16.
// Second phase

24 Sc ← ∅
25 foreach L in [Lbc,Lpv,Lcc(0), ...] do
26 foreach cell in L do
27 if bags is not empty then
28 Save af /sv/pn for ηs, Exec. δ, and E0

← ηs
29 if become active then Add cell to Sb/c
30 else if inactive then Remove cell from Sb

// Only BC can be inactive (af (1)→ai)
31 foreach e in E0 do
32 if e.td>0 then Insert e to Ef .
33 else if GetPriority(e.cd ) ≤ L.priority then
34 Insert e.cd to Li.

35 else if no event in any bagss/c of e.cd then
36 Insert e.cd to its list (Lpv,Lcc(0), ...)

37 Deliver e to e.cd

38 if cell has bagp and bagp is not empty then
39 E0

← ηp, and deliver e in E0 as Line No. 31 to 37

40 while Li is not empty do
41 celli ← Li.Popfront()

// Steps from Line No. 27 to 39

42 if bags of celli is not empty then
43 Save af /sv/pn for celli.ηs, . . .

Unlike other cells, every BC has the additional bagp to
handle the PC-change request events in the ηp execution (as
Line No. from 38 to 39 in Alg. 1).
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V. TEST ENVIRONMENT OF RTL NOC DESIGNS
The test environment is proposed to generate 1) the
packet-arrival history (for the CA validation) and 2) BC’s af -
decision rules and CC’s valid PD reasons for a given RTL
NoC model. Using the derived PD reasons and the default
condition table describing the required coupled-state values
of PD reasons (in Fig. 10), we can derive CC’s PD-decision
rules. The overall structure of the proposed test environment
is shown in Fig. 13.

FIGURE 13. The overall structure of the test environment.

The test environment consists of target RTL NoC codes,
their corresponding RTL simulator, and the proposed test
library that can be loaded by the simulator. The test library
utilizes a scenario file that contains a plurality of packet
information (i.e., packet length, the source-destination pair,
generation time, or initial VC) for random packet genera-
tion. The scenario file can be shared with the CA simulator
to validate the functionality of CA models by comparing
the packet-arrival results of the RTL and CA simulations.
After completing the RTL simulation of the given scenario,
the library produces the af -decision rules for BCs and valid
PD conditions for CCs.
For the test, the RTL NoC codes (consisting of NoC

routers) are extended by adding 1) the packet generator and
collector (PGC) blocks that represent local IP blocks, and
2) test statements to specify the RTL signals associated with
cells’ states and the CA network.

The PGC blocks generate packets based on the scenario.
To implement the RTL PGC module and describe the test
statements, the designer can utilize a collection of provided
test interfaces, as shown in Table 1.

TABLE 1. Elementary interfaces for RTL NoC Test.

The test interfaces are developed using the Verilog simula-
tor’ programming language interface (PLI), which is defined
under the IEEE1364 standard [20]. The capabilities of RTL
simulators can be extended using the PLI, which enables
the user-developed callbacks to be executed before or after
the current-time RTL simulation, as well as supporting the
reading of RTL signal values.

For the PGC development, the interfaces starting with
‘get_pkt_’ are utilized to get the scheduled packet information
in the scenario file, as shown in Fig. 13. After obtaining the
information for each packet, calling set_pkt_sent is required
to update a waiting packet from the current packet to the
next packet. During the simulation, the test library traces
the CA states via probing the flit transmissions, and the
set_flit_arrive informs the library of the arrived flits to collect
the packet-arrival times.

To describe each BC’s and PV ’s associated flit signals and
the CA network, the test library supports the interfaces start-
ing with ‘add_’ (see Table 1). The add_bc_in and add_bc_out
are utilized to describe each BC’s position (using its id) and
related signals of input and output flits. The arguments for the
interfaces are the BC .id’, the signal-type name, and a related
RTL signal, as shown in Fig. 14. The signal-type name is one
of valid (flit validity), vc (VC index), pid (packet identifier),
fid (flit identifier in a packet), head (indicator of header type),
or tail (indicator of tail type). Each flit generated by the PGC
blocks contains the pid, fid, head, and tail value, so the signals
for these values can be extracted from the flit signals.

FIGURE 14. Examples of test-interface usages.

The add_cc is utilized to describe a CC’ location and
adjacent BCs without any RTL information; thus, the test
library derives the PC status by monitoring the output and
input flits of previous and next BCs. The PC status of a CC
is utilized to generate the valid PD reasons of the CC .
Regarding consecutive CCs, the PC status of the CCs is

managed as a merged CC , which means that the generated
PD reasons are shared among the seriesCCs. Thus, modeler’s
additional efforts are needed to distinguish each CC’s PD
reason using the merged PD reasons and the RTL implemen-
tation of the target arbiters.

To detect the PD by the pdv condition, the designer needs to
add RTL signals related to the credit exhaust or buffer fullness
(i.e., sv = 0v) using the add_pv, which has the arguments
of a receiver-side BC , VC index, and 0v-related RTL signal,
as shown in 14. To derive the BC’s bf value, the number of
flit slots should be specified using the set_bc_size interface.
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At the start of a simulation, the test library constructs
some data tables to trace each flit’s move and each cell’s
states based on the arguments of test statements employing
the interfaces ‘add_’ and set_bc_size. During the runtime,
a test process is executed by the simulator through an iterative
callback registration, as illustrated in Fig. 15.

FIGURE 15. Test process at each current time (tc ).

At every low-to-high clock transition time, a first callback
(whose type is cbAfterDelay [20] and was previously regis-
tered) is invoked before the current-time RTL simulation. The
first callback registers a second callback (cbReadOnlySynch
[20]) to be invoked after the current-time RTL simulation.
The second callback identifies flits’ moves and cells’ states
by probing the specified RTL signals, then finds rules based
on the states. Then, the current-time second callback registers
the cbAfterDelay callback to be invoked after the clock-cycle
time, which is specified by the set_cycle_time interface.
We will introduce the detailed process of the cell-state

identification and the rule derivation in Section V-A and V-B

A. CELL-STATE IDENTIFICATION IN TEST LIBRARY
At each simulation time step, during the second callback,
the test library initially records flits’ move and cells’ states
for the further rule-derivation process. Each flit-move data is
the paired BCs, one which is the flit’s current location and
the other is an expected arrival. The flit-move data helps the
library to update cells’ states, and is stored with the flit’s id
(〈pid,fid〉) in the flit-move table, as shown in Fig. 15.
For the cell-state trace, the library probes 1) each BC’s

states of (q, bo, bf , sf 0, af ) and the second flit’s absence
(sf 1 = ¬∅f ) and 2) each CC’s pc. The (sf 1 = ¬∅f ) result
is utilized to examine the validity of the pde condition (See
Fig. 10). The state values of BCs and CCs are managed using
cell-state tables, each row of which consists of the cell’s id
and the values of the cell’s particular states.

When updating the states, some state values are derived
using the past values, so the librarymanagesmultiple tables at
the current cycle time (tc) as well as previous cycle time (tp).
Each flit’s move is traced until the RTL simulator

makes the flit-arrival notification through executing the

set_flit_arrive statement. When an output flit of a BC0 is
the input flit of BC1b at tp, the library fill the BC pair
((BC0.id,BC1b.id)) for the flit row. After comparing all out-
put and input flits of all BCs, some parts of flit-move tables
can be filled.

However, when a destination BC has multiple flit slots,
some flits cannot be observed, as the flit whose id is 〈1, 2〉
in Fig. 16. In this situation, the position of the flit can be
derived using the flit-move table at tp. If a flit cannot be found
in BCs’ input flits, the flit’s current position is changed to the
flit’s previous-time expected destination. If the destination is
blank, the flit’s current position is set to the previous position.

FIGURE 16. Observing the flit movements and the previous-time active
BC derivation.

After completing the flit-move table at tc, the library deter-
mines the number of residing flits (q) of BCs. The q value
leads to the bo and (sf 1 = ∅f ) decision by checking the
result of (q = 0) and (q<2). The bf can be measured by
comparing the q with the BC’s flit-slot size (that is given by
the set_bc_size interface). The sf 0 can be found by probing
the BC’s output flit.

After comparing the flit position at tc and tp, we can derive
the newly moved flits at tc; the newly moved flits imply that
the previous-time af s (af (tp)s) of the destination BCs were
af (1) (see in Fig. 16). Likewise, the af (tp) value is determined
at tc. To detect the af change for the BC-rule derivation
(which will be discussed in Section V-B), the library manages
an additionalBC-state table at tpp for the comparison between
the af (tpp)s and the af (tp)s.

For updating CC’s pc at tc, the test library examines all BC
pairs in the current-time flit-move table whether any paired
BCs are tied to a CC , then confirms the specific CCs linking
the paired BCs. The pcs of the CCs are newly set to the CCs’
linking BCs.

However, a certain CC0 can maintain its path (i.e., pc 6=
∅p) even though the BC−1b does not have any flit to flow.
If a previously path-existing CC0 (pc(tp) 6= ∅p) does not link
any paired BCs, the bo(tc) of the previous-time path source
(pc(tp).cs) needs to be checked whether the pc(tp).cs has any
flit at tc. If the bo(tc) of the pc(tp).cs is 0o, then the pc(tc) of
the CC0 is set to unknown. During the further rule-derivation
process, if an unknown pc(tc) is referenced, the process result
is ignored.

B. DECISION-RULE DERIVATION IN TEST LIBRARY
To derive the BCs’ decision rules, when the pre-condition
(defined as ∃BC−1b (b−1bo = 1o) in Sec. III-C) is satisfied,
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the library probes the paired states of the post-condition
(b0f , a

1b
f ) and their consequent af results. If the pre-condition

is not satisfied, the af is obviously ai. The BC’s state values
can be found in the BC tables, and the neighbor BCs (BC−1b

or BC1b) can be identified using the CC’s pc table.
The (b0f , a

1b
f ) represents its degree of flit congestion.

As more flits arrive at BCs, the BCs cannot receive any
more flits at a certain point. When the pre-condition is met,
the paired values of (b0f , a

1b
f ) that causes the a0f change from

af (1) to ai are denoted as the ai-boundary condition (condb).
The condb belongs to the post-conditions leading the ai
decision, and we denote the post-conditions causing the ai
decision as Condi. The condb bisects the all value pairs of
(b0f , a

1b
f ) into the post-conditions of af (1) (that are denoted as

Condf (1)) and Condi.
In general, if a BC0 has available flit slots (i.e.,b0f =

0f ), the BC0 can fetch a flit from BC−1b regardless of
the a1bf value, which means that b0f is more critical than
a1bf in the a0f decision. With this b0f precedence over a1bf ,
the post-conditions can be ordered as the following exam-
ples: (0f , af (1))<(0f , ai) or (0f , ai)<(1f , ai). Using the prece-
dence, the Condf (1) and Condi are represented as follows.
• Condf (1) = {(b0f , a

1b
f )|(b0f , a

1b
f )<condb}

• Condi = {(b0f , a
1b
f )|(b0f , a

1b
f ) ≥ condb}

At each clock cycle, when the pre-condition is met and
the af change from (af (tpp) = af (1)) to (af (tp) = ai)
occurs in a BC , the BC’s paired values of (b0f (tp), a

1b
f (tp)) are

recorded in the library. The paired values are shared among
symmetric BCs with respect to the routers and ports. After
the test, if multiple paired values are observed for a BC ,
the minimum value is the condb. Using the identified condb,
the Condf (1) and Condi of BCs are produced based on the
condb-to-Condi/f (1) relations.
To confirm the PD reasons, newly disconnected CCs need

to be identified. A CC’s PD occurrence can be detected by
measuring its pc-value change of (pc(tp) 6= pc(tc)). Any
path change implies that PD has occurred. When comparing
the pc(tp) and pc(tc), if one of the pc value is unknown,
the comparison result is ignored.

Using the (cp, cn, vc) of newly disconnected CCs’ pc and
their neighbors’ states, the test library checks the satisfaction
of the following properties, each of which consists of the
required condition and the corresponding validity of a PD
reason.
• [cp(tp).bo(tc) = 0o)→ (pde← 1)
• (cp(tp).sf 0(tp).h = tail/single) ∧ (cn(tp).af (tp) = af (1))
→ (pdl ← 1)

• (cp(tp).id = cp(tc).id) ∧ (cp(tp).sf 0(tp).h = payload) ∧
(cp(tp).sf 0(tc).h = payload) ∧
(cp(tp).sf 0(tp).rd 6= cp(tc).sf 0(tc).rd )→ (pdd ← 1)

• (cp(tp).cn’s sv(tc) = 0o)→ (pdv← 1)
At every clock cycle, when a required condition is satis-

fied, the corresponding PD reason becomes valid. If multiple
conditions of PD reasons are met, the library ignores the PD
occurrence due to the ambiguity of the decisive PD resaon.

When a PD occurs in a CC , if the previous-time path-
source BC does not consistently have a flit and any condition
except the pde is not satisfied, then the pde is set to 1 after the
test. If PD always occurs after a last-flit transmission, then
the pd` is set to 1. If a sender BC is for a shared channel,
then the pdd is set to 1. If PD always happens when there is
no credit (or flit slots), the pdv is set to 1. If a PD happens
but all upper required conditions are not met, then the pdp
is set to 1.

VI. EXPERIMENTATION
We applied the proposed approach to types of open source
Verilog NoCs: 1) CONNECT [21] and 2) a short-path (SP)
NoC deploying a pipeline bypassing and a combined arbi-
tration using series arbiters [22], [23]. In this experiment,
we targeted the NoCs with a 4-by-4 router topology. Based on
the positions of flit-staying FFs, the arbiter’s connection with
other blocks, and the pipeline-bypassing method (only for the
SP NoC), we identified the CA networks of CONNECT and
SP NoCs, as shown in Fig. 17.
In the CONNECT, there are three types of BCs and two

types of CCs. Each BC type represents 1) an input queue,
2) an intermediate FFs for a flit to wait for an arbitration grant,
and 3) an output queue. The BCs have their own id .d as 0, 1,
and 3, and are denoted as BC0, BC1, and BC3, respectively.
The BCs are located symmetrically on each port and VC in
each router.

There are two types of CCs that handle path-connection
(PC) requests from 1) BCs on different input ports or 2) BCs
on different VCs at an output port of an adjacent router. The
CCs have their own id .d as 2 and 4. Each CC2 makes a PC
between a BC2 and a BC3, andCC4 establishes a PC between
a BC3 and a BC0 in an adjacent router.
There are two types of PV s for a CC2 and a CC4. The PV

for CC4 has id .d as 0 and receives eaf from BC0 and BC1

to monitor flit-in and -out movements in BC0. The PV for
CC2 has id .d as 2, and receives eaf from BC3 and BC0 in an
adjacent router to probe the flit-in and -out moves of BC3.
The SPNoC has four types of BCs and three types of CCs.

Among BC types, one type of a BC represents a queue at
each VC and other types of BCs symbolize VC-independent
common flit-staying FFs (shared channels). The BCs for
shared channels are located at input ports, the destination
nodes of switch, and output ports. The BC for a queue has
its id .d as 1 and the BCs for shared channels have their id .ds
as 0, 4, and 5.

There are three types of CCs, which have their own id .d
as 1, 2, and 3. The CC1 is for a flit bypassing to reduce
the latency without staying in a queue, and the CC2 handles
PC requests from BC1s and CC1 at each input port. The
CC3 handles PC requests from CC2s at different input ports.
There is one type of PV (whose id .d is 4) for a CC3 to
check the receiver-side PC viability. The PV manages the
credit consumption and return by receiving the flit-inflow or
flit-outflow events (eaf s) from a BC4 in the same router and
BC4s in adjacent routers.
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FIGURE 17. The CA networks of the RTL CONNECT and SP NoCs.

FIGURE 18. The BC and CC rule derivation using the proposed test environment.

To generate rules for the NoC CA, we supplemented
test statements for BCs in the RTL modules that are listed
in Fig. 18(a). Those modules have incoming and outflowing
flit signals of BCs. The flit signals have the values of of the
flit type, valid, pid, fid, and vc. The information is passed to
the test environment using the proposed test interfaces (which
are add_bc_in, add_bc_out, and set_bc_size), as the example
in Fig. 18(b).

The test statements for CCs are also appended to specify
the CC’s position and neighbor BCs’ id using the add_cc
interface. Comparing to the CONNECT, the SP NoC has the
consecutive CCs. The proposed test environment does not
support the diagnosis of PD conditions of individual CC1,
CC2, and CC3 in consecutive CCs. Thus, we specified a
merged CC at each input port for a common PD-validity
table, as shown in Fig. 18(c).

TheCONNECTNoC follows the on/off-based flow control
considering the buffer availability, and the SP NoC does a
credit-based flow control approach. Using the add_pv inter-
face, we specified the RTL signals related to the fullness

of the buffers at input and output ports on each VC. For
the SP NoC test, we described the RTL signals for the
credit-exhausted state of each VC, which are the full_ovc
signals in the rtr_fc_state module at each output port.

Under various packet-generation scenarios, the test envi-
ronment produces the overall decision rules of BCs and
PD-validity tables of CCs, as described in Fig. 18(d).

Compared to the CONNECT, the boundary condition,
condb (described in Sec. V-B), of the SP NoC is not
found, which means that BC0s can receive a flit when the
pre-condition (defined in Sec. III-C) is met. In the SP NoC,
flits can flow across the PC-established CCs without any
suspension because CCs always maintain their paths when
flit-arrival BCs are available.

Using the common PD-validity table of the SP NoC,
we manually derived the PD conditions of each CC based on
the RTL implementation. The CC1 follows a bypass mecha-
nism: if the allocated VC of an incoming flit is different from
the VC of a current PC,CC1 requests a new PC to a nextCC2.
When the CC2 already has a flit path or the requested VC is
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FIGURE 19. Example waveforms of packet-arrival equivalences between RTL and CA NoC.

already asked by another BC1, the CC2 ignores the CC1’s
new request. If the CC1 does not receive a grant, the CC1

makes a PC between a previous cell (BC0) and a VC-related
BC1. Since CC2 and CC3 represent the same RTL arbiter
module, the PD conditions of CC2 and CC3 are identical,
as shown in Fig. 18(d).

The CC2/3 employs custom rules for the pdp-caused dis-
connection. The CC2/3 manages the PC requests from pre-
ceding cells using two priority groups. Each PC request in
the high-priority group represents a reconnection request of
a previously disconnected path caused by a credit emptiness
or another higher-priority request. The PC request in the
low-priority group is for a new packet transmission.

The priorities among requests in each group are determined
using the target round-robin algorithm. If there are requests
in both high- or low-priority groups, then a request in each
group is granted. If a PC request in the high-priority group is
allowed, then the grant in the low-priority group is ignored.
When there are multiple requests in the high-priority group,
and one of the requests is allowed, since the priority of the
newly granted request becomes lowest in the target NoC,
another request in the high-priority group can be granted at
the next cycle. For the next-time path re-decision, the CC2/3

can generate ei for the next-time trigger.
Based on the BC’s af -decision rules, CC’s PD-validity

tables, and the CC’s default condition table (in Fig. 10),
we developed cells’ δ and η functions using the tar-
get XY-routing algorithm, the target round-robin arbitra-
tion algorithm, and specified events (which are described
in Fig. 18(e)).

In the CONNECT CA, the CC2 receives epd from its next
BC3 after checking the pd` condition. The CC4 receives epd
from its previous BC3 for the pde condition or does from the
PV 0 on the adjacent router for the pdv condition. Both PV 0

and PV 3 updates the PC viability (sv) based on the number of
the next-time available flit slots (sc).
In the SP CA, the CC1 receives epd from its previous BC0

after checking the pdd condition. The CC2 (or CC3) receives
epd s from its BC0 (for the pde condition), BC4s (for the pd`
condition), PV 4s (for pdv condition), or the adjacent CC3 (or
CC2) (for the pdp condition). ThePV 4 decides the sv based on

the remaining credits, the flit inflow (the af of an associated
BC4 in the same router) and the flit outflow (the af of a BC4

in an adjacent router), and a PC re-establishment situation of
a suspended packet transmission.

For the validation of CA models, we extended the CA
simulator to read the packet transmission results of the target
RTL NoC and confirm the matches of the packet arrivals
between the CA andRTLmodels at each simulation time step.
Under various randomly generated scenarios, we verified the
CAmodels of theCONNECT and SPNoCs using the runtime
assertion method, checking the packet-arrival difference at
runtime. An example of the packet-arrival equivalence is
illustrated with the signal waveforms of the PGC-arrived flits,
as shown in Fig. 19.

For the simulation speed comparison, we measured the
execution time of Verilog and CA NoC models by increas-
ing the number of injecting packets per node, keeping the
0.4 average flit-injection rate per cycle to prevent packet
loss caused by traffic congestion. We used an experimental
machine whose CPU is Intel R©Xeon R©E-2176 2.7GHz and
memory size is 64 GB. The utilized RTL simulator for the
test-library development and speedup experiment is theMod-
elSim 10.6d. The equivalent cell components and proposed
simulation engine are developed using C++.

The overall execution times of RTL and CA NoC models
are shown in Fig. 20(a)(b). Based on the execution times,
we obtained the speedup from 14.9 to 53.2× for the CON-
NECT NoC, and 78.4 to 235× for the SP NoC, as shown
in Fig. 20(c). Based on the observed data, we derived
linear-regression equations for the execution-time prediction
regarding the increased number of transmission packets by
200 (tx200), as shown in Table 2. In the experiments, the tx200
values are 1, 2, 3, 4 and 5.

The regression equations can be divided into a time con-
stant for the simulation initialization and the rate of the
execution-time increment regarding tx200. After comparing
the constants and slope coefficients between the RTL and
CA regression equations, we acquired the initialization and
runtime speedup, as shown in Fig. 21(a)(b).

In the equations of CA, the increase in the the slope coef-
ficients of tx200 for the VC increment is almost negligible,
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FIGURE 20. The simulation execution results of RTL and CA NoCs.

TABLE 2. Execution time derivation.

FIGURE 21. The overall speedup results.

which means that only active cells of the proposed CA sim-
ulator are asynchronously computed regardless of the size of
CA network. The asynchronous cell computation is accom-
plished by the exchange of state-change events between cells,
and this guarantees the scalable NoC simulation.

The initialization speedups are highly linked to the reduced
number of model components between RTL blocks and CA
cells. The runtime speedups are related to the reduced number
of state-change events betweenRTL signal-value changes and

cell-state changes. As the tx200 goes smaller, the initialization
speedup is more dominant than the runtime speedup. If the
tx200 goes to infinity, the overall speedup would converge
the runtime speedup. Based on this relationship, the overall
speedups (that are shown in Fig. (c)) can be explained.

VII. CONCLUSION
We proposed a high-level NoC modeling framework and its
simulation engine based on event-driven CA execution to
abstract the detailed RTL operations and invoke active cells,
rather than executing stable CA. The proposed CA represent
the operations of the target RTL NoC as state transitions of
three types of cells: BC (for the flit fetching and staying),
CC (for the PC change), and PV (for the PC viability of
receiver-side BC). Each cell in the CA notifies its changed
state to the state-dependent neighbors through the event deliv-
ery, and the events are generated during the influence function
execution. To alleviate the CAmodeling efforts, we proposed
a test environment that generates the BCs’ decision rules
and the CCs’ PD conditions. Our evaluation showed vari-
ous CA speedups (up to 235 times), varying the number of
injected packets and VC with valid cycle-accurate transmis-
sion results.
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