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ABSTRACT Sinkhorn divergence is a symmetric normalization of entropic regularized optimal transport.
It is a smooth and continuous metrized weak-convergence with excellent geometric properties. We use it
as an alternative for the minimax objective function in formulating generative adversarial networks. The
optimization is defined with Sinkhorn divergence as the objective, under the non-convex and non-concave
condition. This work focuses on the optimization’s convergence and stability. We propose a first order
sequential stochastic gradient descent ascent (SeqSGDA) algorithm. Under some mild approximations,
the learning converges to local minimax points. Using the structural similarity index measure (SSIM),
we supply a non-asymptotic analysis of the algorithm’s convergence rate. Empirical evidences show a
convergence rate, which is inversely proportional to the number of iterations, when tested on tiny colour
datasets Cats and CelebA on the deep convolutional generative adversarial networks and ResNet neural
architectures. The entropy regularization parameter ε is approximated to the SSIM tolerance ε. We determine
that the iteration complexity to return to an ε-stationary point to be O

(
κ log(ε−1)

)
, where κ is a value that

depends on the Sinkhorn divergence’s convexity and the minimax step ratio in the SeqSGDA algorithm.

INDEX TERMS Convergence, generative adversarial networks, optimal transport, Sinkhorn divergence.

I. INTRODUCTION
An alternative to learning the generative adversarial net-
works (GANs) [1] comes from the theory of optimal trans-
port (OT) [2], [3]. The usual f -divergences, such as the
Kullback-Leibler (KL), Jensen-Shannon (JS), and Hellinger
divergences [4], are replaced by OT distances, such as
the p-Wasserstein distance. Distances in optimal transport
metrize weak-convergence, are continuous and smooth, and
have favourable geometric properties as explained in [2],
[3], [5], [6]. Several works, for examples [5]–[9], have
demonstrated promising results when entropy-regularized
optimal transport (EOT) is used as a smooth surrogate for the
p-Wasserstein distance in GANs. Doing so offers a more effi-
cient gradient computation in the 1st order stochastic gradient
descent ascent (SGDA) methods.
Sinkhorn divergence is an EOT distance that can be used

as a minimax objective for the adversarial GANs formulation
under the non-convex and non-concave (NCNC) condition.

The associate editor coordinating the review of this manuscript and

approving it for publication was Yiming Tang .

FIGURE 1. Minimum kantorovich estimator framework for
optimal-transport-based formulation of generative adversarial networks.

This paper focuses on the convergence and stability of
Sinkhorn divergence in such a setup.

Figure 1 illustrates the main mechanism in OT-based
GANs as a density fitting problem, known as the Minimum
Kantorovich Estimator (MKE) [10]. The figure is a modified
version of [11, Fig. 1] whose focus was on the geometric
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interpretation of the problem. Given an image space X ,
we consider a dataset of N observations (y1, . . . , yN ) ∈ XN

of an unknown distribution ν. The strategy is to transform the
density fitting problem into optimally transporting one set of
data points to another. The MKE aims to fit ν into a model
distribution µθ by finding a θ that maximizes the likelihood
on the data by minimizing a certain loss between ν and µθ .
This is done by minimizing the distance Wc(µθ , ν), which
quantifies how the mass of data is optimally transported from
µθ to ν, over θ .
A typical formulation, studied in [5]–[8], employs a

distance W ε
c (µθ , ν) as a smooth surrogate of Wc(µθ , ν).

In discrete cases, the former, with ε being the entropy reg-
ularization parameter, can be computed efficiently by using
the Sinkhorn matrix scaling algorithm [12]. In this work,
we also employ a symmetric normalization of W ε

c (µθ , ν),
called Sinkhorn divergence Sεc (µθ , ν) in [5], [12], as an
objective for the maximization portion in the minimax opti-
mization. Section II reviews the formal definitions and key
properties of both the EOT distance and Sinkhorn divergence.

Instead of using a statistical model for µθ , for example
a parameterized family of probability distributions, GANs
work by implicitly sampling z ∈ Z from a known
lower-dimensional distribution ζ , say, the Gaussian random
noise, to infer a generative map from ζ to µθ . A generator
function, implemented as deep neural networks with param-
eter θ , produces samples from Z [13]. The generator is a
mapping Gθ : Z → X that pushes forward the entire ζ in
the latent space to model the distribution µθ := Gθ#(ζ ) inX .

One can restate min
θ
W ε
c (µθ , ν) as a minimax optimization

problem by adding a maximization portion [5]–[9]. Since
our model uses the generator Gθ and the discriminator Dϕ ,
we write Sεc (µθ , ν) in terms of θ and ϕ as Sεc (θ, ϕ). This new
map is known from [6] to be smooth, weak-continuous, and
differentiable with respect to both θ and ϕ.
In game theory, our model forms a differentiable minimax

game with two players. The first is the generator Gθ : Z →
X . It serves as the generative map that sends z 7→ x.
The second is the discriminator Dϕ . It plays the role of the
discriminative feature map that sends µθ to a learned latent
space. We use Dϕ to encode the algorithmic ground cost
cϕ(x, y) :=

∥∥Dϕ(x)− Dϕ(y)∥∥p from [5], [14]. LettingGθ and
Dϕ to be the min and the max players, we arrive at the smooth
minimax optimization problem

min
θ∈Rn

max
ϕ∈Rm

Sεc (θ, ϕ). (1)

We know from [5] and [6] that Sεc (θ, ϕ) can be either convex
or non-convex in θ , but must be concave in ϕ.
The stochastic gradient descent ascent (SGDA) is a com-

mon method to solve the minimax optimization problem
in (1), provided that we can approximate Sεc (θ, ϕ) with respect
to both θ and ϕ. There is a vast literature, for examples
[15]–[17], on how to solve a convex-concave objective by a
simultaneous SGDA (SimSGDA). Under a locally strongly
convex condition on θ and a strongly concave condition on ϕ,

TABLE 1. Frequently used mathematical notation.

SimSGDA converges linearly to a local Nash equilibrium
[18]–[20]. At each iteration, SimSGDA performs the gradient
descent along θ and the gradient ascent along ϕ with an
equal step size. Here, the order of players (either Gθ or Dϕ)
that update their parameters first is insignificant. In contrast,
many GANs implementations have non-convex non-concave
(NCNC) objectives. The problem of findingNash equilibrium
in such a setup is NP-hard [21]–[23] and SimSGDA simply
cannot handle it.

We propose sequential SGDA (SeqSGDA) to deal with
NCNC objectives. We fix an order for Dϕ to update the
parameters several times before Gθ can do so. Our novel
strategy to solve the minimax optimization problem in (1)
using SeqSGDA relies on four approximations. These are
mini-batch sampling, the use of Sinkhorn matrix scaling [12]
and auto differentiation [24], a judicious choice of an algo-
rithmic ground cost, and the use of spectral normaliza-
tion [25]. In contrast to prior EOT-based GANs, our novel
strategy is to minimize the asymmetric W ε

cϕ (µθ , ν) while
maximizing the symmetric Sεcϕ (µθ , ν). The details will be in
Section III.

We hypothesize that a convergence solution still exists
under some mild conditions on the convexity of the ground
cost cϕ(x, y) in [14], [26], [27]. In Section IV we will give
an empirical demonstration that, using the NCNC objective
on Sεc (θ, ϕ), the minimax optimization converges to local
minimax points [21]. The main tool is the 1st order SeqSGDA
algorithm from [22]. It is reproduced here as Algorithm 1.
Our model improves on the outcome of SGDA-AutoDiff and
aligns well with a recent theoretical study in [22]. It shows
that a minimax optimization can be solved by a 1st order
SGDA method. Under the conditions and up to some degen-
eracy, all stable limit points are exactly the local minimax
points [21].

For ease of reference, Table 1 lists frequently used mathe-
matical notations.
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A. OUR CONTRIBUTIONS
Our study yields the following contributions.

noitemsep
1) A stable sequential SGDA algorithm to train GANs

to stationary points, which have exact convergence to
some local minimax points.

2) A demonstration that Sinkhorn divergence is a reliable
loss function for adversarial GANs trained using the 1st

order SeqSGDA algorithm under a non-convex choice
of the ground cost order p > 2.

3) A game-theoretic interpretation of the GANs learn-
ing with objective function the NCNC Sinkhorn
divergence.

4) A non-asymptotic convergence rate analysis of the
GANs learning using the structural similarity index
measure (SSIM) for the NCNC condition.

B. RELATED WORKS
Since the introduction of Sinkhorn divergence in [12], several
GANs models have been proposed. They are equipped with
various divergence formulation and minimax optimization
techniques.

1) DIVERGENCE FORMULATION
Two initial models that work in large scale GANs are
SGD-AutoDiff [5] and OTGAN [7]. The former uses
Sεcϕ (µθ , ν) as the minimax objective and a maximum
mean discrepancy-like 2-Wasserstein ground cost. The latter
prefers a modified EOT distanceW ε

cϕ (µθ , ν), known as mini-
batch energy distance, and the cosine ground cost. Yet another
model, called SWGAN in [6], uses Sinkhorn divergence as
the minimax objective and trained with both 1-Wasserstein
and cosine ground costs. The EOT-GAN in [8] uses the same
ground cost as SGD-AutoDiff but with a different minimax
objective. It combines Sinkhorn divergence and the Hinge
losses. Our model considers both the symmetric Sεcϕ (µθ , ν)
and asymmetric W ε

cϕ (µθ , ν) divergences. In contrast to those
prior models, ours uses an encoded p-Wasserstein ground
cost cϕ , to be formally defined later. This parameter p controls
the convexity level.

Two notable recent models are Sinkhorn natural gradi-
ent (SiNG) in [28] and Sinkhorn positive features in [9]. In the
former, Sinkhorn divergence serves as a minimax objective
with a 2nd order natural gradient as the steepest descent
direction. SiNG, on the other hand, applies the squared
2-Wasserstein ground cost to avoid saddle point(s).

All of the above-mentioned models use the original
Sinkhorn algorithm whose running time O(nm) is quadratic.
One can accelerate the Sinkhorn solver by using a Gaussian
kernel as the positive feature map to achieve a linear time
O(n+m) performance [9]. We leave an investigation on this
linear time Sinkhorn solver for a future work.

2) MINIMAX OPTIMIZATION
Each prior model, except for SiNG, uses a 1st order gradient
method to solve the minimax optimization. SGD-AutoDiff

implements a sequential SGDA in a minmax optimization
with a weight clipping regularization. OTGAN utilizes an
alternating SGDA, also in a minmax optimization, without
any additional regularization. A quite different approach is
used by EOT-GAN. It proposes a simultaneous SGD in a
minmin optimization context. Unfortunately, EOT-GAN per-
forms poorly on higher-resolution datasets and shows insta-
bility during training. SWGAN performs an oracle-based
non-convex SGD with a requirement that the discriminator
can be shown to be approximately optimal [6].

Similar to SGD-AutoDiff, our model performs a sequential
SGDA. Unlike SGD-AutoDiff, instead of using the same
objective for minimization and maximization, we seek to
minimizeW ε

cϕ (µθ , ν) and maximize Sεcϕ (µθ , ν) with an equal
gradient step size for bothGθ andDϕ . With this modification,
we show that the SeqSGDA algorithm solves the minimax
optimization for both convex-concave, that is for p ∈ {1, 2},
and the NCNC, that is for p > 2, objectives. Our novel
optimization approach in Algorithm 1 is stable and efficient.
In more generic terms, Chu, Minami, and Fukumizu in [29]
propose a theoretical framework to understand the stability of
standard GANs by deriving conditions that must be satisfied
by the divergence being minimized and the architecture of the
generator. These include the Lipschitz constraints, some gra-
dient penalties, and smooth activation functions. To enforce a
Lipschitz constraint, we implement a spectral normalization
[25] on Dϕ , in place of a simple weight clipping.

II. A BRIEF REVIEW OF OPTIMAL TRANSPORT
This section briefly reviews some background material on
EOT to recall smoothness, positivity, convexity, and the dif-
ferential properties of Sinkhorn divergence.

A. OPTIMAL TRANSPORT DISTANCE
The OT primal distance Wc(µθ , ν) was initially formalized,
for instances in [2], [3], as the solution to the Kantorovich
linear program

Wc(µθ , ν) := min
π∈5(µθ ,ν)

∫
(x,y)∈X 2

c(x, y) dπ (x, y). (2)

The feasible set 5 is composed of probability distributions
over X 2 with imposed marginals µθ and ν.
Let P1(x, y) = x and P2(x, y) = y be simple projector

operators. Then

5(µθ , ν) :

=

{
π ∈M1

+(X 2) : P1#(π) = µθ ; P2#(π ) = ν
}
. (3)

The MKE is defined as any solution to minθ Wc(µθ , ν).
An optimizer π is called the transport plan. It quantifies how
the mass is optimally moved from µθ to ν. Hence,Wc(µθ , ν)
represents the total cost of moving all masses from µθ to ν.
Let dX be a distance on X . A typical choice of ground cost is
c(x, y) := dX (x, y)p, with p > 0. When p ≥ 1, the resulting
W 1/p
c is known as the p-Wasserstein distance. When p = 1,

one has the earth-mover distance Wc, which is commonly
used in the state-of-the-art Wasserstein GAN (WGAN) [13].
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Minimizing Wc(µθ , ν) using the original primal formu-
lation requires solving an expensive linear program in (2),
incurring O(n3 log(n)) per n points in the discrete measure.
It suffers the curse of dimensionality. The error in approxi-
mating Wc(µθ , ν) grows exponentially in dim(X ). We min-
imize, instead, an EOT distance W ε

c (µθ , ν), with ε being
the entropy regularization parameter. In discrete cases, this
smooth surrogate of Wc(µθ , ν) can be computed using the
Sinkhorn matrix scaling algorithm with a lower, quadratic,
complexity O(n2). We also employ the Sinkhorn divergence
Sεc (µθ , ν) as an objective for the maximization portion in the
minimax optimization.

Let the model and target distributions be

µθ :=
1
m

m∑
i=1

δxi and ν :=
1
n

n∑
i=1

δyi . (4)

Given a constant entropy regularization parameter ε → 0,
the Sinkhorn divergence between µθ and ν is

Sεcϕ (µθ , ν)

= W ε
cϕ (µθ , ν)−

1
2

(
W ε
cϕ (µθ , µθ )+W

ε
cϕ (ν, ν)

)
. (5)

B. EOT PRIMAL FORMULATION
Instead of directly solving forWc(µθ , ν) in (2), the EOT adds
an entropy scheme to produce a smooth distance, which can
be computed efficiently in discrete cases by the Sinkhorn
matrix scaling algorithm on modern GPUs.

Let H (π |µθ ⊗ ν) be the relative entropy of the transport
plan with respect to the product measure µθ ⊗ ν defined by∫

X 2

(
log

(
dπ (x, y)

dµθ (x) dν(y)

)
− 1

)
dπ (x, y)+ 1. (6)

Let c(x, y) := ‖x-y‖p be a (typically symmetric) positive
ground cost function on X ⊂ Rd . The original Kantorovich
formulation forW ε

c (µθ , ν) in (2) becomes

min
π∈5(µθ ,ν)

∫
X 2

c(x, y) dπ (x, y)+ εH (π |µθ ⊗ ν). (7)

The minimization in (7) is performed over the coupling mea-
sures π ∈M1

+(X 2). We retrieve the p-Wasserstein distance
in (2) when ε = 0.

C. EOT DUAL FORMULATION
For discrete measures µθ and ν, the dual formulation of
EOT is given by an unconstrained maximization problem
summarized in the following proposition.
Proposition 3.1: The EOT primal formulation between µθ

and ν in (7) is equivalent to a dual formulation

W ε
c (µθ , ν) := max

(f ,g)∈C(X )2

(
〈µθ , f 〉 + 〈ν, g〉

− ε 〈µθ ⊗ ν, exp ((f ⊕ g− c) /ε)− 1〉
)
, (8)

where f ⊕ g is the tensor sum of the dual potentials f and g
that sends (x, y) ∈ X 2

→ f (x)+ g(y). The dual formulation

is also equivalent to a maximization problem

W ε
c (µθ , ν) := max

(f ,g)∈C(X )2
Eµθ⊗ν[Fε(f , g)]+ ε, (9)

where Fε(f , g) := f ⊕ g− ε exp ((f ⊕ g− c)/ε).
There exists a primal-dual relationship

π = exp ((f ⊕ g− c)/ε) · (µθ ⊗ ν) (10)

that links an OT plan to an optimal dual pair (f , g) that
solves (8).

Proof: The dual formulation is a direct applica-
tion of the Lagrange multipliers f and g and the Legendre
transformation. The existence of a solution to this problem
was proven in [14, Prop. 4 in Sect. 3.1]. Strong duality and
the primal-dual relationship hold for the dual problem. The
proof comes from the 1st order optimality conditions of the
Fenchel-Rockafellar duality theorem [30, Prop. 3.5.6]. �
Computationally, one clear benefit of the EOT dual for-

mulation is that, when ε > 0, it can be rewritten as the
maximization of an expectation with respect to the product
measureµθ⊗ν. Since the EOT dual problem is unconstrained
and jointly concave in both variables, we can fix one and
optimize over the other. The optimal potentials (f , g) exist
and, at optimality, we getW ε

c (µθ , ν) = 〈µθ , f 〉 + 〈ν, g〉.
Let (f , g) satisfy f = T (ν, g) and g = T (µθ , f ). Here T is

the Sinkhorn mapping

T : (µθ , f )→
(
y ∈ X → min

x∼µθ
ε [c(x, y)− f (x)]

)
,

(11)

with the SoftMin operator

min
x∼µθ

ε γ (x) := −ε log
∫
X
exp(−γ (x)/ε) dµθ (x). (12)

Then the EOT dual formulation is weak continuous and dif-
ferentiable with gradient ∇W ε

c (µθ , ν) = (f , g).

D. EOT SEMI-DUAL FORMULATION
Given f = T (ν, g) as a function of g and, conversely, g =
T (µθ , f ) as a function of f , the EOT dual formulation can be
interpreted as a smoothed version of the c-transform that links
the dual potentials. The common c-transform of g is

gc(x) := min
y∈Y

c(x, y)− g(y). (13)

In the case of EOT, however, we use the (c, ε)-transform

gc,ε(x) := −ε log
∫
X
exp((g(x)−c(x, y))/ε) dµθ (x). (14)

We note that gc,ε is the smoothed version of gc, which
depends on µθ . We omit µθ from the notation for brevity.
The transform leads to a semi-dual EOT formulation [26].
Proposition 4.1: The EOT primal formulation between µθ

and ν in (7) is equivalent to a semi-dual formulation

W ε
c (µθ , ν) := max

g∈C(X )

〈
µθ , gc,ε

〉
+ 〈ν, g〉 . (15)
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FIGURE 2. A schematic diagram of our GANs implementation with DCGAN neural architecture.

This semi-dual formulation is equivalent to a maximization
of an expectation with respect to only one of the marginals

W ε
c (µθ , ν) := max

g∈C(X )
E[Gxε(g)], (16)

where, in the discrete case, Gxε(g) is given by

−ε log

(
n∑
i=1

exp
(
gi − c(x, yi)

ε

))
+

n∑
i=1

gi νi. (17)

Proof: One can simply replace f by gc,ε in the dual
formulation in (8) and work out the details accordingly to
reach the desired conclusion. �
Remark 4.1: When ν is a discrete measure with n-Diracs,

the potential g is an n-dimensional vector. If ε > 0, then the
gradient is∇g Gxε(g) = ν−Xε and the Hessian is ∂2g Gxε(g) =
1
ε

(
Xε(x)Xε(x)> − diag(Xε(x))

)
, with

Xε(x)i :=
exp

(
gi−c(x,yi)

ε

)
J∑
j=1

exp
(
gj − c(x, yj)

ε

) . (18)

We can, further, show that 0 ≤ ∂2gG
x
ε(g) ≤

1
ε
. This

implies that Gxε is convex with a Lipschitz gradient. A strong
convexity, however, requires a strictly positive lower-bound
on the eigenvalues of the Hessian. The semi-dual formulation
is convex but not strongly convex, as the lower bound on the
eigenvalues of the Hessian is 0 [26]. This convexity condition
is a very important success criteria in solving the EOT using
gradient descent optimization techniques [21]–[23].

III. MAIN CONTRIBUTIONS
We begin by introducing our GANs implementation using
Sinkhorn divergence. Figure 2 provides the visual illustration.
We subsequently discuss the key approximations to develop
the SeqSGDA algorithm.

A. LEARNING WITH SINKHORN DIVERGENCE
Our loss function Sεc (µθ , ν) is smooth for any c(x, y).
It induces a positive universal kernel kε := exp(−c(x, y)/ε),
is convex on each of its input variables, and metrizes weak

convergence [5]. The smoothness of Sinkhorn divergence is
well-known [5], [6]. If 0 = Sεc (ν, ν) 6 Sεc (µθ , ν), then

µθ = ν ⇐⇒ Sεc (µθ , ν) = 0 and

µθn → µθ ⇐⇒ Sεc (µθn, µθ )→ 0. (19)

The properties hold for measures with bounded support on
a Euclidean space endowed with the earth-mover and the
quadratic 2-Wasserstein ground costs. They induce, respec-
tively, the Laplacian and theGaussian kernels [5].We propose
to learn an algorithmic p-Wasserstein ground cost

cϕ(x, y) :=
∥∥Dϕ(x)− Dϕ(y)∥∥p . (20)

When the real data distribution has a discrete density,
the EOT semi-dual formulation has a clear advantage over the
dual counterpart. Solving Sεc (µθ , ν) is a finite-dimensional
convex minimization on µθ and a concave maximization
on ν. This is solvable by SGDA algorithms [21], [22].
To make our model works with SGDA, we use an approxi-
mation strategy that involves the following components.

1) MINI-BATCH SAMPLING LOSS
We approximate Sεc (µθ , ν) by the expectation over
mini-batches of (m, n)-size to make it amenable to SDGA
algorithms [5], [14], [27]. The expectation is taken over
(zi)mi=1 drawn from ζ . We design Algorithm 1 in such a
way that, as (m, n) increases during the SeqSGDA iteration,
E(Sεc (µθ , ν)) tends to Sεc (µθ , ν) for m� N .

2) SINKHORN ITERATION AND AutoDiff
To obtain an algorithmic loss Sε(L)c (µ̂θ , ν̂), which is amenable
to an automatic differentiation technique, Sεc (µθ , ν) is com-
puted by using the L steps of the Sinkhornmatrix scaling for a
fixed L. We want the parameter of the ground cost cϕ(x, y) to
maximize Sεc (µθ , ν) to get a strong signal when µθ 6= ν [14].
Instead of a minimization over θ , our optimization is the min-
imax problem over (θ, ϕ) in (1). The generator and discrimi-
nator parameters are θ and ϕ, respectively. The approximated
loss Sε(L)c (µ̂θ , ν̂) is smooth and continuous with respect to θ
[5], [6]. Thus, we can employ a common backpropagation
technique to compute the gradient.

VOLUME 9, 2021 67599
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Our proposal employs the reverse-mode AutoDiff [24] to
compute the gradient at each step of the SGDA. AutoDiff
has the same complexity as the Sinkhorn L-step iterations,
namely, O(Lmn) operations with an extra storage cost to run
the backward iteration. There is no additional computational
overhead [5], [14]. Using the AutoDiff, we approximate
∇θSεc (µθ , ν) by ∇θS

ε(L)
c (µ̂θm, ν̂m). Thus, we can optimize

min
θ
Sεc (µθ , ν).

3) SPECTRAL NORMALIZATION
As smoothness of the loss function and Lipschitz continuity
are required to train stable GANs [29], we use spectral nor-
malization (SN) [25] to enforce the K -Lipschitz constraint
on each discriminator layer. SN is typically implemented as
a matrix operation, independent of the loss function. The
spectral norm of A is

σ (A) := max
h6=0

‖Ah‖2
‖h‖2

= max
‖h‖261

‖Ah‖2 . (21)

We set K as a tunable hyperparameter kSN of Dϕ with weight
matrix ϕ by using ϕ̄SN (ϕ, kSN ) := kSN .ϕ/σ (ϕ). Quantita-
tively, K ≈ knSN , where n is the number of layers in Dϕ [25].

B. SEQUENTIAL GAME
The min-player is Gθ and the max-player is Dϕ . Our sequen-
tial game has an intrinsic order for Dϕ to update ϕ several
times before Gθ can update θ . The order of which player acts
first plays an important role in the solution, since

min
θ∈Rn

max
ϕ∈Rm

Sεc (θ, ϕ) 6= max
ϕ∈Rm

min
θ∈Rn

Sεc (θ, ϕ). (22)

The game’s global solution is for Dϕ to always maximize
Sεc (θ, .), given the action θ taken by Gθ , and achieve a maxi-
mumvalueJ (θ ) := max

ϕ
Sεc (θ, ϕ), which gives the following

definition of global optimality [21].
Definition 2.1: A point (θ∗, ϕ∗) is a global minimax point

of Sεc (θ, ϕ) if and only if ϕ∗ is a global maximum of
Sεc (., ϕ∗) and θ

∗ is a global minimum of J (.), with J (θ ) :=
maxϕ Sεc (θ, ϕ). If S

ε
c (θ, ϕ) is continuous, then it always has

a global minimax point.
In general, finding a global minimax point of an NCNC

objective function is an NP-hard problem [21], [22]. A prac-
tical solution is to find a local and natural surrogate, known
as a local minimax point.
Definition 2.2: Let δ0 > 0 and a function h, satisfying

h(δ) → 0 as δ → 0, be given. A point (θ∗, ϕ∗) is a local
minimax point of Sεc (θ, ϕ) if, for any δ ∈ (0, δ0] and any (θ, ϕ)
satisfying ‖θ − θ∗‖ ≤ δ and ‖ϕ − ϕ∗‖ ≤ δ,

Sεc (θ
∗, ϕ) ≤ Sεc (θ

∗, ϕ∗) ≤ max
ϕ′ : ‖ϕ′−ϕ∗‖≤h(δ)

Sεc (θ, ϕ
∗). (23)

The definition captures the optimal strategies in a 2-player
sequential game with both players only allowed to change
their strategies locally [21]. Game theoretically, the next
lemma defines a local minimax point.
Lemma 2.1: A point (θ∗, ϕ∗) is a local minimax point of

a continuous function Sεc (θ, ϕ) if and only if ϕ
∗ is a local

maximum of Sεc (., ϕ∗) and there exists an ε0 > 0 such that
θ∗ is a local minimum of Gε , for all ε ∈ (0, ε0], with

Gε := max
ϕ : ‖ϕ−ϕ∗‖≤ε

Sεc (θ, ϕ). (24)

Any local Nash equilibrium is a local minimax point.
Local minimax points have 1st and 2nd order properties.
Definition 2.3: A point (θ∗, ϕ∗) is a local minimax point

of a differentiable Sεc (θ, ϕ) if the following conditions hold.
noitemsep
• 1st order necessary condition:

∇θ Sεc (θ
∗, ϕ∗) = 0 and ∇ϕ Sεc (θ

∗, ϕ∗) = 0.

• 2nd order necessary condition:

∇
2
θθ S

ε
c (θ
∗, ϕ∗) > 0 and ∇2

ϕϕ S
ε
c (θ
∗, ϕ∗) < 0.

• 2nd order sufficient condition:[
∇

2
θθ S

ε
c −∇

2
θϕ S

ε
c (∇

2
ϕϕ S

ε
c )
−1
∇

2
ϕθ S

ε
c

]
(θ, ϕ) > 0.

Under some additional convexity condition on Sεc (θ, ϕ),
e.g., when it is strongly concave in ϕ, the global minimax
point can be guaranteed to be local minimax. In such a case,
the local minimax points exist. The next result follows from
the second order Taylor approximation done in [21].
Theorem 2.1: Let Sεc (θ, ϕ) be twice differentiable. For any

fixed θ , let Sεc (θ, .) be strongly concave in the neighborhood
of local maxima and satisfy the assumption that all local
maxima are global maxima. Then the global minimax point
of Sεc (., .) is also a local minimax point.

C. SEQUENTIAL SGDA ALGORITHM
The most common method to find a local minimax point is to
haveGθ andDϕ randomly initialize their variables and follow
their respective gradients, computed by using the reverse
AutoDiff [20]. That is, at each step n = 1, 2, . . ., each player
updates

θn+1 ← θn − α∇θSεc (θn, ϕn),

ϕn+1 ← ϕn + α∇ϕSεc (θn, ϕn). (25)

A gradient descent on Sεc (θ, ϕ) is done by Gθ while Dϕ
ascends the gradient. In sequential games, Dϕ updates ϕ in
ncritic iterations before Gθ updates θ .
Our SeqSGDA algorithm instructs Dϕ to learn first while

Gθ observes and adjusts accordingly. This interpretation
does not work well. To remedy its shortcoming, we pro-
pose a heuristic approximation that, as ε → 0, sets
∇θW

ε(L)
c (θn, θn) ≈ 0 and ∇θW

ε(L)
c (ϕn, ϕn) ≈ 0 to the

generator update in each SeqSGDA step. This modification
turns (25) into

θn+1 ← θn − α∇θ W ε
c (θn, ϕn),

ϕn+1 ← ϕn + α∇ϕ Sεc (θn, ϕn). (26)

This approximation intuitively implies that small changes in
θ will result in insignificant changes in the corresponding
optimal transport plan between points in the µθ and µ dis-
tributions. The formal statement is given in [6, Theorem 3.1].
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Algorithm 1 SeqSGDA Algorithm
Input: the real data (yj)nj=1, the mini batch size m, the learn-

ing rate α, the number L of Sinkhorn iterations, the reg-
ularization parameter ε, and the number ncritic

Output: θ, ϕ
Initialisation: θ ← θ0, ϕ← ϕ0

1: while θ has not converged do
2: for t = 0, . . . , ncritic do
3: Sample (yj)mj=1 from the real data set

4: Sample (zi)mi=1
i.i.d
∼ ζ

5: Compute (xi)mi=1 := Gθ (zm1 )

6: ∇ϕ ← AutoDϕ
[
Sε(L)c (xm1 , y

m
1 ))
]

7: ϕ← ϕ + α Adam(∇ϕ) with Spectral Norm
8: end for
9: (use same mini batch samples)

10: ∇θ ← AutoDθ
[
W ε(L)
c (xm1 , y

m
1 ))
]

11: θ ← θ − α Adam(∇θ )
12: end while

The main implication is thatGθ does not directly minimize
Sεc (θ, ϕ). It only indirectly updates its weights usingW

ε
c (θ, ϕ)

to generate more realistic samples. Seen as a player, Gθ can
take a different course of action, say, minimizing W ε

c (θ, ϕ),
than that of Dϕ , which maximizes Sεc (θ, ϕ)), by the time
Dϕ has reached optimality after ncritic updates. A theoretical
investigation into this approximation sequence is an interest-
ing direction to follow up.

D. CONVERGENCE RATE
Changes in structural information in optimizing θ , relative
to the preceding SeqSGDA iteration, is measured in terms
of structural similarity index measure (SSIM). By Defini-
tion 2.2, the algorithm achieves local minimax if there is a
small δ > 0 such that ‖θ − θ∗‖ ≤ δ and ‖ϕ − ϕ∗‖ ≤ δ,
for any (θ, ϕ). To analyse the convergence rate, we use the
back-forward tracking with step λ from a stopping point θ∗

and capture the SSIM scores of the generator parameter θ i

in each tracking step i, as illustrated in Figure 3. The SSIM
score computes the changes in local mean, local variance and
local structure (or correlation), before pooling them to find
the local quality score. A more thorough treatment of SSIM
is available in [31].

IV. EXPERIMENTS AND RESULTS
We performed several GANs experiments to evaluate the
model’s convergence and stability. The platform consisted of
NVIDIA Tesla V-100 GPUs with 32 GB VRAM each. Our
Pytorch codes and the details of the outcomes are available for
inspection and reproducibility upon request through the cor-
responding author. The Sinkhorn matrix scaling algorithm,
the PyTorch AutoDiff, and Adam optimizer were deployed
in all of the experiments.

FIGURE 3. The back- and forward-tracking steps for the SeqSGDA
convergence rate.

TABLE 2. The implemented DCGAN neural architecture.

For quality assessment, we used two commonly accepted
evaluations metrics. These are the inception score (IS) [32]
and the Fréchet inception distance (FID) [33]. A high IS
indicates that the generated samples contain clear objects and
that the GANs can output highly diverse samples. The FID
measures the distance of two probability distributions under
the assumption that they areGaussian. Note that the FID score
captures the similarity of the generated samples to the real
samples better than IS does. A smaller FID value says that the
generated samples are more similar to the real ones. Higher
IS and lower FID values are better.

A. CONVEX GROUND COST
We benchmarked our model to that of SGD-AutoDiff, using
theMNIST dataset and the DCGAN architecture, on the same
set of hyperparameters and the convex 2-Wasserstein ground
cost. Another benchmarking, with coloured datasets on the
ResNet architecture, was also carried out.

Both our GANs and SGD-AutoDiff demonstrated a similar
convergence behaviour. Ours produced better quality samples
as confirmed by their IS and FID scores. Based on the impact
of the mini batch sizes and the regularization parameters,
we conclude that our results were empirically more relevant
than those of SGD-AutoDiff. We took ncritic = 10 to ensure
comparability to SGD-AutoDiff. The dataset in the experi-
mental setup was the 32× 32 pixels MNIST.
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FIGURE 4. Generator and discriminator losses for MNIST (32× 32 pixels) with DCGAN.

FIGURE 5. MNIST samples generated by our GANs (on the left) and by
SGD-AutoDiff (on the right).

We used the DCGAN neural architecture in Table 2. The
generator had four transposed-convolution blocks with batch
normalization (BN) and ReLU activations. The discriminator
used convolution blocks with spectral normalization (SN) and
LReLU activations. The hyperparameters were

p = 2, ε = 1.0, L = 10, α = 0.0001, m = 100.

(27)

Overall, our GANs and SGD-AutoDiff demonstrated sim-
ilar convergence behaviors. Figure 4 exhibits their trends
on the generator and discriminator losses. Our model con-
verged faster after one million iterations. The sample MNIST
images generated in both models were comparable in quality,
although Figure 5 shows that SGD-AutoDiff generated more
blurry numbers than our model did.

To test if our model is as generalizable as SGD-AutoDiff is,
we performed experiments using the more complex ResNet
Neural Architecture on the coloured tiny datasets Cats and
CelebA. Table 3 gives the setup. The generator used a dense
layer, three residual blocks with batch normalization (BN),
and a ReLU activation. The discriminator consisted of four
residual blocks with spectral normalization (SN) and batch
normalization (BN), with ReLU activation in the last block.
We used the hyperparameters in (27) for both models here.

TABLE 3. Our ResNet neural architecture.

Our GANs and SGD-AutoDiff behaved similarly in terms
of convergence. Our model had a lower generator loss and
a higher discriminator loss. Figure 6 shows their trends for
Cats whereas Figure 7 gives the trends for CelebA. It was
also confirmed that our model produced comparatively bet-
ter samples. Figure 8 for Cats and Figure 9 for CelebA
are available for inspection. SGD-AutoDiff produced poorer
results on both Cats and CelebA. It had the tendency to
generate blurry images.

To evaluate the quality of the images that our model had
generated based on Cats and CelebA, we again chose
ResNet, with Adam as the optimizer. The deployed hyper-
parameters were the same as those chosen earlier, except that
the mini batch size was m = 64, instead of m = 100.
Our model produced better samples. Figure 10 shows that

the model’s FID scores outperformed that of SGD-AutoDiff
in all experiments. Its IS scores were better than those
of SGD-AutoDiff on Cats, whereas the SGD-AutoDiff’s
results were better on CelebA. Seen comprehensively, our
GANs generated better quality images for MNIST, Cats as
well as CelebA.

We also investigated the effects of varying the mini batch
sizes on training stability and the quality of the generated
samples. SGD-AutoDiff, OT-GAN, and SWGAN require
larger mini batch sizes to cover many modes. Our model can
exploit smaller sizes. It is computationally more efficient,
requiring fewer GPUs to carry out the tasks. In addition,
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FIGURE 6. Generator and discriminator losses for Cats in the ResNet experiment.

FIGURE 7. Generator and discriminator losses for CelebA in the ResNet experiment.

FIGURE 8. Cats samples generated by our GANs model (on the left) and by SGD-AutoDiff
model (on the right).

given the same mini batch size, our SeqSGDA algorithm is
computationally simpler and, hence, faster than the respective
training algorithms of OT-GAN, EOT-GAN, and SWGAN.

The datasets in this particular experiment were Cats and
CelebA. ResNet, with Adam as the optimizer, was used
on the same hyperparameters as above, except that the mini
batch sized were varied, with m ∈ {100, 200, 300}. Figure 11
highlights the instability of the generator and discriminator
losses when m ∈ {200, 300}. This was due to our model
requiring m � N approximations. An overly small mini

batch size, say m = 10, yielded poor results. We decided on
m = 64 for MNIST and m = 100 for Cats and CelebA.
Figure 12 shows that the quality of the generated images for
Cats was not affected by m.

We trained our model on Cats and CelebA with varying
ε ∈ {0.01, 0.001, 0.005} and L ∈ {10, 50, 100} on ResNet,
with Adam as the optimizer. The other hyperparameters were
p = 2, α = 0.0001, and m = 64. Varying ε led to quite a
large impact. On MNIST, for example, the choice of ε = 1.0
led to a fast convergence of the Sinkhorn iterations. On the
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FIGURE 9. CelebA samples generated by our GANs model (on the left) and by SGD-AutoDiff
model (on the right).

FIGURE 10. Computed IS and FID values in the Cats and CelebA experiments.

FIGURE 11. Generator and discriminator losses with different mini-batch sizes m.

more complex Cats and CelebA, a lower value ε = 0.01
produced better results. This was due largely to our model’s
requirement for ε→ 0.

Figure 13 shows that using a lower ε resulted in a smaller
generator loss, but a higher discriminator loss. The results
for SGD-AutoDiff demonstrate empirically that choosing
ε = 1.0 with L = 100 Sinkhorn iterations produced similar
MNIST images as did the ε = 0.1 with L = 100 iterations.

This implies that the regularization parameter was less impor-
tant. In contrast, the outcomes on our model show that a lower
ε resulted in higher quality images. This is theoretically more
relevant when the requirements are ε → 0 and L → +∞ as
in Figure 14. One significant benefit from using the Sinkhorn
matrix scaling algorithm is that we do not have to set a high
value for L. Experiments confirmed that even with a low
L = 10 our model produced good quality images.
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FIGURE 12. Generated Cats using the mini batch sizes m = 100,200,300, respectively, from left to right.

FIGURE 13. Generator and discriminator losses with different values for the regularization parameter ε.

FIGURE 14. Generated Cats for when ε = 0.005, 0.001, 0.01 from left to right, respectively.

Larger value of L, while producing images with better
quality, also depended on the chosen ε, which must be small.
Both the generator and discriminator losses were quite similar
upon varying L, as shown in Figure 15. Although the trends
on the losses were similar, the generated images from higher
L values did not exhibit better quality. Many of the images
were blurred when larger values of L were in use. Figure 16
for Cats provides some highlights.

B. NCNC GROUND COSTS
Let ηθ and ηϕ be the number of generator and discriminator
updates, respectively. SeqSGDA algorithm runswith ηϕ ≥ ηθ
and a step ratio ncritic = ηϕ/ηθ . We evaluated the impact of
convexity by varying the ground cost, choosing p = 2 for
the convex-concave and p ∈ {5, 7} for the NCNC Sinkhorn
objectives. We trained our model using the Cats dataset on
ResNet.
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FIGURE 15. Generator (left) and discriminator (right) losses with different Sinkhorn iteration L values.

FIGURE 16. Cats images generated using Sinkhorn iterations L = 10,50,100 from left to right, respectively.

FIGURE 17. Generator (left) and discriminator (right) losses with p ∈ {2,5,7}.

A convex 2-Wasserstein ground cost produced better losses
comparedwith the non-convex, that is p > 2, ones. SeqSGDA
algorithm could still converge to a local minimax point, even
for the NCNC Sinkhorn objectives. Figure 17 shows that the
generator and the discriminator losses converged after 600
thousands iterations. Figure 18 tells us that the quality of the
generated images were comparable to the results when the
ground cost was convex.

C. SeqSGDA CONVERGENCE RATE
Figure 19 showcases the ability of the SeqSGDA algo-
rithm to solve the NCNC Sinkhorn objective, reaching local
minimax points for lower nonconvex ground cost of p ∈
{2.05, 2.10, 2.15, 2.3}. Both the generator and the discrimi-
nator losses indicated convergence behaviours after 1 million
iterations. The losses had similar trends as p varied. Figure 20
displays some generated CelebA images with nonconvex
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FIGURE 18. Cats images generated using the ground cost with p = 7, 5, 2, respectively, from left to right.

FIGURE 19. Generator (left) and discriminator (right) loss for 2 < p ∈ {2.05, 2.1, 2.15, 2.3}.

FIGURE 20. CelebA images generated using the ground cost with p = 2.05, 2.10, 2.15, 2.3, respectively, from left to right.

ground cost 2 < p ≤ 2.3, clearly indicating that the quality
of the generated images remained comparable upon small
changes in convexity.

We can give a nonasymptotic convergence rate analysis
for SeqSGDA by using SSIM as a similarity measure on
the tensors θs. These are the generator parameters at spe-
cific gradient updates. Figure 21 shows that the SSIM scores
converged to 1 for all p. Thus, the generator was structurally
steady, producing the same tensor.

In game theory, an algorithm may quickly show a promis-
ing convergence behaviour only to eventually fail to converge
to a local minimax point [1]. To approximate the gradient
complexity of SeqSGDA, we performed a linear regression
between log(1/SSIM) and log(ηθ + ηϕ) on the data captured
using the back-and-forward tracks, each with 10 thousands
iterations, done from a stationary point when the generator
loss had already converged. Let ncritic = ηϕ/ηθ be the

FIGURE 21. SSIM vs. number ηθ of generator updates for
2 < p ∈ {2.05, 2.1, 2.15, 2.3}.

step size ratio. The gradient complexity is approximated by
O(κ log(ε−1)), where ε is the SSIM tolerance and the variable
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FIGURE 22. Comparison of log(1/SSIM) vs. log(ηθ + ηϕ ). For the one on the left, p ∈ {2.05, 2.1, 2.15, 2.3} and ncritic = 10.
For the one on the right, p = 2.15 and ncritic ∈ {5,10,15}.

κ depends on p and ncritic, as shown in Figure 22.We observed
that ncritic can change the direction of κ , negative for low
and high ncritic, but positive in-between. We conjecture the
existence of an optimal ncritic. In our experiments, ncritic = 10
and p ∈ {2.05, 2.10, 2.15, 2.3}.

V. INSIGHTS AND CONCLUSION
Here toward the end we provide a summary of the main
insights and some concluding remarks.

First, our GANs model converges empirically to a local
minimax point under the non-convex non-concave condition.
We provide a nonasymptotic convergence rate analysis for the
SeqSGDA using the SSIM.

Second, our model significantly improves on the results
of SGD-AutoDiff, OT-GAN, EOT-GAN, and SWGAN. The
main tool is a simpler 1st order SeqSGA algorithm. The step
ratio ncritic is crucial, both theoretically and empirically, for
our algorithm to converge. For the convex-concave Sinkhorn
objective, the optimal solution is a local Nash equilibrium and
SimSGDAwith ncritic = 1 is the right method. In contrast, for
the non-convex non-concave objective the optimal solution is
a local minimax point. The right method is SeqSGDA with
ncritic ≥ 1.

Third, the gradient complexity of SeqSGDA is governed by
both p and ncritic. A plausible explanation is that ncritic cap-
tures the asymmetric nature of the non-convex non-concave
problems. A recent study in [22] suggests that the SGDA
gradient complexity in the non-convex non-concave setup is
in O(ε−8) and ncritic must be in 2(ε−4). Our experiments
strongly indicate, on the contrary, that the complexity is
in O(κ log(ε−1)) for both the convex-concave ncritic and
the non-convex non-concave ncritic > 1 conditions, with κ
depending on p and ncritic.
Our focus has been to provide empirical nonasymptotic

guarantees for SeqSGDA on an non-convex non-concave
condition, without implying a global optimality. Constructing
optimal algorithms for non-convex non-concave problems
lies beyond the scope of this paper. Determining the exact
relationship among κ , p, and ncritic is an interesting problem
to investigate.

Sinkhorn divergence can be used for GANs learning.
We have shown that minimax optimization problems with a
non-convex non-concave Sinkhorn objective can be solved to
local minimax points by using our SeqSGDA algorithm under
somemild approximations. Experimental results confirm that
the approximations are simpler, more efficient, and capable
of generating better quality images compared to previous
models. We expect our model to inspire a wider use of EOT
in GANs through deeper studies.
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