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Towards a Systematic Survey for
Carbon Neutral Data Centers

Zhiwei Cao, Xin Zhou, Han Hu, Zhi Wang, and Yonggang Wen, Fellow, IEEE

Abstract—Data centers are experiencing unprecedented growth
as the fourth industrial revolution’s supporting pillars and the
engine for the future digitalized world. However, data centers
are carbon-intensive enterprises due to their massive energy
consumption, and it is estimated that data center industry will
account for 8% of global carbon emissions by 2030. Mean-
while, both technological and policy instruments for reducing
or even neutralizing data center carbon emissions have not
been thoroughly investigated, despite the fact that several global
cloud providers including Google and Facebook, have pledged
to achieve carbon neutrality in their hyperscale data centers.
To bridge this gap, this survey paper proposes a roadmap
towards carbon-neutral data centers that takes into account
both policy instruments and technological methodologies. We
begin by presenting the carbon footprint of data centers, as well
as some insights into the major sources of carbon emissions.
Following that, carbon neutrality plans for major global cloud
providers are discussed to summarize current industrial efforts
in this direction. In what follows, we introduce the carbon
market as a policy instrument to explain how to offset data
center carbon emissions in a cost-efficient manner. On the
technological front, we propose achieving carbon-neutral data
centers by increasing renewable energy penetration, improving
energy efficiency, and boosting energy circulation simultaneously.
A comprehensive review of existing technologies on these three
topics is elaborated subsequently. Based on this, a multi-pronged
approach towards carbon neutrality is envisioned and a digital
twin-powered industrial artificial intelligence (AI) framework is
proposed to make this solution a reality. Furthermore, three key
scientific challenges for putting such a framework in place are
discussed. Finally, several applications for this framework are
presented to demonstrate its enormous potential.

Index Terms—Carbon neutrality, data center, digital twin,
Artificial Intelligence

I. INTRODUCTION

CARBON emissions from cloud data centers are attract-
ing global concerns from both governments and cloud

service providers due to their skyrocketing energy demands
to serve as an essential infrastructure of the global digital
economy. As a noticeable massive electricity consumer, data
centers consume 1.8% of electricity in the United States
[5] and the share is expected to reach 20% globally in
2025 as estimated by [6]. Noted that electricity generation
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Fig. 1: Estimated global carbon emissions from data centers
from 2018 to 2030. A skyrocketing rising trend of global data
center carbon emissions can be observed.

is currently driven by carbon-intensive fossil fuels such as
natural gas and coal, massive electricity consumption will
result in huge carbon emissions. It is estimated that the data
center industry currently contributes 0.3% of global carbon
emissions, and This growth trend will continue in the next
decade [7]. As climate change caused by excessive carbon
emissions is one of the gravest challenges the human race
faces, data centers pose a major threat to the global climate
change mitigation efforts. Fig. 1 depicts the estimated global
carbon emissions from data centers from 2018 to 20301, and
an obvious escalation can be observed, indicating the urgent
need to reduce data center carbon emissions. From a global
perspective, the world has started to take steps to mitigate
the environmental impact of data centers. One year after
the European Green Deal adoption of the European Green
Deal, leading cloud infrastructure providers and data center
operators in Europe formed the Climate Neutral data center
Pact [9]. In an unprecedented fashion, 25 companies and 17
associations have agreed to a self-regulatory initiative to make
European data centers climate neutral by 2030, with ambitious
measurable targets such as purchasing of carbon-free energy,
water conservation, reuse and repair of servers, and heat

1Carbon emissions are calculated by multiplying the carbon emission factor
of the electrical grid with electricity consumption of data centers. Carbon
emission factor of the grid can be found in https://www.iea.org/data-and-
statistics (accessed date: Mar. 15, 2022). Estimation of global electricity
consumption of data centers can be found in [8].
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Reference Carbon Offset Mechanism Energy Efficiency Renewable Energy Waste Heat Recovery
Pore et.al. [1] X

Zhang et.al. [2] X
Kong et.al. [3] X X

Ebrahimi et.al. [4] X
Ours X X X X

TABLE I: Comparison with other survey papers.

recycling. The Chinese government has recently announced its
carbon peak and carbon neutrality targets [10]. In tandem with
this, Tencent is accelerating its carbon neutrality plan, with
the goal of achieving zero carbon emissions through the use
of advanced Artificial Intelligence (AI) technologies. Chindata
Group, a leading carrier-neutral hyperscale data center solution
provider in China, has also released its roadmap to achieve
carbon neutrality for all of its next-generation hyperscale data
centers in China by 2030, using a 100% renewable energy
solution. The data center hyperscalers are taking even more
aggressive stances in the United States [11]. Google, for
instance, has pledged to run all of their global data centres
and corporate campuses on 100% carbon-free power by 2030
[12]. Furthermore, Microsoft has even declared to be carbon-
negative by 2030 and remove all historical carbon footprint by
2050 [13].

To realize carbon-neutral data centers, there are two com-
plementary ways. The first way is to reduce data center
carbon emissions by improving data center energy efficiency
or increasing renewable energy penetration. The other way is
to balance carbon emissions through some policy instruments
such as the carbon offset mechanism which reduces Green
House Gas (GHG) emissions or removes carbon dioxide from
the atmosphere to compensate for emissions elsewhere. In this
regard, a series of surveys have been summarized on data
center energy efficiency optimization [1] [2], renewable energy
integrated data center management [3] and data center low-
grade waste heat recovery [4]. In [1], Pore et al. provided
tutorials on how to achieve energy-proportional data centers
by managing IT devices at multiple scales. Furthermore, the
environment of a data hall is complicated due to the underlying
dynamics including time-varying workload and outdoor envi-
ronment, complex cooling air flow, and so on. In [2], a com-
prehensive survey on joint optimization of the IT and cooling
system of a data center was conducted, where the enabling
techniques, modeling issues, related optimization problems
and testbeds for green data centers were discussed. In terms of
the management of renewable energy integrated data centers,
Kong et al. conducted an insightful survey on how to improve
renewable energy utilization and several techniques as well
as basic carbon market mechanisms were introduced [3]. In
addition, as an new technique for reducing carbon emissions,
low-quality waste heat recovery systems for data centers were
reviewed in [4] where several potential data center waste heat
applications were discussed in terms of technical feasibility,
economic applicability, and thermal efficiency. However, none
of them presented a comprehensive framework for reducing
data center carbon emissions. Moreover, the carbon credit
mechanism are ignored by the existing surveys, despite the fact
that it is a critical approach for accelerating decarbonization of

data centers. Table I summarizes the differences between this
paper and other survey papers on data center management.

This survey paper summarizes the existing literature on
carbon markets as a policy instrument, data center energy
efficiency improvement, data center renewable energy man-
agement, and data center waste heat recycling to present
a comprehensive view of carbon-neutral data centers. We
first present the carbon footprint of a data center from both
the lifecycle and daily operations perspectives to shed some
light on various carbon emission sources in a data center
as well as their relative importance. Second, we give the
definition of carbon-neutral data centers and some metrics for
evaluating the carbon efficiency of a data center. In addtion,
industrial efforts from global cloud providers towards carbon-
neutral data centers are presented and various approaches are
summarized. Following that, we introduce the carbon market
as an policy instrument to achieve carbon neutrality in a
cost-efficient way. Subsequently, we summarize works on the
optimization of renewable energy integrated data centers based
on various optimization goals, and common renewable energy
options are discussed as well. We then present the works on
improving data center energy efficiency from both the IT and
cooling system perspectives. We also provide a brief overview
of existing applications for data center low-grade waste heat
recycling which reduces carbon emissions of either a data
center or its waste heat consumers. In addition, we envision
a digital twin-assisted industrial AI framework for carbon-
neutral data centers in which the internet of digital twins solves
data scarcity issues and AI serves as a powerful instrument for
implementing intelligent management. With such a framework
in place, we hope to shed some light on several technological
trends towards carbon-neutral data centers.

The rest of the paper is organized as follows. First, we
present the carbon footprint of data centers in Section II.
Second, definition of carbon-neutral data centers as well as
some metrics to evaluate data center carbon efficiency are
provided in Section III. Furthermore, industrial efforts from
data center hyperscalers and multiple approaches towards
this goal are also discussed. Third, the carbon market is
introduced in Section IV. Subsequently, we provide a review of
optimization problems related to renewable energy integrated
data centers in Section V. Following that, enabling techniques
and optimization approaches for improving data center energy
efficiency are presented in Section VI. We then discuss some
potential applications for low-grade data center waste heat
in Section VII. In Section VIII, we envision a digital twin-
assist industrial AI framework for carbon-neutral data centers.
Finally, we summarize this paper in Section IX.
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Fig. 2: Life cycle carbon flow of a data center. The source of all carbon emissions is the combustion of fossil fuels. Emboddied
carbon emissions include those resulted from the manufacturing of IT and non-IT components, assembling of a data center,
transportation and waste disposal. Operational carbon emissions cover those incured by electricity consumption and refreshment
of IT devices and infrastructure.

II. DATA CENTER CARBON FOOTPRINT

As the first step towards carbon neutrality, data center op-
erators should be aware of their data centers’ carbon footprint
throughout their life cycle. In this section, we first present
the high-level carbon flow graph, with the goal of gaining a
comprehensive understanding of the lifecycle carbon footprint.
The three types of carbon emissions are then summarized in
the following. Finally, current metrics for benchmarking the
carbon efficiency of a data center are discussed.

A. Data Center Lifecycle Carbon Flow

The relationship between the data center industry and car-
bon emissions appears to be counterintuitive, as the data center
does not consume a large amount of carbon-intensive fossil
fuel for electricity generation and domestic heating on its own.
However, the data center sector does emit over 0.3% equivalent
CO2 per year globally [7]. In this section, we reveal the carbon
footprint during the entire lifecycle of a data center to gain
insights.

In general, the carbon footprint of a data center can be
coarsely categorized into three classes: carbon footprint from
manufacture of the data center and its purchased equipment,
carbon footprint from daily operations, and carbon footprint
of end-of-life disposal of equipment and decommissioning
of the data center. Once the data center is established, the
carbon footprint from manufacturing can be considered con-
stant, whereas that from daily operations is cumulative and
dynamic since it is primarily derived from electricity drawn
from the electrical grid. Therefore, in this section, we begin
with a coarse carbon flow graph focusing on the integrity
of the lifecycle carbon footprint. Subsequently, a fine-grained
daily operational carbon flow will be illustrated, facilitating
the understanding of the carbon flow within the data center
enclosure in daily operations.

Fig. 2 depicts the high level carbon flow in a data center over
its lifecycle. The combustion of fossil fuels for the production
of electricity, which emits a large amount of CO2, is the
driving force for the carbon flow. The electricity is leveraged
to extract useful materials from metal ores and fossils, man-
ufacture all necessary equipment and infrastructure, power IT

devices and infrastructure, and dispose of obsolete equipment.
Furthermore, in case of unexpected power outages, many
data centers are equipped with diesel generators to provide
emergency power, which emits a certain amount of CO2. In
addition, carbon emissions will also occur in transportation
of equipment to ensemble a data center or to landfill. Carbon
emissions from material extraction and manufacturing are re-
ferred to as embodied emissions or embedded emissions, while
emissions from daily operations are referred to as operational
emissions. It is worth noting that because some devices can
be recycled and reused, the corresponding carbon emissions
should be deducted from the lifecycle carbon footprint.

As data center operators typically focus on optimizing their
daily operations in order to reduce the environmental impact
of their data centers, a deeper understanding of the carbon flow
in the day-to-day operation of a data center is indispensable.
Fig. 3 depicts the operational carbon flow of a data center.

According to Fig. 3, a data center has four subsystems:
IT system, cooling system, power distribution system, and
waste heat recovery system. Among these four subsystems, the
waste heat recovery system is gaining popularity because it can
partially utilize the waste heat dissipated by servers to signif-
icantly reduce energy consumption and corresponding carbon
emissions [4]. A traditional data center power distribution
system consists of the substation connected to the electrical
grid, the Uninterruptible Power Supply (UPS) and the diesel
generator to ensure 24×7 operation. As more cloud providers
claim to reduce their carbon footprint, the on-site renewable
energy generator has emerged as a viable option for powering
the data center due to its near-zero carbon footprint [14]–[16].
Due to the intermittent nature of renewable energy sources, an
increasing number of data centers are integrating with energy
storage systems to store excess energy and discharge it when
an energy shortage occurs. The IT, cooling, and waste heat
recovery subsystems are powered by the electricity supplied
by the power delivery subsystem, which is often a mixture of
the renewable and the nonrenewable sources. Renewable and
the nonrenewable electricity are also referred to as green and
brown electricity respectively. Green electricity incurs nearly
zero carbon emission, whereas brown electricity is the major
source of carbon emissions during the operation phase. It is
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Fig. 3: A data center’s operational carbon flow. Electricity
supply to a data center is a mix of green and brown electricity.
The electricity is used for powering the IT, cooling and
waste recovery system. A data center can also sell its surplus
renewable energy to obtain carbon credits or purchase carbon
credits from the carbon market.

also worth noting that the waste heat recovery system is able
to reuse the waste heat for domestic heating [17], driving
absorption chillers [18], desalinating salty seawater [19], and
even providing heating and drying for a biomass generator to
produce renewable electricity [20]. The use of waste heat al-
lows data center operators to reduce either the carbon footprint
of the data center or their customers, and to bring back carbon
credits that can be used to offset their carbon emissions. In
addition, with the on-site renewable energy generator, the data
center operator can sell excess renewable energy back to the
electrical grid via the net metering technology [21], resulting
in a reduction on the net electricity consumption from the
electrical grid, as well as its carbon emissions.

B. Categorical Evaluation of Data Center Carbon Emissions

From the data center operator’s stand point of view, it is
critical to categorize carbon emissions in the lifecycle of a
data center to different types and identify the importance
of different kinds of carbon emissions in order to reduce
carbon emission in a cost-effective manner. In this section,
we first present current adopted carbon emission classification
approach. Following that, data centers carbon emissions will
be categorized according to the method and the share of
different carbon emission types will be presented.

According to the United States Environmental Protection
Agency (EPA) [22], three scopes of carbon emissions of a
business entity should be considered and tracked to evaluate
its carbon footprint:

• SCOPE1 Emission refers to the direct emission from
the combustion of fossil fuels, company vehicles and
any other fugitive activities such as the use of diesel
generators.

• SCOPE2 Emission is the indirect emission from the
purchase of electricity, heat, or steam from local util-
ities. For SCOPE2 Emission, there are two accounting

3% 97%

OperationalNon-Operational

Company 
Vehicle 

Business Travel

Diesel 
Generator

Purchase of 
Electricity, Heat, 

Steam, etc.

Transportation and 
Distribution

End-of-Life Treatment 
of Sold Product

Processing of Sold 
Products

…… ………… ……

Use of Sold Products

Fig. 4: Share of operational (SCOPE1 + SCOPE2 Emission)
and non-operational (SCOPE3 Emission) carbon emissions of
a data center according to the LCA result from [23]. Carbon
emissions in daily operations significantly exceed emboddied
carbon emissions.

methods: location-based and market-based. The location-
based method is based on the carbon emission and elec-
tricity production data and averaged within a geographical
boundary during a predefined time period. It is applicable
everywhere and is related to the level of decarbonization
of the local grid. The market-based approach refers to
the carbon emission associated with the electricity or
heat supplier. Different suppliers have different carbon
emission factors which may differ significantly from that
of the considered region.

• SCOPE3 Emission covers a variety of other indirect
emissions which are not covered by SCOPE2 Emission,
e.g., the electricity transmission and distribution loss that
are not covered in SCOPE2 Emission.

In the context of data centers, carbon emissions can also be
classified into these three scopes and their relative importance
can be analysed. For SCOPE1 Emissions, diesel generators are
often integrated in the data center microgrid, and correspond-
ing carbon emissions due to diesel combustion are classified
as SCOPE1 Emissions. As for SCOPE2 Emissions, the carbon
emissions relating to the purchased electricity from the local
grid are regarded as SCOPE2 Emissions. Moreover, data center
operators may purchase heat from local heat utilities to provide
domestic heating in the heating months, resulting in carbon
emissions from heat production. In comparison to SCOPE1
and SCOPE2 emissions, SCOPE3 emissions are much more
difficult to account for because they include carbon emissions
from the entire supply chain, except for the electricity and
heating supply. For example, carbon emissions embodied in
the purchased servers and the construction of data centers
should both be included in SCOPE3 Emissions. To accurately
calculate such carbon emissions, sophisticated Life Cycle
Assessment (LCA) of a data center must be adopted [23],
which is extremely time and cost-consuming. Due to the
opacity of manufactural and operational information of a data
center, only a few work has been conducted in the LCA of a
data center [23]–[26]. According to the reported results, the
majority of the authors discovered that carbon emissions from
daily operations of a data center accounts for the majority
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Metric Parameters

CUE (1) β: carbon emission factor of the electrical grid;
(2) Power Usage Effectiveness (PUE): ratio between total energy consumption and the energy consumed by IT devices

CFE Score (%)

(1) CFEcontracted: carbon-free energy from energy contracts (PPAs, RECs);
(2) CFEgrid: carbon-free energy from the electrical grid;
(3) Etotal: data center total energy consumption;
(4) γ: renewable energy penetration rate of the electrical grid;
(5) CFEtotal: total carbon-free energy yields of the contracted projects

Avoid Emission (eavoid) (1) CFEcontracted: carbon-free energy from energy contracts (PPAs, RECs);
(2) β: carbon emission factor of the electrical grid

TABLE II: Metrics and key parameters for evaluating carbon efficiency of a data center.

share of total carbon emissions, with the exception of a data
center in Sweden where renewable penetration in the national
electrical grid is high [25]. Fig. 4 illustrates the proportion
of different scopes of emission in a data center in the United
Kingdom [23].

According to Fig. 4, more efforts should be made in the
data center industry to reduce and offset SCOPE2 emissions
in order to achieve carbon neutrality more efficiently.

III. CARBON NEUTRALITY OF DATA CENTERS

As we gain deeper understanding of the data center carbon
footprint, a couple of natural questions raise: a) what is the
definition of carbon-neutral data centers, b) how to evaluate the
carbon neutrality status of a data center, c) what is the current
industrial efforts towards it, and d) what are the approaches
in general to achieve it? In this section, we answer these
questions by first providing the definition of carbon neutrality.
In the following, some metrics for evaluating data center
carbon efficiency are presented. We then discuss the plans and
efforts of global cloud providers towards carbon-neutral data
centers to shed some light on the global progress on this area.
Finally, general approaches for realizing carbon-neutral data
centers are summarized based on some industrial consensus.

A. Carbon Neutrality Definition

By definition, carbon neutrality means that carbon emissions
from an entity throughout its lifecycle are completely offset
by the carbon emissions it removes from the atmosphere.
From the technological stand point of view, carbon neutrality
technologies can be categorized into two classes, i.e., carbon
removal technologies and carbon-neutral technologies. Carbon
removal technologies aim to remove existing carbon dioxide
from the atmosphere. Typical carbon removal technologies
include BioEnergy with Carbon Capture and Storage (BECCS)
[27], direct air capture [28] and so on. Carbon-neutral tech-
nologies focus on zero carbon emissions by replacing carbon-
intensive fossil fuels with carbon-free renewable energy, im-
proving energy efficiency etc.

In the context of data centers, we restrict the scope of carbon
neutrality in this survey by only discussing the approaches to
realize zero carbon emissions for a data center with carbon-
neutral technologies because data centers are unlikely to
participate in direct carbon capture. As a carbon emitter, a
data center can reduce its carbon emissions by improving
energy efficiency and replacing carbon-intensive energy with
renewable energy. On the other hand, a data center can

also participate in carbon offsetting programs by selling its
waste heat or excess renewable energy to offset other entities’
carbon emissions and obtain corresponding carbon credits to
offset its own carbon emissions. Furthermore, carbon credits
are available from the carbon markets to offset data center
carbon emissions in a cost-efficient manner. The multi-facets
property of the goal towards carbon neutrality calls for a multi-
pronged solution which considers carbon emission reduction
and carbon offsetting simultaneously.

B. Carbon Neutrality Metrics

When it comes to benchmarking the carbon efficiency of a
data center, the first step is to design a proper metric, reflecting
the total carbon footprint of a data center. In the past decade,
various metrics have been proposed to evaluate the carbon
efficiency of a data center and they are summarized in Table
II.

1) Carbon Usage Effectiveness: To the best of our knowl-
edge, the metric called Carbon Usage Effectiveness (CUE)
proposed in the Green Grid White Paper [29] is the first widely
adopted metric in this area. CUE is defined in the following
way:

CUE = β · Etotal

EIT

= β · PUE,
(1)

where β is the carbon emission factor (kgCO2eq/kWh) of
the electrical grid, which represents the amount of carbon
emissions when producing 1 kWh electricity and it is re-
ported by either the government authorities like EPA or non-
governmental organizations-based reports such as IEA reports
[30]. Etotal and EIT are the energy consumption of a data
center and the IT devices within it respectively, and their ratio
is Power Usage Effectiveness (PUE), which is widely used
in the data center industry to evaluate the energy efficiency
of a data center. The minimum value of CUE is 0 and it is
not upper bounded. It should also be noted that when on-site
renewable energy is integrated in the power supply system
of a data center, the electricity from renewable sources such
as wind or solar should be subtracted from total electricity
consumption in CUE calculation. From the standpoint of a
data center operator, CUE shall be as small as possible to
reduce its impacts on global warming.

2) Carbon Free Energy Score: Despite CUE captures the
carbon emission incurred by electricity consumption, it is be-
coming less representative for the sustainability and greenness
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Company Carbon Neutrality Plan
Google [14] 24× 7 carbon free operation in 2030

Facebook [16] Achieve carbon neutrality (SCOPE1 and SCOPE2) in 2020 and realize SCOPE3 net zero emission in 2030
Microsoft [13] Become carbon negative in 2030 and remove its historical carbon footprint by 2050
Ant Group [31] Achieve zero direct and indirect carbon emissions in 2020 and canceling out carbon emissions from its supply chain in 2030
OVHCloud [32] 100 % renewable energy supply and 0% waste to landfill by 2025

TABLE III: Carbon neutrality plans of selected high-tech icons. “Zero-carbon” and “carbon-free” can be used interchangeably.
“Carbon neutral” is a relaxation of “zero-carbon” and “carbon-free” because it allows a data center to have a certain amount
of carbon emissions which can be offset by purchased carbon credits or carbon emission permits. “Carbon negative” is close
to “carbon neutral” but it requires the data center to eliminate more carbon emissions than it emits. “100% renewable energy
supply” is close to “zero-carbon” and “carbon-free” since the major carbon emissions from a data center come from carbon-
intensive electricity from the grid.

of a data center since more and more data center opera-
tors resort to off-site renewable energy like Power Purchase
Agreement (PPA) or Renewable Energy Certificate (REC) for
offsetting their overwhelmingly large amount of electricity
consumption. Such off-site renewable energy is not included
in CUE calculation, leading to unfair evaluation.

Recently, in accompany with their ambitious goal of achiev-
ing round-the-clock operation with carbon free energy, Google
has proposed the Carbon Free Energy (CFE) Score [14] for
evaluating the degree to which the energy consumption of a
data center is matched by the CFE on an hourly basis. The
CFE Score is defined in the following way:

CFE Score (%) =
CFEcontracted + CFEgrid

Etotal
, (2)

where CFEcontracted is the CFE from the contracted supplier
via PPA or REC. CFEgrid is the CFE from the electrical grid.
Etotal is the total load of a data center.
CFEcontracted is the minimum between total load (Etotal)

and the actual delivered CFE from the contracted supplier
(CFEtotal):

CFEcontracted = min{Etotal, CFEtotal}. (3)

Because renewable energy is penetrating the electrical grid,
a portion of the purchased electricity from the grid is pro-
duced by carbon free sources. Therefore, CFEgrid should be
calculated as follows:

CFEgrid = (Etotal − CFEcontracted) · γ, (4)

where γ is the renewable energy penetration rate of the local
electrical grid.

Compared to CUE, CFE Score is a more comprehensive
metric since it takes into account both the contracted CFE and
the CFE from the electrical grid. It is also worth noting that
CFE Score cannot exceed 100% since the CFE that exceeds
the total load is not counted. To achieve 24 × 7 carbon free
operation, the CFE Score should be 100% in every hour.

3) Avoided Emission: Along with the CFE Score, another
metric called avoided emission is proposed in Google’s recent
white paper [14] to prioritize different renewable energy
projects. The reason for introducing this metric is that CFE
Score may conceal significant variation in carbon intensity of
the electrical grid as well as the source of grid emissions. For
example, assuming that there are two data centers with the
same total load of 1 MWh in two different locations, A and

B, and both data centers have contracted 0.8 MWh CFE with
local renewable energy projects. Supposing that the grid CFE
ratio γ for both sites is identical, say 30%, the CFE Score
for these two data centers will be identical (86%). However,
if the nonrenewable electricity is generated by coal in site A
and natural gas in site B, the actual carbon emissions for the
data center in site A will be much higher than those in site B
since coal is more carbon-intensive than natural gas. Therefore,
it is necessary to introduce an emission-related metric for
comparing carbon neutrality status of different data centers.

Avoided Emission (eavoided) is the difference between the
carbon emission without and with contracted CFE:

eavoided = Etotal · β − (Etotal − CFEcontracted) · β
= CFEcontracted · β,

(5)

where β represents the carbon intensity of the electrical grid.
From Eq. (5), one insight can be gained: if the carbon intensity
β of a region is high, the data center operator should invest
more in the renewable project in the region and sign CFE
contract with the project in order to increase its Avoided
Emission. Such investment will also provide a strong incentive
for the decarbonization of the local electrical grid, which has
been pointed out by Google as a key strategy for achieving
24× 7 carbon neutrality in the future [14].

C. Industrial Efforts Towards Carbon-Neutral Data Centers

As global warming is accelerating in recent years, many
cloud providers as well as data center operators have an-
nounced ambitious plans for neutralizing their environmental
impacts, even offsetting historical environmental impacts in the
next several decades [13]. Table III summarizes the carbon
neutrality plans of several celebrated cloud providers. The
technological focus for achieving carbon-neutral data centers
of different cloud providers will be discussed in the rest of
this section.

1) Efforts from Cloud Providers in the United States:
The United States is home to a large number of high-tech
companies such as Google, Facebook, Amazon, Microsoft, and
Apple, which consume more than 1.8% of total annual elec-
tricity in the United States [5]. It is reported that data center
operations consume a significant portion of ICT companies’
total electricity consumption. Therefore, pressed by the rising
electricity bills and an ever-increasing environmental crisis,
some leading companies including Google and Facebook have
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published their plans and roadmap towards carbon-neutral data
centers.

As a global leader in green energy-powered operations,
Google has achieved carbon neutrality as early as 2007 [12]
and acted as a pioneer in sustainable development. Further-
more, the electricity consumption of Google has been matched
via the purchased renewable energy since 2017. According to
Google’s opinion, the following aspects should be prioritized
over the next decade to achieve round-the-clock carbon neu-
trality:

• Decarbonization of the entire electrical grid is urgent
and essential for achieving carbon neutrality. On the one
hand, decarbonization of the electrical grid will increase
the availability of renewable energy everywhere, relieving
data center operators of the burden of investing in on-
site renewable energy generators or renewable energy
projects. On the other hand, it will also reduce car-
bon emissions from data center supply chains, as the
manufacture of ICT equipment may consume a large
amount of electricity, leading to huge embodied carbon
emission for a data center. Owing to the decarbonization
of the electrical grid, such embodied emissions will be
significantly reduced.

• Energy portfolio optimization is another key enabling
approach. Due to the intermittent and unstable nature of
popular renewable energy sources such as wind and solar,
it is unlikely to rely on one kind of renewable energy to
operate a data center. Therefore, efficient capacity plan-
ning and energy portfolio optimization shall be conducted
in order to reduce the carbon footprint while ensuring the
continuous operation of a data center.

• Carbon-aware computing platform will be a critical
aid on the path towards carbon neutrality. The design
philosophy of such a system is that non-critical jobs can
be scheduled both spatially and temporally to improve
the utilization of renewable energy.

As another pioneer in sustainable development, Microsoft
has announced a new goal of becoming carbon negative by
2030 and removing its historical carbon footprint by 2050 [13].
By 2030, Microsoft and its value chain will have eliminated
more than half of their carbon emissions. Achieving such a
goal is nontrivial and Microsoft has planned to conduct some
actions to fulfill its commitment.

• Improve renewable energy penetration, where the elec-
tricity used in daily operations will be fully matched with
renewable energy in 2025.

• Charge internal carbon fee from both the daily op-
erations activities and the entire value chain to fund
the innovative technology in carbon removal and energy
efficiency improvement.

• Emphasize carbon removal rather than carbon neutral-
ity, where Microsoft has established a 1 billion dollars
climate innovation fund for developing negative emission
technology (NET) such as afforestation and reforestation,
soil carbon sequestration, and other methods to remove
more carbon than it emits, with the goal of completely
eliminating its historical carbon footprint by 2050.

• Strive for low-carbon solutions for daily operations.
For example, Microsoft is collaborating with Vattenfall
to create a first-of-its-kind 24 × 7 renewable energy
matching solution, allowing its customers to choose the
best renewable energy source for them.

Other high-tech icons, e.g., Facebook and Amazon, have
also launched their carbon neutrality goal recently. Facebook
claims to achieve carbon neutrality (SCOPE 1 and 2 Emission)
in 2020 and realize net zero emissions (SCOPE1, 2 and 3
Emission) in 2030 [16]. To accomplish this, Facebook has
constructed over 5,400 MW of new solar and wind power
plants globally, equivalent to reducing its GHG emissions by
more than 2.6 million metric tons. In addition, Facebook is
supporting novel carbon removal solutions including nature-
based emission avoidance projects like reforestation and re-
generative agriculture to achieve net zero emissions. Moreover,
another novel load balancing scheduler called Autoscale [33]
has been developed by Facebook to improve the energy
efficiency of its data centers via increasing server utilization
and shutting down idle servers.

Amazon has also made significant efforts to reduce its
carbon footprint in recent years. In December 2020, Amazon
announced plans to add 26 utility-scale wind and solar energy
projects, bringing its total renewable energy investment in
2020 to 35 projects and more than 4 GW of capacity [15].
To improve the energy efficiency of the AWS infrastructure,
an intelligent direct evaporative cooling system is leveraged
to fully utilize outside air to remove the heat generated by
the servers in both cooler and hotter months, resulting in a
considerable PUE improvement.

2) Efforts from Cloud Providers in Asia: As another leading
force in technology innovation, driven by both the policy
and environmental pressure, many Asian ICT companies have
also published their plans for reducing carbon footprint. For
example, Ant Group, a celebrated internet finance company,
has set the goal of achieving zero direct and indirect carbon
emissions by 2020 and canceling out carbon emissions from
its supply chain by 2030 [31]. In addition, Huawei has spent
over a decade working to improve its sustainability. In its
recent white paper [34], it envisioned the energy systems
“using bits to manage watts and using data flows to optimize
energy flows” to achieve national-wide carbon neutrality. As a
pioneer in sustainable ICT in China, Huawei has implemented
numerous solutions to mitigate its carbon footprint. As an
example, an intelligent automatic cooling system, iCooling
[35], is deployed in the data center reducing total power
consumption of refrigeration stations by 8%-10%. It will
also save 3.85 million kWh electricity, which is the same
as planting 79,500 trees. Likewise, Huawei also participates
actively in the transition to renewable energy. It uses renewable
energy in its operations wherever possible and is expanding its
photovoltaic (PV) plants across its campuses, which generated
12.6 million kWh of electricity in 2020.

Singapore, which aspires to be Southeast Asia’s green data
center hub, has developed a roadmap to use renewable energy
and reduce energy consumption in data centers through the
ingenious application of new technologies [36]. However, as
a space-constrained country, Singapore’s data center industry
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Fig. 5: Approaches towards carbon-neutral data centers. The approaches can be categorized into policy instruments (carbon
market mechanisms) and technological methods. From the technological standpoint, a comprehensive consideration of energy
supply, energy utilization and energy circulation is critical to realize carbon-neutral data centers.

has an extremely high power density. Furthermore, Singapore
is required to reduce its emission intensity by 36% from 2005
levels until 2030. Such challenges call for a collaborative
solution from both the government and the local data center
industry. In this regard, the data center providers such as
Keppel Data Centers (Keppel) and ST Telemedia Global
Data Centers (STT) have also launched their plans. Keppel
championed the harnessing of the cold capacity from LNG
regasification to cool the near-shore floating data centers which
alleviated land use and implemented seawater cooling [37].
In addition, STT also announced its Environmental, Social,
and Governance (ESG) plan, which was a commitment to
transitioning its data center to be carbon neutral by 2030 [38].
To achieve carbon neutrality, STT will purchase green energy
and renewable energy certificates (REC) or power purchase
agreements (PPA) as well as deploy new facilities and tech-
nologies to continuously elevate energy efficiency and improve
PUE.

3) Efforts from Cloud Providers in Europe: Data center
operators and trade associations in the EU are committed to the
European Green Deal, a plan aiming to transform the EU into
a modern, resource-efficient, and competitive economy [39],
in order to achieve Europe’s climate neutrality goal by 2050
[9]. Major European cloud and data center operators, including
AWS, Google and OVHCloud, as well as smaller and national
providers, have agreed to become climate neutral by 2030 [40].
Under the Pact, all facilities must use 75 percent renewable
or carbon-free energy by 2025, and be 100% carbon-free by
2030 [40]. All new data centers in cool climates will meet an
annual PUE target of 1.3 by the start of 2025. Facilities in
warm climates will only have to meet a PUE of 1.4, because
they must use energy to cool their IT servers. Legacy data

centers have higher PUEs, and they will have to meet these
targets until 2030 [40]. Similarly, targets for recycling and
repairing servers are emerging: the Pact commits signatories
to assessing all servers for reuse, repair or recycling, whereas
the specific target percentage will not come to an agreement
until 2025 [40].

For example, OVHCloud, a leading European cloud
provider with a global presence, has issued its data center
carbon emission reduction roadmap towards carbon neutrality
in 2020 [41]. To further reduce its carbon footprint, OVHCloud
intends to pay more attention in the following issues [32]:

• Contract PPAs in Europe for high quality renewable
energy supply, with the goal of reaching 100% renewable
energy supply by 2025,

• Optimize lifespan of hardware equipment via encour-
aging circular economy among its partners and devel-
oping a new brand for products running on refurbished
servers;

• Improve industrial ecodesign by following the philos-
ophy of “use smarter, use longer, use less”. 45% servers
are made from repurposed components and 24/31 data
centers are reused industrial buildings;

• 0% waste to landfill by 2025 via efficient waste man-
agement.

D. Approaches Towards Carbon-neutral Data Centers

Based on the previous introduction about industrial efforts
toward carbon-neutral data centers, one can find that although
different entities place diverse emphasis on the path towards
carbon-neutral data centers, the following issues are widely
acknowledged:
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Fig. 6: Illustration of two data centers involving in carbon
emission permit trading. Once the cost of purchasing carbon
emission permits is less than the cost of penalty and techno-
logical innovation, a data center operator prefers to purchase
carbon credits to offset its carbon emissions.

• Leverage carbon market to offset data center carbon
emissions in a cost-efficient way.

• Increase the use of renewable energy in daily operations
of a data center.

• Keep improving the energy efficiency of both the IT
system and the infrastructure.

• Boost the circulation of both energy and material through-
out the lifecycle of a data center.

Therefore, Section IV, V, VI, and VII will summarize and
discuss existing methods on the issues raised above and the
outline of the rest of this survey is illustrated in Fig. 5.

IV. INTRODUCTION TO CARBON MARKET

As humans have become more aware of their huge negative
environmental impacts since the first industrial revolution, an
increasing number of programs and regulations have been
implemented to control carbon emissions. These emission con-
trol programs can be coarsely categorized into three classes:
carbon taxes, cap-and-trade, and carbon credits. These emis-
sion control programs comprise the carbon market, in which
each ton of carbon emissions is assigned a price based on
a specific pricing mechanism. The impetus of establishing a
carbon market is that people will be able to choose whether or
not to emit carbon dioxide given the carbon price. According
to the latest report by the World Bank [42], 10 carbon pricing
mechanisms are issued in 2019, equaling the increase in the 3
years preceding 2019 and the global carbon market will fund
more than 45 billion dollars in 2019 with more than half of the
funds going to environmental projects. Furthermore, Chinese
government announced its giant sustainable development goal,
i.e., 30.60 plan (achieving peak carbon emission in 2030 and
carbon neutrality in 2060) and the global carbon market will
cover around 21.5% carbon emissions with the opening of
the carbon market in China. In this section, we introduce
these three carbon emission control mechanisms and discuss
their merits and drawbacks in order to provide some insights
for data center operators in selecting proper carbon pricing
programs to reduce their carbon footprint in a cost-efficient
manner.

A. Cap-and-trade

In the cap-and-trade system, the government establishes a
“cap” which decreases annually, on a data center’s total carbon
emissions and allocates permits for carbon emissions to data
center operators for each compliance period (e.g., 1 year). Due
to the “cap”, the total carbon emission of a data center is
expected to decrease gradually. Each permit entitles the holder
to one metric ton of carbon emissions. After one metric ton
of carbon emissions, the data center should return the permit
to the supervision department. The data center operators are
able to leverage the allocated carbon emission permits to meet
their carbon emission. In addition, they can save some permits
by keeping their total carbon emissions below the “cap” via
technological innovation and then sell them back to the carbon
market to obtain revenues. Certainly, if a data center continues
to emit more carbon dioxide than its holding permits, it must
purchase the permit from the carbon market to cover the
excess.

In the cap-and-trade system, the “cap” controls total carbon
emissions and “trading” makes the process more cost-effective.
In this regard, we use two data centers with carbon emission
permit trading to show how the cap-and-trade system makes
emission reduction more cost-efficient, as shown in Fig. 6.

In Fig. 6, data center A fails to control its carbon emission
under the “cap”, whereas data center B even saves some
permits via technology innovation. The operator of data center
A finds that the cost of purchasing the carbon emission
permit is much smaller than investing in carbon emission
reduction technologies or paying the penalty for excessive
carbon emissions, and therefore it decides to purchase carbon
emission permits from data center B to meet its “cap”. In
this process, data center A satisfies the “cap” with minimum
cost and data center B obtains cash revenues by selling its
permits. It seems to be a win-win solution and that’s why
the cap-and-trade system is cost-effective in achieving the
climate goal. However, due to the current relative low carbon
price, some critics suspect the effectiveness of the cap-and-
trade and they claim that the low carbon price will incentivize
the emitter to procure carbon emission permits to offset their
carbon emissions instead of investing in emission reduction
technologies to reduce their carbon emissions [43].

B. Carbon Taxes

The carbon tax refers to the government-designated price
for one metric ton equivalent carbon dioxide emission. The
prices exist strong spatial variation and the global average
prices are still far below the desired price (40-80 USD/tCO2e)
for meeting the climate goal set in Paris Agreement [42]. The
data center operator must pay for its carbon emissions after
one year of operation.

The carbon tax is different from the cap-and-trade system
in three aspects. First, the carbon tax charges the data center
operator based on its annual amount of carbon emission,
whereas in the cap-and-trade system, the data center operator
must purchase carbon emission permits in advance based
on the estimation of its future carbon emission. Secondly,
the carbon tax does not support trading between emitters.
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Fig. 7: Illustration of the carbon credit mechanism. If a
data center reduces its carbon emissions by technological
innovation or changing its energy supply, the reduced carbon
emissions can be issued carbon credits from a third-party
authority, which can be sold in the carbon market to obtain
cash revenues.

Most importantly, unlike the cap-and-trade system, there is
no “cap” imposed on the data center, and therefore there is
no guarantee on the reduction of total carbon emissions in the
carbon tax system. In order to reduce total carbon emission,
the government should conduct thorough investigation and
design the carbon tax carefully to strike for a balance between
economic development and the fulfillment of the climate goal.

C. Carbon Credit

Recent years have witnessed the rapid growth in the carbon
credit mechanism. According to the report from World Bank
[42], the registered carbon credit projects were 18,644 in 2020,
bringing the carbon credits issued since 2002 to about 4.3
billion tCO2e which accounts for 7.9% annual carbon emis-
sions or equals to the total CO2 absorbed by 200 billion trees.
Carbon credit mechanism provides another way of offsetting
the carbon emission of a data center. Different from the Cap-
and-Trade mechanism, carbon credit is voluntary, instead of
compulsory. In the carbon credit mechanism, data centers can
obtain carbon credit via adopting emission-reduction technol-
ogy such as on-site renewable energy generators. The principle
of the carbon credit mechanism is illustrated in Fig. 7.

In Fig. 7, the carbon emission of a data center declines
due to the installation of the on-site wind driven generator,
which generates corresponding carbon credits for the reduced
carbon emission. It is important to note that the carbon credit
is valid only if it is issued by an acknowledged third-party
authority like Golden Standards. After obtaining the carbon
credits, the data center operator can utilize them to offset its
carbon emissions, or to sell them in the carbon market to
obtain cash revenues. Noted that the carbon credit can coexist
with the Cap-and-Trade mechanism and act as a supplement
for offsetting carbon emission. However, carbon credits are
not universally accepted by all carbon pricing mechanisms yet.
For example, the carbon credit issued by Joint implementation
(JI) is accepted only in the EU ETS. Carbon credit mechanism
offers more flexibility for data center operators to achieve their
carbon neutrality goals.
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Fig. 8: Overview of a carbon free energy integrated data center.
The electricity comes from a mix of green and brown energy
sources. The ESS is also installed to store intermittent and
unstable renewable electricity. PPAs and RECs serve as two
alternative renewable energy options.

V. CARBON-NEUTRAL DATA CENTER: FROM ENERGY
SUPPLY PERSPECTIVE

Recently, to achieve their ambitious carbon neutrality goal,
more and more cloud providers such as Google [14] and
Microsoft [13] have attempted to integrate carbon free energy,
i.e., renewable energy into daily operations of their giant cloud
data centers. Research opportunities as well as challenges
occur when the intermittent and variable renewable energy
has been introduced. In this section, we first introduce several
renewable energy sources in order to provide some insights
for data center operators when a set of renewable energy
is available for them to choose from. Subsequently, we will
summarize the optimization objectives in the existing literature
and discuss their mutual relationship. In what follows, we
introduce existing works on this topic according to their
optimization goals.

A. Renewable Energy Options for Data Centers

Generally speaking, there are four renewable energy options
for a data center operator to choose from and the architecture
of a renewable energy integrated data center is illustrated
in Fig. 8. In this system, an on-site renewable energy plant
is installed to supply renewable electricity into the power
supply system of the data center. Furthermore, in order to
cope with the intermittent and unstable nature of renewable
energy, an Energy Storage System (ESS) is often introduced
into the data center microgrid so that the surplus energy can
be stored for future usage and the energy shortage can also
be remedied via the battery discharge. In addition, as many
cloud providers have contracted PPAs with local renewable
projects or purchased RECs from the market, the electrical
grid acts as a wheel, transporting renewable energy to the data
center. According to Kirchhoff’s law, once the electricity flows
into the grid, the customer is no longer able to distinguish its
source. Therefore, PPAs or RECs enable data center operators
to claim that a certain amount of their electricity comes
from renewable energy. It is also important to note that, as
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an increasing number of renewable energy plants have been
established around the world, the electrical grid is becoming
greener. Therefore, part of the grid electricity comes from
renewable energy sources and it should be factored into the
carbon emission factor of the electricity drawn from the
grid. In the rest of this section, we briefly introduce these
four options and discuss their advantages and disadvantages
relating to data center management.

1) On-site Renewable Energy: Increasingly, on-site renew-
able energy becomes an alternative energy supply for green
data centers, with wind and solar being the top two popular
options. When the on-site renewable energy generator is
integrated into the data center microgrid, the data center op-
erator takes the responsibility for managing, maintaining, and
operating the renewable energy plant. All or a portion of the
renewable electricity can be utilized in its daily operations in-
cluding powering the servers and infrastructure. The flexibility
gives data center operators more opportunities and freedom in
capacity planning as well as power management. Furthermore,
a data center becomes an energy prosumer instead of only an
energy consumer with on-site renewable energy generation.
Data centers are able to sell the surplus renewable energy back
to the electrical grid to offset their grid electricity consumption
and obtain corresponding carbon credits via net metering in the
United States [21]. However, since typical renewable energy
sources such as solar and wind are intermittent and variable
(because the sun doesn’t always shine and the wind doesn’t
always blow), relying on on-site renewable energy purely may
impede the operation of a data center because a number of
critical tasks hosted in the data center requires round-the-clock
timely response. To tackle this shortage, increasing number
of data centers are installing the on-site ESS to shift the
renewable energy temporarily to match the workload demand.
However, the on-site ESS has the following shortcomings [44]:

• Cloud data centers host thousands of high performance
servers which draw a large amount of electricity. In order
to meet this current demand, the demanded space for
hosting the ESS may be prohibitive for most data centers;

• The turn-around efficiency of current battery systems is
too low to agilely respond to workload variation due to
internal resistance and self-discharging;

• The lifetime of the ESS will be significantly shortened
due to frequent charge and discharge in the daily opera-
tion of a data center;

• The disposal of the ESS is not environmentally-friendly
since the ESS contains some harmful chemical instances.

Moreover, the location of the data center may not be the
best location for producing renewable energy. Therefore, for
some data center locations, installing on-site renewable energy
generation systems may not be an cost-efficient solution.

2) Off-site Renewable Energy: Off-site renewable energy
generation offers the opportunity to both the data center
operator and the electricity utility to do the work they are
best at: data centers take charge of managing the IT facility
as well as the infrastructure to improve the energy efficiency,
while the utility is responsible for managing the generation
of renewable energy and the electrical grid and transport the
green electricity to the data center. In such a scenario, the

grid acts as the wheel for delivering renewable electricity. Fur-
thermore, with the separation of renewable energy generation
and data center operations, renewable energy generators can
be placed in the most suitable place to work in their most
productive configuration. The challenge in leveraging such a
solution lies in the establishment of a charge and accounting
mechanism which records the contribution of the renewable
energy projects and incorporates this into the utility bill of the
data center.

3) Power Purchase Agreement (PPA): PPA is a contract
between a data center operator and a renewable energy pro-
ducer which allows the data center operator to purchase part
of all of the renewable energy generated by the producer
at a negotiated and fixed price [45]. After signing the PPA,
the data center operator is able to claim that part of the
electricity drawn from the grid comes from a carbon-free
energy source with bundled certification. With the PPA, the
data center can control the future expenditure in renewable
energy procurement and control their operational risks simul-
taneously. Furthermore, the data center operator does not take
part in the daily management of the renewable energy plant,
allowing them to focus on the work it is best at. On the
other hand, PPA is also beneficial for the decarbonization of
the local electrical grid since PPA involves the investment in
the construction of additional renewable energy plants. Many
celebrated cloud providers such as Google have signed PPA
with local renewable energy providers. As an example, Google
signed a PPA to add new wind and solar plants in Netherland
so that over 70% electricity consumption of the data center in
Eemshaven comes from carbon-free energy now, whereas less
than 20% renewable energy penetration was available before
signing the PPA [14].

4) Renewable Energy Certificate (REC): The Renewable
Energy Certificate (REC), also known as “renewable energy
credit”, is a certification of one MWh electricity coming from
a certain renewable energy source such as wind or solar. After
the data center purchases a REC from the market, it is capable
of claiming that one MWh electricity consumption is from
the specific carbon free source certificated by the REC. It
seems that the REC and the PPA are similar since the data
center operator is able to announce its usage of carbon-free
energy to reduce its carbon footprint, two stark differences
distinguish the REC and the PPA. On the one hand, REC is
a tradable commodity whereas the PPA is not. The tradable
property makes the data center operator more flexible in terms
of carbon footprint reduction: if the data center operator cannot
meet its carbon capping target, it can purchase REC from
the market to fulfill the target instead of investing into new
renewable energy projects since the price of REC in the spot
market is relatively low ($0.8/MWh in the United States in
2018 [46]). Furthermore, if the on-site and off-site renewable
energy generator is integrated in the data center microgrid, the
data center operator can also sell RECs to the market provided
that its excess renewable energy is certificated via a third-
party authority. On the other hand, the REC is decoupled with
physical electricity, while the claimed usage of renewable en-
ergy is coupled with physical electricity in the PPA. Therefore,
when a data center operator claims that the carbon emissions
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corresponding to one MWh electricity consumption is reduced
due to the usage of the REC, it may just transfer its carbon
emissions into another place without reducing the total carbon
emissions to the atmosphere. However, because additional
renewable energy plants are constructed with the PPA, the total
carbon emission due to the renewable electricity procurement
is literally reduced. Therefore, cloud providers increasingly
choose to utilize PPA to cut down their carbon emissions, and
demonstrate their leadership in sustainable development.

B. Optimization Goals

In the works covered in this survey, the optimization for a
carbon-free energy integrated data center may target for one
or more goals listed in the following:

• Minimize grid (brown) electricity procurement. Re-
search works with such an objective aim to reduce the
brown electricity procurement from the electrical grid.

• Minimize operational costs. These research works target
to reduce the (long-term) operation cost including the grid
electricity procurement cost, energy storage system cost,
the cost due to service level agreement (SLA) violation
and so on.

• Maximize operational profits. These research works
aim to maximize operational profits by improving the
revenues coming from SLA fulfillment, energy trading
and offering ancillary service in smart grid, and reducing
operational costs simultaneously by joint IT, cooling and
power distribution system control.

• Maximize utilization of renewable energy. These works
aim to better match the workload demand and the gener-
ation of renewable demand so that the waste of precious
renewable energy is minimized.

It is obvious that these optimization goals overlap to some
extent. For example, maximizing the utilization of renewable
energy may decrease the amount of electricity drawn from the
grid, leading to less electricity procurement costs. However,
since the presence of renewable energy does not always align
with the peak of electricity price, it may be more economic
to save the surplus renewable energy and utilize it when the
electricity price is high. Therefore, there exists multiple trade-
offs between these optimization goals and it is important to
find proper equilibrium among optimization goals which are
seemingly overlapping but also conflicting to some extents .

C. Grid Electricity Procurement Minimization

Intuitively, many researchers have attempted to reduce elec-
tricity bills for operating the data center with renewable energy
integration because renewable energy is almost free (except
for marginal maintenance fee) in the operation phase once the
renewable plant has been established. Among these works, the
majority of them focus on the optimization over a cluster of
the geo-dispersed data centers because the spatial variation of
renewable energy offers more opportunities for improving its
utilization. In Fig. 9, we provide a graphical illustration of
such intuition.

In Fig. 9, there are two jobs, i.e., job 1 and job 2, to be
executed and their power consumption is P2. The renewable
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Fig. 9: Illustration of the intuition of optimization over a geo-
dispersed data center network. If the two jobs can be sched-
uled spatiotemporally, their energy demands can be perfectly
matched with the renewable energy. Otherwise, additional
brown energy should be used to meet their energy demands.

energy supply in the data center located in site A is P1 between
t0 and t1 and P2 between t1 and t2. The renewable energy
supply in the data center located in site B is P2 between t0
and t1 and P1 between t1 and t2. Without the geo-dispersed
data centers, job 1 and job 2 have to be scheduled to either
data center A or data center B with total power consumption
be P2 − P1. However, with the geo-dispersed data centers,
we are able to schedule job 1 to data center B and job 2 to
data center A. The power demand is perfectly matched with
renewable energy supply, leading to reduced grid electricity
procurement. Furthermore, such an idea can be easily extended
to leverage the spatial variation of electricity price as well as
the carbon emission factor to further reduce the electricity
procurement cost or the carbon footprint. Furthermore, an
excellent survey on geographical load balancing based data
center power management can be found in [47].

When it comes to the optimization of electricity bills,
some researchers focus on the instantaneous optimization, i.e.,
optimization on the current time slot without the knowledge
of future system states, whereas many other researchers aim
to minimize the electricity bill over a specific time horizon. In
the following, we will present the related works on this topic
in accord with this taxonomy and the literature summary is
available in Table IV.

Some researchers aim to minimize electricity bills at the
beginning of each time slot. In this formulation, given the
current state of the data center, e.g., the incoming workload,
and the yield of renewable energy, data center operator should
seek for the optimal decision variables such as the workload
distribution vector so that current electricity procurement cost
is minimized without violating some performance constraints.
In [48], Abbas et al. studied the fundamental trade-off between
the total and brown energy consumption of geo-dispersed data
center clusters. A new service efficiency metric is proposed
based on the M/GI/1 Processor Sharing (PS) queue model
to evaluate the service efficiency of a data center. At the
beginning of each time slot, an information flow graph is
established for the geo-dispersed data centers and each data
center is represented as a node in the graph and sorted
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Reference Constraints Control Knobs Formulation Algorithms Achieved Results

Abbas et.al. [48] Total energy
budget Brown energy consumption Information Graph Heuristic sorting

Prove that
minimum brown

electricity consumption
exists

Hogade et.al. [49] QoS constraint

Workload distribution among
multiple data centers;

Workload assignment within
a data center

Integer Programming
Force Direct

Load Distribution
(FDLD)

61% cost saving

Yuan et.al. [50]

Bandwidth;
Response time;

Total energy
consumption

Workload distribution among
multiple data centers Nonlinear Programming Simulated Annealing around 30% cost saving

Gupta et.al. [51] No specific
constraints

Solar power;
Free cooling No specific formulation Greedy Heuristic 60% brown energy

reduction

Gu et.al. [52] QoS constraint;
Total Budgets

Workload distribution among
multiple data centers

Linear Integer
Programming CPLEX 25% electricity

reduction

Le et.al. [53] SLA constraints
Workload distribution among

multiple data centers;
Brown energy procurement

Nonlinear Programming Simulated Annealing 24% brown energy
reduction

Aksanli et.al. [54] No specific
constraints Batch job scheduling No specific formulation Heuristic algorithm Improved green energy

usage efficiency

Chen et.al. [55] No specific
constraints Batch job scheduling No specific formulation Heuristic algorithm 40% brown energy

reduction

Deng et.al. [56]
Renewable

energy
capacity

Long-term ahead
power purchase;

Power drawn from
on-site renewables, batteries

and real-time market

Two-stage Lyapunov
Optimization

Interior Point Method
for per-time slot

convex optimization

Significant electricity
cost reduction

Lee et.al. [57]

TES evolving
equation;
DC server
capacity

Workload distribution;
TES discharge and charge Lyapunov Optimization LP solver for per time

slot optimization
98% cooling energy
saving in summer

TABLE IV: Summary of existing works on minimizing brown electricity consumption in renewable energy-integrated data
centers in terms of constraints, control knobs, problem formulation, solving algorithm, and achieved results.

according to its service efficiency in descending order. Closed-
form workload distribution policy is derived based on the
queue theory subsequently. The authors then proved that given
the total power consumption, there existed a minimum value of
brown energy consumption so that the SLA could be satisfied.
The researchers also showed that increasing the total power
consumption would increase the utilization of renewable en-
ergy and decrease the consumption of brown energy as well.
Different from [48] which only considered a simplified data
center system, Hogade et al. proposed a holistic framework for
the data center, taking into consideration the cooling power,
on-site wind and solar power generation, net metering, peak
electricity price, and the co-location inference when a multi-
core machine was processing a memory-intensive task [49].
The objective is to minimize the electricity bill while satisfying
the QoS requirements of the geo-dispersed data center via
intelligent workload distribution among multiple data centers
as well as the workload assignment to a specific server within
a single data center. Three solutions based on Force-Directed
Load Distribution (FDLD) [58], greedy heuristic and genetic
algorithms are proposed to solve the optimization problem and
61% cost saving is achievable. Further, Yuan et al. incorpo-
rated the bandwidth cost of transmitting data between users
and data centers into the electricity bills of geo-dispersed data
centers [59]. On-site solar and wind energy are also considered
and the problem is formulated as nonlinear programming with
the total bandwidth, average response time and total energy
consumption as constraints and workload distribution vectors

as optimization variables. The constrained optimization is first
transformed into an unconstrained one with the penalty method
[60] and solved with a heuristic algorithm. Compared with
two scheduling methods prioritizing the cheapest electricity
price [61] and the utilization of renewable energy [62], the
proposed method takes electricity price, bandwidth price, and
the presence of renewable energy into consideration, leading
to 30.58% and 30.82% cost saving on average, respectively.
Recently, Gupta et al. investigated the potential of cost saving
when the on-site solar energy power, outside free cooling
and the ESS were available for a data center [51]. A greedy
algorithm which prioritizes the utilization of solar power,
outside free cooling is presented to reduce brown energy
consumption. Simulation results show that 60% brown energy
consumption is achievable with only on-site solar power and
the combination of on-site solar power and outside free cooling
can reduce the brown energy procurement more significantly.

Other researchers consider the electricity minimization
problem over a specific time period. Intuitively, optimization
over a time horizon may require the awareness of future system
states and the value of the exogenous variables. A slice of
research works assume the availability of perfect future infor-
mation and leverage offline optimization techniques to derive
the optimal policy. For example, Gu et al. [52] studied the
green scheduling of multiple data centers with ESS integration.
Two constrained mixed integer linear programming (MILP)
problems: a) minimizing brown energy consumption with QoS
constraints, and b) minimizing carbon emissions with limited
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budgets are formulated and solved optimally in offline manner
with MATLAB CPLEX solver.

On a different track, some researchers leverage some pre-
diction techniques to predict either the future workload or
the presence of renewable energy so that a better policy
considering the future variation of system input can be de-
rived. In [53], Le et al. proposed a two time scale carbon
management framework with the Cap-and-Trade mechanism.
In the coarse time scale (a year), the framework decides the
power mix of each data center based on the energy usage of
the previous year. In the finer granularity, it distributes requests
among multiple data centers so that the overall electricity
cost is minimized. The problem is formulated as a nonlinear
programming problem and AutoRegressive Integrated Moving
Average (ARIMA) [63] is utilized to predict the workload in
the near future. A solver based on Simulated Annealing [64] is
proposed to obtain the request distribution policy. Simulation
results show that 24% brown energy saving is achievable with
10% increase in total cost, demonstrating the trade-off between
carbon emission reduction and cost saving. Different from
[53] where the future workload was predicted, quite a few
researchers attempted to predict the production of renewable
energy to perform workload distribution in order to improve
the utilization of renewable energy. Aksanli et al. proposed a
batch job scheduler based on the prediction of the on-site solar
and wind power in the future 30 minutes [54]. After obtaining
the prediction results, the scheduler can determine how many
batch jobs can be supported with the predicted renewable en-
ergy. The researcher leveraged the well acknowledged Weather
Conditioned Moving Average (WCMA) algorithm [65] for
solar energy prediction and weighted nearest neighbors method
for wind power prediction by considering the seasonal effect
of wind power. These two prediction techniques achieve good
prediction results with mean error of 9.6% and 17.2% respec-
tively. Compared with the solution without renewable energy
prediction, the future-aware scheduler is able to improve the
renewable energy utilization by three times and reduce 4x
batch job cancel rate. In addition, Chen et al. developed a batch
job scheduler for a cluster of high performance computing
(HPC) data centers with the knowledge of predicted renewable
energy production [55]. The scheduler can be decomposed into
the static part and the dynamic part. In the static part, an HPC
task is decomposed into a Directed Acyclic Graph (DAG) and
each part is pushed to a task queue. In the dynamic part, with
the renewable energy prediction results, the scheduler migrates
the running task with maximum remaining time into the site
with enough renewable energy until there is no task to migrate
or no renewable energy to support the task. In terms of starting
a new job, the scheduler makes decisions according to the
predicted renewable energy as well as the outside temperature
at each site in order to realize the green-aware and free-
cooling-aware scheduling. Simulation results demonstrate that
the proposed scheduler achieves 40% brown energy reduction
compared with the baseline round robin scheduler.

Despite the success of many predictive schedulers [53]
[54] [55], prediction based optimization requires the highly
accurate prediction algorithm for renewable energy, going
against the intermittent and volatile property of renewable

energy. To overcome the performance loss with inaccurate pre-
diction results, a plethora of researchers strive to design online
algorithms without the knowledge of future renewable energy
production. Lyapunov Optimization [66] is the most popular
choice for deriving such solutions. Lyapunov Optimization
aims to solve the optimization problem with the time-averaged
objective function and constraints. By transforming the time-
averaged constrains into virtual queues and integrating virtual
queue stability into the Drift-plus-Penalty function [66], the
optimization over a time horizon can be transformed into
a set of new optimization problem in each time slot and
the asymptotic optimal solution over the time horizon is
provably achievable if the sub-problem in each time slot is
solved optimally without any knowledge of future information,
making it attractive in the presence of future uncertainty. Due
to the strong theoretical guarantee, a considerable number
of researchers have incorporated Lyapunov Optimization into
their solution to realize optimal online schedulers.

In [67], Urgaonkar et al. studied the optimal power man-
agement within a data center with ESS. The objective is to
minimize the time averaged cost of purchasing grid elec-
tricity as well as that of battery charging and discharging.
The framework proposed by Deng et al. called MultiGreen
extended the system in [67] by incorporating on-site renewable
energy generation [56]. MultiGreen is a two-stage online
algorithm based on Lyapunov Optimization. In the coarse
time granularity, the data center operator makes decisions on
procuring grid electricity from the long-term electricity market
where electricity price is lower than real time market. In the
fine time granularity, grid electricity is purchased from the
real time market to fulfill the operation of the data center.
By managing the charge and discharge of the battery, and the
procurement of grid electricity from both the long-term and
real time market, the time averaged electricity procurement
cost is minimized. Simulation results show that MultiGreen
achieves near the same performance compared with the offline
optimal algorithm and outperforms the single stage solution
remarkably. In addition, simulation results also suggest that
increasing the penetration of renewable energy and the capac-
ity of the battery is beneficial in terms of cost saving. Different
from previous work focusing on a single ESS integrated data
center, Lee et al. proposed a new model which considers
the workload distribution among a cluster of data centers
incorporating a novel cooling system with free air cooling and
a thermal energy system (TES) [57]. TES is a complementary
cooling technology where thermal energy is stored in chilled
water or chilled ice tanks, and this stored energy is used to cool
data center servers when needed——e.g., when free outside
air cooling is infeasible. Similar to [67] and [56], Lyapunov
Optimization is utilized to derive optimal online workload
distribution and TES management policy. The optimization at
each time slot is formulated as a linear programming problem
and can be solved optimally. Simulation results demonstrate
that at least 64% and 98% cooling energy savings are achiev-
able during summer and winter respectively.
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Reference Constraints Control Knobs Formulation Algorithms Achieved Results

Dou et.al. [68]

Wind power
capacity;

Task queue
stability

Server scheduling
for batch jobs;
Wind and solar
power drawn

Lyapunov Optimization LP solver for per time
slot optimization

Reduced electricity cost
and carbon taxes

Khosravi et.al. [69]

Server capacity;
Brown energy

capacity;
Renewable energy

capacity

VM placement Linear Integer Programming Greedy Heuristic 57.3% cost saving

Ren et.al. [70]

Grid power
capacity;

Renewable enery
capacity;

Carbon capping

Power drawn from
different sources
(grid, on/off-site

renewable energy)

Linear Programming LP Solver
Different carbon capping
targets generate different

energy portfolio

Mahmud et.al. [71] QoS constraint;
Carbon neutrality

Server provision for
each type of job Lyapunov Optimization LP solver for per time

slot optimization
20% cost saving;

Carbon-neutral operations

Ren et.al. [72] QoS constraint;
Carbon neutrality

Server provision for
each type of job;

Server speed scaling
Lyapunov Optimization

Decentralized solver
for per time

slot optimization

25% cost saving;
Carbon-neutral operations

Mahmud et.al. [73] QoS constraint;
Carbon neutrality

Server provision for
each type of job; Lyapunov Optimization LP solver for per time

slot optimization

Over 20% cost saving;
Carbon-neutral operations;
Further 2.5% cost saving
with demand-responsive

electricity price

Liu et.al. [74] Data center capacity

Workload distribution
among multiple

data centers;
Server provision

Linear Programming Distributed LP solver

“Follow-the-renewable”
may be the best;

Energy storage system
is critical;

Wind power is preferred

Goudarzi et.al. [75] Server capacity VM placement Nonlinear Programming Force-Directed based
heuristic algorithm 27-40% cost saving

TABLE V: Summary of existing works on minimizing operational costs in renewable energy-integrated data centers in terms
of constraints, control knobs, problem formulation, solving algorithm, and achieved results.

D. Operational Cost Minimization

Going beyond the minimization of electricity bills, a large
number of researchers have investigated the potential of op-
erational cost reduction with renewable energy penetration.
Operating costs cover many aspects, including but not limited
to electricity bills, renewable energy installation and usage
costs, SLA violation cost, carbon taxes, etc. In this section,
we will summarize existing works aiming to operational cost
minimization according to different kinds of operation costs
they considered, and they are summarized in Table V.

As for the optimization related to carbon emissions, re-
searchers either aim to minimize the carbon emissions ex-
plicitly or to treat carbon capping as a constraint in the
optimization problem. In [68], Dou et al. investigated the joint
optimization of electricity bills and the carbon tax of a single
data center with on-site wind power generation. In the system,
the workload is categorized into delay-sensitive tasks which
should be scheduled to execute immediately and delay-tolerant
tasks which can be delayed within a certain period of time. The
delay-tolerant task is pushed to a task queue once it arrives and
the stability of the task queue is imposed as a constraint. As
the optimization involves time-averaged constraints as well as
the objective, Lyapunov Optimization is leveraged to derive
optimal control law which decides the number of servers
for executing delay-tolerant tasks, the power drawn from the
grid, and the on-site wind power generator at each time slot.
Simulation results show that the electricity cost as well as the
corresponding carbon tax will decrease with the increase in the
capacity of on-site wind plants. In addition, carbon taxes will

account for more than 30% of total costs, demonstrating the
need for improving renewable energy penetration. In contrast
to [68] which only considered a single data center, Khosravi
et al. targeted to the minimization of electricity bills and
carbon footprint in geo-dispersed data centers with dynamic
PUE via Virtual Machine (VM) placement optimization [69].
By exploiting the spatial variation of carbon intensity as well
as carbon taxes, the broker decides to place a VM to a site
with a greedy heuristic which prioritizes the data center with
the minimum increase in total costs. The authors have shown
through simulation that the solution considering renewable en-
ergy can reduce total costs by up to 57.3% compared with the
renewable energy-agnostic one. Except for joint optimization
of carbon taxes and electricity bills, some researchers impose
the carbon capping in the optimization framework. Ren et al.
investigated the power management problem for a single data
center integrated with on-site and off-site renewable energy
and the battery system [70]. The problem is formulated as
a linear programming problem with the objective of joint
optimization of electricity bills, renewable energy procurement
costs and battery maintenance costs. In this framework, the
reduced carbon emissions must exceed a predefined threshold
so that the carbon capping is realized. With the framework, the
authors studied the trade-off between the carbon capping target
and the best renewable energy source option. The results show
that when the carbon capping target is below 30%, on-site
renewable energy is preferable, otherwise off-site renewable
energy is more suitable. Different from [70] which only
considered carbon capping, some researchers pursued a more
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Kiani et.al. [76] QoS constraint Workload distribution;
server service rate Convex Programming CVX Profits will increase with more

wind power penetration

Ghamkhari et.al. [77]

Minimum
average
profits;

Server capacity

Energy portfolio Mixed Integer Stochastic
Programming

Convex
relaxation

Profits will increase with more
wind power penetration

Chen et.al. [78]
Time-averaged
pending rate

for batch jobs

Battery charge&discharge;
Diesel generator;

Power distribution

Nonlinear Programming
over time slots

Dual approach
with relaxation

35% cooling energy saving;
60% net cost saving

TABLE VI: Summary of existing works on maximizing operational profits in renewable energy-integrated data centers in terms
of constraints, control knobs, problem formulation, solving algorithm, and achieved results.

ambitious goal——achieving carbon neutrality (all electricity
usage is offset by renewable energy) while reducing operation
costs.

In [73], Mahmud et al. proposed to utilized Lyapunov
Optimization to derive an online policy which controlled the
number of servers for a specific type of service at each time
slot. The objective is to jointly optimize the electricity cost
and the delay cost which is derived with M/M/1 queue mod-
eling. The carbon neutrality constraint is expressed as a time-
averaged term——the time-averaged electricity consumption
must be smaller than the time-averaged available renewable
energy. Simulation results demonstrate that the proposed algo-
rithm is able to achieve carbon neutrality while reducing 20%
operational cost compared with prediction based solutions.
The work presented in [72] extended [73] by considering the
server speed scaling. The per time slot optimization problem
is formulated as a mixed integer linear programming and an
optimizer called GSD (Gibbs Sampling-based Distributed op-
timization) based on a variation of Gibbs sampling is proposed
to solve the optimization in a decentralized manner. Simulation
results show that 25% operation cost reduction is achievable.
Since a data center is a huge electricity consumer, it may
have non-negligible impacts on the electricity price. Therefore,
demand response, a pricing mechanism which offers electricity
price based on the electricity consumption of a consumer, is
incorporated in the framework proposed in [71] to further
reduce the operational cost [73]. By considering demand-
response electricity prices, it can further decrease average costs
by approximately 2.5%.

Except for the previous work taking carbon taxes or carbon
capping into consideration, a host of researchers incorporate
SLA into optimization objectives. In [74], Liu et al. inves-
tigated whether geo-dispersed data centers were helpful to
encourage the utilization of renewable energy and to reduce the
carbon footprint of data centers. Three optimal distributed opti-
mization algorithms are derived to achieve optimal renewable-
energy-aware workload distribution and server provisioning.
The target is to jointly optimize electricity bills and the delay
cost which is a strictly increasing and convex function in
terms of total delay. The authors suggested that geographical
workload distribution was quite effective in terms of reducing
brown energy consumption and “following the renewable”
workload distribution policy might be the best choice. Further,
the battery system is introduced in the framework to study the
role of storage in powering data centers with renewable energy.
Simulation results suggest that a small scale battery system can

overcome the spatiotemporal variation of renewable energy
and provide further operational cost reduction. In addition, the
authors also discussed the optimal renewable energy portfolio
and found that wind power was more reliable than solar
power because wind availability was not correlated with the
geographical locations and the variation can be considerably
smooth out when wind power from different locations was
aggregated.

In addition, in a virtualized data center, VM migration
facilitates server consolidation, leading to energy consumption
reduction. However, it will result in additional data trans-
mission and request response time. In [75], besides the grid
electricity cost and SLA violation cost, VM migration cost is
integrated into the operational cost, which is the penalty for
service outage due to VM migration determined by the SLA.
Geographical load balancing is studied in a virtualized data
center and a force-directed online scheduler is proposed to
achieve 27%-40% operational cost reduction.

E. Operational Profit Maximization

In Section V-C and V-D, it is shown that incorporating
renewable energy into the power supply of a data center can
effectively reduce grid electricity bills and operational costs.
However, as the ultimate goal of operating a data center is
earning profits for the stakeholder, some researchers study the
profit maximization problem of a renewable energy integrated
data center. The operational revenues come from the following
three major sources:

• Fulfillment of SLA. Typically, a SLA will regulate the
maximum service delay for an Internet service. If the
service time of a request exceeds the maximum delay,
the data center administrator will be punished. Otherwise,
a service fee will be paid to the data center operator.
Besides revenues from serving Internet requests, a data
center can earn its income from executing batch jobs such
as training AI models.

• Energy trading. As more and more data centers are
equipped with on-site renewable energy generators, they
can sell excess renewable energy back to the grid via net
metering [21] and obtain corresponding revenues.

• Offering ANcillary Service (ANS) to the grid [79]. As
data centers are massive electricity consumers, an increas-
ing number of researchers have realized the importance
of data centers as load resources in keeping the power
supply and demand balance of the grid. Equipped with the
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ESS, a data center is able to offer electricity to the grid in
case of electricity shortage and reserve electricity in the
storage in case of grid electricity surplus. By taking part
in the operation of smart grid, a data center will obtain
revenues from the grid.

In this section, we will present exisiting works in profit
maximization based on the source of revenues, and they are
listed in Table VI.

In [76], the profit maximization of geo-dispersed data cen-
ters with on-site wind power are studied. The revenues come
from serving the request within the maximum delay and the
probability of SLA violation is derived in closed-form via
the G/D/1 queue modeling of the request arrival and service
process. The problem is formulated as a convex programming
with the workload distribution policy and the server service
rate as decision variables. Trace-based simulation is conducted
to validate the framework and it is found that the proposed
method outperforms the baseline method without geographical
load balancing in terms of profit maximization. In addition,
profit will increase with the increasing penetration of wind
power, showing the importance of renewable energy in profit
maximization. Further, some researchers consider the coopera-
tion of smart grid to maximize the operational profits [77] [78].
Ghamkhari et al. investigated the energy portfolio optimization
of a data center in the presence of multiple energy sources
[77]. The operational revenues come from the fulfillment of the
SLA and offering ANS to the grid. The problem is formulated
as a mixed integer stochastic programming with the expected
profit over a period of time as the objective. In addition, risk
management is conducted by regulating the minimum profit
above a predefined threshold. Simulation results show that the
profit increases with more wind power turbines. In [78], a
holistic framework was proposed, which considered the on-
site renewable energy, on-site conventional generator, on-site
energy storage, free air cooling and energy trading. Profits are
maximized by the joint control of outside free air cooling,
the storage and the conventional generator. The problem
is formulated as stochastic programming over several time
slots. Queue-based relaxation techniques [87] are exploited
to decouple the optimization variables at different time slots
and a solver based on Lagrange Dual approach is proposed
to solve the online optimization problem at each time slot.
Simulation results demonstrate that the online algorithm can
produce a near optimal solution compared with the optimal
offline algorithm. In addition, cooling energy consumption is
reduced by 35% with combined cooling sources compared
with the chiller-only cooling solution and the net-cost can be
reduced by more than 60% with on-site renewable energy.
Therefore, renewable energy and free cooling should play an
important role in profit maximization.

F. Renewable Energy Utilization Maximization

Unlike the aforementioned works which improved the re-
newable energy utilization in an implicit way (from mini-
mizing electricity bills or operational costs, or maximizing
profits), some researchers have proposed solutions which aim
to maximize the renewable energy utilization so that carbon

emissions can be reduced. Related works are summarized in
Table VII.

In [80], Zhang et al. proposed GreenWare, a renewable-
energy-aware geographical workload scheduler and renewable
energy manager, to maximize the renewable energy utiliza-
tion with a limited budget. On-site wind and solar power
generation are considered and the optimization problem is
formulated as a linear fractional programming which can be
solved via a standard solver [88]. The authors found that
increasing the allowable budget would improve the renewable
energy utilization but with diminishing marginal benefits. In
addition, reducing brown energy consumption is not always
cost-friendly since renewable energy is more expensive than
brown energy.

Different from [80] which considered the workload distri-
bution for delay-sensitive tasks, the works in [81] and [83]
scheduled delay-tolerant jobs temporally so that the workload
could be aligned with the presence of renewable energy
to increase renewable energy utilization. In [81], a greedy
scheduler based on renewable energy prediction was proposed.
When preparing a new schedule, a task is popped out of the
task queue according to the Least Slack Time First principle.
The cost for executing a task at each time slot in the scheduling
window (2 days) is estimated based on the price of electricity,
the predicted renewable energy, and it is scheduled to the time
slot with minimum cost to be executed. Future solar power is
estimated as the product of the power generated in an ideal
sunny day and a weather related attenuation factor (0∼1). By
the simulation results from a production scientific workload,
GreenSlot can increase the renewable energy consumption by
117% and reduce the total cost by 39%. Furthermore, Goiri et
al. applied GreenSlot scheduler in Hadoop [89], resulting in
a solar energy- and electricity cost-aware MapReduce frame-
work called GreenHadoop [82]. The experiment results show
that GreenHadoop is able to improve the utlization of solar
power by 31% and reduce electricity cost by 39% compared
with Hadoop. In [83], a thermal-aware batch job scheduler was
proposed. A long short-term memory (LSTM) [90] model is
used to accurately forecast the future solar power, facilitating
the temporal job scheduling. By taking into account the heat
recirculation model [91], the inlet temperature of server racks
can be estimated. After obtaining the solar power prediction,
the workload and air supply temperature management are
considered simultaneously. If excess solar power is available,
air supply temperature is decreased to perform pre-cooling so
that surplus renewable energy will not be wasted. In case of the
workload peak, if pre-cooling has been executed and the max-
imum inlet temperature is still below the redline, more batch
jobs are allocated to provide additional computing power.
Simulation results demonstrate that the proposed scheduler can
effectively increase the utilization of renewable energy while
decreasing the consumption of brown energy compared with
the round robin or static scheduler.

The aforementioned works only accounted for the power
demand side optimization in order to improve the utilization
of renewable energy. In [84], Li et al. proposed iSwitch,
a light-weight and simple-to-implement supply/demand co-
operative VM scheduler. In order to perform power supply
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Reference Constraints Control Knobs Formulation Algorithms Achieved Results

Zhang et.al. [80]

QoS constraint;
Renewable energy

capacity;
Monetary cost

budget

Workload distribution to
servers powered by

different renewable energy

Linear Fractional
Programming IFP solver 42% brown energy reduction

Goiri et.al. [81] No specific
constraint Batch job scheduling No specific

formulation

Least-slack
-time-first
heuristic

40% improvement in
renewable energy

utilization;
20% cost saving

Goiri et.al. [82] No specific
constraint Hadoop job scheduling No specific

formulation

Least-slack
-time-first
heuristic

31% improvement in
renewable energy

utilization;
39% electricity saving

Li et.al. [83]

Inlet temperature
redline;

Job deadline;
resource capacity

Batch job scheduling;
Pre-cooling Integer Programming

Thermal
-aware

heuristic

Near 100% solar
energy utilization;

Li et.al. [84] No specific
constraint VM placement Nonlinear Integer

Programming
Simulated
Annealing

Over 80% wind
power utilization

Zhao et.al. [85] No specific
constraint Task shifting Markov Decision

Process
Proximal Policy

Optimization 26.87% energy saving

Wang et.al. [86] No specific
constraint VM placement

Multi-Agent
Reinforcement

Learning

MiniMax
Q-learning

19% energy saving;
33% carbon emission

reduction

TABLE VII: Summary of existing works on maximizing renewable energy utilization in renewable energy-integrated data
centers in terms of constraints, control knobs, problem formulation, solving algorithm, and achieved results.

side optimization, the statistical characteristics of wind power
generation are studied carefully and wind power generation
is categorized into three regions: wind power outage region,
high fluctuation region with low power production, and stable
output region. On the supply side, a lazy tracking mechanism
with fine time granularity was developed, which increases
VMs allocation to servers connected to wind power only
when wind power production was stable. On the demand side,
switch assignment of each cluster is calculated by solving an
optimization problem, which minimizes the standard deviation
of server utilization over two consecutive time slots. Simulated
annealing is used to solve the optimization and the simulation
results show that it is capable of utilizing more than 80% of
wind power.

In recent years, as deep learning techniques become pre-
vailing in data center energy management, some researchers
have attempted to explore their feasibility in renewable energy
utilization maximization. In [85], Zhao et al. proposed using
deep reinforcement learning (DRL) in workload shifting and
cloud-bursting in a geographically dispersed hybrid multi-
cloud environment which consists of multiple private and pub-
lic clouds. The objective is to maximize the renewable energy
utilization while avoiding the task deadline violation. A model-
free task scheduler based on Proximal Policy Optimization
(PPO) [92] is proposed to either postpone the incoming task
by several seconds or schedule it into a private or public cloud
which offers VMs to serve the task. Experiment results show
that the task scheduler can save 26.87% energy compared with
the round robin scheduler. Unlike the centralized scheduler
proposed in [85], Wang et al. proposed a distributed scheme
based on Multi-Agent Reinforcement Learning (MARL) to
solve the renewable energy demand-supply matching prob-
lem for a set of geo-distributed data centers in order to
maximize the renewable energy utilization among multiple

data centers while achieving monetary cost saving as well as
carbon emission reduction. In order to implement long-term
energy plan, a renewable energy predictor based on Seasonal
ARIMA (SARIMA) [93] is utilized to predict future renewable
energy yield. Based on the prediction results and the energy
demand of each data center, the Reinforcement Learning
(RL) agent in each data center decides how much energy
should be requested from each energy generator. Furthermore,
a Deadline-Guaranteed Job Postponement (DGJP) method is
also proposed to tackle the intermittent renewable energy
supply by shifting the workload to the period with sufficient
renewable energy according to the urgency of the workload. It
is reported that the proposed scheme can reduce 19% monetary
costs and 33% carbon emissions.

Summary: the renewable energy management problem is
often formulated as a constrained nonlinear programming
problem over time horizon. Lyapunov Optimization is lever-
aged to overcome the uncertainty of future information.
Heuristic based algorithms such as the simulated annealing,
the genetic algorithm, and the greedy algorithm, are frequently
leveraged to solve the optimization problem. Recently, rein-
forcement learning is emerging in the maximizing renewable
energy utilization for geographical-dispersed data centers and
achieve significant progress in this area.

VI. CARBON-NEUTRAL DATA CENTER: FROM ENERGY
UTILIZATION PERSPECTIVE

As shown in Fig. 4, carbon emissions from daily operations
(energy utilization) accounts for 97% of a data center’s total
carbon footprint. Hence, significant carbon emission reduction
is possible by improving data center energy efficiency. The
electricity drawn from the ICT system and the cooling system
accounts for approximately 86% of total energy consumption
in a data center [2]. Therefore, greater efforts should be made
to improve energy efficiency of these two systems.
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Fig. 10: Illustration of the coupling of the IT and cooling
system in a data center. The IT and cooling systems are
coupled by the heat dissipation and rejection process within
the data hall. A joint optimization of both systems is preferred
to improve PUE.

Many existing works optimize the energy efficiency of either
the ICT system or the cooling system. However, as stated
in [2], heat connects the IT and cooling systems, and the
relationship between the IT and cooling systems is depicted
in Fig. 10. In this regard, some researchers also considered
the joint optimization of the IT and the cooling systems to
further improve energy efficiency. In this section, we will
first discuss the techniques that can be utilized in ICT and
cooling system management. Subsequently, existing literature
in energy-efficient computing and cooling, as well as joint
optimization of the ICT and the cooling system, will be
reviewed.

A. Enabling Techniques

The management of the ICT system will determine electric-
ity consumption as well as heat generation in a data center. The
cooling system is utilized to reject heat in the data hall, making
the environment suitable for IT devices. The cooling system
management is responsible for ensuring the safe operation of
IT devices while minimizing the electricity required to power
them. In this section, we will divide the related techniques
into two classes, i.e., IT management techniques and cooling
management techniques.

1) ICT Management Techniques: From the ICT system
stand point of view, the techniques can be classified into three
scales, i.e., server level, rack level and data center level. In
this survey, we brief cover the basic concept of these energy-
saving techniques and an detailed review on data center power
modelling can be found in [94].

Dynamic Voltage Frequency Scaling (DVFS) on chips is
commonly utilized at the server level. Chip energy consump-
tion can be reduced significantly by dynamically adjusting
the voltage and operating frequency of the chips. When a
CPU operates at a frequency f , the energy consumption is
proportional to f3, whereas the task executing time is roughly
proportional to f for CPU-intensive tasks [95]. Therefore,
many researchers aim to significantly minimize the chip’s
energy consumption by slightly sacrificing task execution time.

In addition, if the working frequency of I/O-intensive tasks
decreases during memory access, a significant amount of
energy can be saved as well.

At the rack level, ICT energy consumption comes from both
servers and networking devices such routers and switches. As
reported in [94], servers account for the majority of total
energy consumption. As a result, we will concentrate on
techniques that improve a server’s energy efficiency in this
section, and the discussion on energy-efficient data center
networking is out of the scope of this survey paper. Indeed,
energy-aware communications and networking is also an active
research field and judicious resource allocation [96] and load
balancing [97] can significantly improve the energy efficiency
of the data center network. For example, Zhang et al. present
an excellent survey on the load balancing mechanisms in
data center networks [97]. They summarized the energy con-
sumption of data center networks, and they also reviewed
several load balancing schemes such as Data center Energy-
efficient Network-aware Scheduling (DENS) [98] which take
data center network energy efficiency into consideration. We
also refer to [99], [100] for other energy-saving techniques for
networking devices such as adaptive link rate.

The method of distributing workload among servers and
server power mode management are two major factors that
influence the energy consumption of a server rack. In this
regard, techniques such as dynamic server provisioning, work-
load dispatching, and VM migration can be exploited to reduce
total energy consumption.

Dynamic server provisioning means to consolidate the
workload into a set of properly selected servers and other
servers can be turned off to reduce total energy. It is important
to note that turning on/off servers or changing the power mode
will degrade the lifetime of a server and increase failure rate.
Therefore, switching cost should be considered when dynamic
server provision is applied [101].

Another important technique in rack level energy-efficient
computing is workload dispatching, also known as task
scheduling. On the one hand, workload dispatching can bal-
ance the workload distribution across multiple servers while
avoiding local hotspots. On the other hand, workload can be
purposefully assigned to servers with higher energy efficiency
to reduce total energy consumption. The difference between
dynamic server provisioning and workload dispatching is that
the former turns off some unnecessary servers, whereas the
latter just simply adjusts server utilization. Besides workload
dispatching, workload can also be migrated from one server to
another at a low cost using the live VM migration techniques
[102] in a virtualized environment. A running task can be
migrated to another server using such techniques in the event
of a thermal emergency or in the pursuit of total energy
reduction.

At the data center level, in addition to dispatching jobs
within a single data center, jobs can be distributed among
geo-dispersed data centers to reduce electricity costs because
electricity prices vary spatiotemporally across multiple sites.

2) Cooling Management Techniques: It’s a common prac-
tice for data center operators to keep the server racks in an
over-cooled ambient environment to avoid server overheating.

Authorized licensed use limited to: Nanyang Technological University. Downloaded on April 26,2022 at 03:41:59 UTC from IEEE Xplore.  Restrictions apply. 



1553-877X (c) 2021 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission. See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.

This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication. Citation information: DOI 10.1109/COMST.2022.3161275, IEEE
Communications Surveys & Tutorials

JOURNAL OF LATEX CLASS FILES, VOL. 14, NO. 8, AUGUST 2015 20

Cooling 
Tower

Cooling Water Pump

Water-side 
Economizer

Chiller

Valve
Valve

Valve
Valve

C
R

A
H

Chilled Water Pump

Valve
Valve

Valve

Valve
Cold Air

Server Server

Hot Air

R
ack

Raised-floor

False Ceiling
Condenser Water Return

Condenser Water Supply Data Hall

Chilled Water Supply

Chilled Water Return

Cool Outside Air

Hot Exhaust Air

Air-side 
Economizer

Mixed Air

Valve Valve

Valve Valve

Fig. 11: Illustration of a typical chilled-water air-cooled data center with a water-side economizer in the chiller plant and an
air-side economizer in the data hall. The chiller is used for providing chilled water and the condenser water is cooled down
by the cooling tower. The water-side economizer reduces cooling load of the chiller with outside cold water. The air-side
economizer pumps outside cool and dry air into the data hall to provide free air cooling.

However, it may waste a large amount of electricity to keep
the data hall at an unnecessarily low temperature. In contrast,
if the temperature in the data hall rises due to insufficient
cooling power, it may cause local hot spots where server
temperature exceeds the redline, leading to thermal emergency.
Hence, managing the cooling system is also critical for energy-
efficient data centers. A typical chilled-water air-cooled data
center with the air-side and water-side economizer is illus-
trated in Fig. 11, which includes a data hall with a air-side
economizer and a chiller plant with a water-side economizer.

At server or rack level, fans attached to the server or the rack
can be controlled to reject heat in an energy-efficient manner.
The fans circulate air, carrying heat away from the server or
rack. All heat generated by the server can be removed as the
fan speed increases, and the server temperature will not rise
[103]. As a result, the leakage power which monotonically
increases with the server temperature will not increase, lead-
ing to less server power consumption. Otherwise, the server
temperature will rise due to insufficient heat rejection by
fans, and more cooling power will be required to remove the
dissipated heat. It is worth noting that fan power consumption
is proportional to the cubic of the fan speed, implying that
there is a trade-off between power consumption of fans, servers
and the cooling system.

At the data hall level, several techniques can be applied to
improve energy efficiency. These techniques can be coarsely
categorized into two classes: (1) static optimization which
optimizes the layout or configuration of the data hall as well
as the server placement in the planning phase; (2) dynamic
optimization which dynamically controls the Computer Room
Air Conditioning (CRAC) inside a data hall or the outside
chiller plant in the operation phase.

As for the static optimization, data center operators are able
to choose cooling systems with higher energy-efficiency to
save cooling energy. Nowadays, legacy data centers usually
adopt air-cooling system with raised floor layout, which is
convenient for implementation and maintenance. However, the

most significant drawback of such a system is heat recircu-
lation, i.e., a portion of exhausted hot air fails to return to
the hot aisle and mixes with the supply cold air in the rack
inlet, which declines the cooling efficiency by a large margin
[104]. To tackle this problem, several other layouts have been
proposed and the basic idea of these layout is to prevent
dissipated hot air from intermingling with cold supply air via
hot aisle containment [105], row-level air cooling [106], [107]
and in-rack air cooling [108]. As for the hot aisle containment,
the hot aisle is sealed by installing enclosure between the
rear of a server rack and the ceiling roof, as shown in Fig.
11. Under such a layout, heat recirculation will be prevented
to a large extent. For other data hall air flow management
techniques with air cooling such as in-rack cooling, please
refer to [109] for detailed discussion. Moreover, data center
operators can also choose cooling systems with higher energy
efficiency such as liquid cooling systems [110] to achieve
further cooling energy reduction. Since liquid has much higher
specific heat capacity than air, liquid cooling has superior
cooling efficiency and is suitable for future data centers with
growing energy density. As for the liquid cooling system, it
can be classified into direct liquid cooling and indirect liquid
cooling [109]. Direct liquid cooling means that dielectric liquid
coolant contacts the electronic devices directly to absorb heat
dissipated by them, e.g., immsersion cooling [111]. Since
devices attach liquid coolant directly, there is no requirement
for pipes or enclosure, which is highly convenient for data
center operations. On the contrary, for indirect liquid cooling,
hot exhausted air contacts the pipe or the cold plate with liquid
coolant flowing inside and the heat is absorbed by the liquid
coolant in an indirect way. Because the liquid coolant is not
dielectric, indirect cooling may suffer from server shutdown
due to liquid leakage.

Besides choosing more energy-efficient cooling systems,
nowadays increasing number of data centers are equipped with
Thermal Energy Storage (TES) tanks to store cheap electricity
or unstable renewable energy [112]–[114]. When discharging,
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the cold energy stored in the cold water or ice in the tank is
leveraged to cool the warm return water, which reduces the
cooling load of the chiller. In terms of recharging, the chiller
utilizes the cheaper electricity or excess renewable energy to
provide additional cold water or ice, which is charged into the
tank. The merits of the TES compared to the ESS are three
folds [112]. Firstly, it is more environmental-friendly with less
recycling costs. Second, it has a longer life time (typically
20-30 years). In addition, it is more suitable for long-lasting
peak workloads since the batteries are designed to support the
uninterrupted operation for about 3-5 minutes.

Since the IT system and the cooling system are coupled,
server racks can be designed with high cooling efficiency to
save cooling energy. For example, Low Power (LP) blade de-
sign that leverages low power mobile processors for handling
I/O-bounded cloud workloads has been studied and the re-
sults showed promising electricity consumption saving without
sacrificing the service quality [115]–[117]. In addition, some
researchers designed dematerialized server racks to reduce
energy consumption of server fans. The cooling for the entire
rack is provided by a single array of shared fans along one side
of the rack, which significantly reduce fan power consumption.
Moreover, the servers are attached to a shared perforated spine
for highly efficient air cooling [118]. Besides the server rack
design, server placement can also be optimized by considering
the heat recirculation and workload variation [119].

In terms of dynamic optimization, there are several tech-
niques that allow us to control the cooling system reactively or
proactively. To save cooling power for an air-cooling system,
operators are able to dynamically adjust the vent tile opening,
CRAC blower rotational speed and air supply temperature.
The opening of a vent tile affects server racks near a vent tile
because it will affect air flow rate around the server racks. Such
adjusting can be achieved via Adaptive Vent Tile (AVT) [91].
The rotational speed of the CRAC blower can be controlled by
a Variable Frequency Drive (VFD) [91] which affects the air
flow rate. By increasing the CRAC blower rotational speed,
air flow rate will increase correspondingly, resulting in higher
cooling capacity. Hence, operators can dynamically regulate
the CRAC blower rotational speed to meet the cooling load. In
addition, operators can also change the air supply temperature
by controlling the supply chilled water temperature to keep
data hall temperature below the redline at all times. As CRAC
power consumption is negatively correlated with air supply
temperature [120], overprovisioning will result in unnecessary
CRAC power consumption. As a result, prudent air supply
temperature control can achieve significant cooling energy
savings, as demonstrated by [91], [121].

Aside from CRAC units, another important component in
the data center cooling system is the chiller plant which
includes chillers and cooling towers as shown in Fig. 11.
Typically, the chiller plant consumes about 50% total cooling
energy [122], as shown in Fig. 12. For a chiller, its power
consumption relates to the temperature of supply chilled water
and supply condenser water, the flow rate of the chilled water
and condenser water, as well as the partial cooling load [123].
In terms of the cooling tower, its power consumption is
related to the ambient weather (temperature, humidity, etc),
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Fig. 12: Power consumption of different components of a
chilled-water air cooling system [122]. Power consumption
of a chiller accounts for around 50% of total cooling energy.
Another major cooling energy consumer is the CRACs in the
data hall.

temperature and flow rate of condenser return water, and the
temperature set point of the condenser supply water [123].
Typically, these knobs can be controlled via model-based
[123], [124] and data-driven [125]–[127] approaches.

Besides controlling CRAC units and chiller plants, free
cooling has gained increasing attention in recent years. Free
cooling can be categorized into two classes, namely free
air cooling (air-side economizer) [128]–[131] and free liquid
cooling (water-side economizer) [132]. These two kinds of
economizers are illustrated in Fig. 11. For the free air cooling,
outside cool air is pumped into the data hall directly and the
requirement for a chiller plant to provide chilled water to cool
the hot return air is partially or fully eliminated. In terms of
free liquid cooling, when the cooling tower outlet water tem-
perature is lower than the return chilled water temperature, the
water-side economizer can be leveraged to precool the return
chilled water so that the cooling load of the chiller will be
reduced. Further, if the cooling tower outlet water temperature
is even lower than the chilled water supply temperature, the
chiller can be turned off and the full cooling load is satisfied
with the water-side economizer, leading to significant cooling
energy saving. Compared to traditional chilled-water cooling
systems where the chiller consumes considerable energy, free
cooling reduces the demand for the chiller and saves massive
energy, as presented in [128], [129]. However, the major
drawback of free cooling is that it is dependent on the outside
weather and can only be utilized when the outside temperature
and humidity are suitable for cooling data halls.

B. Energy-Efficient Computing

From the ICT side, a plethora of works have been conducted
to improve the energy efficiency of ICT devices on multiple
scales. In this section, we present existing works on energy-
efficient computing based on the control knobs that they
employ, which are summarized in Table VIII.

1) Chip Level Optimization: At the server level, a slice
of researchers leverage DVFS to reduce CPU energy con-
sumption. In [95], Ge et al. proposed CPU MISER, a real-
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Reference Constraints Control Knobs Formulation Algorithms Achieved Results

Ge et.al. [95] Performance loss CPU DVFS No specific
formulation Closed-form solution 20% energy saving

Dhiman et.al. [133] Service delay CPU DVFS Online learning Boosting up to 49%
energy saving

Ghasemazar et.al. [134] Throughput
CPU DVFS;

CPU core on/off;
Task assignment

Mixed Integer
Linear Programming Multi-tier PI control 17% energy saving

Wang et.al. [135] Response time VM placement;
CPU DVFS Feedback control LQR controller;

PI controller
Higher energy efficiency;
Stabilized response time

Wang et.al. [136]

CPU frequency
bound;

Total power
consumption

CPU time allocation;
CPU DVFS Feedback control MPC Controller;

PID controller Stabilized respond time

Meisner et.al. [137] No specific
constraints Server power mode No specific

formulation Greedy Heuristic
Significant energy

saving gain compared
to optimal DVFS

Wang et.al. [138] Response time Server power mode;
CPU DVFS

Stochastic
Programming closed-form solution

Significantly higher
energy efficiency

compared to [137]

Krioukov et.al. [117] No specific
constraints

Load balancing;
Server Provision

No specific
formulation

Greedy knapsack for
dynamic provision;

Weighted round robin
for load balancing

63% energy saving

Guenter et.al. [101] Server conservation Server power mode;
Server provision

Integer Linear
Programming ILP Solver

Considerable energy
saving with

server provision

Kusic et.al. [139]
Server capacity;
Minimum VM

resource

Server provision;
VM placement;

Workload distribution

Limited Lookahead
Control (LLC) LLC Solver 26% energy saving

Rao et.al. [140] SLA constraint
Server provision;

Geographical workload
distribution

Minimum cost flow Fast polynomial
time solver 30% energy cost saving

Abbasi et.al. [141]
QoS constraint;

idle power;
VM capacity

Online user association Mixed Integer
Programming Greedy Heuristic 14% energy cost saving

Zhou et.al. [142] Carbon capping;
Service delay

Geographical workload
distribution;

Server provision;
Server speed scaling

Lyapunov Optimization Generalized Bender
Decomposition

5% carbon emission
reduction with 3%

cost rising

Doyle et.al. [143] No specific
constraints

Geographical workload
distribution Graph Partition Voronoi Partition

26% carbon emission
reduction;

30% electricity
cost saving

Liu et.al. [144] No specific
constraints

VM mapping;
Server timeout

Continuous time
event-driven
semi Markov

Decision
Process

DQN with LSTM
workload predictor

26% carbon emission
reduction;

53.97% energy saving

Yi et.al. [145] No specific
constraints Job placement Markov Decision

Process
DQN with LSTM

state predictor
Significant cooling

energy saving

TABLE VIII: Summary of existing works on energy-efficient computing in terms of constraints, control knobs, problem
formulation, solving algorithm, and achieved results.

time DVFS scheduler, to minimize energy drawn by the CPU
while maintaining service performance. It is well known that
a task’s lifecycle can be either CPU-intensive or memory-
intensive. The intuition is to reduce CPU working frequency
when the task is not in the CPU-intensive phase. The CPU
intensity is forecasted using a time series analysis model
named RELAX, which predicts future workload via both
historical data and run-time profiling. Given the predicted CPU
intensity and maximum performance loss, the minimum CPU
working frequency is obtained with a closed-form solution.
Experiment results show that the proposed scheduler is able
to save more than 20% energy. [133] investigated a similar
problem and proposed a solution based on online learning.
In this framework, CPU intensity is evaluated by Cycles Per

Instruction (CPI) which can be obtained from the Performance
Monitoring Unit of a CPU. Different v− f pairs are regarded
as experts with bundled working frequency. After obtaining
the CPU intensity, the performance loss and the energy loss
of each v− f pair is evaluated and its weight is calculated in
closed form. The v − f pair with highest weight is selected
to be implemented in the current tick. Furthermore, the au-
thors also showed that provable convergence was achievable
with finite scheduler ticks. Experiment results show that the
scheduler can reduce a CPU’s energy consumption by up to
49%. Beyond modulating the frequency and voltage of a single
CPU, Ghasemazar et al. proposed a hierarchical scheduler for
a multi-core system that controlled CPU on/off, DVFS for
each working CPU and task assignment to each working CPU
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[134]. The objective is to minimize the energy consumption
while maintaining the throughput above a certain threshold.
These three types of decisions are made at different time
granularities: a) decision time granularity of CPU switch is
the largest, the b) decision time granularity of DVFS is the
second, and c) decision time granularity of task assignment
is the smallest. The decision to turn on or off CPU cores
are made based on a local greedy search, which compares
the energy consumption of turning on one more core versus
turning off a running core given current DVFS state and
task assignment decision. DFVS controllers for running cores
are feedback-controlled Proportional-Integral (PI) controllers
[146]. The task assignment problem is formulated a Knapsack
problem and solved via dynamic programming. In comparison
to the baseline policy which always turns on all cores, the
proposed scheduler saves 17% of energy.

As virtualization technology becomes more prevalent in
data center industry, some researchers also investigate the
potential of applying DVFS in virtualized servers. In [135],
Wang et al. proposed a two-layer control hierarchy for a
virtualized server, with a the primary control loop maintaining
load balancing among all VMs and a secondary control loop
minimizing energy consumption by scaling CPU frequency.
The primary loop is built on a well-established multiple-input-
multiple-output (MIMO) controller. To design the MIMO
controller, a parametric model with respective to the control
error and the resource allocation weight for each VM is first
established via system identification, and Linear Quadratic
Regulator (LQR) [147] is adopted subsequently. Because a
simplified linear model is adopted in the secondary loop, PI
control is utilized for its robustness against system modeling
error. Experiment results show that the proposed closed-
loop controller consumes significantly less energy than the
open-looped controller. Similar to [135], a control-theoretical
approach was also leveraged to stabilize the response time of
each VM and the power consumption of each server around
the set point for a virtualized server clusters [136]. In this
work, the response time controller is a Proportional-Integral-
Derivative (PID) controller [148] and the power control is
based on Model Predictive Control (MPC) [149]. It is reported
that the proposed hierarchical controller is able to effectively
stabilize both response time and power consumption.

2) Server Power Mode Optimization: In addition to con-
trolling CPU frequency as a energy-saving approach, other
researchers propose to manage the server power state to
improve energy efficiency. Due to the lengthy setup time,
data center administrators hesitate to implement server power
management technology, fearing that it will severely degrade
service quality [150]. In [150], the authors conducted an
empirical study on the relationship between server setup time
and the server sleep power, and they found that setup time
decreases monotonically with increasing server sleep mode
power. Inspired by these findings, the researchers investigated
the feasible regime of sleep power if server power state
management was applied in the data center. Two algorithms,
AlwaysOn and Reactive [117] are evaluated. The AlwaysOn
algorithm ensures that servers remain in operation regardless
of workload fluctuations. The number of active servers in the

Reactive algorithm is dynamically adjusted to meet varying
workloads. It is demonstrated that for some server sleep mode
power, the Reactive algorithm outperforms the AlwaysOn
algorithm by a large margin. Furthermore, the authors asserted
that the feasibility of server power management relied on
the workload statistics and power management was preferable
for slowly varying workloads. In [137], a simple energy-
saving solution called PowerNap was proposed, in which the
system rapidly switched between the low-power idle state
and high-performance active state. The basic idea is to idle
the server when there are no incoming requests and the task
queue is empty, and then activate the server back into a
high-performance mode when a request arrives. PowerNap is
modeled using an M/G/1 queue model, and average power
consumption is calculated in closed form. Furthermore, as a
baseline for comparing the energy-saving capability of server
provision and DVFS, an ideal DVFS controller with maximum
energy-saving potential is introduced. Trace-based simulation
results show that PowerNap outperforms DVFS significantly
in terms of energy savings because turning the server into idle
mode reduces energy consumption of all components in the
server, whereas DVFS only reduces CPU power consumption.
However, PowerNap does not account for the performance
loss caused by frequent power mode transitions. In [138],
Wang et al. combined server power mode management with
DVFS to further reduce server energy consumption and pro-
pose a controller named PowerSleep. Unlike [137] where the
server entered the high-performance mode as soon as a new
request arrived and returned to the idle mode as soon as
the request queue was empty, PowerSleep introduced three
temporal parameters called idle period threshold, sleep period
threshold, and procrastination period threshold. The server will
not enter the idle mode until the request queue is empty for
a period of time (idle period threshold). Similarly, if a new
request arrives while it is in sleep mode, it will wait for
a certain amount of time (procrastination period threshold)
before switching to the active mode. In addition, the maximum
sleep time (sleep period threshold) is optimized so that the
server can response to incoming requests quickly. Furthermore,
PowerSleep also takes DVFS into account and introduces
a server speed scaling parameter to further reduce energy
consumption. A M/G/1/PS with Starter queue model [151] is
utilized to relate the average energy consumption with these
four parameters and the optimal parameters are given in a
closed form solution. PowerSleep outperforms PowerNap in
terms of energy savings because it reduces unnecessary server
power mode switches and integrates with DVFS for additional
energy savings.

3) Cluster Level Optimization: A host of researchers also
attempt to perform provisioning for a cluster of servers in
addition to a single server. In [117], Krioukov et al. proposed
a cluster manager named NapSAC for a heterogeneous server
cluster that included servers, mobile devices and embed-
ded devices. The system designer aims to minimize energy
consumption by adjusting the power mode of each device.
The basic idea behind NapSAC is to handle the majority of
workload with high performance hardware while cooperating
with edge devices to satisfy burst workloads by adjusting the
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power mode of each device. The cluster manager is divided
into two parts: one for dynamic provisioning and another
for load balancing. Dynamic provisioning is modeled as a
Knapsack problem and solved using the greedy heuristic. Load
balancing is accomplished through weighted round robin algo-
rithm, with each device’s weight proportional to its computing
power. Compared to the baseline method without dynamic
provisioning, NapSAC can achieve 63% energy savings. By
jointly considering the energy saving, transition costs and
reliability costs, Guenter et al. proposed an automated server
provisioning system named ACES with the aim of minimizing
energy consumption while meeting workload demands within
a period of time [101]. ACES is formulated as a Markov
model that can be unrolled over time, resulting in a machine
state transition graph with the node representing the number
of servers in a specific power state (on/off) at a given time
slot and the edge representing the costs of state transition.
The costs include latency costs associated with server power
state transitions as well as maintenance costs equaling to the
server procurement costs divided by its duty cycles. Because
of state transition, the optimization is coupled temporally,
and thus future workload should be known in order for the
problem to be tractable. To predict the future workload, a
seasonal linear regression model is established. Due to the
special structure of the problem, integer linear programming
can be relaxed to linear programming and solved with a well-
established solver. Trace-based simulation results show that the
proposed predictive provisioning method saves considerably
more energy than the one without workload prediction. Similar
to [101], Kusic et al. also adopted predictive provisioning
and proposed a two-layer VM scheduler to minimize energy
consumption while fulfilling QoS constraints [139]. At a
coarse time scale, the scheduler should decide on the active
server and VM, while workload distribution and CPU share
of each VM are determined at a fine time scale. The Limited
Lookahead Controller (LLC) [152] is adopted to perform pre-
dictive provision, and the workload is forecasted via Kalman
Filter [153]. Experiment results show that the proposed scheme
can save up to 26% of energy.

Due to the complicated workload pattern in the real world,
such prediction-based approaches seem to be unrealistic in
practice and thus, it is preferable to design an online adaptive
automatic decision-maker. In this regard, some researchers
resorted to Reinforcement Learning (RL) [154], a model-free
online decision making algorithm to improve energy efficiency
of a cloud computing system. In [144], a hierarchical frame-
work for resource allocation and server power management
was proposed in a virtualized data center based on deep
reinforcement learning (DRL) [155]. The framework includes
a global tier for allocating VM resources to servers and a
local tier for distributed power management. The global tier
VM resource allocator employs a continuous-time and event-
driven decision making framework, with the control acting
only when a VM request arrives. The continuous-time Q-
learning for Semi Markov Decision Process (SMDP) [156]
is chosen as the underlying DRL technique. When a new
VM request arrives, the global controller’s state space is the
union of all server clusters’ states. The action decides which

server will serve the new request. The reward is a linear
combination of metrics for power consumption, VM latency
and reliability. In order to cope with the high dimensionality
of the state space, an autoencoder is utilized to compress the
state vector of each server cluster and the weights of each
autoencoder are shared to alleviate the training burden. In
the case of local server power management, a similar event-
driven DRL technique is leveraged and a LSTM predictor is
trained for each server to perform request inter-arrival time
estimation. The action is the optimal waiting time for a server
when its task queue is empty. According to the simulation
results, the proposed hierarchical DRL framework achieves up
to 50% energy saving compared to the round robin scheduler.
In addition, the local dynamic server power manager achieves
a better trade-off between power consumption and service
latency compared to the fixed waiting time policy. Similarly,
Yi et al. investigated the computation-intensive job allocation
problem via DRL technique [145]. In this work, server tem-
perature is also included in the state space so that the DRL
agent can be trained to avoid thermal emergencies. Typically,
the temperature distribution after executing a job allocation
decision is obtained via computational fluid dynamics (CFD)
simulation [157], which introduces significant computational
overhead. To address this problem, the authors design a
cascaded temperature and utilization prediction model based
on the LSTM model to estimate the server utilization and
temperature given current states and the actions. The offline
trained cascaded LSTM model mimics the thermal and ICT
dynamics in a data center and enables the training of the DRL
agent. Trace-based simulation results demonstrate that the
DRL agent significantly outperforms the control-theoretical
solution and baseline round robin scheduler in terms of energy
savings.

4) Geographical Distributed Data Centers Optimization:
Cloud data centers are typically diverse in terms of energy
efficiency, electricity prices, and carbon emission factors, and
many researchers propose leveraging spatiotemporal diversity
among a cluster of data centers to minimize energy-related
metrics such as energy consumption, energy costs and carbon
emissions while satisfying QoS constraints. In [140], Li et
al. attempted to utilize spatiotemporal variation in electricity
prices to minimize energy procurement costs of a cluster of
data centers by judiciously deciding the number of active
servers in each data center and the workload distributed to each
data center. For request delay, M/M/n queue modeling is uti-
lized, and the problem is formulated as a mixed integer linear
programming. A two-layer heuristic solver is proposed to solve
the problem efficiently. The solver first solves the workload
distribution with a standard linear programming solver, and
then the minimum number of active servers is derived based
on workload distribution results with M/M/n queue modeling.
The proposed framework can reduce electricity costs by up to
30.15%, according to simulation results. In [141], Dynamic
Application Hosting Management (DAHM) was considered
in a virtualized cloud where the manager should decided the
online user association to each data center, and the number of
VMs hosting each application in each data center. The goal is
to minimize the total cost including energy consumption costs,
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Reference Constraints Control Knobs Formulation Algorithms Achieved Results
Wang et.al. [158] CPU temperature redline Fan speed Convex Programming CVX 20% fan energy reduction

Piatek et.al. [103] No specific constraints Fan speed No specific formulation Lookup Tables About 10% total
energy saving

Piatek et.al. [159] CPU temperature redline Fan speed Integer Programming Brute force search
10% total energy saving;

80% cooling
energy saving

TABLE IX: Summary of existing works on server fan control in terms of constraints, control knobs, problem formulation,
solving algorithm, and achieved results.

SLA violation costs, and VM migration costs. VM migration
costs are proportional to the number of VMs migrated in a
time slot. The cost of SLA violation is the sum of punishment
values for each user whose delay requirement is not satisfied.
Since the migration cost is non-zero, the optimal DAHM
solution is only possible if the manager is aware of all future
information. Hence, a greedy heuristic algorithm which always
assigns users in an area to a data center with the lowest cost
is proposed to solve DAHM in an online manner. Trace-based
simulation results show that the proposed greedy solver can
save 20% of the cost compared to the cost-oblivious solution
which assigns users to the data center with the least amount
of delay.

Furthermore, some researchers consider carbon emission
issues as part of the global workload management problem. In
[160], Zhou et al. considered the electricity cost minimization
problem under the carbon emission capping constraint by
jointly controlling the global workload distribution across
multiple data centers, the number of active servers in each
data center, and the server speed scaling in each data center.
Carbon emission constraint is formulated as a long-term time-
averaged carbon emission budget. The problem is expressed as
a Lyapunov Optimization and the asymptotic optimal policy is
obtained by solving the linear programming problem in each
time slot. Simulation results show that there exists a clear
trade-off between electricity cost savings and carbon emission
reduction: electricity costs decrease monotonically as carbon
emission budgets increase. Different from [160] which consid-
ered cost optimization over multiple time intervals, Doyle et al.
considered the instantaneous total cost minimization problem
for cloud data centers [143]. The geographical workload
balancing is formulated as a graph partitioning problem. The
graph has two kinds of nodes: the source node represents
requests from a specific area and the destination node rep-
resents a certain data center. The weight between a source
node and a destination node is the cost considering electricity
costs and carbon emissions. Graph partitioning is the process
of assigning each source node to a destination node in order
to minimize the weighted sum, and it is accomplished using
Voronoi Partitions [161]. Simulation results reveal that the
joint optimization solution can reduce total carbon emissions
by 21% compared to the baseline round robin scheduler.

C. Energy-Efficient Cooling

On the cooling side, a slice of researchers focus on improv-
ing the energy efficiency of the cooling system by controlling
the key components of the cooling system, e.g., the chiller
plant and CRACs in a data hall. Other researchers state

that the ICT system is inextricably linked with the cooling
system and they propose joint ICT and cooling control in
order to save even more energy. Although some vendors
attempted to implement advanced cooling techniques with
higher energy efficiency in their data centers, e.g., evaporative
cooling [15], direct-to-chip liquid cooling [130] and immersion
cooling [111], most legacy data centers still utilize air-cooling
techniques to reject heat generated by ICT devices. Therefore,
in this section, we concentrate on the works towards energy-
efficient air-cooled data centers.

1) Server Fan Speed Optimization: At the rack level, fans
are installed in the server rack containing multiple servers to
circulate air and remove heat. In addition to server energy
consumption, fans also consumes a considerable portion of
energy, sometimes up to 51% in some server configuration
[166]. Hence, quit a few researchers investigated the fan
management problem so that either the energy consumption
of fans or the total server rack can be minimized [103], [158],
[159], and the approaches for optimizing server fan speed are
summarized in Table IX. In [158], Wang et al. investigated
optimal fan speed control for a blade server. In their frame-
work, the power consumption of a fan is modeled as a cubic
function with respect to fan speed. A simplified parametric
CPU thermal model is established based on thermodynamic
principals for each server. The CPU heating process is modeled
by a Resistance-Capacitance (RC) circuit in which the thermal
resistance, and thermal capacity are related to the air flow rate
which is related to the fan speed, and the source is the heat
dissipated from server CPUs. To determine model parameters,
System identification is implemented. Based on the thermal
model, transient CPU temperature in the near future can be
predicted accurately. By solving a constrained optimization
with the predicted CPU temperature, proactive fan speed
control is implemented. Experiment results show that 20% fan
energy savings are achievable compared to the reactive control
scheme. However, [158] only looked at the fan energy savings
without taking into account the trade-off between fan energy
savings and potential total energy consumption increases. In
[103] and [159], the authors pointed out that the provisioning
of fan speed may increase the energy consumption of ICT
devices and cooling systems because the leakage power of
ICT devices will increase as the temperature rises, resulting
in an increase in cooling system energy consumption. In their
works, Piatek et al. studied this trade-off systematically for
micro servers and the impacts of server fan speed control
on the energy consumption of a data center. Both [103] and
[159] used a similar CPU thermal model based on an RC
circuit to enable proactive control. To minimize the energy
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Reference Constraints Control Knobs Formulation Algorithms Achieved Results

Azimi et.al. [119] No specific constraints Server Layout Integer Linear Programming LP Relaxation Over 40% cooling
energy saving

Zhou et.al. [91] No specific constraints

Vent tile opening;
CRAC blower

rotational speed;
Air supply
temperature

Model predictive control MPC controller 36% cooling energy saving

Zhou et.al. [162] No specific constraints

CRAC blower
rotational speed;

Air supply
temperature

Model predictive control Decentralized
MPC controller

Significant cooling
energy saving

Zhou et.al. [163] No specific constraints
CRAC blower

rotational speed;
Vent tile opening

Model predictive control
Decentralized

MPC controller
with coordination

Improved CRAC
load balancing

Lazic et.al. [164] Safe operation constraint
CRAC blower

rotational speed;
Vent tile opening

Model predictive control
MPC controller

with random walk
exploration

Significant cooling energy
saving compared to

PID controller

Wan et.al. [165] No specific constraints Vent tile opening Markov Decision Process
DQN controller

with reward sharing
and fingerprint

Smaller rack inlet
temperature variance

TABLE X: Summary of existing works on data hall configuration optimization in terms of constraints, control knobs, problem
formulation, solving algorithm, and achieved results.

consumption of both ICT devices and fans, various fan speed
control schemes are proposed, including constant low fan
speed policy and dynamic fan speed policy. The results from
a proof-of-concept testbed demonstrate that fan speed control
can significantly reduce fan energy consumption. Furthermore,
despite the increase in energy consumption of servers and
cooling systems, the total energy consumption is reduced in
comparison to the fan speed-agnostic scheme.

2) Data Hall Configuration Optimization: On the data hall
side, researchers studied either the static server placement
optimization problem or the dynamic cooling system optimiza-
tion problem in order to minimize energy consumption of the
cooling system and the related works are summarized in Table
X.

In terms of static optimization, Azimi et al. studied the
thermal-aware server layout planning problem in a heteroge-
neous data center [119]. The goal of server layout planning
is to properly place different servers with varying power
specifications in different locations throughout the data hall
in order to minimize total heat recirculation. Three algorithms
based on greedy heuristic, integer linear programming and
stochastic programming are proposed and simulation results
show that around 40% cooling energy saving was possible
with proper server placement.

Although strategic layout planning can significantly reduce
cooling power, static optimization is incapable of handling
varying workloads as well as periodic server upgrades through-
out a data center’s lifecycle. Therefore, growing emphasis is
placed on dynamically controlling cooling system parameters
such as CRAC blower rotational speed and air supply temper-
ature [162] [163] [91] [164], water flow rate of the water pump
[125] and etc. In [162], the basic energy and mass conservation
law was used to derive a simplified thermal dynamic model
for describing the complex mass and energy flow in the data
center. This model establishes the linear relationship between
the future inlet temperature and the current inlet temperature,
air supply temperature, CRAC blower rotation speed, and vent

tile opening. System identification experiments are conducted
to determine the parameters in the model. With this model, a
MPC controller for minimizing the cooling energy in response
to dynamic ICT workloads is proposed, which determines the
air supply temperature, CRAC blower rotation speed and vent
tile opening simultaneously. Experiment results show that the
MPC controller could save 36% cooling energy compared to
adjusting the CRAC units’ blower speed and vent tile opening
separately. Since the number of servers and CRACs in modern
data centers is usually very large, the centralized MPC con-
troller proposed in [91] suffers from the curve of dimensional-
ity. To overcome the computational challenge incurred by the
centralized control scheme, based upon the thermal model es-
tablished in [91], a decentralized MPC controller for multiple
CRACs is proposed based on the observation that each CRAC
in a data center only has significant effects on the nearby racks
[162]. The cooling energy is minimized while the rack inlet
temperature maintains below a threshold by controlling the
CRAC blower rotational speed and air supply temperature.
It was reported that the distributed control scheme was valid
and effective in providing energy-efficient cooling for a large-
scale data center. In [163], the authors further extended the
distributed control scheme developed in [162], allowing for
coordination between multiple controllers. The motivation for
developing cooperative controllers stemmed from the fact that
the coupling between neighboring thermal zones was ignored
in [162], resulting in CRAC load imbalance. Such imbalance
would reduce energy efficiency and even shorten the CRAC’s
lifespan. In the cooperative control scheme, each controller
responsible for a thermal zone was also a MPC controller
and local controllers exchanged information with those in the
nearby thermal zones so that the CRACs in the same group of
thermal zones had the same air supply temperature to prevent
load imbalance. The authors discovered that by coordinating
multiple CRACs, they were able to achieve significantly better
CRAC load balancing. In addition, a data-driven, model-based
MPC controller was proposed for dynamic control of the
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CRAC blower rotational speed and the valve opening for
chilled water in [164]. The complicated thermal dynamic of a
data center is linearized in terms of the state vector, control
variables and exogenous variables. To achieve system identi-
fication, a randomized exploration over controls approach is
utilized to collect sufficient data with a wide dynamic range
to learn the system dynamics more robustly. This exploration
strategy uses a simple, range-limited uniform random walk
over each control variable. In terms of the control process,
optimal policy is obtained in each step by optimizing a
linear combination of the quadratic error between current state
variables and set the points, as well as that between control
variables and their corresponding minimum allowable values,
with the goal of minimizing cooling energy while maintaining
the data center’s safety. Experiment results demonstrate that
the MPC controller could effectively and safely operate a
data center after only a few hours of exploration with little
prior knowledge of system dynamics. Furthermore, energy
efficiency of the cooling system is significantly improved
compared to that with traditional PID controllers. Different the
works based on model predictive control, Wan et al. proposed
using AVT to improve the local cooling delivery via MARL
techniques [165]. They formulate the AVT control problem
as a Markove Decision Process and control objective is to
strike a balance beween rack inlet temperature distribution and
the power consumption. An agent is trained offline for each
AVT with Deep Q-Learning (DQN) [155]. Furthermore, the
idea of reward sharing and fingerprint [167] is adopt so that
the individual agent can be trained in an cooperative manner.
In addition, this approach has been evaluated in a prototype
data center and the evaluation results show that the variance
of rack inlet temperature is reduced significantly, leading to
better cooling delivery and potential system energy saving.

3) Chiller Plant Optimization: The aforementioned solu-
tions only focus on the data hall optimization, ignoring the
optimization of the chiller plant which is another critical
component in the DC cooling system, and many researchers
have developed approaches to improve energy efficiency of a
chiller plant. Related literature is summarized in Table XI.

Some researchers adopted model-based control approaches
to optimize the energy efficiency of a chiller plant. The
power modeling of a chiller plant is based on the underlying
physical law of each component. After the power model
for each component is established, an optimization problem
is formulated to minimize cooling energy consumption. For
example, a quadratic power model of a chiller plant with
regard to the chiller water temperature, condenser water tem-
perature and air supply temperature was established in [124].
Multiple simulations with varying external variables (tem-
perature, humidity and etc) and three control variables were
conducted to obtain massive data points and linear regression
is utilized to determine the model parameters. Optimal linear
control laws for these three control knobs were derived and
the results show that the quadratic power model is a good
fit to actual power consumption and significant chiller plant
energy savings are achieved with the optimal control policy.
In addition, Yu et al. developed a load-based speed control
scheme for the cooling tower fan and the condenser water

pump [123]. Thermodynamic models for each component of
a chiller as well as the cooling tower are developed. Based
on these models, the authors proposed adjusting the cooling
tower fan speed and the condenser water flow rate linearly
with regard to the Partial Load Ratio (PLR). In addition,
optimal cooling tower water leaving temperature is derived
as a quadratic function of the PLR. Simulation results show
that 5.3% annual electricity consumption saving was available
when the condenser water flow rate and the cooling tower fan
were controlled optimally.

However, model-based methods require accurate modeling
for the chiller plant, which may be infeasible in the real
world because the power consumption of a chiller plant
is related to the dynamic weather condition, aging of the
chiller and etc. Therefore, some researchers adopted model-
free approaches to regulate the chiller plant. Among them,
extremum seeking control (ESC) has attracted widespread
attention from the mechanical community due to its model-
free and real-time optimization properties [125]. In [168], a
real-time control approach based on extremum seeking control
(ESC), a model-free control scheme [170], was developed
to optimize the condenser water temperature set point. By
iteratively interacting with the oracle function and narrowing
down the interval that contains the optimal set point, it is
guaranteed to return the optimal set point for a convex oracle
function within finite number of iterations. Since the power
consumption of the chiller plant is a convex function of
the condenser water temperature set point for a fixed PLR,
the algorithm is guaranteed to find the optimal set point. In
contrast to [168] where only condenser water temperature set
point was considered, the cooling tower fan, the condenser
water pump, the chilled water pump and the condenser water
set temperature were jointly controlled via multivariate ESC
[169]. To handle the constraints imposed on the inputs, a
quadratic penalty function is added into the objective function
that is the total power consumption of the cooling tower, the
chillers and the water pumps. Simulation results based on
Modelica2 demonstrate its significant energy saving potential.
Despite the success of ESC-based approach, it was pointed
by [125] that ESC might not always find the optimum in the
search space due to the sophisticated dynamics of a chiller
plant.

With the proliferation of sensor big data, quite a few
researchers attempt to incorporate domain knowledge with
data-driven modeling to realize accurate energy modeling of
a chiller plant, and then perform optimization based on such
data-driven energy models. For example, a data-driven chiller
plant modeling and optimization method were proposed to im-
prove the energy efficiency of a chiller plant [125]. Unlike the
traditional modeling approach relying on domain knowledge
of mechanical cooling, electrical and thermal management of a
data center, the author decomposed the chiller plant into seven
modules with domain knowledge and established parametric
models for them. Cubic functions are used to model the power
consumption of the water pumps and the cooling tower in
terms of the variable speed drive (VSD) speed of the condenser

2https://modelica.org/ (accessed date: Mar. 15, 2022)
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Reference Constraints Control Knobs Formulation Algorithms Achieved Results

Ahn et.al. [124] Safe operation
constraints

Chiller water temperature;
Condenser water temperature;

Air supply temperature
Quadratic Programming Closed form solution Significant chiller

plant energy saving

Yu et.al. [123] No specific
constraints

Cooling tower fan;
Condenser water pump No specific formulation Closed form solution About 5.3% chiller

plant energy saving

Tyagi et.al. [168] Safe operation
constraints Condenser water temperature No specific formulation ESC Significant chiller

plant energy saving

Mu et.al. [169] Safe operation
constraints

Cooling tower fan;
Condenser water pump;

Chilled water pump;
Condenser water temperature

No specific formulation Multivariate
ESC

Significant chiller
plant energy saving

Vu et.al. [125] Safe operation
constraints

Cooling tower fan;
Condenser water pump;

Chilled water pump
Nonlinear Programming COBYLA solver 5-10% chiller plant

energy saving

Zheng et.al. [126] No specific
constraints

Chiller cooling
load allocation No specific formulation Predictive planning About 30% cooling

energy saving

Chen et.al. [127] Safe operation
constraints Supply water temperature Markov Decision Process Differentiable MPC 16.7% chiller plant

energy saving

TABLE XI: Summary of existing works on chiller plant optimization in terms of constraints, control knobs, problem formulation,
solving algorithm, and achieved results.

water pump, the chilled water pump, and the cooling tower fan.
The nonlinear relationship between VSD speed and water flow
rate is modelled by a neural network. An optimization problem
is formulated to minimize the total energy consumption of the
chiller, the water pump and the cool tower under the safe
operation constraint of each module. The simulation results
show the superiority of the parametric model with domain
knowledge over the black-box modeling, and it is capable of
saving 5-10% of cooling energy. A similar domain knowledge-
integrated concept was used to assign the cooling load to each
chiller in the chiller plant [126]. This issue is also known as
Chiller Sequencing (CS). To accomplish this, the Coefficient
of Performance (CoP) of each chiller under different cooling
loads is predicted using historical data by machine learning.
The prediction features are based on domain knowledge of
the chiller plant, which includes temporal, meteorological, and
mechanical information.

After that, the controller is able to obtain the chiller
optimal cooling load distribution with minimum electricity
consumption while satisfying the cooling demand based on
the predicted CoP and the cooling demand. The data-driven
approach saved over 30% of chiller plant energy, according to
simulation results. In contrast to [125], [126] in which domain
knowledge was incorporated into the energy modelling of a
chiller plant, Chen et al. proposed to control the supply water
temperature via reinforcement learning (RL) and integrated the
knowledge of control laws into the training process of the RL
agent through imitation learning [171] in order to accelerate
training [127]. The RL agent is first trained offline to mimic
the behavior of a traditional PID controller. Once it is put into
the environment, it consistently improves its policy in an end-
to-end manner via Proximal Policy Optimization (PPO). In
addition, the complex system dynamics are also incorporated
into the RL agent with Differentiable Model Predictive Control
[172] to improve sample efficiency. Experiment results showed
a 16.7% cooling energy reduction compared to existing PID
controller.

4) Joint IT and Cooling Optimization: The previously
mentioned works only attempt to save cooling energy by only

controlling the cooling system while keeping the data center
operating within the thermal safety region. However, a joint
IT and cooling optimization is preferable because the heat
generation and rejection process connects the IT system to
the cooling system. Hence, a number of studies have been
conducted to investigate the benefits of jointly optimizing IT
and cooling systems and they are summarized in Table XII.

The fact that IT and cooling systems are nonlinearly cor-
related is a major challenge for joint control. For example,
to determine the effects of a specific IT workload scheduling
decision on the ambient temperature, sophisticated nonlinear
CFD simulation should be conducted to obtain the temperature
field. Therefore, if we want to obtain a temperature field
using CFD simulation, it is nearly impossible to perform near
real-time dynamic IT and cooling control. To overcome it,
a simplified linear thermal model was widely adopted in the
literature [120], [173]–[177], [180]. In this model, each rack
inlet temperature is modeled as a linear combination of the
air supply temperature and the weighted sum of each rack’s
power consumption:

Tin = Ts · 1+Dp, (6)

where Tin is the vector form of the rack inlet temperature, Ts
is the air supply temperature, and 1 is the all-one vector with
the dimension equaling to the number of server racks. p is the
vector form of the power consumption of each server rack and
D is the coefficient matrix obtained through multiple offline
CFD simulations.

Some researchers explored the thermal-aware server pro-
visioning and server speed scaling. In [120], Pakbaznia et
al. proposed to minimize total energy consumption of a data
center by jointly controlling the air supply temperature, server
provisioning, and server speed scaling. For a fixed air supply
temperature, the problem was formulated as an Integer Linear
Programming (ILP). The ILP problem is solved for multiple air
supply temperature candidates and the one with minimum total
energy consumption is chosen as the final solution. The ex-
perimental results demonstrate that an average of 13% energy
saving is available. In [173], a similar problem was studied and
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Reference Constraints Control Knobs Formulation Algorithms Achieved Results

Pakbaznia et.al. [120] temperature redline;
server capacity

Air supply temperature;
Server provision;

Server speed scaling

Integer Linear
Programming ILP solver 13% energy saving

Pakbaznia et.al. [173] temperature redline;
server capacity

Air supply temperature;
Server provision;

Classis on/off

Integer Linear
Programming ILP solver

Significantly
outperform

greedy
algorithm

Sansottera et.al. [174] temperature redline;
service delay

Air supply temperature;
Job placement

Mixed Integer
Non-linear

Programming

Greedy Least Power
(GLP)

8% total
energy saving

Li et.al. [175] No specific constraint Power distribution;
Task scheduling

No specific
formulation

TEL/TLE
heuristic

Significant computing
energy reduction

Abbasi et.al. [176] Response time;
Load balancing

Server provision;
Workload distribution

Nonlinear Mixed
Integer Programming

TASP-LRH;
TASP-CPLRH;
TAWD-LRH;

TAWD-CPLRH

Up to 40%
energy saving

Mukherjee et.al. [177]

Server capacity;
VM resource requirement;

VM execution time;
VM deadline

VM placement;
VM migration

Nonlinear Integer
Programming

GA-based algorithm
(SCINT);

LRH heuristic

Up to 60%
energy saving

Xu et.al. [129] QoS constraint

Geographical
workload distribution;

Batch job
scheduling

Convex Programming Distributed
ADMM solver

5%-20%
cost saving

Liu et.al. [128]

Server capacity;
Battery evolving

equation;
Batch job
parallelism

Free cooling;
Battery charge
and discharge;

Batch job
scheduling

Convex Programming CVX Free cooling
is critical

Li et.al. [130] Temperature redline

Geographical
workload distribution;
Workload placement
within a data center

Mixed Integer
Linear Programming LINGO solver Up to 38%

energy saving

Ji et.al. [131] Server capacity Free cooling;
Job scheduling Integer Programming Greedy heuristic

with task grouping
Over 50%

energy saving

Yi et.al. [145]
Safe operation of

both IT and
cooling system

Job scheduling;
Air flow rate

Markov Decision
Process PADQN 15% energy saving

Chi et.al. [178]
Safe operation of

both IT and
cooling system

Job scheduling;
Air flow rate

Markov Decision
Process MARL

Outperform [145]
in energy
efficiency

Zhou et.al. [179] No specific constraints Job scheduling;
Air flow rate

Markov Decision
Process

DQN for job
scheduling;

DDPG for air flow
rate control

15% overall
energy saving

TABLE XII: Summary of existing works on joint IT and cooling optimization in terms of constraints, control knobs, problem
formulation, solving algorithm, and achieved results.

a Temperature-Aware Dynamic Resource Provisioning (TA-
DRP) framework was proposed to improve energy efficiency
of a data center. To perform server provisioning, a work-
load prediction technique based on seasonal autoregression is
utilized and the authors validate its effectiveness using real-
world workload trace data. Following the forecasting of the
workload, the required number of servers is determined based
on the average number of servers required by a request. After
the desired number of servers is calculated, the controller
selects the locations of servers that will be employed in
the next epoch with the goal of maximizing the air supply
temperature to save cooling energy. The simulation results
show that TA-DRP can save significantly more energy than
the temperature-agnostic server consolidation scheme which
prefers to turn on servers in an already-running racks.

Unlike [120] and [173] which focused on thermal-aware
server provisioning, other researchers pay attention to reducing
total energy consumption via workload scheduling. In [174],

Sansottera et al. proposed to minimize the energy consumption
of a data center via judicious workload placement. The linear
thermal model (6) is utilized and the problem is formulated
as a Mixed Integer Non-Linear Programming (MINLP). To
find the approximate solution of the complicated MINLP, a
greedy heuristic algorithm called Greedy Least Power (GLP)
is proposed, which attempts to place the job in the server with
the least increase in total energy consumption. It is reported
that the cooling-aware workload scheduling scheme can save
8% total energy compared to a performance-only strategy.
In [175], the trade-off between minimizing total energy con-
sumption, reducing task latency, and lowering down peak inlet
temperature is investigated. In this work, the highest priority is
to minimize peak inlet temperature (T), which is accomplished
by proportionally disitributing power to each server based
on the Heat Recirculation Factor (HRF) [181] that defines
a server’s contribution to total heat recirculation in a data
center. Following the determination of power distribution, two
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heuristic algorithms called TEL/TLE are developed based on
different priorities on latency (L) and computing energy (E).
The TEL algorithm is able to minimize the peak inlet tempera-
ture and significantly reduce the computing energy by slightly
sacrificing task latency, according to simulation results. In
[176], Abbasi et al. took server provisioning and workload
scheduling problems as a whole and proposed a thermal-aware
scheme named TOMACA that included thermal-aware server
provisioning (TASP) and thermal-aware workload distribution
(TAWD). The goal of the TASP is to minimize total energy
consumption while making the peak inlet temperature equal to
the redline temperature by controlling the on/off of each server.
Load balancing is also considered as a constraint in TASP for-
mulation. Following a decision on server provisioning, TAWD
is implemented at a fine time granularity (5-10 seconds) to
minimize the same objective function as TASP with proper
workload placement. A heuristic solutions is proposed for
TASP and TAWD. The basic idea of the heuristic algorithms
is to turn on the servers that contribute the least to total heat
recirculation, and to place more workload on these servers in
order to save cooling energy. Besides minimizing total energy
consumption of a data center, Mukherjee et al. considered
a multi-objective optimization problem in a virtualized data
center where the sum of total energy and VM migration cost
was minimized by controlling VM placement and migration
[177]. The reason for introducing VM migration is to more
flexibly migrate workloads into cooling-efficient servers to
save cooling energy. To solve nonlinear integer programming
with perfect knowledge of future system states, one offline
solution named SCINT based on genetic algorithm (GA) [182]
is proposed. However, the high time complexity of SCINT,
as well as the requirement of future information, makes it
impractical for implementation. Therefore, two online greedy
heuristic algorithms are developed. Similar to [175], one
heuristic algorithm prefers servers with less heat recirculation.
Another heuristic algorithm is based on the idea of Early-
Deadline-First (EDF) by relocating VMs approaching their
deadline to thermal-efficient servers. It is shown that the offline
SCINT algorithm can achieve up to 60% energy saving, while
heuristic algorithms can also save up to 25% of the energy.

The preceding solution only considered the joint opera-
tion of the IT system and the CRAC unit in a data center
(by changing air supply temperature). Nowadays, as novel
energy-efficient cooling techniques such as free air cooling
and direct liquid cooling gain popularity, some researchers
have attempted to integrate such cooling techniques into data
centers and investigate the energy-saving potential of joint
IT and cooling optimization. In [129] and [128], free air
cooling was utilized to reduce cooling energy consumption.
Because the availability of free cooling depends on local
weather, which exists spatiotemporal variation, researchers
consider scheduling the workload either spatially [129] or
temporally [128]. By utilizing spatial variation of free cooling,
Xu et al. proposed a temperature-aware geographical load
scheduling system which minimized the sum of the total
energy cost of data centers and the request routing cost due
to service delay. The problem is formulated as a convex
programming and a distributed Alternating Direction Method

of Multipliers (ADMM) [183] solver is developed to solve the
large scale optimization efficiently. Simulation results show
that free air cooling could save 5-20% of total energy. In
[128], a data center with free cooling, on-site renewable energy
generation, and batteries was optimized with the objective
of maximizing profits. The workloads include web requests
with strict service delay constraints and batch jobs that can
be deferred temporally to align with the presence of free air
cooling or renewable energy. The revenues come from the
execution of batch jobs and the costs are the total energy costs.
With the knowledge of future workloads and renewable energy
production, the problem is formulated as convex programming.
To make the optimization tractable, a K-Nearest Neighbor
(KNN) predictor is exploited to perform a renewable energy
forecast and seasonal autoregressive model is adopted for
workload prediction. Trace-based simulation results reveal that
free air cooling is critical in terms of energy savings because
it can meet the majority of cooling demand. Furthermore, the
authors claimed that the best time of a day to execute batch
jobs was at night, when free air cooling capacity was at its
peak and the demand for serving web requests was at its valley.

In addition, liquid cooling was introduced in [130] and
[131] to improve the energy efficiency of the cooling system
even further. In [130], a data center with a hybrid cooling
system including traditional chilled-water air cooling, direct
liquid cooling and free air cooling was considered. As for the
direct liquid cooling, the CPU in a server is directly connected
with a cold plate containing the coolant to absorb heat, while
the other components are still cooled by chilled air flow or
free air cooling. A hierarchical control scheme is proposed,
which contains a global tier for distributing workloads among
multiple geo-dispersed data centers and a local tier for thermal-
aware workload placement within a data center. The authors
claimed that the hybrid cooling system was able to reduce up
to 38% cooling energy and achieve near-optimal PUE (∼ 1)
when the outside temperature was around 26 ◦C. In [131], Ji
et al. investigated the workload scheduling in a data center
integrated with direct liquid cooling and free air cooling. The
authors found that the optimal cooling system configuration is
a piecewise function. When the amount of workloads is less
than a certain threshold, the best option is to rely solely on
free air cooling. Direct liquid cooling is preferable once the
amount of workloads exceeds the threshold. Based on this,
integer programming is developed to minimize the total energy
consumption of the data center and a heuristic algorithm is
proposed. The basic idea of the solver is to serve all requests
with a minimum number of servers by task grouping so that
server utilization can be improved and new servers can always
be turned on with the lowest marginal cost. Simulation on
different real-world trace data validates the superiority of the
proposed solution in terms of energy savings.

Most existing works on joint IT and cooling system opti-
mization are based on model-based approaches. Due to the
inherent complexity of the underlying physical processes,
simplified models such as Eq. (6) are often adopted. However,
such models are sometimes either insufficient or inaccurate
in capturing the complex dynamics of various interacting
processes within a data center [184]. Hence, researchers have
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recently begun to investigate joint IT and cooling control with
data-driven model-free approaches such as DRL [178], [184].
In [184], a PArameterized action space based Deep Q-Network
(PADQN) algorithm was proposed to jointly control IT task
scheduling and air flow rate of CRACs in a data hall with
highly dynamic and time-variant environments. The action
space of the IT system is discrete and that of the cooling
system is continuous, and thus existing DRL techniques cannot
handle such hybrid action space well. Therefore, the authors
incorporated the parameterized action space MDP (PAMDP)
technique [185] into the framework. Specifically, given the
current system state, the controller uses a deterministic policy
neural network to generate continuous actions for air flow
rate adjustment. Subsequently, the action along with current
state are sent to the Q-Network to generate the discrete
action with highest Q-value for job scheduling. Furthermore,
a two-time-scale control framework is developed to capture
the different response time for IT system control (a few
microseconds) and cooling system control (a few minutes).
Trace-based simulation results show that PADQN outperforms
the existing cooling system controller based on MPC by 15%.
Unlike [184] that solved the hybrid action space issue with
PAMDP technique, Chi et al. proposed a more direct solution
using Multi-Agent Reinforcement Learning (MARL) [178].
Two DRL agents are trained offline: one for producing discrete
actions for controlling the IT system and another for producing
continuous actions for controlling CRACs in a data hall. In
order to boost cooperation between these two agents, their
states and actions are shared with each other. In this way,
the cooling agent will learn to adjust the air flow rate based
on the task scheduling decision. Similarly, an IT agent will
also learn to adjust its task scheduling policy in response to
a specific CRAC configuration. In terms of energy savings,
the simulation results demonstrate that the MARL solution
slightly outperformed PADQN [184]. Furthermore, a unified
framework for joint IT and cooling optimization based on
DRL techniques is proposed by Zhou [179], where three
control problems (load-aware target cooling, thermal-aware
task scheduling, and iterative IT-facility optimization) can be
addressed simultaneously. The IT task scheduling is achieved
with a DRL agent based on DQN and the CRAC control is
fulfilled with a Deep Deterministic Policy Gradient (DDPG)
[186] controller, which can handle the continuous action space
of the cooling system. In addition, such a framework is flexible
because it can be adopted by either the IT manager in a
data center who does not have access to the cooling system
control or the facility manager who cannot control the IT
task scheduling due to decoupling of the two controllers.
Evaluations on the real-world trace data demonstrate that this
approach can save up to 15% total energy consumption of a
hyper-scale data center.

Summary: most existing solutions for improving energy
efficiency of a data center aim to optimize either the IT system
or the cooling system. In addition, some efforts have been
made in joint IT and cooling system optimization to improve
energy efficiency even further. However, existing works often
formulated the problem as a constrained optimization with the
objective of minimizing energy consumption under QoS and

Cooling System Locations Temperature

Air cooling

Cold aisle (CRAC supply)
Hot aisle (CRAC return)

Chilled water supply
Chilled water return

10-32 ◦C
50-60 ◦C
7-10 ◦C
35 ◦C

Liquid cooling Liquid supply to servers
Liquid exits servers

70-75 ◦C
72-80 ◦C

TABLE XIII: Summary of thermal properties for the air
cooling and liquid cooling system [4].

thermal constraints. The accuracy of the modeling for both the
IT and the cooling system is critical for these solutions’ suc-
cess in practice. However, high fidelity models of the IT and
cooling system tend to be highly complicated, which impedes
their application in optimization-based approaches because
the optimization problems will become intractable with these
models. In this regard, a slice of researchers investigate model-
free controllers with emerging DRL techniques and obtain
satisfactory results that outperform traditional optimization-
based solutions, showing the potential of DRL in data center
energy efficiency enhancement.

VII. CARBON-NEUTRAL DATA CENTER: FROM ENERGY
CIRCULATION PERSPECTIVE

As data centers have become a major energy consumer
due to the rising demand for cloud-based connectivity and
computing, researchers have started to explore proper methods
for reusing energy in a data center to reduce their energy
consumption as well as carbon emissions. The energy con-
servation law states that energy can neither be created nor
destroyed; rather, it can only be transformed or transferred
from one form to another [187]. In a data center, most of
the electricity drawn by the ICT system and cooling system
is converted into waste heat. Such waste heat can be utilized
as a renewable energy source [188] [189] or providing com-
plementary cooling for a data center [190] [191], or being
sold to other customers such as district heating networks [17]
[192], nearby power plants [193], and seawater desalination
plants [194] to reduce carbon emissions of these waste heat
customers, resulting in carbon credits that can be leveraged to
offset carbon emissions. Therefore, developing highly efficient
energy recycling systems is also critical on the path towards
carbon neutrality. The waste heat sources within a data center
will be first presented in this section. Subsequently, several
existing techniques for reusing waste heat in a data center will
be reviewed and their merits and drawbacks will be discussed
as well. Finally, several applications for data center waste heat
will be introduced.

A. Waste Heat Sources Within a Data Center

When it comes to waste heat recovery, it is critical to
understand the best locations to recycle waste heat as well
as the thermal properties of these locations because they will
affect the available techniques for reusing waste heat. As
excellent reviews for data center cooling techniques exist [4]
[44], we briefly introduce these cooling systems and present
the best locations and corresponding thermal properties for
waste heat recovery for each system in this section.

Authorized licensed use limited to: Nanyang Technological University. Downloaded on April 26,2022 at 03:41:59 UTC from IEEE Xplore.  Restrictions apply. 



1553-877X (c) 2021 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission. See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.

This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication. Citation information: DOI 10.1109/COMST.2022.3161275, IEEE
Communications Surveys & Tutorials

JOURNAL OF LATEX CLASS FILES, VOL. 14, NO. 8, AUGUST 2015 32

Data Center

Boiler

Condenser

Low Pressure 
Feed-Water Heater

High Pressure 
Feed-Water Heater

High Pressure 
Feed-Water Pump

High Pressure Turbine Low Pressure Turbine

Low Pressure 
Feed-Water Pump

>
4
0
!
C

> 500
!
C

6
0
!
1
0
0
!
C

Fig. 13: Illustration of how data center waste heat is utilized
in a coal power plant Rankine cycle. Data center waste heat
is utilized to preheat the feed-water to reduce the energy
consumption of the boiler in the coal power plant.

• Air-cooled Data Center: In an air-cooled data center,
waste heat from server racks is dissipated to the outside
environment with CRACs in a data hall and the chiller
plant. The best location for recycling waste heat is the
CRAC return (hot aisle) with temperature of 50-60 ◦C.

• Liquid-cooled Data Center: In a liquid-cooled data center,
servers are directly cooled by a cold plate through which
liquid coolant flows. The liquid inlet temperature can
reach 60 ◦C and the outlet temperature can even reach
85 ◦C, making it suitable for waste heat harvesting. The
best location for waste heat recovery is the liquid exit of
a server rack.

In addition, a two-phase cooled system where coolant directly
contacts server components such as CPUs has also been
studied to cool data centers in a highly efficient manner [44].
However, only air-cooled and liquid-cooled data centers are
discussed due to practical difficulties in recycling waste heat
for the two-phase cooling system. Thermal properties of the
air cooling and liquid cooling are summarized in Table. XIII.

B. Existing Techniques for Data Center Waste Heat Reusing

Recently, researchers have focused on the potential for
reusing data center waste heat, and several solutions have been
proposed. This section will go over the most commonly used
applications for recycling data center waste heat.

1) District Heating: District Heating is perhaps the most
common application for recycling low-grade waste heat from
a data center and its economical viability as well as implemen-
tation feasibility are validated by many research works [17],
[192], [195]–[197].

As the supply and return water temperatures of present
district heating network are approximately 90 ◦C and 70 ◦C
respectively [198], a heat pump is often utilized to upgrade the
data center waste heat to meet the temperature requirements of
the district heating network. In terms of the heat sources, some
researchers choose to recycle the waste heat at the hot aisle
[195] [197] while others reuse it at the condenser of a chiller
[192]. In [17], Oró et al. analyzed the economical viability of
recycling waste heat at the hot aisle and the condenser, and

they found that implementing an air-to-water heat exchanger
in the hot aisle was more cost-efficient with shorter payback
period. In terms of the cost saving potential and ecological
benefits, Davies et al. found that installing a heat pump in the
hot aisle of a 3.5 MW data center in London could save over
4000 metric tons of carbon emissions and a million pounds in
costs. In addition, He et al. implemented a waste heat recycle
system for a distributed cooling data center in Hohhot to reuse
the waste heat in the return chilled water, claiming that over
18,000 metric tons of standard coal could be saved and the
electricity savings for the district heating network were around
10% per year.

Due to the integration of the heat pump, additional electric-
ity is required to power it, leading to extra energy consumption
and carbon emissions. Meanwhile, the cooling load of the
chiller can be reduced since the hot air is pre-cooled by the
heat pump. Hence, various trade-offs regarding how to utilize
the heat pump to recycle data center waste heat for district
heating should be considered. In addition, whether the carbon
emission reduction brought by waste heat recovery outweighs
additional carbon emissions incurred by the heat pump still
requires further exploration. Furthermore, the demand for
district heating is high only in cold weather regions such as
Nordic countries, it is not necessary for a plethora of warm
and tropical countries, e.g., Singapore. As a result, the ubiquity
of such a solution is another important issue because a large
number of legacy data centers are located in warm regions.

2) Power Plant Co-location: Data centers involving in the
thermal cycle of a coal fired power plant are investigated in
[193] and the proposed system model is shown in Fig. 13.

The waste heat from the condenser is utilized to preheat
the water before the feed-water heater. The cooling technique
adopted is the on-chip two-phase cooling system with a stan-
dard waste heat temperature of 60 ◦C. However, to implement
such a waste heat recycling system in a traditional air-cooled
data center, a heat pump is required. It was reported in [193]
that 2.2% improvement in the power plant energy efficiency
and up to $45,000,000 annual cost savings are available for
a 32.5 MW data center. In addition, $1,000,000 cost savings
are also achieved for the co-located power plant, leading to
maximum annual cost savings of $46,000,000 for both the
data center and the power plant.

Despite significant cost savings due to power plant co-
location, the challenges are two fold. First, heat pumps must
be integrated so that this technique can be applied in standard
air-cooled data centers. Second, as the quality of waste heat
degrades with distance, the data center should be located near
the power plant, which is sometimes infeasible.

3) Bio-mass Co-location: Although the marriage of data
center waste heat to biomass fuel processing appears to be
counterintuitive, it is exploited in a livestock farm to generate
on-site biomass renewable energy [20]. There are two ways of
reusing waste heat in biomass processing. The first is to use
the waste heat as a heat source for drying biomass materials.
Another option is to keep the reactor of anaerobic digestion
of biomass materials warm while reducing moisture content.
Methane produced from anaerobic digestion can be used for
power generation. However, to make the above two methods
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Fig. 14: Illustration of an absorption cooling system driven by
data center waste heat. The mechanical compressor in a chiller
is replaced with a chemical compressor driven by data center
waste heat. Additional cooling is also provided to absorb waste
heat, which reduces loads for the cooling system at the same
time.
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Fig. 15: Illustration of Multiple Effect Distillation (MED)
system driven by data center waste heat. Data center waste
heat is leveraged to vaporized salty water at each stage. It is
also possible to reduce the need for the chiller plant due to
the heat extraction process during desalination.

work efficiently, data center waste heat above 60 ◦C will
be required. As a result, unless a heap pump is installed,
this technique is infeasible for widely adopted air-cooled data
centers. Moreover, the data center should not be located too far
away from the biomass processing plant because the quality
of waster heat degrades rapidly as the heat transfer distance
increases, which severely limits its application on a large scale.

4) Absorption Cooling: As data centers require substantial
cooling, several researchers have studied the feasibility of
applying waste heat-driven absorption chillers to provide ad-
ditional cooling while reducing energy consumption of chiller
plants [190] [191]. A typical absorption cooling cycle is
depicted in Fig. 14. After absorbing waste heat, low pressure
refrigerant vapour enters the absorber and is absorbed by
the absorbent, e.g., Lithium Bromide (Li-Br), through an
exothermic process. The strong solution of the absorbent and
the refrigerant is pumped to a solution heat exchanger via a
liquid pump. The solution is preheated as it passes through
the solution heat exchanger before entering the generator. A
high pressure solution is heated in the generator by the data

Data 
Center

Evaporator Heater Turbine

Power

CondenserPump

Fig. 16: Illustration of Organic Rankine Cycle driven by data
center waste heat. Organic working fluid is vaporized by data
center waste heat at the evaporator and then proceeds to drive
the turbine to generate electricity.

center waste heat, and the refrigerant and the absorbent are
separated. Subsequently, the absorbent returns to the absorber,
while the refrigerant continues to the condenser. The remaining
components of the system are identical to those in a traditional
vapour compression cooling system. Hence, in an absorption
cooling loop, the compressor in a conventional vapour com-
pression chiller is replaced by a chemical processor comprised
of the loop of absorber, liquid pump, solution heat exchanger,
generator, and expansion valve.

The major merit of absorption cooling is saving cooling
energy because it reduces the cooling load for the chiller plant
and recovers part of the waste heat to drive the absorption
cooling cycle. In [190], [191], Haywood et al. investigated
the thermal feasibility of harvesting waste heat from a data
center with a hybrid of direct liquid cooling and air cooling to
drive a 10-ton single-effect lithium bromide-water absorption
refrigeration system. The cold plate attached to the CPUs
harvests the high quality waste heat, and the remaining waste
heat is cooled by the absorption cooling system. In addition,
a solar thermal storage system is introduced to stabilize the
temperature of the input heat to the absorption chiller to keep
it operating at the optimal setpoint. Their experiments reveal
that the absorption cooling system achieves an optimal CoP of
0.86 (86% cooling load can be met by the absorption cooling
system) with an input heat temperature of 80 ◦C and a near
optimal PUE of 1.16 is possible. Furthermore, the authors also
found that the system was able to work with slightly lower
efficiency (CoP ≈ 0.6) at a waste heat temperature of 70 ◦C.
However, such waste heat temperature is still infeasible for
traditional air-cooled data center without a heat pump, which
precludes its practical implementation.

5) Desalination: Seawater desalination is another potential
application of data center waste heat for producing clean water
[4], [194] while reducing carbon emissions of a desalination
plant. A typical way of desalination is using Multiple Effect
Distillation (MED) as illustrated in Fig. 15.

Waste heat from a data center at 75 ◦C is utilized to boil the
water and generates steam. The salty seawater is then boiled
and vaporized by the water steam. The vapour leaving the first
stage is subsequently served as the heating medium for the
salty water entering the second stage. The salty water at the
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Technique Heat Temperature Required Merits Disadvantages Suitable Data Center Type

District Heating 70 ◦C Reduce carbon emissions
of district heating network

Additional heat pump;
Infeasible for warm regions Liquid-cooled data center

Power Plant Co-location 60-100 ◦C Reduce carbon emissions
of power plants

Need to be near power plants;
Additional heat pump Liquid-cooled data center

Biomass Co-location >60 ◦C Alternative renewable
energy source

Need to be near biomass plants;
Additional heat pump Liquid-cooled data center

Absorption Cooling >70 ◦C
Alternative renewable

cooling source;
Less thermal energy loss

Heat pump is required;
Huge investments incurred Liquid-cooled data center

Desalination 40-75 ◦C
Reduce carbon emissions

of desalination plants;
Provide clean water

Additional heat pump;
Huge investments incurred;
Infeasible for inland regions

Liquid-cooled data center;
Air-cooled data center

Organic Rankine Cycle 40-85 ◦C
Alternative renewable

energy source;
Less thermal energy loss

Additional heat pump;
Low efficiency

Liquid-cooled data center;
Air-cooled data center

TABLE XIV: Summary of existing data center waste heat recovery techniques.

second stage is boiled again and vapor at a lower temperature
(65 ◦C) is generated. This process is repeated until the quality
of the vapor is too low to be recovered. It is important to note
that clean water will be produced from the second stage, and
the vapor temperature will decrease accordingly.

However, the MED system requires waste heat at 75 ◦C,
which is impractical for liquid-cooled data centers, let alone
common air-cooled data centers. In [194], a system that reuses
waste heat from data centers in the coastal region with the
liquid-cooling system to produce drinkable water via low-
pressure desalination process was deployed. The low-pressure
desalination is based on the fact that water evaporates at
lower temperature at low pressure [199]. A vacuum is created
at the top of an evaporation chamber in the low-pressure
desalination, and water is able to vaporize to produce clean
water at about 40-50 ◦C with high efficiency [194]. Such
requirements are appropriate for the liquid-cooled data centers
as shown in [194], whereas air-cooled data centers still do not
fall within the feasible region to apply such technique.

In conclusion, reusing data center waste heat for desali-
nation has several benefits including the production of clean
water, and the potential elimination of the need for chiller
plants due to the heat extraction process during desalination.
Whereas, several challenges remain unsolved. Firstly, similar
to other techniques, it cannot be directly applied in prevailing
air-cooled data centers without a heat pump. Secondly, a
large number of inland regions are infeasible for clean water
production from seawater. Furthermore, as the quality of data
center waste heat degrades rapidly as heat transfer distance
increases, data centers should be located in coastal regions,
which limits their practical deployment.

6) Organic Rankine Cycle: As an alternative approach to
producing renewable electricity, data center waste heat has
been adopted to drive an Organic Rankine Cycle (ORC). ORC,
as depicted in Fig. 16, is similar to traditional steam Rankine
cycle, except that the steam being replaced with organic fluid
with lower boiling point.

According to Fig. 16, organic working fluid is heated and
vaporized with data center waste heat in the evaporator. It is
then pumped to the turbine for electricity production. Although
ORC requires a waste heat temperature of 65 ◦C or higher,
it can work at a waste heat temperature as low as 32 ◦C

with reduced efficiency, which is suitable for existing air-
cooled data centers. Furthermore, Araya et al. investigated the
feasibility of reusing ultralow grade waste heat (40-85 ◦C)
from a rack server to drive an ORC [189]. To accomplish
this, low boiling point organic working fluids such as R-
134a, Benzene, Toluene, and Propane are exploited. A lab-
scale testbed is established and an estimation of 4%-8% power
saving is available when ORC electricity is used to power the
server rack at a waste heat temperature of 90◦C.

The benefits of ORC as a waste heat recycling approach
are two folds. On the one hand, data center waste heat
can be reused on-site, avoiding heat transportation which
incurs considerable heat loss. On the other hand, renewable
electricity can be generated as a supplementary energy source.
Furthermore, because data centers continuously generate waste
heat, this type of renewable energy is more stable than solar or
wind energy. However, current ORC system has low thermal
efficiency (1.9%-4.6%) [189] and the economic viability for
applying such systems should be investigated in the future.

C. Summary

Table XIV summarizes existing data center waste heat
recovery techniques in terms of their operation conditions,
merits, and drawbacks. Multiple waste heat reusing techniques
for data centers have been developed over the last decade.
Some applications reduce carbon emissions of a data center
by generating renewable energy or cooling, while some others
reduces carbon emissions of customers from other economic
sectors. Both of them are advantageous in terms of achieving
carbon neutrality.

However, most of them aim to recycle high temperature
waste heat in novel liquid-cooled or two-phase cooled data
centers rather than low-grade waste heat in prevailing air-
cooled data centers. When considering air-cooled data centers,
heat pumps are required for the majority of waste heat
recycling applications. In addition, waste heat recovery is
geographically constrained. For example, district heating is
only suitable for cold regions and only coastal regions have
demands on seawater desalination. Moreover, the low heat
recycling efficiency issue also precludes large-scale application
of data center waste heat recovery systems, as stated in [189].
Hence, data center waste heat recycling technology is still in
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Fig. 17: Proposed multi-pronged solution for carbon-neutral
data centers. By simultaneously improving renewable energy
penetration and energy efficiency, carbon emissions from the
energy supply side and the utilization phase will decline signif-
icantly. Aided with enhanced energy and material circulation,
it is envisioned to realize carbon-neutral data centers.

its infancy, and a number of practical challenges, such as low
efficiency and high cost, must be addressed before it can be
implemented in practice.

VIII. DIGITAL TWIN-ASSIST INDUSTRIAL AI
FRAMEWORK FOR CARBON-NEUTRAL DATA CENTERS

In this section, we propose a digital twin-based approach
for data center carbon emission modeling and optimization,
which combines all of the elements in Section V, VI, and
VII with emerging digital twin and AI technologies. With the
proposed framework, we then discuss future trends towards
carbon-neutral data centers.

A. Multi-pronged Solution for Carbon Neutrality

To achieve carbon neutrality in the data center industry, we
envision a multi-pronged solution that consists of three major
research objectives, as is illustrated in Fig 17.

• Energy Efficiency Enhancement. Data centers must
meet a high standard for energy efficiency by optimizing
their IT and physical infrastructure and the sophisticated
coupling of the IT and physical system must be taken into
account in order to achieve more aggressive PUE targets.

• Renewable Energy Integration. Data centers must ju-
diciously leverage the emergence of clean and renewable
energy to meet their electricity demand gradually, opti-
mizing their carbon usage effectiveness (CUE).

• Circular Economy. Data centers will set a high standard
for circular economy practices, in a multi-fold manner,
including the reuse of cold energy from the liquefied
natural gas (LNG) regasification, waste heat from data
centers, and electrical equipment.

We hope to reduce a data center’s total energy consumption
and carbon emissions with this multi-pronged solution. Fur-
thermore, data centers may play as a critical carbon prosumer
in the carbon market by touting their surplus renewable
energy or waste heat to facilitate the decarbonization of other
economic sectors.

B. Framework Architecture

To put the research framework into practice, a thorough un-
derstanding of the dynamic ICT workload, underlying thermal
dynamics in a data hall, renewable energy generation process,
and thermal energy circulation loop is indispensable. However,
previous works often rely on simplified mathematical models
and integrate them into a traditional optimization-based ap-
proach to derive control laws. Because the simplified models
are inaccurate, and the practical optimality of the derived
control laws cannot be guaranteed even if they are proved
to be optimal mathematically. Furthermore, the nonlinearity
in high-fidelity data center modelling makes mathematical
programming-based solutions impractical to be solved ef-
ficiently. Meanwhile, AI-based data center controllers have
emerged as a strong competitor since they can not only handle
sophisticated nonlinearity in data center enclosures but also
perform real-time inference once they are well trained offline.

Although the AI-based solution is intriguing, two major
challenges must be addressed before it can be implemented
in the real world.

• Data Scarcity. Data collection in data centers is often
a daunting task, consuming a huge amount of time
and resources. In the events of system emergencies,
anomalies, and failures, data capture and access may
be prohibitively expensive due to safety compliance. AI
algorithms’ accuracy may suffer as a result of insufficient
training data.

• Risk-averse Mindset. Since data centers are mission-
critical infrastructure for the business continuity, DC
operators tend to be extremely risk-averse in adopting
new technologies. Moreover, even with better operational
efficiency, the stochastic nature of AI algorithms makes
widespread adoption difficult.

Based on these considerations, we propose an industrial
AI platform, assisted by an industry-scale digital twin and
encapsulating cutting-edge AI algorithms that include three
modules, as illustrated in Fig. 18.

• Physical System represents the real environment/system
that is the target of the learning-based approach. The
physical system is typically a collection of states that
changes according to certain key factors (e.g., control
action, weather, temperature, illumination, and time) and
the physical laws. In this paper, the term “physical
system” refers to a variety of systems including the IT,
cooling and power distribution system.

• Digital Twin represents the digitalized cyber models
of the physical system. The digital twin has access to
both physical and data-driven models, where the physical
model is often built based on basic design data and
coupled with physical laws, and the data-driven model
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Fig. 18: Digital twin-assisted industrial AI framework for carbon-neutral data centers. The framework includes three modules:
a) the physical system; b) the digital twin; and c) the AI engine. The physical system is the real environment that is the target
of our learning-based approach. The digital twin represents a digital counterpart of a physical system such as cooling system.
Digital twins are intertwined due to the coupled underlying physical processes and they are calibrated with real world data.
The AI engine learns from the real data from physical systems and synthetic data from digital twins. It implements intelligent
control or delivers recommendation to the operator after training. Digital twins can also predict future system states to prevent
potential risks.

is trained using massive historical data sampled from the
physical system. Both models aim to accurately simulate
the dynamics of the physical system. The digital twin will
interact with the learning-based algorithm and synthesize
additional datasets for system optimization.

• AI Engine represents the implementation of learning-
based approaches to optimize/diagnose/control the phys-
ical system operations. The AI engine can be trained
through historical data or by directly interacting with
the physical system or digital twin. To avoid the risks
of deploying AI algorithms on the physical system, the
proposed framework recommends that the AI engine
interacts with the digital twin.

Multiple paths connect these three modules. The arrow
from the physical system to the digital twin represents the
digitalization of the physical system. Diverse raw data (e.g.,
design and operating data) is collected from the physical
system. The AI model plays an important role in understanding
inherent patterns behind the data and transforms them into
a digital twin-acceptable form for modeling the digital twin.
The digital twin is highly adaptable and can consist of a
collection of physical formulations, simulators, or learning-
based models. The cyclic path between the AI engine and
digital twin represents the training of AI models on the digital
twin in order to optimize the physical system. Instead of
interacting with the physical system, the learning algorithm
interacts directly with the digital twin to capture system
behaviours and learn the complex patterns of the system.
As the digital twin can synthesize the value of any attribute
in a relatively short period of time (e.g., much less than a
few years), the synthesized dataset will be more balanced
and have a lower training cost, which benefits the training
of the AI engine. In addition, the arrow from the AI engine
to the digital twin represents the validation of AI engine’s
recommended control actions prior to the deployment on the

physical system. This can significantly reduce data center
operators’ risk-averse attitude toward deploying learning-based
approaches. The arrow from the digital twin to the physical
system represents the prediction of future system states given
specified inputs. The digital twin learns the system behaviours
from the historical data by deploying AI algorithms. Without
implementing the trail on the physical system, the trained AI
model predicts future system states based on specified inputs.
Based on the prediction results, appropriate actions can be
implemented in the physical system to ensure system stability
or improve system performance.

C. Inherent Scientific Problems

The proposed framework renders a dual-cycle control loop
paradigm in operating physical infrastructure. The two cycles,
i.e., the cyber and the physical cycle, are bridged by Internet
of Digital Twins, as depicted in Fig. 18. Such a framework
calls for solutions for several underlying scientific problems
which will be discussed in this section.

1) Intelligent Data Retrieval for AI Engine Training: As
digital twins are in charge of generating synthetic data to aid
the training of the AI engine, the quality of synthetic data
has a significant impact on the AI engine’s generalization
performance. However, synthetic data generated by digital
twins may be noisy due to inaccurate calibration and real-
world modelling. On the other hand, data from physical
systems can serve as a complementary for AI engine training.
Thus, a judicious data retrieval policy should be carefully
designed to determine the best way of intermingling noisy
but massive cyber data and accurate but costly physical data
to improve the AI engine’s generalization.

2) Policy Mapping Between Cyber and Physical World: In
the proposed framework, the AI engine implements control of
the infrastructure or deliver recommendations on the operation
of physical systems. However, as the AI engine is trained
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with a mixture of cyber and physical data, it is critical to
find a proper mapping between the control law derived from
the cyber world and that appropriate for the physical world.
For example, control policy learned in the cyber world may
cause a server’s temperature to exceed its safe range. Such
high temperatures are prohibited in the physical world to
avoid potential disaster. Therefore, the control policy should be
mapped via a policy transfer engine, which maintains excellent
control performance of the cyber policy while guaranteeing
safe operations of physical infrastructure.

3) Multi-Agent Equilibrium for Carbon Neutrality: In the
framework, each subsystem in a physical data center is incar-
nated with its digital twin in the cyber world and the subsystem
is managed by an AI engine. Each digital twin has its own
system dynamics, and they communicate with each other to
form an Internet of digital twins. It is important to note that the
dynamics of different systems differ greatly. For example, the
response time for the cooling system and IT system control
may differ by an order of magnitude. As a result, training
these AI engines to work together is critical for achieving
operational equilibrium for carbon neutrality. In this regard, a
cooperative and interactive multi-agent reinforcement learning
(MARL) approach could be adopted to train these AI engines.

D. Potential Applications

In this section, we will envision some potential applications
of the proposed digital twin-assisted AI framework. These
applications facilitates the actuation of our multi-pronged
solution from a variety of perspectives.

1) Carbon Intelligent Computing Platform: From the IT
system stand point of view, carbon-aware intelligent com-
puting is one key approach in realizing carbon-neutral data
centers. The basic idea is to shift non-emergent computing
tasks such as scientific computing jobs to the time when
carbon-free energy such as wind and solar energy is adequate.
Additionally, computing jobs can be migrated to locations with
carbon-free energy as well. Although there have been some
preliminary studies on carbon-aware job scheduling, e.g., [81],
[82], these works do not consider the complicated interaction
between the IT system and the physical infrastructure and
the impact of such scheduling to the physical infrastructure
is under exploration. In this regard, we envision that our data-
driven digital-twin based solution will provide a comprehen-
sive understanding of such impacts and will be beneficial for
deriving optimal scheduling policy.

2) Intelligent Management for Renewable Energy Portfolio:
Renewable energy plays a critical role in the transition towards
carbon neutrality. However, renewable energy is difficult to
manage and utilize due to its uncertainty. If we can accurately
predict the yield of renewable energy, proactive control of
workloads and the cooling system is able to reduce consid-
erable carbon emissions, as shown in [83]. Previous works
on renewable energy forecasting leveraged traditional time
series analysis tools such as WCMA [65]. Nevertheless, these
models typically utilize historical yields to predict future yields
without further consideration of exogenous variables such as
weather, locations, and surrounding environment, all of which

have great impacts on renewable energy yields. Hence, a high-
fidelity digital twin for renewable energy production should
be established first, and AI-empowered data analysis tools
can then be exploited to predict future renewable energy
yields. Facilitated by these, data center operators are able
to adjust their operating policies to maximize the utilization
of renewable energy. Furthermore, if future renewable energy
yields can be accurately predicted, cost-efficient carbon credit
procurement is also in prospect.

3) Liquefied Natural Gas (LNG) Regasification: As data
centers generates a large amount of waste heat, it is urgent
to find a proper way to utilize the waste heat in an efficient
way because it can provide additional renewable energy [189]
or renewable cooling [190] [18] to a data center while also
alleviating the cooling load. However, as stated in Section
VII, current technologies for recovering low-grade data center
waste heat are inefficient. Nowadays, the combination of
LNG regasification and data center waste heat is discussed
in [200], where the authors discovered a lot of potential for
the combination. LNG is produced when natural gas is cooled
below its freezing point -160 ◦C and a large amount of cold
energy is encapsulated in it. The author proposed to regasify
LNG with data center waste heat and cool the data center
with the cooled air after regasification. It was shown that over
250,000 metric tons of carbon emissions could be avoided
when this technology was applied in Singapore. However,
it is still in the infancy and many practical issues must be
addressed before it can be used on a large scale. For example,
since many LNG plants are located offshore, transporting the
cold energy from offshore LNG plants to inland data centers
with minimum thermal loss may be a great challenge. Hence,
more efforts can be devoted to discussing the feasibility of
its integration into data centers, as well as how data centers
should modify its infrastructure to fully utilize the abundant
cold energy embodied in LNG.

IX. SUMMARY

This survey paper systematically investigates the roadmap
towards carbon-neutral data centers. We present data center
carbon footprint at various time granularities, as well as
the major carbon emission sources over the life of a data
center. Definition and evaluation metrics of carbon-neutral data
centers as well as industrial efforts towards carbon neutrality
are discussed. As a policy instrument, a carbon market is
introduced and various mechanisms that can be exploited
by a data center operator to reduce carbon emissions are
introduced. From a technological point of view, existing works
on judicious management of a renewable energy-integrated
data center, data center energy efficiency enhancement through
coordinated control of the IT and the infrastructure, and
data center waste heat recovery are summarized to provide a
systematic view on carbon-neutral data centers. Based on these
instruments, we envision a multi-pronged solution towards
carbon-neutral data centers via energy efficiency improvement,
renewable energy penetration and waste energy recycling
simultaneously. To make it practical in the real world, a
digital twin-based industrial AI framework is proposed, which
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incorporates digital twins and cutting-edge AI technologies
into a dual cycle control loop. Finally, multiple potential
applications for the proposed framework are presented to
reveal its enormous potential as a supporting pillar for data
center decarbonization.
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[82] Í. Goiri, K. Le, T. D. Nguyen, J. Guitart, J. Torres, and R. Bianchini,
“Greenhadoop: leveraging green energy in data-processing frame-
works,” in Proceedings of the 7th ACM european conference on
Computer Systems, 2012, pp. 57–70.

[83] Y. Li, X. Wang, P. Luo, and Q. Pan, “Thermal-aware hybrid workload
management in a green datacenter towards renewable energy utiliza-
tion,” Energies, vol. 12, no. 8, p. 1494, 2019.

[84] C. Li, A. Qouneh, and T. Li, “iswitch: Coordinating and optimizing
renewable energy powered server clusters,” ACM SIGARCH Computer
Architecture News, vol. 40, no. 3, pp. 512–523, 2012.

[85] J. Zhao, M. A. Rodrı́guez, and R. Buyya, “A deep reinforcement
learning approach to resource management in hybrid clouds harnessing
renewable energy and task scheduling,” in 2021 IEEE 14th Interna-
tional Conference on Cloud Computing (CLOUD). IEEE, 2021, pp.
240–249.

[86] H. Wang, H. Shen, J. Gao, K. Zheng, and X. Li, “Multi-agent
reinforcement learning based distributed renewable energy matching for
datacenters,” in 50th International Conference on Parallel Processing,
2021, pp. 1–10.

[87] A. G. Marques, L. M. Lopez-Ramos, G. B. Giannakis, J. Ramos, and
A. J. Caamaño, “Optimal cross-layer resource allocation in cellular net-
works using channel-and queue-state information,” IEEE Transactions
on Vehicular Technology, vol. 61, no. 6, pp. 2789–2807, 2012.

[88] F. S. Hillier, Introduction to operations research. Tata McGraw-Hill
Education, 2012.

[89] J. Dean and S. Ghemawat, “Mapreduce: simplified data processing on
large clusters,” Communications of the ACM, vol. 51, no. 1, pp. 107–
113, 2008.

[90] S. Hochreiter and J. Schmidhuber, “Long short-term memory,” Neural
computation, vol. 9, no. 8, pp. 1735–1780, 1997.

[91] R. Zhou, Z. Wang, C. E. Bash, A. McReynolds, C. Hoover, R. Shih,
N. Kumari, and R. K. Sharma, “A holistic and optimal approach for
data center cooling management,” in Proceedings of the 2011 American
Control Conference. IEEE, 2011, pp. 1346–1351.

[92] J. Schulman, F. Wolski, P. Dhariwal, A. Radford, and O. Klimov, “Prox-
imal policy optimization algorithms,” arXiv preprint arXiv:1707.06347,
2017.

[93] P. Chen, A. Niu, D. Liu, W. Jiang, and B. Ma, “Time series forecasting
of temperatures using sarima: An example from nanjing,” in IOP
Conference Series: Materials Science and Engineering, vol. 394, no. 5.
IOP Publishing, 2018, p. 052024.

[94] M. Dayarathna, Y. Wen, and R. Fan, “Data center energy consumption
modeling: A survey,” IEEE Communications Surveys & Tutorials,
vol. 18, no. 1, pp. 732–794, 2015.

[95] R. Ge, X. Feng, W.-c. Feng, and K. W. Cameron, “Cpu miser: A
performance-directed, run-time system for power-aware clusters,” in
2007 International Conference on Parallel Processing (ICPP 2007).
IEEE, 2007, pp. 18–18.

[96] H. Zhang, Y. Xiao, S. Bu, F. R. Yu, D. Niyato, and Z. Han, “Distributed
resource allocation for data center networks: A hierarchical game
approach,” IEEE Transactions on Cloud Computing, vol. 8, no. 3, pp.
778–789, 2020.

[97] J. Zhang, F. R. Yu, S. Wang, T. Huang, Z. Liu, and Y. Liu, “Load
balancing in data center networks: A survey,” IEEE Communications
Surveys Tutorials, vol. 20, no. 3, pp. 2324–2352, 2018.

[98] D. Kliazovich, P. Bouvry, and S. U. Khan, “Dens: data center energy-
efficient network-aware scheduling,” Cluster computing, vol. 16, no. 1,
pp. 65–75, 2013.

[99] K. Bilal, S. U. Khan, and A. Y. Zomaya, “Green data center networks:
challenges and opportunities,” in 2013 11th International Conference
on Frontiers of Information Technology. IEEE, 2013, pp. 229–234.

[100] Y. Zhang and N. Ansari, “On architecture design, congestion noti-
fication, tcp incast and power consumption in data centers,” IEEE
Communications Surveys Tutorials, vol. 15, no. 1, pp. 39–64, 2013.

[101] B. Guenter, N. Jain, and C. Williams, “Managing cost, performance,
and reliability tradeoffs for energy-aware server provisioning,” in 2011
Proceedings IEEE INFOCOM. IEEE, 2011, pp. 1332–1340.

[102] T. Le, “A survey of live virtual machine migration techniques,” Com-
puter Science Review, vol. 38, p. 100304, 2020.

[103] W. Piatek, A. Oleksiak, and M. vor dem Berge, “Modeling impact
of power-and thermal-aware fans management on data center energy
consumption,” in Proceedings of the 2015 ACM Sixth International
Conference on Future Energy Systems, 2015, pp. 253–258.

[104] J. Wan, X. Gui, S. Kasahara, Y. Zhang, and R. Zhang, “Air flow
measurement and management for improving cooling and energy
efficiency in raised-floor data centers: A survey,” IEEE Access, vol. 6,
pp. 48 867–48 901, 2018.

[105] R. Bob Sullivan, G. Li, and X. Zhang, “Cold aisle or hot aisle
containment - is one better than the other?” in 2018 IEEE International
Telecommunications Energy Conference (INTELEC), 2018, pp. 1–4.

[106] P. Lin and V. Avelar, “How row-based data center cooling works,”
Schneider Electric, 2014.

[107] C.-H. Wang, Y.-Y. Tsui, and C.-C. Wang, “Airflow management on the
efficiency index of a container data center having overhead air supply,”
Journal of Electronic Packaging, vol. 139, no. 4, p. 041008, 2017.

[108] K. Dunlap and N. Rasmussen, “Choosing between room, row, and rack-
based cooling for data centers,” APC White Paper, vol. 130, 2012.

[109] Q. Zhang, Z. Meng, X. Hong, Y. Zhan, J. Liu, J. Dong, T. Bai, J. Niu,
and M. J. Deen, “A survey on data center cooling systems: Technol-
ogy, power consumption modeling and control strategy optimization,”
Journal of Systems Architecture, p. 102253, 2021.

[110] Z. Li and S. G. Kandlikar, “Current status and future trends in data-
center cooling technologies,” Heat Transfer Engineering, vol. 36, no. 6,
pp. 523–538, 2015.

[111] K. Cabrera, “2-phase liquid immersion cooling,”
http://prec.pr/symposium/2014/pdfs/feb20-pm/Kevin-
Cabrera.pdf,accessed date: 2022-03-15.

[112] W. Zheng, K. Ma, and X. Wang, “Exploiting thermal energy storage to
reduce data center capital and operating expenses,” in 2014 IEEE 20th
International Symposium on High Performance Computer Architecture
(HPCA). IEEE, 2014, pp. 132–141.

[113] R. Brännvall, M. Siltala, J. Gustafsson, J. Sarkinen, M. Vesterlund,
and J. Summers, “Edge: Microgrid data center with mixed energy
storage,” in Proceedings of the Eleventh ACM International Conference
on Future Energy Systems, 2020, pp. 466–473.

[114] Z. Ding, Y. Cao, L. Xie, Y. Lu, and P. Wang, “Integrated stochastic
energy management for data center microgrid considering waste heat
recovery,” IEEE Transactions on Industry Applications, vol. 55, no. 3,
pp. 2198–2207, 2019.

[115] K. Lim, P. Ranganathan, J. Chang, C. Patel, T. Mudge, and S. Rein-
hardt, “Understanding and designing new server architectures for
emerging warehouse-computing environments,” ACM SIGARCH Com-
puter Architecture News, vol. 36, no. 3, pp. 315–326, 2008.

[116] J. Hamilton, “Cooperative expendable micro-slice servers (cems): low
cost, low power servers for internet-scale services,” in Conference on
Innovative Data Systems Research (CIDR’09)(January 2009). Cite-
seer, 2009.

[117] A. Krioukov, P. Mohan, S. Alspaugh, L. Keys, D. Culler, and R. H.
Katz, “Napsac: Design and implementation of a power-proportional
web cluster,” in Proceedings of the first ACM SIGCOMM workshop on
Green networking, 2010, pp. 15–22.

[118] J. Chang, J. Meza, P. Ranganathan, A. Shah, R. Shih, and C. Bash,
“Totally green: evaluating and designing servers for lifecycle environ-
mental impact,” ACM SIGPLAN Notices, vol. 47, no. 4, pp. 25–36,
2012.

[119] R. Azimi, X. Zhan, and S. Reda, “Thermal-aware layout planning for
heterogeneous datacenters,” in 2014 IEEE/ACM International Sympo-
sium on Low Power Electronics and Design (ISLPED). IEEE, 2014,
pp. 245–250.

[120] E. Pakbaznia and M. Pedram, “Minimizing data center cooling and
server power costs,” in Proceedings of the 2009 ACM/IEEE interna-
tional symposium on Low power electronics and design, 2009, pp. 145–
150.

[121] Y. Li, Y. Wen, D. Tao, and K. Guan, “Transforming cooling opti-
mization for green data center via deep reinforcement learning,” IEEE
transactions on cybernetics, vol. 50, no. 5, pp. 2002–2013, 2019.

[122] V. K. Arghode and Y. Joshi, Air flow management in raised floor data
centers. Springer, 2016.

[123] F. W. Yu and K. Chan, “Optimization of water-cooled chiller system
with load-based speed control,” Applied Energy, vol. 85, no. 10, pp.
931–950, 2008.

[124] B. Ahn and J. Mitchell, “Optimal control development for chilled water
plants using a quadratic representation,” Energy and Buildings, vol. 33,
no. 4, pp. 371–378, 2001.

[125] H. D. Vu, K. S. Chai, B. Keating, N. Tursynbek, B. Xu, K. Yang,
X. Yang, and Z. Zhang, “Data driven chiller plant energy optimiza-
tion with domain knowledge,” in Proceedings of the 2017 ACM on
Conference on Information and Knowledge Management, 2017, pp.
1309–1317.

[126] Z. Zheng, Q. Chen, C. Fan, N. Guan, A. Vishwanath, D. Wang, and
F. Liu, “Data driven chiller sequencing for reducing hvac electricity
consumption in commercial buildings,” in Proceedings of the Ninth
International Conference on Future Energy Systems, 2018, pp. 236–
248.

Authorized licensed use limited to: Nanyang Technological University. Downloaded on April 26,2022 at 03:41:59 UTC from IEEE Xplore.  Restrictions apply. 



1553-877X (c) 2021 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission. See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.

This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication. Citation information: DOI 10.1109/COMST.2022.3161275, IEEE
Communications Surveys & Tutorials

JOURNAL OF LATEX CLASS FILES, VOL. 14, NO. 8, AUGUST 2015 41

[127] B. Chen, Z. Cai, and M. Bergés, “Gnu-rl: A precocial reinforcement
learning solution for building hvac control using a differentiable mpc
policy,” in Proceedings of the 6th ACM international conference on
systems for energy-efficient buildings, cities, and transportation, 2019,
pp. 316–325.

[128] Z. Liu, Y. Chen, C. Bash, A. Wierman, D. Gmach, Z. Wang,
M. Marwah, and C. Hyser, “Renewable and cooling aware workload
management for sustainable data centers,” in Proceedings of the 12th
ACM SIGMETRICS/PERFORMANCE joint international conference
on Measurement and Modeling of Computer Systems, 2012, pp. 175–
186.

[129] H. Xu, C. Feng, and B. Li, “Temperature aware workload management
in geo-distributed datacenters,” in 10th International Conference on
Autonomic Computing ({ICAC} 13), 2013, pp. 303–314.

[130] L. Li, W. Zheng, X. Wang, and X. Wang, “Coordinating liquid and
free air cooling with workload allocation for data center power mini-
mization,” in 11th International Conference on Autonomic Computing
({ICAC} 14), 2014, pp. 249–259.

[131] K. Ji, C. Chi, A. Marahatta, F. Zhang, and Z. Liu, “Energy efficient
scheduling based on marginal cost and task grouping in data centers,” in
Proceedings of the Eleventh ACM International Conference on Future
Energy Systems, 2020, pp. 482–488.

[132] J. Li and Z. Li, “Model-based optimization of free cooling switchover
temperature and cooling tower approach temperature for data center
cooling system with water-side economizer,” Energy and Buildings,
vol. 227, p. 110407, 2020.

[133] G. Dhiman and T. S. Rosing, “Dynamic voltage frequency scaling for
multi-tasking systems using online learning,” in Proceedings of the
2007 international symposium on Low power electronics and design
(ISLPED’07). IEEE, 2007, pp. 207–212.

[134] M. Ghasemazar, E. Pakbaznia, and M. Pedram, “Minimizing energy
consumption of a chip multiprocessor through simultaneous core
consolidation and dvfs,” in Proceedings of 2010 IEEE International
Symposium on Circuits and Systems. IEEE, 2010, pp. 49–52.

[135] Y. Wang, X. Wang, M. Chen, and X. Zhu, “Power-efficient response
time guarantees for virtualized enterprise servers,” in 2008 Real-Time
Systems Symposium. IEEE, 2008, pp. 303–312.

[136] X. Wang and Y. Wang, “Coordinating power control and performance
management for virtualized server clusters,” IEEE Transactions on
Parallel and Distributed Systems, vol. 22, no. 2, pp. 245–259, 2010.

[137] D. Meisner, B. T. Gold, and T. F. Wenisch, “Powernap: eliminating
server idle power,” ACM SIGARCH Computer Architecture News,
vol. 37, no. 1, pp. 205–216, 2009.

[138] S. Wang, J. Liu, J.-J. Chen, and X. Liu, “Powersleep: a smart power-
saving scheme with sleep for servers under response time constraint,”
IEEE Journal on Emerging and Selected Topics in Circuits and
Systems, vol. 1, no. 3, pp. 289–298, 2011.

[139] D. Kusic, J. O. Kephart, J. E. Hanson, N. Kandasamy, and G. Jiang,
“Power and performance management of virtualized computing envi-
ronments via lookahead control,” Cluster computing, vol. 12, no. 1, pp.
1–15, 2009.

[140] L. Rao, X. Liu, L. Xie, and W. Liu, “Minimizing electricity cost:
Optimization of distributed internet data centers in a multi-electricity-
market environment,” in 2010 Proceedings IEEE INFOCOM. IEEE,
2010, pp. 1–9.

[141] Z. Abbasi, T. Mukherjee, G. Varsamopoulos, and S. K. Gupta, “Dy-
namic hosting management of web based applications over clouds,” in
2011 18th International Conference on High Performance Computing.
IEEE, 2011, pp. 1–10.

[142] Z. Zhou, F. Liu, Y. Xu, R. Zou, H. Xu, J. C. Lui, and H. Jin, “Carbon-
aware load balancing for geo-distributed cloud services,” in 2013 IEEE
21st International Symposium on Modelling, Analysis and Simulation
of Computer and Telecommunication Systems, 2013, pp. 232–241.

[143] J. Doyle, R. Shorten, and D. O’Mahony, “Stratus: Load balancing
the cloud for carbon emissions control,” IEEE Transactions on Cloud
Computing, vol. 1, no. 1, pp. 1–1, 2013.

[144] N. Liu, Z. Li, J. Xu, Z. Xu, S. Lin, Q. Qiu, J. Tang, and Y. Wang,
“A hierarchical framework of cloud resource allocation and power
management using deep reinforcement learning,” in 2017 IEEE 37th
international conference on distributed computing systems (ICDCS).
IEEE, 2017, pp. 372–382.

[145] D. Yi, X. Zhou, Y. Wen, and R. Tan, “Toward efficient compute-
intensive job allocation for green data centers: A deep reinforcement
learning approach,” in 2019 IEEE 39th International Conference on
Distributed Computing Systems (ICDCS). IEEE, 2019, pp. 634–644.

[146] R. C. Dorf and R. H. Bishop, Modern control systems. Pearson
Prentice Hall, 2008.

[147] P. Dorato, V. Cerone, and C. Abdallah, Linear-Quadratic Control: An
Introduction. USA: Simon amp; Schuster, Inc., 1994.

[148] G. F. Franklin, J. D. Powell, M. L. Workman et al., Digital control of
dynamic systems. Addison-wesley Reading, MA, 1998, vol. 3.

[149] J. M. Maciejowski, Predictive control: with constraints. Pearson
education, 2002.

[150] A. Gandhi, M. Harchol-Balter, and M. A. Kozuch, “The case for sleep
states in servers,” in Proceedings of the 4th Workshop on Power-Aware
Computing and Systems, 2011, pp. 1–5.

[151] H. Levy and L. Kleinrock, “A queue with starter and a queue with
vacations: Delay analysis by decomposition,” Operations Research,
vol. 34, no. 3, pp. 426–436, 1986.

[152] S. Abdelwahed, N. Kandasamy, and S. Neema, “Online control for
self-management in computing systems,” in Proceedings. RTAS 2004.
10th IEEE Real-Time and Embedded Technology and Applications
Symposium, 2004. IEEE, 2004, pp. 368–375.

[153] A. C. Harvey, “Forecasting, structural time series models and the
kalman filter,” 1990.

[154] R. S. Sutton and A. G. Barto, Reinforcement learning: An introduction.
MIT press, 2018.

[155] V. Mnih, K. Kavukcuoglu, D. Silver, A. A. Rusu, J. Veness, M. G.
Bellemare, A. Graves, M. Riedmiller, A. K. Fidjeland, G. Ostrovski
et al., “Human-level control through deep reinforcement learning,”
nature, vol. 518, no. 7540, pp. 529–533, 2015.

[156] S. J. Bradtke and M. O. Duff, “Reinforcement learning methods for
continuous-time markov decision,” Advances in Neural Information
Processing Systems 7, vol. 7, p. 393, 1995.

[157] J. Chen, R. Tan, Y. Wang, G. Xing, X. Wang, X. Wang, B. Punch, and
D. Colbry, “A high-fidelity temperature distribution forecasting system
for data centers,” in 2012 IEEE 33rd Real-Time Systems Symposium.
IEEE, 2012, pp. 215–224.

[158] Z. Wang, C. Bash, N. Tolia, M. Marwah, X. Zhu, and P. Ranganathan,
“Optimal fan speed control for thermal management of servers,” in In-
ternational Electronic Packaging Technical Conference and Exhibition,
vol. 43604, 2009, pp. 709–719.

[159] W. Piatek, A. Oleksiak, M. vor dem Berge, J. Hagemeyer, and
E. Senechal, “Intelligent thermal management in m2dc system,” in
Proceedings of the Eighth International Conference on Future Energy
Systems, 2017, pp. 309–315.

[160] Z. Zhou, F. Liu, Y. Xu, R. Zou, H. Xu, J. C. Lui, and H. Jin, “Carbon-
aware load balancing for geo-distributed cloud services,” in 2013 IEEE
21st International Symposium on Modelling, Analysis and Simulation
of Computer and Telecommunication Systems. IEEE, 2013, pp. 232–
241.

[161] F. Aurenhammer, “Voronoi diagrams—a survey of a fundamental
geometric data structure,” ACM Computing Surveys (CSUR), vol. 23,
no. 3, pp. 345–405, 1991.

[162] R. Zhou, Z. Wang, C. E. Bash, and A. McReynolds, “Modeling and
control for cooling management of data centers with hot aisle contain-
ment,” in ASME International Mechanical Engineering Congress and
Exposition, vol. 54907, 2011, pp. 739–746.

[163] ——, “Data center cooling management and analysis-a model based
approach,” in 2012 28th Annual IEEE Semiconductor Thermal Mea-
surement and Management Symposium (SEMI-THERM). IEEE, 2012,
pp. 98–103.

[164] N. Lazic, T. Lu, C. Boutilier, M. Ryu, E. Wong, B. Roy, and
G. Imwalle, “Data center cooling using model-predictive control,” in
Proceedings of the 32nd International Conference on Neural Informa-
tion Processing Systems, ser. NIPS’18. Red Hook, NY, USA: Curran
Associates Inc., 2018, p. 3818–3827.

[165] J. Wan, J. Zhou, and X. Gui, “Intelligent rack-level cooling manage-
ment in data centers with active ventilation tiles: A deep reinforcement
learning approach,” IEEE Intelligent Systems, 2021.

[166] M. Tian, A. Vishwanath, G. Venkataramani, and S. Subramaniam,
“Spinsmart: Exploring optimal server fan speeds to improve overall
system energy consumption,” in Proceedings of the Eleventh ACM
International Conference on Future Energy Systems, 2020, pp. 474–
481.

[167] J. Foerster, N. Nardelli, G. Farquhar, T. Afouras, P. H. Torr, P. Kohli,
and S. Whiteson, “Stabilising experience replay for deep multi-agent
reinforcement learning,” in International conference on machine learn-
ing. PMLR, 2017, pp. 1146–1155.

[168] V. Tyagi, H. Sane, and S. Darbha, “An extremum seeking algorithm for
determining the set point temperature for condensed water in a cooling
tower,” in 2006 American Control Conference. IEEE, 2006, pp. 5–pp.

Authorized licensed use limited to: Nanyang Technological University. Downloaded on April 26,2022 at 03:41:59 UTC from IEEE Xplore.  Restrictions apply. 



1553-877X (c) 2021 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission. See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.

This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication. Citation information: DOI 10.1109/COMST.2022.3161275, IEEE
Communications Surveys & Tutorials

JOURNAL OF LATEX CLASS FILES, VOL. 14, NO. 8, AUGUST 2015 42

[169] B. Mu, Y. Li, T. I. Salsbury, and J. M. House, “Optimization and
sequencing of chilled-water plant based on extremum seeking control,”
in 2016 American Control Conference (ACC). IEEE, 2016, pp. 2373–
2378.

[170] K. B. Ariyur and M. Krstic, Real-time optimization by extremum-
seeking control. John Wiley & Sons, 2003.

[171] D. Silver, J. A. Bagnell, and A. Stentz, “Learning from demonstration
for autonomous navigation in complex unstructured terrain,” The Inter-
national Journal of Robotics Research, vol. 29, no. 12, pp. 1565–1592,
2010.

[172] B. Amos, I. D. J. Rodriguez, J. Sacks, B. Boots, and J. Z. Kolter, “Dif-
ferentiable mpc for end-to-end planning and control,” arXiv preprint
arXiv:1810.13400, 2018.

[173] E. Pakbaznia, M. Ghasemazar, and M. Pedram, “Temperature-aware
dynamic resource provisioning in a power-optimized datacenter,” in
2010 Design, Automation & Test in Europe Conference & Exhibition
(DATE 2010). IEEE, 2010, pp. 124–129.

[174] A. Sansottera and P. Cremonesi, “Cooling-aware workload placement
with performance constraints,” Performance Evaluation, vol. 68, no. 11,
pp. 1232–1246, 2011.

[175] Z. Li, L. Wang, S. Ren, and G. Quan, “Temperature, power, and
makespan aware dependent task scheduling for data centers,” in 2011
IEEE/ACM International Conference on Green Computing and Com-
munications. IEEE, 2011, pp. 22–27.

[176] Z. Abbasi, G. Varsamopoulos, and S. K. Gupta, “Tacoma: Server and
workload management in internet data centers considering cooling-
computing power trade-off and energy proportionality,” ACM Trans-
actions on Architecture and Code Optimization (TACO), vol. 9, no. 2,
pp. 1–37, 2012.

[177] T. Mukherjee, A. Banerjee, G. Varsamopoulos, S. K. Gupta, and
S. Rungta, “Spatio-temporal thermal-aware job scheduling to minimize
energy consumption in virtualized heterogeneous data centers,” Com-
puter Networks, vol. 53, no. 17, pp. 2888–2904, 2009.

[178] C. Chi, K. Ji, A. Marahatta, P. Song, F. Zhang, and Z. Liu, “Jointly
optimizing the it and cooling systems for data center energy efficiency
based on multi-agent deep reinforcement learning,” in Proceedings of
the Eleventh ACM International Conference on Future Energy Systems,
2020, pp. 489–495.

[179] X. Zhou, R. Wang, Y. Wen, and R. Tan, “Joint it-facility optimization
for green data centers via deep reinforcement learning,” IEEE Network,
2021.

[180] N. Tolia, Z. Wang, P. Ranganathan, C. Bash, M. Marwah, and X. Zhu,
“Unified thermal and power management in server enclosures,” in In-
ternational Electronic Packaging Technical Conference and Exhibition,
vol. 43604, 2009, pp. 721–730.

[181] J. D. Moore, J. S. Chase, P. Ranganathan, and R. K. Sharma, “Making
scheduling” cool”: Temperature-aware workload placement in data
centers.” in USENIX annual technical conference, General Track, 2005,
pp. 61–75.

[182] Z. Michalewicz, Genetic algorithms+ data structures= evolution pro-
grams. Springer Science & Business Media, 2013.

[183] S. Boyd, N. Parikh, and E. Chu, Distributed optimization and statistical
learning via the alternating direction method of multipliers. Now
Publishers Inc, 2011.

[184] Y. Ran, H. Hu, X. Zhou, and Y. Wen, “Deepee: Joint optimization of
job scheduling and cooling control for data center energy efficiency
using deep reinforcement learning,” in 2019 IEEE 39th International

Conference on Distributed Computing Systems (ICDCS). IEEE, 2019,
pp. 645–655.

[185] W. Masson, P. Ranchod, and G. Konidaris, “Reinforcement learning
with parameterized actions,” in Thirtieth AAAI Conference on Artificial
Intelligence, 2016.

[186] T. P. Lillicrap, J. J. Hunt, A. Pritzel, N. Heess, T. Erez, Y. Tassa,
D. Silver, and D. Wierstra, “Continuous control with deep reinforce-
ment learning,” arXiv preprint arXiv:1509.02971, 2015.

[187] Y. Haseli, “Chapter one - fundamental concepts,” in
Entropy Analysis in Thermal Engineering Systems, Y. Haseli,
Ed. Academic Press, 2020, pp. 1–11. [Online]. Available:
https://www.sciencedirect.com/science/article/pii/B9780128191682000
015

[188] R. Sharma, T. Christian, M. Arlitt, C. Bash, and C. Patel, “Design
of farm waste-driven supply side infrastructure for data centers,” in
Energy Sustainability, vol. 43949, 2010, pp. 523–530.

[189] S. Araya, A. P. Wemhoff, G. F. Jones, and A. S. Fleischer, “Study of
a lab-scale organic rankine cycle for the ultra-low-temperature waste
heat recovery associated with data centers,” Journal of Electronic
Packaging, vol. 143, no. 2, p. 021001, 2021.

[190] A. Haywood, J. Sherbeck, P. Phelan, G. Varsamopoulos, and S. K.
Gupta, “A sustainable data center with heat-activated cooling,” in 2010
12th IEEE Intersociety Conference on Thermal and Thermomechanical
Phenomena in Electronic Systems. IEEE, 2010, pp. 1–7.

[191] ——, “Thermodynamic feasibility of harvesting data center waste heat
to drive an absorption chiller,” Energy Conversion and Management,
vol. 58, pp. 26–34, 2012.

[192] Z. He, T. Ding, Y. Liu, and Z. Li, “Analysis of a district heating system
using waste heat in a distributed cooling data center,” Applied Thermal
Engineering, vol. 141, pp. 1131–1140, 2018.

[193] J. B. Marcinichen, J. A. Olivier, and J. R. Thome, “On-chip two-
phase cooling of datacenters: Cooling system and energy recovery
evaluation,” Applied Thermal Engineering, vol. 41, pp. 36–51, 2012.

[194] S. Sondur, K. Gross, and M. Li, “Data center cooling system inte-
grated with low-temperature desalination and intelligent energy-aware
control,” in 2018 Ninth International Green and Sustainable Computing
Conference (IGSC). IEEE, 2018, pp. 1–6.

[195] M. Deymi-Dashtebayaz and S. Valipour-Namanlo, “Thermoeconomic
and environmental feasibility of waste heat recovery of a data center
using air source heat pump,” Journal of Cleaner Production, vol. 219,
pp. 117–126, 2019.

[196] M. Wahlroos, M. Pärssinen, J. Manner, and S. Syri, “Utilizing data
center waste heat in district heating–impacts on energy efficiency and
prospects for low-temperature district heating networks,” Energy, vol.
140, pp. 1228–1238, 2017.

[197] G. Davies, G. Maidment, and R. Tozer, “Using data centres for
combined heating and cooling: An investigation for london,” Applied
Thermal Engineering, vol. 94, pp. 296–304, 2016.

[198] B. Skagestad and P. Mildenstein, District heating and cooling connec-
tion handbook. NOVEM, Netherlands Agency for Energy and the
Environment, 2002.

[199] V. G. Gude and N. Nirmalakhandan, “Desalination at low temperatures
and low pressures,” Desalination, vol. 244, no. 1-3, pp. 239–247, 2009.

[200] F. Ayachi, Y. Lizhong, F. Dal Magro, A. Meneghetti, and A. Romagnoli,
“Assessment of lng cold energy utilization for road vehicles and data-
centres cooling using liquid air,” Energy Procedia, vol. 158, pp. 5047–
5052, 2019.

Authorized licensed use limited to: Nanyang Technological University. Downloaded on April 26,2022 at 03:41:59 UTC from IEEE Xplore.  Restrictions apply. 



1553-877X (c) 2021 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission. See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.

This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication. Citation information: DOI 10.1109/COMST.2022.3161275, IEEE
Communications Surveys & Tutorials

JOURNAL OF LATEX CLASS FILES, VOL. 14, NO. 8, AUGUST 2015 43

Zhiwei Cao received the B.Eng. in communications
engineering from Jilin University in 2018 and the
M.Eng. in information and signal processing at the
School of Electronics Engineering and Computer
Science, Peking University in 2021. He is currently
pursuing Ph.D. at the School of Computer Science
and Engineering, Nanyang Technological University,
Singapore. His current research interests include
digital twin, data centre optimization, reinforcement
learning, and optimal control.

Xin Zhou is a Research Fellow in the Cloud
Computing and Application Platform (CAP) group
at Nanyang Technological University. He received
his M.E. and Ph.D. degrees from the Department
of Information Engineering, Hiroshima University,
Japan in 2013 and 2016 respectively. His current
research focuses on the learning-based optimization
of ICT and cooling subsystems in the data center.
His research interests include reconfigurable archi-
tectures, parallel computing, parallel architecture,
FPGA computing, deep reinforcement learning, and

green data center. He received Industrial Technical Excellence Award of IEEE
Technical Committee on Cyber-Physical Systems in 2020.

Han Hu received the B.E. and Ph.D. degrees from
the University of Science and Technology of China,
Hefei, China, in 2007 and 2012, respectively. He is
currently a Professor with the School of Information
and Electronics, Beijing Institute of Technology,
Beijing, China. His research interests include mul-
timedia networking, edge intelligence, and space-
air-ground integrated network. He received several
academic awards, including the Best Paper Award of
IEEE TCSVT in2019, the Best Paper Award of IEEE
MULTIMEDIA MAGAZINE in 2015, and the Best

Paper Award of IEEE Globecom in 2013. He served as an Associate Editor
of IEEE TRANSACTIONS ON MULTIMEDIA and Ad Hoc Networks, and
a TPC Member of Infocom, ACM MM, AAAI, and IJCAI.

Zhi Wang is currently an associate professor at
Shenzhen International Graduate School, Tsinghua
University. He received his Ph.D. in 2014 and his
B.E. in 2008, both from Tsinghua University. His
research areas include multimedia networks, mobile
cloud computing, and large-scale machine learning
systems. He is a recipient of the Natural Science
Award of the Ministry of Education (First Prize) in
2017, the National Natural Science Award (Second
Prize) in 2018, and the Technology Invention Award
of the Chinese Institute of Electronics (First Prize) in

2020. In addition, his research won the Best Paper Award of ACM Multimedia,
the Outstanding Doctoral Thesis Award of China Computer Federation, the
Best Student Paper Award of MMM, and the Best Paper Award of ACM
Multimedia, HUMA Workshop. He is an Associate Editor of IEEE TMM and
Guest Editor of ACM TIST and JCST.

Yonggang Wen is the Professor of Computer Sci-
ence and Engineering at Nanyang Technological
University (NTU), Singapore. He has also served
as the Associate Dean (Research) at College of
Engineering at NTU Singapore since 2018. He re-
ceived his PhD degree in Electrical Engineering and
Computer Science from Massachusetts Institute of
Technology (MIT), Cambridge, USA, in 2008. He
was with Cisco, San Jose, CA, USA, where he led
product development in content delivery network,
which had a revenue impact of 3 Billion US dollars

globally. His work in Multi-Screen Cloud Social TV has been featured by
more than 1600 news articles from over 29 countries and received 2013
ASEAN ICT Awards (Gold Medal). His work on Cloud3DView, as the only
academia entry, has won 2016 ASEAN ICT Awards (Gold Medal) and 2015
Datacentre Dynamics Awards 2015. He serves on editorial boards for multiple
transactions and journals, including IEEE Transactions on Circuits and Sys-
tems for Video Technology, IEEE Wireless Communication Magazine, IEEE
Communications Survey & Tutorials, IEEE Transactions on Multimedia, etc.
His research interests include cloud computing, green data center, distributed
machine learning, blockchain, big data analytics, multimedia network and
mobile computing. He is a Fellow of IEEE, and a Distinguished Member of
ACM.

Authorized licensed use limited to: Nanyang Technological University. Downloaded on April 26,2022 at 03:41:59 UTC from IEEE Xplore.  Restrictions apply. 


