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Abstract
Deep learning, enabled by the advancements of hardware accelerators, is increasingly employed in cyber-physical systems due to its capabilities in capturing sophisticated patterns from complex physical processes. However, deep learning is shown
susceptible to adversarial examples, which are crafted inputs aiming to cause wrong
classification outputs for deep models by adding minute perturbations on the clean
inputs. Thus, deploying deep learning models on the safety-critical cyber-physical
systems without incorporating effective countermeasures against adversarial examples raises security concerns. This thesis investigates the threat of adversarial
example attack and develops effective defenses for two deep learning-based autonomous sensing tasks of cyber-physical systems, i.e., visual sensing of advanced
driver assistance systems and drones as well as the voltage stability assessment of
smart grids.
Deep learning achieves appealing performance in accurate and resilient perception
of complex environments. Thus, deep models are increasingly adopted for visual
sensing in autonomous systems such as vehicles and drones. However, it is shown
that deep models are vulnerable to adversarial attacks. Specifically, once the attackers obtain the deep model, they can construct adversarial examples to mislead
the model to yield wrong classification results. Deployable adversarial examples
such as small stickers pasted on the road signs and lanes have been shown effective
in misleading advanced driver-assistance systems. Most existing countermeasures
against adversarial examples build their security on the attackers’ ignorance of the
defense mechanisms. Thus, they fall short of following Kerckhoffs’s principle and
can be subverted once the attackers know the details of the defense. This thesis
proposes DeepMTD, which applies the strategy of moving target defense (MTD)
to generate multiple new deep models after system deployment, that will collaboratively detect and thwart adversarial examples. The MTD design in DeepMTD
is based on the adversarial examples’ minor transferability across different models.
The post-deployment of dynamically generated models significantly increases the
xxv

xxvi
bar of successful attacks. This thesis also investigates serial data fusion with early
stopping for DeepMTD to reduce the inference time by a factor of up to 5, as well
as exploits hardware inference accelerators’ characteristics to strike better tradeoffs between inference time and power consumption. Evaluation based on three
datasets including a road sign dataset and two GPU-equipped embedded computing boards shows the effectiveness and efficiency of DeepMTD in counteracting the
attack.
To further advance the MTD defense, this thesis presents Sardino, an active and
dynamic defense approach that renews the inference ensemble at run time to develop security against the adaptive adversary who tries to exfiltrate the ensemble
and construct the corresponding effective adversarial examples. By applying consistency check and data fusion on the ensemble’s predictions, Sardino can detect and
thwart adversarial inputs. Compared with the training-based ensemble renewal
approach adopted by DeepMTD, Sardino uses HyperNet to achieve one million
times acceleration and per-frame ensemble renewal that presents the highest level
of difficulty to the prerequisite exfiltration attacks. This thesis designs a run-time
planner for Sardino that maximizes the ensemble size in favor of security while
maintaining the processing frame rate. Beyond adversarial examples, Sardino can
also address the issue of out-of-distribution inputs effectively. This thesis presents
extensive evaluation of Sardino’s performance in counteracting adversarial examples and applies it to build a real-time car-borne traffic sign recognition system.
Live on-road tests show the built system’s effectiveness in maintaining frame rate
and detecting out-of-distribution inputs due to the false positives of a preceding
YOLO-based traffic sign detector.
Voltage stability assessment is essential for maintaining reliable power grid operations. Stability assessment approaches using deep learning address the shortfalls of
the traditional time-domain simulation-based approaches caused by increased system complexity. However, deep learning models are shown vulnerable to adversarial
examples in the field of computer vision. While this vulnerability has been noticed
by the power grid cybersecurity research, the domain-specific analysis on the requirements imposed upon effective attack implementation is still lacking. Although
these attack requirements are usually reasonable in computer vision tasks, they can
be stringent in the context of power grids. This thesis conducts a systematic investigation on the attack requirements and credibility of six representative adversarial

xxvii
example attacks based on a voltage stability assessment application for the New
England 10-machine 39-bus power system. The investigation in this thesis shows
that (1) compromising about half the transmission system buses’ voltage traces is
a rule-of-thumb attack requirement; (2) the universal adversarial perturbations regardless of the original clean voltage trajectory possess the same credibility as the
widely studied false data injection attacks on power grid state estimation, while the
input-specific adversarial perturbations are less credible; (3) the prevailing strong
adversarial training thwarts the universal perturbations but fails in defending certain input-specific perturbations. To advance defense to cope with both universal
and input-specific adversarial examples, this thesis proposes a new approach that
simultaneously estimates the predictive uncertainty of any given input of voltage
trajectory and thwarts the attacks effectively.
To summarize, this thesis studies the threat and countermeasures for the adversarial example attack as an ongoing concern for the safety-critical autonomous cyberphysical systems. It develops DeepMTD and Sardino, which are two dynamic
ensemble-based defenses designed under the strategy of moving target defense, to
effectively counteract the adaptive adversarial example adversary for embedded
deep visual sensing. It also conducts the systematic requirement investigation and
credibility analysis of adversarial example attack against the power grid voltage
stability assessment and develops effective countermeasure.

Chapter 1
Introduction
1.1

General Background

Cyber-physical systems (CPSs) are embedded computers and networks that monitor and control the physical processes, with feedback loops where physical processes
affect computations and vice versa [6]. The integration of computations and physical processes has fostered a broad range of CPS applications including autonomous
vehicles [7], transportation [8], avionics [9], critical infrastructure control (e.g.,
smart grid [10], communication system [11], and water system [12]), building control [13] (e.g., HVAC and lighting control), robotics, Industry 4.0 [14], etc., which
are bringing unprecedented societal and economic impacts to today’s world. The
deep neural networks (DNNs), enabled by the advancements of hardware-based
computing acceleration, have shown appealing efficiency in learning sophisticated
patterns from big data. Thus, there are growing interests of applying deep learning to handle the perception, prediction, and control challenges in autonomous
CPSs that are difficult to be addressed by traditional model-based approaches
and algorithmic methods. For instance, deep learning-based computer vision (CV)
techniques have been increasingly adopted on commercial off-the-shelf advanced
driver-assistance systems (ADAS) [15, 16] for tasks such as object detection, adaptive cruise control (ACC), lane keeping assistance (LKA), etc. In Apollo [17], which
is an autonomous vehicle driving agent, the tasks of recognizing road signs, traffic
lights, and lane markers are implemented with DNN-based visual sensing. Deep
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reinforcement learning (DRL) is shown to be effective in solving complex and dynamic control problems and thus is increasingly considered in the CPS applications
such as power grid controls [18], robotics [19], networking control [20], etc.
Various studies have been conducted to deploy deep learning on CPSs. The goal is
to improve the performance (e.g., throughput, latency, inference accuracy, etc) of
the deep models and deep learning algorithms on the resource-constrained embedded platforms. To improve the inference performance of deep models, approaches
based on input-adaptive early exit mechanism [21, 22] and system’s runtime dynamics adaptation for a single device [23] and across the cluster of the end and
edge devices [24, 25] have been investigated. The work in [26] aims to enable the
resource-demanding model training on embedded devices by dynamically controlling the structure of DNNs for resource saving. In [27], a ChainSGD-reduce algorithm and reinforcement learning are applied to address the resource limitation of
on-device federated learning. The work in [28] uses a tree regressor that models
the execution time of the deep model-based application to steer the on-device neural network compression, thus achieving a better accuracy-efficiency tradeoff. The
hardware-aware neural architecture search automates the design of deep models
under hardware constraints to reduce the manual efforts in designing efficient deep
models on embedded and mobile devices [29, 30]. Another line of research applies
deep learning to improve the performance of CPS applications. For instance, the
work in [31] uses the generative adversarial network (GAN) to reduce the data
labeling effort in CPSs. The work in [32] applies an autoencoder to compress the
data for offloading at local end devices and reconstruct the data on the edge server.
As such, the data transferring latency between the end and edge devices is reduced.
The work in [33] utilizes the deep neural network with self-attention modules to
estimate the quality of sensing inputs. It addresses the problem of sensing performance degradation caused by low-quality sensor inputs in CPS applications such
as human activity and gesture recognition.
However, the complex architectures and probabilistic nature of deep learning engender vulnerabilities under the adversarial settings. Thus, it raises concerns when
employing deep models to the safety-critical CPSs. Recent studies show that deep
models, albeit being highly accurate, are vulnerable to adversarial examples, which
are crafted inputs aiming to mislead the victim deep model by adding minute
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perturbations on clean examples. The adversarial examples are usually indistinguishable to human eye, but can induce the victim deep model to make absurd
classification. Systematic approaches [34] have been developed to generate adversarial examples as long as the attackers acquire the deep model, where the attackers
may know the internals of the model or not. Certain constraints can be considered
in the generation process when the attackers cannot tamper with every pixel of the
given input. For example, in [35], an algorithm is developed to construct adversarial stickers that can be pasted physically on road signs to mislead vision-based
sign classifier. Moreover, as demonstrated in [36], the vision-based lane detector
of Tesla Autopilot can be fooled by small adversarial stickers on the road that can
direct the car to the opposite lane and cause great danger.

1.2

Research Problems

Adversarial example attack presents an immediate and real threat to the autonomous CPSs employing deep learning models. This thesis aims to study the
threat of adversarial example attacks and develop effective countermeasures against
adversarial examples for safety-critical CPSs, e.g., autonomous vehicles and power
systems. In this thesis, Chapters 3 and 4 study a general class of problem to counteract adaptive adversarial example attack against deep learning-based embedded
visual sensing. Chapter 5 conducts a domain-specific credibility analysis of adversarial examples for the deep learning-based power grid applications. The following
subsections introduce the three research problems included in these chapters. They
are organized as follows. Section 1.2.1 and Section 1.2.2 give the background for the
design of DeepMTD in Chapter 3 and Sardino in Chapter 5, respectively, which are
two dynamic defense approaches against adversarial example attack utilizing the
strategy of moving target defense for deep learning-based embedded visual sensing. Section 1.2.3 introduces the study in Chapter 5 on the systematic credibility
analysis and effective countermeasure for adversarial example attack against the
deep learning-based voltage stability assessment application.
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1.2.1

1.2. Research Problems

Moving Target Defense for Deep Visual Sensing against
Adversarial Examples

To implement autonomous CPSs operating in complex environments (e.g., the long
envisaged self-driving cars), the accurate and resilient perception of the environment is often the most challenging step in the closed loop of sensing, control, and
actuation. The recent advances of deep learning [37] have triggered great interests
of applying it to address the environment perception challenges. However, the adversarial example attack introduces much concern. Readily deployable adversarial
examples like paper stickers pasted on the road [36] and traffic sign plate [35] are
shown to be effective against lane detection and traffic sign recognition systems.
Thus, the designs of deep learning-based visual sensing for safety-critical CPSs
should incorporate effective defense under the adversarial settings.
Existing countermeasures aim at increasing the deep models’ robustness against the
adversarial examples by adversarial training [2, 38], input transformation [39, 40],
and gradient masking [41, 42]. These countermeasures are often designed to address
certain adversarial examples. For example, the adversarial training approaches only
enhance the deep model’s robustness against the adversarial examples considered
during the training. Moreover, these static countermeasures build their security on
the attackers’ ignorance of the defense mechanisms. The countermeasures based on
the input transformation and gradient masking can be subverted once the attackers
know the details of the used defense mechanisms [43, 44]. Thus, the existing
static countermeasures do not address adaptive attackers and fall short of following
Kerckhoffs’s principle in designing secure systems (i.e., the enemy knows the system
except for the secret key [45]). Once the attackers acquire the hardened model and
the details of the defense, they can craft the next-generation adversarial examples
to render the hardened model vulnerable again.
Beyond the static defense, in this thesis, a moving target defense (MTD) strategy
[46] is considered. MTD aims to create and deploy mechanisms that are diverse
and continually change over time to increase complexity and cost for attackers
[47]. In the MTD of this thesis, one or more new deep models are generated after
system deployment that the attackers can hardly acquire. Taking the deep visual
sensing of ADAS as an example, under the MTD strategy, new deep models can
be continually trained when the computing unit of a car is idle. Once the training
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completes with the validation accuracy meeting specified requirement, the new deep
models can be commissioned to replace the in-service models that were previously
generated on the car. By bootstrapping the in situ training with randomness, it
will be practically difficult for the attackers to acquire the in-service deep models,
which thus can be viewed as the secret of the system. With MTD, the adversarial
examples constructed based on the stolen deep models are neither effective across
many systems nor effective against a single victim system over a long period of
time.
In this thesis, an MTD approach is designed for embedded deep visual sensing
systems that are susceptible to adversarial examples. Several challenges need to be
addressed. First, adversarial examples have non-negligible transferability to new
deep models [2]. From the evaluation based on multiple datasets, the adversarial
examples can mislead the new deep models with a probability from 7% to 52%.
Second, the primitive MTD design of using a single new deep model does not give
awareness of the presence of adversarial examples, thus losing the opportunities of
involving the human to improve the safety of the system. Note that human can
be considered immune to adversarial examples designed based on the perturbation
minimization principle. Third, in situ training of the new deep models without
resorting to the cloud is desirable given the concerns of eavesdropping and tampering during the communications over the Internet. However, the training may
incur significant computational overhead for the embedded systems.
To collectively address the above challenges, this thesis proposes a DeepMTD approach based on three key observations on the responses of new deep models to
the adversarial examples. First, the output of a new deep model that is successfully misled by an adversarial example tends to be unpredictable. Second, from
the unpredictability of the misled new model’s output, if we use sufficiently many
distinct new models to classify an adversarial example, the inconsistency of all
the models’ outputs (due to the unpredictability) signals the presence of attack
while the undetected adversarial examples will be given the correct classification
result by a majority of the new models. Third, compared with training a new deep
model from scratch, the training with a perturbed version of the base model as the
starting point can converge up to 4x faster, imposing less computation burden.
Based on the above observations, the DeepMTD is designed as follows. When the
system has spare computing resources, it adds independent perturbations to the
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parameters of the base model to generate multiple fork models. The base model can
be a factory-designed deep model that gives certified accuracy for clean examples,
but may be acquired by the attackers. Each fork model is then used as the starting
point of a retraining process. The retrained fork models are then commissioned
for the visual sensing task. As the fork models are retrained from the base model,
intuitively, they will inherit the classification capability of the base model for clean
examples. At run time, an input, which may be an adversarial example constructed
based on the base model, is fed into each fork model. If the degree of inconsistency
among the fork models’ outputs exceeds a predefined level, the input is detected as
an adversarial example. The majority of the fork models’ outputs is yielded as the
final result of the sensing task. If the system operates in the human-in-the-loop
mode, the human will be requested to classify detected adversarial examples.
In this thesis, the multi-model design echos ensemble machine learning [48]. The
existing studies [49, 50] have considered using an ensemble of deep models to counteract adversarial examples. However, these existing studies still focus on static
ensemble and fall short of addressing adaptive attackers. Once the adaptive attackers obtain the static ensemble, they can still construct effective adversarial
examples against the ensemble. As shown in this paper, the adaptive attackers
can subvert the static ensemble-based defense with substantial probabilities from
50% to 57%. Different from the static ensemble, in this thesis, the in situ models
generated and continuously updated after the system deployment are distinct both
over time and across the systems. This dynamic ensemble approach invalidates an
essential basis for the attackers to construct effective adversarial examples, i.e., the
acquisition of ensemble.
The run-time inference overhead of DeepMTD is proportional to the number of fork
models used. Based on the performance profiling on two GPU-equipped embedded
computing platforms, instructing TensorFlow to execute the fork models at the
same time brings limited benefit in shortening inference time. In contrast, the
serial execution of them admits an early stopping mechanism inspired by the serial
signal detection [51]. Specifically, the system runs the fork models in serial and
terminates the execution once sufficient confidence is accumulated to decide the
cleanness of the input. Evaluation results show that the serial DeepMTD reduces
the inference time by a factor of up to 5. In this thesis, the implementation of
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DeepMTD is further optimized by exploiting the characteristics of the hardware
inference accelerators.

1.2.2

Ultra-Fast Dynamic Ensemble for Secure Visual Sensing against Adversarial Examples

As discussed earlier, the dynamic ensemble approach for active defense strengthens
the security of the autonomous CPS against adaptive adversary. The security of
the dynamic ensemble is greatly affected by the following two aspects. First, larger
ensemble sizes and higher renewal rates enhance security strength. Specifically, it
is harder for the adversary to construct adversarial examples that can mislead all
DNNs of a larger ensemble. Meanwhile, if the ensemble is renewed more frequently,
the adaptive adversary has shorter time for exfiltrating the ensemble. Second,
higher diversity of an ensemble’s DNNs fosters attack detection, because these
DNNs tend to produce more diverse classification results for an adversarial example
input. The diversity of a model ensemble is measured by the variance of the
classification results of the ensemble’s DNNs given adversarial examples as input.
DeepMTD uses dynamic ensembles to counteract adaptive adversarial example
attacks. It is based on a primitive approach of retraining DNNs using data stored
on the embedded device, which impedes achieving high-rate ensemble renewal. For
instance, it takes 45 minutes on NVIDIA Jetson AGX Xavier to retrain an ensemble
of 20 DNNs for a traffic sign classification task [52]. As the retraining process is
very compute-intensive, the ensemble renewal in DeepMTD is performed when the
embedded system is idle (e.g., when the car is parked). In the case of fuel cars,
it requires using the car battery to power the lengthy retraining. If multiple task
ensembles are renewed, the retraining risks battery over-discharge. In addition, the
retraining requires a large training dataset stored on the embedded device, which
is cumbersome.
Besides the off-time, infrequent ensemble renewal achieved in DeepMTD, this thesis also aims to realize run-time and high-rate ensemble renewal, which gives two
advantages. First, higher renewal rates mean better MTD security. Second, in the
context of cars and drones, run-time renewal avoids lengthy battery discharge during parking. However, the run-time renewal and the execution of large ensembles
in favor of security should be precisely managed to avoid jeopardizing the real-time
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performance of the visual sensing. This thesis designs Sardino1 to achieve the goal.
Specifically, the design of Sardino consists of the following two aspects.
First, Sardino follows the HyperNet concept [54] to design the DNN generator
for fast ensemble renewal. HyperNet is a set of multilayer perceptrons (MLPs)
that take random numbers as input and output the weights of target DNN. During
training, HyperNet is trained to produce target DNN’s weights that have minimized
losses on the training dataset of images. During inference, HyperNet generates
DNNs at the cost of forwarding the MLPs. A key advantage of Sardino is that the
ensemble renewal becomes forwarding the MLPs, which is much faster than DNN
training and does not require storing training data on the embedded device. In
Sardino, generating a DNN for the aforementioned traffic sign classification task
on Jetson AGX Xavier only takes 0.1 milliseconds, which is 0.66 and 1.35 million
times faster than the two DNN retraining approaches in [52, 55]. Owing to the
accelerated DNN generation, Sardino achieves per-frame ensemble renewal that
renders the highest MTD security.
Second, a run-time ensemble size planner is designed such that the total delay of
renewing and executing the ensemble on an embedded device shared by other continuing inference tasks meets a soft deadline determined by the sensing frame rate.
To this end, the ability to predict the delay is needed but developing this ability is
non-trivial. With extensive profiling experiments, the latest GPU utilization and
power usage are identified as the two factors affecting the delay. With a decision
tree regressor that predicts the delay based on the affecting factors, the ensemble
size is maximized in real time in favor of security, subject to the deadline. In other
words, Sardino uses the available compute time to increase security.
Adversarial examples can be viewed as a crafted type of out-of-distribution (OOD)
inputs that fall out of the training data distribution. In practice, naturally occurring OOD inputs are common. Since Sardino can address adversarial examples
under a highly adversarial setting, it can also address the naturally occurring OOD
inputs. To demonstrate this, a real-time car-borne traffic sign recognition system is
implemented based on Sardino. Extensive evaluation including live on-road tests
shows the effectiveness of Sardino in meeting soft deadlines and detecting OOD
inputs due to the preceding YOLO’s [56] false positives in detecting traffic signs.
1
Sardino is the Esperanto word of sardine. When threatened, sardines form a school that
undertakes complicated maneuvers and startling shape changes. The many moving targets of the
school create a sensory overload of the predator’s visual and electrosensory channels [53].
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On Credibility of Adversarial Examples against LearningBased Grid Voltage Stability Assessment

Electric power grid is a critical CPS that maintains reliable and economical generation, transmission, and distribution of electricity. It usually consists of the
generating stations that convert the energy from other forms to electricity, the
transmission system that carries the electric power from generating stations to
load buses, and the distribution systems that distribute the electric power to the
end customers. A control center monitors and manages the power grid to ensure efficient and sustained operations [57]. By integrating modern information
and communication technologies (ICTs), the traditional power grids are evolving
into smart grids that possess improved sensing and control capabilities to deal
with the new challenges caused by the increasing deployments of renewable energy,
distributed generation, and demand response. Machine learning, as an ICT, has
been considered and adopted for enhancing various grid capabilities such as load
forecasting [58], fault diagnosis [59], solar power prediction [60], and power grid
controls [18].
The DNNs have attracted growing interests in power grid research [18, 58–60]
due to their appealing capabilities in extracting sophisticated patterns from big
data. However, the complex structures of DNNs engender vulnerabilities under
adversarial settings. This thesis focuses on the threat of adversarial examples,
which can be viewed as a specific type of the false data injection (FDI) that has
been studied widely under the context of power grid [61].
DNNs can be applied in various power grid operation tasks. This thesis considers
a representative task of online voltage stability assessment (VSA). Maintaining
stability is fundamental for any power system because losing stability may cause
catastrophic blackouts that threaten people’s properties and lives. During the
power grid design phase, offline VSA conducts time-domain simulations to check the
voltage stability of the grid when presumed disturbances are injected. Although a
high-fidelity system model can yield accurate offline VSA outcomes, the simulations
are often much slower than the evolution of the physical processes due to the power
system complexities. Thus, time-domain simulations are ill-suited for online VSA.
To develop online VSA for timely and proper reaction to a contingency, the grid
operator can run extensive offline simulations under various disturbances and use
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the results to form a look-up table or train a machine learning model for online
VSA with real-time voltage measurements. Applying DNNs to better capture the
inherent complexity of voltage dynamics and advance online VSA is an ongoing
interest of power grid operations [62].
Wrong outputs of VSA can lead to catastrophic consequences. A false negative
in detecting instability can cause missed or delayed activation of fault isolation,
which may result in widespread blackout; a false positive may lead to unnecessary
load shedding and thereby brings misery to the customers losing power. Thus, the
cybersecurity risks faced by DNN-based VSA due to adversarial examples need to
be understood. Various algorithms of constructing adversarial example have been
proposed [34]. The effects of adversarial examples have been demonstrated in the
safety-critical CPSs that use CV for perception. For example, adversarial stickers
pasted on road can mislead learning-based lane detection system of Tesla Autopilot
[36]. However, the requirements for implementing these attacks, though reasonable
in the CV tasks, can be too stringent in the context of VSA. For instance, the clean
input is often needed to compute the malicious perturbation. In the CV-based lane
recognition, the camera’s view of the road as the clean input can be known a priori
to the attacker and used to craft the adversarial sticker. However, in VSA, the
requirement of obtaining the real-time read access to all the transmission buses’
voltages for constructing attacks can be very high. Coordinating the real-time
eavesdropping and data tampering for implementing certain attacks imposes high
requirements on the attacker’s resources and skills.
Therefore, indiscriminately transferring the worry from CV to DNN-based smart
grid applications may hinder innovations. To the best of our knowledge, systematic
analysis on the credibility of adversarial example attacks with due discrimination
on the requirements of implementing them in smart grids is still lacking. This thesis
conducts a systematic study to evaluate the effectiveness of various adversarial example construction methods against VSA, which impose different requirements on
(1) read access to the original clean voltage measurements, (2) write access to the
voltage measurements, (3) knowledge about the DNN’s internals, and (4) access to
the DNN’s training data. By relating the attack effectiveness with the attack requirement and analyzing the difficulty/overhead of meeting the attack requirement,
the evaluation results provide a comprehensive understanding on the credibility of
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the various adversarial example attacks on VSA. This thesis also evaluates the attack effectiveness when the system defender adopts the prevailing countermeasures
of adversarial training and input transformation. From the evaluation in this thesis, although a class of adversarial training techniques effectively defend the more
credible universal attacks, they are not effective in counteracting certain inputspecific attacks. While the input-specific attacks are viewed less credible from the
analysis in this thesis, their possibility cannot be completely ignored.
From the study in this thesis, a methodology is summarized for evaluating the credibility of various types of adversarial example attacks on the DNN-based smart grid
applications. The methodology includes: (a) to investigate the individual attack
model for each of the considered adversarial example attacks characterized by the
minimal requirements needed to effectively mislead the DNN of the smart grid
application; (b) to evaluate the credibility of the attacks through analyzing the
feasibility of the requirements under the context of the considered smart grid application; and (c) to evaluate the effectiveness of the existing and/or new countermeasures in protecting the smart grid application against the adversarial example
attacks.

1.2.4

Relationship among Chapters

Adversarial examples are threatening the security of autonomous CPSs, e.g., autonomous vehicles and smart grids. In existing studies, the effects of adversarial
examples have mainly been demonstrated in the safety-critical CPSs that use computer vision for perception, including the ones described in Chapters 3 and 4.
However, the requirements of launching adversarial attacks, though reasonable in
the computer vision tasks, can be too stringent in the context of power grid applications. Compared with the embedded deep visual sensing application considered
in Chapters 3 and 4 which already has widely accepted credible adversarial example attack, common understanding for the credibility of the adversarial examples
is still lacking in the energy informatics research. To address this, Chapter 5 aims
to conduct a domain-specific credibility assessment of adversarial examples for the
deep learning-based voltage stability assessment. Based on the credibility analysis
results in Chapter 5, the defenses developed in Chapters 3 and 4 can also be employed in the voltage stability assessment application considered in this thesis or
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other power grid applications. All three chapters contribute to studying the threat
of adversarial example attack and developing countermeasures against adversarial
examples for safety-critical cyber-physical systems.

1.3

Summary of Contributions

The contributions of this thesis are summarized as follows:
• This thesis designs DeepMTD to counteract adversarial example as an ongoing concern, based on the observations on the responses of multiple deep
models to adversarial examples. Different from existing defenses that are
static, DeepMTD follows the strategy of moving target defense and utilizes
computing to enhance security. The extensive evaluation on DeepMTD’s
performance in classifying clean examples and in detecting and thwarting
adversarial examples under a wide range of settings provides useful guidelines for adopters of DeepMTD in specific applications. It shows that the
serial execution of the fork models with early stopping significantly reduces
the inference time of DeepMTD while maintaining the sensing accuracy. It
also exploits the hardware characteristics of the Jetson devices to improve
the power efficiency of DeepMTD implementation.
• This thesis proposes Sardino for high-rate ensemble renewal to defeat the
external adversary’s DNN exfiltration as a prerequisite for adversarial example construction. It designs a HyperNet to implement the high-rate renewal.
Extensive evaluation shows Sardino’s superior performance in counteracting
both adversarial examples and naturally occurring OOD inputs, compared
with the existing retraining approaches [52, 55] and the HyperGAN approach
[54]. It designs an ensemble size planner to meet a specified soft deadline for
ensemble renewal and execution, which is imperative to real-time visual sensing. The design is applicable to the execution on either graphics processing
unit (GPU) or central processing unit (CPU).
• This thesis investigates the minimal requirement of implementing each of the
six representative adversarial examples, i.e., FGSM [2], PGD [63], DeepFool
[64], Carlini-Wagner [1], Universal Adversarial Perturbation (UAP) [3], and
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Universal Adversarial Network (UAN) [65] to achieve effective attack on VSA.
It shows tampering with the voltages of half buses is a rule of thumb for
crafting effective adversarial examples. The universal adversarial examples
(i.e., UAP and UAN) that do not require read access to bus voltages are
as credible as the FDI on grid state estimation [61] that has been widely
studied. The input-specific adversarial examples are less credible due to their
indispensable requirement on real-time bus voltage read access. It studies
the effectiveness of the prevailing defenses of adversarial training and input
transformation via APE-GAN [66] under each of the six adversarial example
attacks. It shows that the PGD adversarial training effectively protects the
DNN-based VSA against the credible universal adversarial examples but fails
to counteract certain input-specific attacks. To advance defense, it proposes
a new approach that simultaneously estimates the predictive uncertainty of
any given input of voltage trajectory and thwarts both input-specific and
universal adversarial example attacks effectively.

1.4

Thesis Structure

Chapter 2 presents the preliminaries and related work for adversarial example.
Chapter 3 presents DeepMTD, a dynamic defense against adversarial examples
leveraging the moving target defense strategy for embedded deep visual sensing.
Chapter 4 presents Sardino, an ultra-fast dynamic ensemble that counteracts adaptive adversarial example attacks for deep visual sensing. Chapter 5 presents the
credibility analysis and effective countermeasure of adversarial examples under the
context of learning-based power grid application. Chapter 6 concludes this thesis
and discusses future work.

Chapter 2
Preliminaries and Related Work
2.1

Preliminaries on Adversarial Example

Adversarial examples are crafted inputs aiming to mislead neural networks to produce incorrect results [34]. Consider a neural network classifier f ( · ; θ) with weights
θ that classifies on an intact input x. Let y denote the ground truth label of x.
The sample x0 = x + δ is an adversarial example, if f (x; θ) = y and f (x0 ; θ) 6= y.
The δ is the adversarial perturbation designed by the adversary. To reduce the
chance of being detected, the adversary aims at minimizing the distance between
x and x0 , which is denoted by D(x, x0 ). Thus, the attack construction can be
formulated as a constrained optimization problem δ ∗ = argminδ D(x, x0 ) subject
to f (x0 ; θ) 6= y. The D( · ; · ) is usually defined by the `p distance. The most
commonly used metrics include `0 , `2 , and `∞ . As this optimization problem is
difficult, existing studies propose various heuristic solutions. The crafted perturbations may not always meet the constraint f (x0 ; θ) 6= y. The effectiveness of an
adversarial example construction method is often characterized by the empirical
rate of yielding f (x0 ; θ) 6= y. If the input x is a time series, an additional constraint
regarding the autocorrelation of x0 can be integrated into the above formulation,
such that the attack traces will follow certain patterns and be smooth.
A targeted adversarial example x0 makes f (x0 ; θ) = yt , where yt 6= y is a specified
target label. A non-targeted adversarial example ensures that the classification
result f (x0 ; θ) is an arbitrary label other than the ground truth label y. The
construction of the adversarial perturbation for a targeted adversarial example,
15
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denoted by δ ∗yt , can be formulated as δ ∗yt = argminδ D(x, x0 ), subject to f (x0 ; θ) =
yt . The targeted adversarial example that gives the minimum D(x, x0 ) can be
yielded as a non-targeted adversarial example.
According to the knowledge of the adversarial example adversaries, the adversarial
example attacks can be divided into black-box and white-box attacks [34]. In the
black-box attack, the adversaries require no knowledge of the victim model’s internals. However, the black-box adversaries can interact with the black-box victim
model and query the outputs for specific inputs. Then, the adversaries can train a
surrogate model using the acquired input-output pairs and craft adversarial examples based on this surrogate model. In the white-box attack, the adversaries need
full knowledge of the victim model’s internals, including the model’s architecture
and weights.

2.2

Existing Works on Adversarial Examples and
Defenses

2.2.1

Adversarial Example Construction Methods

This section first introduces representative types of general adversarial example
construction methods and algorithms including FGSM [2], PGD [63], DF [64],
C&W [1], UAP [3], UAN [65], adversarial patch [4], and application-specific physicalworld attacks. Then, it reviews the existing systematic deployments of adversarial
example attacks in real-world applications.
Adversarial example attacks can be categorized into input-specific and universal
attacks [34]. Input-specific means the adversarial perturbation is crafted to be
effective against individual clean input sample, while universal means the perturbation is crafted to be effective on many clean examples. The input-specific
attacks include FGSM, PGD, DF, and C&W. The FGSM is a representative onestep attack construction method. The FGSM adversarial example is calculated by
x0 = x +  · sign(∇J(θ, x, y)), where sign( · ) is the sign function,  is the maximum allowed perturbation intensity, and J( · ) is the loss function of the model.
The PGD attack performs small-sized FGSM for multiple iterations. At iteration
i, the PGD adversarial example is updated by xi = Π (xi−1 + αsign(∇J(θ, x, y))),
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where Π ( · ) projects xi in its  − Lp (p = 1, 2, ∞) neighborhood and α determines
the step size. The DF aims to find the minimum perturbation that takes the clean
input to boundary of the region deciding the classifier’s prediction of the input.
For non-linear general classifier, at each iteration i, the DF adversarial example
is accumulated by a small vector which is calculated by δ ∗i = argminδi kδ i k2 subject to k̂(xi ) + ∇k̂(xi )T δ i = 0, where k̂( · ) is the estimated classifier derived by
linearizing the decision boundaries of the original classifier f ( · ; θ). The C&W
formulates the attack construction as δ ∗ = argminδ D(x, x0 ) subject to L(x0 ) ≤ 0,
where f (x0 ; θ) 6= y if and only if L(x0 ) ≤ 0. Then, the Lagrangian relaxation
is applied to simplify the problem as δ ∗ = argminδ D(x, x0 ) + c · L(x0 ), where c
is a constant weight for combining the two minimization objectives. The specific form of the function L(x0 ) is L(x0 ) = max{Z(x0 )y − maxyi 6=y {Z(x0 )yi }, −κ},
where Z( · ) represents the logits output of the classifier f ( · ; θ) and κ controls the
strength of the adversarial example. The universal attack includes UAP, UAN, and
adversarial patch. The UAP attack is generated by finding the adversarial perturbation for each of the data samples from a training set using the DF algorithm
and accumulating these perturbations to form a universal adversarial perturbation. The UAN attack learns a generative model G( · ; φ) with parameters φ that
can take as input a random vector z sampled from the normal distribution and
output a universal adversarial perturbation. The loss function for training G( · ; φ)
is max{Z(x0 )y − maxyi 6=y {Z(x0 )yi }, −κ} + c · D(x, x0 ). The aforementioned attack
construction methods conduct pixel-level adversarial perturbations. The adversarial patch attack only adds perturbations in a restricted region of the clean samples
to fool the victim model. Specifically, the adversarial patch attack utilizes the
Expectation over Transformation (EOT) framework [43] to train the patch perturbation by maximizing the expected output probability of a target label, where
the expectation is taken over random images, transformations of the patch (such
as scale and rotations), and locations of the patch at the images. The objective
function is p̂ = argmaxp Ex∼X,t∼T,l∼L [log Pr(yt |A(p, x, l, t))], where A( · ) is the
defined patch application operator that applies transformations t following a distribution T to patch p and then adds the transformed patch at location l following
a distribution L to the clean sample x. This thesis covers all the aforementioned
representative adversarial example construction methods to study the threat of
adversarial examples for different autonomous CPS applications.
The general adversarial example construction methods in the last paragraph can
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be substantialized to launch physical attacks in different unique real-world applications. The research in [35] develops adversarial stickers pasted on the real-world
traffic stop sign and effectively misleads the deep learning-based road sign classifier
on a moving vehicle to yield a “speed limit” prediction with an attack success rate of
more than 80%. As shown in [36], the Tesla Autopilot can be misled into the reverse
lane by the minor on-road adversarial stickers designed to fool the vision-based lane
recognition model. The study in [67] designs physical-world adversarial roadside
advertising sign that is indistinguishable to human eye but can continuously mislead the steering system of the autonomous vehicles. The work in [68] shows that
the adversarial objects placed at the specified locations in the real-world driving
environment can disturb the LiDAR-based semantic segmentation of autonomous
vehicles. Moreover, the study in [69] has presented that the LiDAR and camera
used for the Multi-Sensor Fusion (MSF)-based autonomous vehicle perception can
be simultaneously attacked by the designed adversarial 3D objects. Besides adversarial examples for 2D images and 3D point cloud data, the attacks against audio
and text are also investigated in the existing research. The work in [70] develops
adversarial audio examples that can survive over-the-air transmission and attack
the deep learning-based speech recognition system. The study [71] crafts difficultto-perceive text adversarial examples that can perturb the deep learning-based text
classifiers. The research in [72] reveals that the deliberately designed adversarial
acoustic signals can manipulate the motion compensation of the inertial sensorbased image stabilizer and thus result in blurred images that cause mistakes in the
object detection model. This thesis does not adopt the aforementioned physicalworld adversarial examples for the following reasons. Chapters 3 and 4 focus on
developing effective defenses against adversarial examples. The physical-world adversarial examples incur more constraints on attack launching and achieve lower
successful attack rates, whereas the numeric experiments based on real-world traffic sign dataset and ideal attack settings (e.g., pixel-level perturbation capability)
can characterize the lower bound of the defense performance. Since Section 3.4.3,
Section 3.4.4 and Section 4.3.2.2 have demonstrated the superior attack thwarting
performance of DeepMTD and Sardino, respectively, Chapters 3 and 4 consider the
general adversarial example construction methods introduced in the last paragraph
and do not measure the performance using physical-world adversarial examples.
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Countermeasures against Adversarial Examples

Overfitted models are often thought highly vulnerable to adversarial example attacks. However, regularization approaches for preventing overfitting, such as dropout
and weight decay, are shown ineffective in precluding adversarial examples [2, 73].
This section summarizes the representative defenses developed against the adversarial examples.
Adversarial training [2, 38] increases the robustness of the target deep model against
adversarial attack by including adversarial examples with their genuine labels during the model training. Adversarial training can make a deep model immune to
predefined adversarial examples included during the training. Specifically, it follows the idea of robust optimization and formulates a min-max problem to find the
robust model parameters θ ∗ = arg minθ maxD(x,x0 )≤ J(θ, x0 , y). The formulation
is viewed as the composition of an inner maximization problem aiming to find the
effective adversarial examples and an outer minimization problem minimizing the
adversarial loss given by the inner attack problem. The loss function for adversarial
training can be Jadv (θ, x, y) = αJ(θ, x, y) + (1 − α)J(θ, x0 , y), where α balances
the loss on benign and adversarial examples and x0 can be computed by FGSM
or PGD attack. Adversarial training achieves state-of-the-art defense performance
on various benchmarks as shown in existing research [38] and competition [74].
However, adversarial training can be defeated by the adversarial examples that are
not considered during the adversarial training.
A range of defense approaches apply various transformations to the input during
both the training and inference phases. The transformations include data compression [40], cropping [39], and randomization [75]. These ad hoc approaches often
lead to accuracy drops on clean examples. APE-GAN [66] is a type of systematic input transformation defense. The APE-GAN trains a discriminator and a
generator simultaneously under the GAN setting. The discriminator aims to differentiate between the clean input and the output of the generator, while the generator aims to cleanse the adversarial input and output its benign counterpart. For
APE-GAN [66], the loss function for training the discriminator is − log D(x; θ D ) +
log D(G(x0 ; θ G ); θ D ). The loss function for the generator contains two parts. The
P PH
0
2
first part is a pixel-wise mean square error loss W1 H1 W
i=1
i=1 (xi,j − G(xi,j ; θ G )) ,
where W and H represent the width and height of the input. The second part is
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the adversarial loss function 1 − log D(G(x0 ; θ G ); θ D ). After the training is done,
the generator is used to cleanse the adversarial input.
Gradient masking is a category of defense against the adversarial examples constructed using gradient-based methods [41, 42]. It attempts to deny adversary
access to useful gradients for constructing attack. However, as shown in [43, 44], if
the attackers know the details of the transformation or the gradient masking, they
can still construct effective adversarial examples. Provable defense [76, 77] gives
lower bounds of the defense robustness. Its key limitation is that the lower bound
is applicable for a set of specific adversarial examples only.
The differences between the existing defenses and the proposed countermeasures
of the three research problems in this thesis will be demonstrated in the respective
chapters.

Chapter 3
Moving Target Defense for Deep
Visual Sensing against
Adversarial Examples
This chapter presents DeepMTD, a countermeasure under the strategy of moving target defense against adversarial example attack for embedded deep visual
sensing1 . Section 3.1 presents the threat model and explains the background. Section 3.2 presents a measurement study. Section 3.3 and Section 3.4 designs and
evaluates DeepMTD, respectively. Section 3.5 profiles DeepMTD on hardware and
evaluates serial DeepMTD. Section 3.6 studies the optimization of DeepMTD implementation. Section 3.7 summarizes this chapter.

3.1

Threat Model and Background

This section presents the threat model (Section 3.1.1) and reviews the existing
studies on developing countermeasures against adversarial examples (Section 3.1.2).
1

This chapter is partially published on [52] and [78].
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3.1.1

3.1. Threat Model and Background

Threat Model

Various gradient-based approaches have been proposed to construct adversarial
examples [1, 2, 73]. Among them, the approach proposed by Carlini and Wagner
(C&W) [1] is often thought highly effective. Thus, this work uses C&W’s approach
to generate adversarial examples. The details of the attack construction for the
C&W’s approach are included in Section 2.2.1. In particular, the parameter κ for
the C&W’s attack controls the strength of the constructed adversarial example.
With a larger κ, the x0 is more likely to be misclassified, but the perturbation δ will
be larger. In this work, both targeted and non-targeted adversarial examples are
considered. As the aim is to develop defense, it is beneficial to consider the stronger
white-box attack, in which the attackers have the knowledge of the internals of the
base model. Note that the design of DeepMTD does not rely on any specifics of
the C&W’s approach.
This work further considers two types of smart attackers who (1) follow the workflow of DeepMTD to generate fork models from the acquired base model and design
the ensemble adversarial example against the self-generated fork models, and (2)
acquire the training dataset of DeepMTD and craft the universal adversarial perturbation. Section 3.4.4 shows DeepMTD’s effectiveness in counteracting these new
attacks. This work assumes that the attackers cannot corrupt the system. Given
that the base model is static, this work assumes that the attackers can acquire
it via memory extraction, data exfiltration attack, or insiders (e.g., unsatisfied or
socially engineered employees). It is also assumed that the attackers can acquire
the training dataset on the system, since the dataset is also a static factory setting.

3.1.2

Countermeasures to Adversarial Examples

The existing defenses against adversarial example attack can be categorized as
adversarial training [2, 38], input transformation [39, 40], gradient masking [41,
42], and provable defense [76, 77]. Section 2.2.2 summarizes the details of these
defenses. Using a static ensemble of multiple models has been proposed as a possible
defense [49, 50], since it is harder to mislead all the models of the ensemble than a
single model. However, the adaptive attackers who have exfiltrated the ensemble
can subvert the static ensemble-based defense [50]. The key difference between
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DeepMTD and these existing approaches is that, DeepMTD is a dynamic defense
while existing approaches are static. Once the attackers acquire the details of a
static defense, the attackers can design the next-generation adversarial examples
and bypass the defense.
In the defense approach described in [79], a deep model is randomly selected from
a set of candidate models each time to classify an input. The approach uses a
limited number of candidate models (e.g., 3 to 6 [79]) and assumes that they are
known to the attackers. Its effectiveness of thwarting the attacks is merely based
on the attackers’ ignorance of which model is being used, thus following a weak
form of MTD. Given the limited number of candidate models, it is not impossible
for the attackers to construct an adversarial example that can mislead all candidate models. Moreover, the approach [79] is short of attack detection capability
since a single model is used each time. Similarly, the work in [80] randomly selects
an ensemble from a model library constructed based on the neural architecture
search (NAS) technique. The fixed model library can be acquired by the adversary
to craft effective attacks. In contrast, DeepMTD applies an ensemble of locally
generated deep models to achieve both attack detection and thwarting capabilities. Thus, DeepMTD follows a strong form of MTD. Section 3.6 further improves
the implementation of DeepMTD on hardware platforms (specifically, NVIDIA’s
Jetson embedded GPUs). The time- and power-efficient system implementation of
DeepMTD integrates both an algorithmic speed-up technique (i.e., early stopping)
and exploitation of hardware inference accelerator characteristics (i.e., configurable
power mode).

3.2

Measurement Study

This section conducts measurement studies to gain insights for the MTD design.

3.2.1

Used Datasets and Deep Models

The used datasets in the measurement study are listed as follows:
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• MNIST [81] consists of 60,000 training samples and 10,000 test samples.
Each sample is a 28 × 28 grayscale image showing a handwritten digit from
0 to 9. 5,000 training samples are selected as the validation dataset.
• CIFAR-10 [82] is a 10-class dataset consisting of 50,000 training samples
and 10,000 test samples. Each sample is a 32 × 32 RGB color image. The 10
classes are airplanes, cars, birds, cats, deers, dogs, frogs, horses, ships, and
trucks. 5,000 training samples are selected as the validation dataset.
• GTSRB [83] (German Traffic Sign Recognition Benchmark) is a 43-class
dataset with more than 50,000 images sizing from 15 × 15 to 250 × 250 pixels.
For convenience, all the images are revised to 32 × 32 pixels by interpolation
or downsampling. The dataset is divided into training, validation, and test
datasets with 34799, 4410, and 12630 samples, respectively.

The measurement study adopts two convolutional neural network (CNN) architectures that have been used in [1] and [42], referred to as CNN-A and CNN-B.
Their structures and training hyperparameters can be found in [84]. CNN-A is
applied to MNIST. It is trained on MNIST using the momentum-based stochastic
gradient descent. CNN-A achieves training and validation accuracy of 99.84% and
99.44%, respectively. CNN-B is applied to CIFAR-10 and GTSRB. CNN-B’s main
difference from CNN-A is that more convolutional filters and more rectified linear
units (ReLUs) in the fully connected layers are used to address the more complex
patterns of the CIFAR-10 and GTSRB images. Its softmax layer has 10 or 43
classes for CIFAR-10 and GTSRB, respectively. For CIFAR-10, CNN-B achieves a
validation accuracy of 79.62%. This result is consistent with those obtained in [1]
and [42]. For GTSRB, CNN-B achieves training and validation accuracy of 99.93%
and 96.64%, respectively.

3.2.2

Measurement Results

This section conducts measurement studies to investigate the responses of multiple
new models to adversarial examples constructed based on the base model that is
different from the new models.
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Table 3.1: Targeted adversarial examples constructed using C&W approach
[1] with `2 -norm and various κ settings.
Attack’s target label
3
2
3
2

κ=0

3.2.2.1

3

0

2

1

Ground truth

Clean
example

κ = 45

κ = 95

Adversarial examples

The experiments use the deep models described in Section 3.2.1 as the base models
for the three datasets. Then, the C&W approach described in Section 3.1.1 is used
to generate adversarial examples based on the base model. Specifically, for each
dataset, a clean test sample in each class is selected as the basis for constructing
the targeted adversarial examples whose targeted labels are the remaining classes.
To generate non-targeted adversarial examples for each dataset, 100 test samples
are randomly selected as the bases for the construction by following the procedure
described in Section 3.1.1. The C&W’s adversarial examples are highly effective –
all adversarial examples that we generate are effective against the base model.
As described in Section 3.1.1, the κ is a parameter of the C&W’s approach that
controls the trade-off between the effectiveness of the attack and the distortion
introduced. We vary κ from 0 to 95. The first image column of Table 3.1 shows two
clean examples from MNIST. The rest image columns show a number of targeted
adversarial examples constructed with three settings of κ. For instance, all images
in the second column will be wrongly classified by the base model as ‘2’. It can be
observed that with κ = 0, the perturbations introduced by the attack are almost
imperceptible to human eyes without referring to the clean examples. With κ = 45,
there are clear distortions. With κ = 95, the perturbations may completely erase
the figure shapes or create random shapes. More MNIST adversarial examples are
presented in [84].
In the rest of this chapter, for the sake of attack stealthiness to human, κ = 0 is
adopted unless otherwise specified. To confirm the effectiveness of the adversarial
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Table 3.2: ASR of single-model adversarial examples.

MNIST
6.72%
CIFAR-10 17.3%
GTSRB
7.17%
∗
κ = 0.
Table 3.3: ASR of ensemble adversarial examples.

MNIST
38%
CIFAR-10 52%
GTSRB
51%

ASR

0.7
0.6
0.5
0.4
0.3
0.2
0.1
0
0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2
Distortion
Figure 3.1: ASR vs. distortion.

examples with κ = 0, an extended experiment is conducted with 1,000 targeted
adversarial examples of κ = 0 for MNIST. All these 1,000 adversarial examples are
effective against the base model.

3.2.2.2

Transferability of adversarial examples

This set of measurement studies trains a new model from a random initialization
that has the same architecture as the base model but with different weights for
each dataset. Then, the attack success rate (ASR) of the adversarial examples
on the new model is measured. Note that the adversarial examples are crafted
based on the clean examples that are correctly classified by the base model. An
adversarial example is successful if the deep model yields a wrong label. The ASR
characterizes the transferability of the adversarial examples to a model differing
from the ones used for their construction [85]. Table 3.2 shows the ASRs of the
adversarial examples crafted against a single base model for the three datasets.
The ASRs of the ensemble adversarial examples, which will shortly be introduced
in Section 3.4.4, for the three datasets are also measured in Table 3.3. It can
be observed that the adversarial examples constructed using the base models can
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mislead the new model with probabilities from 7% to 52%. This suggests that
the adversarial examples can transfer across different deep models with the same
architecture.
The transferability of the adversarial examples constructed with different κ settings
is also investigated. The Euclidean distance between the adversarial example x0
and its corresponding clean example x is used to characterize the distortion caused
by the adversarial perturbation. A larger κ will result in a larger distortion and
thus less stealthiness of the attack to human perception. Fig. 3.1 shows the ASR
versus distortion for CIFAR-10. It can be observed that the ASR increases with
the distortion. This shows the trade-off between the attack’s transferability and
stealthiness to human.

3.2.2.3

Outputs of multiple new models

From Section 3.2.2.2, adversarial examples have non-negligible transferability to a
new model. Thus, using a single new model may not thwart adversarial example
attacks. This set of measurement studies investigates the outputs of multiple new
models. With the base model for each of the three datasets, 270 targeted adversarial
examples (i.e., 90 examples based on each of the `0 , `2 , and `∞ norms as the distance
function D(x, x0 )) and 300 non-targeted adversarial examples (i.e., 100 examples
based on each of the three norms) are constructed. For each of the three datasets,
20 new models are independently trained. D denotes the number of distinct outputs
of the 20 models given an adversarial example. Fig. 3.2 shows the histogram of D.
From the figure, the probability that D is greater than one is 51%. This means
that, by simply checking the consistency of the 20 models’ outputs, half of the
adversarial example attacks can be detected. The probability that D = 1 is 49%,
which is the probability of all the 20 new models giving the same output when
the input is an adversarial example. It is also the probability that the consistency
check cannot detect whether the input is an adversarial example. Moreover, 99.5%
of the adversarial examples that result in D = 1 fail to mislead any new model (i.e.,
all the 20 new models yield the correct classification results). This result suggests
that, when the input is an adversarial example, even if the consistency check does
not detect whether the input is an adversarial example, a majority voting by the
20 new models can give correct classification result with a probability of 99.5%.
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Probability
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The number of distinct outputs

Figure 3.2: Distribution of the number of distinct outputs of 20 new models
given an adversarial example built using the base model.
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Figure 3.3: Distribution of 20 new models’ outputs given an adversarial example with ground truth label of 1 and attack target label of 0.

An example can be used to illustrate whether an adversarial example resulting in
D > 1 can be thwarted. Fig. 3.3 shows the histogram of the 20 new models’ outputs
given a targeted CIFAR-10 adversarial example with a ground truth label of 1 and
a target label of 0. It can be observed that most new models yield the ground
truth label and only a few models yield labels rather than the attack’s target label.
This shows that the wrong outputs of the new models tend to be unpredictable,
rather than the attack’s target label. It also suggests that a majority voting from
the distinct outputs of the new models can thwart the attack.

3.2.2.4

Retraining perturbed base model

The results in Section 3.2.2.3 suggest that an ensemble of multiple new models
is promising for detecting and thwarting adversarial example attacks. However,
the training of the new models may incur significant computation overhead. This
section investigates a retraining approach. Specifically, perturbations are added to
the trained base model and the result is used as the starting point of a retraining
process to generate a new model. The model perturbation is as follows. For each
parameter matrix M of the base model, an independent perturbation is added
to each element in M. The perturbation is drawn randomly and uniformly from

Chapter 3. Moving Target Defense for Deep Visual Sensing against Adversarial
Examples
29
Table 3.4: The number of epochs for new model retraining.

Intensity of
perturbation (w)
0.1
0.2
0.3
training from scratch

MNIST
11
12
13
23

Dataset
CIFAR-10
11
13
18
44

GTSRB
12
13
13
22

[w · min(M), w · max(M)], where min(M) and max(M) represent the smallest and
largest elements of M, respectively, and w controls the intensity of the perturbation.
The system stops the retraining process if the validation accuracy stops increasing
for five consecutive epochs. Then, the model in the retraining epoch that gives
the highest validation accuracy is yielded as a new model. This work retrains the
new models with all the training data used for training the base model. Table 3.4
shows the number of epochs for retraining a new model versus the intensity of
the perturbation. It can be observed that the number of epochs increases with
the perturbation intensity. As a comparison, when a new model is trained from
scratch with the same stopping criterion, the number of epochs can be up to 4x
higher than that with w = 0.1. The time is measured for retraining 20 new models
from perturbed versions of the base model using the entire GTSRB training dataset
consisting of 34,799 images on the AGX Xavier computing board. It takes about
45 minutes.

3.3

Design of DeepMTD

The measurement results in Section 3.2 suggest an MTD design to counteract
adversarial examples. In brief, multiple fork models can be generated dynamically
by retraining independently perturbed versions of the base model. A consistency
check on the fork models’ outputs can detect whether the input is an adversarial
example; the majority of their outputs can be yielded as the final classification
result to thwart the adversarial example attack if present.
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3.3.1

3.3. Design of DeepMTD

System Model

Consider an embedded visual sensing system (“the system” for short), which can
execute the inference and training of the used deep model. This work focuses on
a single image classification task. Image classification is a basic building block of
many visual sensing systems. The classification results can be used to direct the
system’s actuation. This work assumes that the system has a factory-designed
model that gives certified accuracy on clean examples and specified adversarial
examples. The system also has a training dataset that can be used to train a new
deep model locally that achieves a satisfactory classification accuracy as that given
by the factory model.

3.3.2

DeepMTD Work Flow

Fig. 3.4 overviews the work flow of DeepMTD. This work considers two operating
modes of DeepMTD: autonomous and human-in-the-loop. Both modes have the
following components.

3.3.2.1

Fork models generation

To “move the target”, the system generates new deep models locally for image classification. Specifically, this work adopts the approach described in Section 3.2.2.4
to perturb the base model with a specified intensity level w and retrain the perturbed model using the training data to generate a fork model. The retraining
completes when the validation accuracy meets a certain criterion. Using the above
procedure, a total of N fork models are generated independently. Now several
issues are discussed.
From the evaluation results in Section 3.4, a larger setting of N in general leads to
better performance in counteracting the adversarial examples. Thus, the largest
setting subject to the computation resource constraints and run-time inference
timeliness requirements can be adopted. In Section 3.5, this work will investigate
the run-time overhead of the fork models.
The fork models generation can be performed right after receiving each new release of the factory-designed model from the system manufacturer. For example,
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Figure 3.4: Workflow of DeepMTD. In the autonomous mode, the attack
thwarting module is executed regardless of the attack detection result. In the
human-in-the-loop mode, the attack thwarting module is executed only when the
attack detection gives a positive detection result.

as measured in Section 3.2.2.4, generating 20 fork models for road sign recognition
requires 45 minutes only. To further improve the system’s security, the fork models
generation can also be performed periodically or continuously whenever the computing unit of the system is idle. For instance, an electric car can perform the
generation when it is being charged at night.
Since the fork model is retrained from a perturbed version of the base model, the
fork model may converge to the base model. However, as the stochastic gradient
descent used in the training also incorporates randomness and a deep model often
has a large degree of freedom, with a sufficient perturbation intensity level w, the
fork model is most unlikely identical to the base model. Nevertheless, MTD is not
meant for perfect security, but for significantly increased barriers for the attackers
to launch effective attacks.

3.3.2.2

Attack detection

An input is sent to all fork models for classification. From the observations in
Section 3.2.2.3, the consistency of the outputs of all the fork models can be checked
to detect whether the input is an adversarial example. If more than T × 100% of
the outputs are the same, the input is detected as a clean example; otherwise, it
is detected as an adversarial example. T is a threshold that can be configured to
achieve various satisfactory trade-offs. This work will evaluate its impact on the
performance of the system and discuss its setting in Section 3.4.
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Attack thwarting

Attack thwarting aims to give the genuine label of an adversarial example. From
the observations in Section 3.2.2.3, this work applies the majority rule to thwart
the adversarial example attack. Specifically, the most frequent label among the N
fork models’ outputs is yielded as the final result.
In the autonomous mode, regardless of the attack detection result, the system will
execute the attack thwarting component to generate the final result for the autonomous actuation of the system. Differently, in the human-in-the-loop mode,
upon the detection of an adversarial example, the system will ask the human operator to classify the input and use the result for the system’s subsequent actuation;
if no attack is detected, the system will execute the attack thwarting component to
yield the final classification result for the subsequent actuation. This work assumes
that the human operator will not make any classification error. With this assumption, the performance metrics analysis (Section 3.3.3) and evaluation (Section 3.4)
will provide essential understanding on how the human operator’s involvement enabled by DeepMTD’s attack detection capability improves the system’s safety in
the presence of attacks.
This work studies both the autonomous and human-in-the-loop modes to understand how human affects the system’s performance in the absence and presence of
adversarial example attacks. Fully autonomous safety-critical systems in complex
environments (e.g., self-driving cars) are still grand challenges. For example, all
existing off-the-shelf ADAS still requires the driver’s supervision throughout the
driving process. This work uses the results of the autonomous mode as a baseline.
For either the autonomous or the human-in-the-loop modes, effective countermeasures against adversarial examples must be developed and deployed to achieve
trustworthy systems with advancing autonomy.

3.3.3

Performance Metrics

This section analyzes the metrics for characterizing the performance of DeepMTD
in the autonomous and human-in-the-loop modes. Fig. 3.5 illustrates the categorization of the system’s detection and thwarting results. In the following, this work
uses x to refer to a block numbered by x in Fig. 3.5. In Section 3.4, this work
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Figure 3.5: Categorization of the system’s attack detection and thwarting
results and the evaluation metrics. Each event block is represented by a circled
number. The probabilities of each event conditioned on the precedent event
are used as the evaluation metrics for evaluating attack detection and thwarting
performance. The shaded blocks of “Failed thwarting” and “Wrong output” are
not applicable to human-in-the-loop DeepMTD.

uses px to denote the probability of the event described by the block conditioned
on the event described by the precedent block. This work will illustrate px shortly.
When the ground truth of the input is an adversarial example, it may be detected
correctly 1 or missed 2 . Thus, this work uses p1 and p2 to denote the true positive and false negative rates in attack detection. This work now further discusses
the two cases of true positive and false negative:
• In case of 1 , the autonomous DeepMTD may succeed 3 or fail 4 in
thwarting the attack; differently, the human-in-the loop DeepMTD can always thwart the attack 3 . When attack thwarting is successful, the system
will yield correct classification result; otherwise, the system will yield wrong
classification.
• In case of 2 , autonomous or human-in-the-loop DeepMTD may succeed 5
or fail 6 in attack thwarting.
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The successful defense rate 13 is the sum of the probabilities for 3 and 5 . The
attack success rate 14 is the sum of the probabilities for 4 and 6 . Note that,
with the autonomous DeepMTD, the two rates are independent of DeepMTD’s
detection performance, because the attack thwarting component is always executed regardless of the detection result. In contrast, with the human-in-the-loop
DeepMTD, the two rates depend on DeepMTD’s attack detection performance.
Section 3.4 will evaluate the impact of the attack detection performance on the
two rates.
When the input is clean, the detector may generate a false positive 7 or a true
negative 8 .
• In case of 7 , the attack thwarting of autonomous DeepMTD may yield a
correct 9 or wrong 10 classification result; differently, the human-in-theloop DeepMTD can always give correct classification.
• In case of 8 , the attack thwarting of the autonomous or human-in-the-loop
DeepMTD may yield a correct 11 or wrong 12 classification result.
The accuracy of the system in the absence of attack 15 is the sum of the probabilities for 9 and 11 .
For DeepMTD, the successful defense rate p13 and the accuracy p15 are the main
metrics that characterize the system’s performance in the presence and absence
of attacks. In the autonomous mode, these two metrics are independent of the
attack detection performance. Differently, in the human-in-the-loop mode, they are
affected by the attack detection performance. In an extreme case, if the detector
always gives positive detection results, the human will take over the classification
task every time to give the correct results, causing lots of unnecessary burden to
the human in the absence of attack. This unnecessary burden can be characterized
by the false positive rate p7 . There exists a trade-off between this unnecessary
burden to human and the system’s performance. In summary, the performance
of the autonomous DeepMTD and human-in-the-loop DeepMTD can be mainly
characterized by the tuples of (p13 , p15 ) and (p7 , p13 , p15 ), respectively.

3.4

Performance Evaluation
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Figure 3.6: Targeted adversarial examples constructed using C&W approach
[1] with `2 -norm. Each row consists of adversarial examples generated from the
same clean example.

3.4.1

Evaluation Methodology and Settings

The evaluation is also based on the three datasets and the two CNN infrastructures described in Section 3.2.1. This work follows the approach described in
Section 3.2.2.1 to generate the adversarial examples. Fig. 3.6 shows adversarial
examples based on two clean GTSRB examples with labels of “1” and “5”. The
second image in the first row and the sixth image in the second row are clean
examples. It can be observed that the adversarial perturbations are imperceptible. More GTSRB adversarial examples are shown in [84]. The DeepMTD has
three configurable parameters: the number of fork models N , the model perturbation intensity w, and the attack detection threshold T . Their default settings are:
N = 20, w = 0.2, T = 1.

3.4.2

Results in the Absence of Attack

The deployment of the defense should not downgrade the system’s sensing accuracy
in the absence of attack. This section evaluates this sensing accuracy.
First, the evaluation uses all clean test samples to evaluate the false positive rate
(i.e., p7 ). Fig. 3.7 shows the measured p7 versus N under various w settings. The
p7 increases with N . This is because, with more fork models, it will be more likely
that the fork models give inconsistent results. Moreover, p7 increases with w. This
is because, with a higher model perturbation level, the retrained fork models are
likely more different and thus give different results to trigger the attack detection.
The p7 for CIFAR-10 is more than 20%. Such a high p7 is caused by the high
complexity of the CIFAR-10 images. Moreover, the detector with T = 1 is very

1.6
1.4
1.2
1
0.8
0.6
0.4

w=0.1
w=0.2
w=0.3

3 5
10 15 20
Number of fork models
(a) MNIST

50
45
40
35
30
25
20

w=0.1
w=0.2
w=0.3
3 5
10 15 20
Number of fork models
(b) CIFAR-10

False positive rate (%)

3.4. Performance Evaluation
False positive rate (%)

False positive rate (%)

36

7.5
7
6.5
6
5.5
5
4.5
4
3.5

w=0.1
w=0.2

3 5
10 15 20
Number of fork models
(c) GTSRB

Figure 3.7: False positive rate of attack detection (p7 ).

sensitive. With a smaller T , the p7 will reduce. For instance, with T = 0.6, p7 is
around 5%-10%.
Fig. 3.8 shows the accuracy of the system in the absence of attack (i.e., p15 ) versus
N under various w settings. The curves labeled “scratch” represent the results
obtained based on new models trained from scratch, rather than fork models. It can
be observed that training from scratch brings insignificant (less than 2%) accuracy
improvement. The horizontal lines in Fig. 3.8 represent the validation accuracy of
the respective base models. It can be observed that due to the adoption of multiple
deep models, the system’s accuracy is improved. The results also show that larger
settings for N bring insignificant accuracy improvement. Reasons are as follows.
First, for MNIST and GTSRB, as the accuracy of a single fork model is already
high, the decision fusion based on the majority rule cannot improve the accuracy
much. Second, for CIFAR-10, although the accuracy of a single fork model is not
high (about 80%), the high correlations among the fork models’ outputs impede
the effectiveness of decision fusion. The accuracy p15 depends on the rates that
the attack thwarting module gives correct output for the false positives and true
negatives, i.e., p9 and p11 . More results on p9 and p11 can be found in [84].
From Fig. 3.8c, the accuracy of the road sign recognition is around 97%. The
original images in GTSRB have varied resolutions. To facilitate the evaluation,
this work resizes all the images to 32 × 32 pixels. This low resolution contributes to
the 3% error rate. With higher resolutions, this error rate can be further reduced.
The main purpose of this evaluation is to show that, in the absence of attacks,
DeepMTD can retain or slightly improve the system’s accuracy obtained with the
base model.
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Figure 3.8: Accuracy of the system in the absence of attack (p15 ). The horizontal lines represent the validation accuracy of the respective base models.

Lastly, this work considers the human-in-the-loop DeepMTD. Fig. 3.9 shows the
results based on GTSRB. Specifically, Fig. 3.9a shows the false positive rate p7
versus N under various settings for the detection threshold T . The p7 decreases
with T , since the attack detector becomes less sensitive with smaller T settings.
The p7 characterizes the overhead incurred to the human who will make the manual classification when the attack detector raises an alarm. Fig. 3.9b shows the
accuracy p15 versus N under various T settings. The curve labeled “auto” is the
result for the autonomous DeepMTD. It can be observed that the human-in-theloop DeepMTD with T = 1 outperforms the autonomous DeepMTD by up to 3%
accuracy, bringing the accuracy close to 100%. Fig. 3.9a and Fig. 3.9b show a
trade-off between the overhead incurred to and the accuracy improvement brought
by the human in the loop. To better illustrate this trade-off, Fig. 3.9c shows the
accuracy versus the false positive rate under various model perturbation intensity
settings. Different points on a curve are the results obtained with different settings
of the attack detection threshold T . It can be clearly observed that the accuracy
increases with the false positive rate.

3.4.3

Results in the Presence of Attack

The evaluation uses the targeted adversarial examples to evaluate the performance
of DeepMTD in detecting and thwarting attacks. Fig. 3.10 shows the true positive
rate (i.e., p1 ) versus N under various settings of w. For the three datasets, the
p1 increases from around 50% to more than 90% when N increases from 3 to
20. This shows that, due to the minor transferability of adversarial examples,
increasing the number of fork models is very effective in improving the attack
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Figure 3.9: Performance of human-in-the-loop DeepMTD in the absence of
attack. (Dataset: GTSRB)
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Figure 3.10: True positive rate of attack detection (p1 ).
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Figure 3.11: Rate of thwarting detected attacks (p3 ).

detection performance. For GTSRB, when w = 0.3, all attacks can be detected as
long as N is greater than 3.
Fig. 3.11 and Fig. 3.12 show the rates of successfully thwarting the detected attacks
(i.e., p3 ) and the missed attacks (i.e., p5 ), respectively. In general, these rates
increase with N . From the two figures, DeepMTD is more effective in thwarting
the missed attacks than the detected attacks. This is because, for a missed attack,
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Figure 3.12: Rate of successfully thwarting missed attacks (p5 ).

all fork models give the same and correct classification result. However, for the
detected attacks, all fork models’ results are inconsistent and there is a chance for
the majority among the results is a wrong classification result. From Fig. 3.11a,
MNIST has a relatively low p3 . This is because under the same setting of κ = 0,
the MNIST adversarial examples have larger distortions. The average distortions
introduced by the malicious perturbations, as defined in Section 3.2.2.1, are 1.9 and
0.4 for MNIST and CIFAR-10, respectively. Thus, the strengths of the malicious
perturbations applied on MNIST are higher, leading to the lower attack thwarting
rates in Fig. 3.11a.
Fig. 3.13 shows the successful defense rate (i.e., p13 ) versus N . The p13 has an increasing trend with N . The curves labeled “scratch” represent the results obtained
with new models trained from scratch rather than fork models. The DeepMTD
achieves successful defense of 98% with w = 0.3 for CIFAR-10 and w = 0.5 for GTSRB. MNIST has relatively low success defense rates due to the relatively low rates
of successfully thwarting detected attacks as shown in Fig. 3.11a. However, with
new models trained from scratch, the successful defense rates for MNIST are nearly
100%. The higher successful defense rates achieved by the new models trained from
scratch are due to the lower transferability of adversarial examples to such models.
However, training from scratch will incur higher (up to 4x) computation overhead.
Thus, there is a trade-off between the attack defense performance and the training
computation overhead.
This work also evaluates how the human improves the attack thwarting performance when DeepMTD operates in the human-in-the-loop mode. Fig. 3.14 shows
the results based on GTSRB. With a larger T setting (i.e., the detector is more
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Figure 3.14: True positive rate and successful defense rate in the human-inthe-loop mode. (Dataset: GTSRB)

sensitive), the true positive rate increases, requesting more frequent manual classification by the human. As a result, the successful defense rate can increase to
100%, higher than that of the autonomous DeepMTD. Recalling the results in
Fig. 3.9a, a larger T leads to higher false positive rates and thus higher unnecessary overhead incurred to the human. Thus, there exists a trade-off between the
successful defense rate and the unnecessary overhead incurred to the human. To
better illustrate this trade-off, Fig. 3.14c shows the successful defense rate versus
the false positive rate. Different points on a curve are the results obtained with
different settings of T . It can be observed that the successful defense rate increases
with the false positive rate.
Lastly, DeepMTD is compared with the state-of-the-art adversarial training [38].
In the literature, adversarial training is considered the state-of-the-art defense [34].
The top-ranked defenses in the latest adversarial defense leaderboards [86] are
based on adversarial training. The successful defense rates of adversarial training
on MNIST, CIFAR-10, and GTSRB are 93.9%, 46.8%, and 25%, respectively, if the

Chapter 3. Moving Target Defense for Deep Visual Sensing against Adversarial
Examples
41
adversarially-hardened model is acquired by the adversary. The results show that
DeepMTD outperforms adversarial training in counteracting adaptive adversary.

3.4.4

Counteracting Smarter Attackers

This section considers the smarter attackers who obtain some critical static information of the DeepMTD and adaptively construct adversarial examples. The
evaluation still follows the assumption made for the attacker in Section 3.3.1, i.e.,
the attacker cannot break into the system to directly acquire the dynamically updated in-service fork models, because otherwise the attacker should use the access
to subvert the whole sensing system directly instead of employing adversarial examples. The evaluation considers two kinds of static information: (1) The training
dataset and (2) the DeepMTD defense workflow.
The evaluation first considers an attacker who obtains both kinds of static information. The attack strategy is to follow the DeepMTD’s procedure to generate a
set of fork models using the acquired static factory model and the training dataset,
and then craft adversarial examples against the fork models generated by the attacker. To find the targeted adversarial perturbation, denoted by δ ∗yt , for an input x
against an ensemble of models such that the majority of these models’ outputs is a
specified targeted label yt , the formulation is: δ ∗yt = argminδ D(x, x0 ) such that the
majority of the models’ outputs is yt and x0 = x + δ ∈ [0, 1]m . However, it is very
difficult to solve this problem because the first constraint (i.e., the majority of the
models’ outputs is yt ) is non-linear. To make the problem tractable, the formulaP
0
tion is updated in Section 3.1.1 as: δ ∗yt = argminδ D(x, x0 ) + c · N
k=1 Lk (x ), where
x0 ∈ [0, 1]m and Lk (x0 ) is the value of the loss function L( · ) for the kth model of the
ensemble. To be more specific, Lk (x0 ) = max{maxyi 6=yt {Zk (x0 )yi } − Zk (x0 )yt , −κ},
where Zk ( · ) is the logits output of the kth model. Under the above updated formulation, the solution tends to induce the models to output the targeted class label
yt . This formulation for crafting adversarial examples to mislead a model ensemble
has been also used in [5, 50]. The evaluation uses the C&W approach to solve the
above optimization problem and generate the ensemble adversarial examples. The
non-targeted ensemble adversarial example can be derived by constructing the targeted ensemble adversarial examples for all class labels and selecting the one with
the smallest D(x, x0 ).
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Figure 3.15: True positive rate (p1 ) for ensemble adversarial examples.

From the experiments, the non-targeted ensemble adversarial examples generated
based on a set of N = 20 fork models can mislead the same set of models with
probabilities of 50.25%, 57.15%, and 52% for the MNIST, CIFAR-10, and GTSRB datasets, respectively. Table 3.5 shows several ensemble adversarial examples
constructed in our experiments. It can be observed that the ensemble adversarial perturbation is subtle but it can mislead the majority of the models of the
ensemble. The evaluation also measures the effectiveness of the ensemble adversarial examples against a new model that is not used for the attack construction.
The ensemble adversarial examples achieve ASRs of 38%, 52%, and 51% for the
MNIST, CIFAR-10, and GTSRB datasets on the new model, respectively. It can
be observed that, the ensemble adversarial examples are less effective in misleading
the models used for attack construction. Moreover, compared with the adversarial
examples crafted against a single base model that are 100% effective against the
base model as described in Section 3.2.2.1, the ensemble adversarial examples only
mislead the set of models used for attack construction with the probabilities of
50-57%. This is because it is more difficult to mislead an ensemble of models than
a single model. However, the ensemble adversarial examples are 38-52% effective
on new single models, higher than the 7-17% effectiveness against the new models
of the single-model adversarial examples as shown in Section 3.2.2.2. An intuitive
explanation for this better transferability is that if an adversarial example remains
adversarial for multiple models, it is more likely effective to other models.
This work also conducts a set of experiments to evaluate the performance of
DeepMTD in counteracting the smarter attackers. 100 clean examples are randomly selected from each of the three datasets that are correctly classified by the
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Table 3.5: Several samples of the ensemble adversarial example constructed
against a set of N = 20 fork models. The number below each image on the
“Prediction” column is the percentage of the prediction (illustrated by the image)
given by the 20 fork models. (Dataset: GTSRB)
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Figure 3.16: Rate of successfully thwarting missed attacks (p5 ) for ensemble
adversarial examples.

corresponding base model and are used to construct non-targeted ensemble adversarial examples using these clean examples.
First, the performance of DeepMTD is evaluated in detecting the ensemble adversarial examples. Fig. 3.15 shows the true positive rate (i.e., p1 ) versus N . It can be
observed that the true positive rates slightly drop for some of the datasets compared
with the results in Fig. 3.10. Specifically, in Fig. 3.15, when w = 0.3 and N = 20,
the true positive rates are 87%, 91%, and 94% for the MNIST, CIFAR-10, and
GTSRB datasets, respectively. Under the same settings of w and N in Fig. 3.10,
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Figure 3.17: Successful defense rate p13 vs. false positive rate p7 (N =20) in
the human-in-the-loop mode for ensemble adversarial examples.

the true positive rates are 90%, 84.4%, and 100% for the MNIST, CIFAR-10, and
GTSRB datasets, respectively. The true positive rates can be raised by increasing
the model perturbation intensity. For example, when the new models are trained
from scratch, denoted by the curves labeled “scratch”, 100% true positive rates
can be achieved for all of the three datasets. However, the training computation
overhead also increases.
Second, the performance of DeepMTD is evaluated in thwarting the ensemble adversarial examples. Fig. 3.16 shows the rate of successfully thwarting the missed
attacks (i.e., p5 ) versus N . It can be observed that the rates of successfully thwarting the missed attacks for all of the three datasets are lower than the results in
Fig. 3.12. When w = 0.3 and N = 20, in Fig. 3.12, the rates of successfully thwarting missed attacks are 100% for all of the three datasets. In Fig. 3.16, under the
same settings of the w and N , the rates of successfully thwarting missed attacks
are 84.6%, 66.7%, 16.7% for the MNIST, CIFAR-10, and GTSRB datasets, respectively. This indicates that more undetected ensemble adversarial examples tend to
mislead the majority of the models of the ensemble. In this case, if the model perturbation intensity is raised, a higher rate of successfully thwarting missed attacks
can be achieved. Specifically, in Fig. 3.16, when the new models are trained from
scratch, all of the undetected ensemble adversarial examples are thwarted successfully under the setting of N = 20. Note that in the case when there is no missed
attack (i.e., the false negative rate is 0), the rate of successfully thwarting missed
attacks is set to be 100% instead of 0. Fig. 3.17 shows the successful defense rate
(i.e., p13 ) versus the false positive rate (i.e., p7 ) in the human-in-the-loop mode.
Different points in the figure represent the results obtained with different detection
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thresholds T ranging from 50% to 100%. For the MNIST and GTSRB datasets,
satisfactory trade-offs can be achieved between the defense performance and the
overhead of human operation. For the defense performance of the GTSRB dataset,
when the false positive rate is around 2% and w = 0.3, the successful defense
rate for ensemble adversarial examples is 72% as shown in Fig. 3.17c and 98.9%
for single-model adversarial examples as shown in Fig. 3.14c. If the new model is
trained from scratch, when w = 0.3, the successful defense rate can be increased
to 99% with a false positive rate of 4%. The high false positive rate for the CIFAR
dataset is due to the lower accuracy on clean examples compared with the MNIST
and GTSRB datasets, which induces the fork models to yield more different results
for clean examples. This result reminds the DeepMTD adopter that the accuracy
of the base model on clean examples should be high to avoid high false positive
rates. From the experiments, the ensemble adversarial examples have better transferability compared with the adversarial examples constructed based on a single
base model. The results also show that there exists a trade-off between the attack
defense performance and the training computation overhead.
This work also considers another smart attacker who only acquires the training
dataset. In this case, the attacker may follow the method in [3] to construct the
universal adversarial perturbation (UAP). Based on a set of training data, the UAP
algorithm [3] finds the minimum perturbation needed for each input data sample
to change the target model’s prediction and accumulates the perturbations over all
the training data samples. In the experiment, the target model for the generation
of the UAP attack is a surrogate model trained from the obtained training dataset.
The generated UAP is then effective on many clean input samples. From the
experiment, the UAP attack crafted based on the GTSRB base model can mislead
the same model with a probability of 38% and transfer to a new model with a
probability of 37%. The performance of DeepMTD in thwarting such UAP attack
is shown in Fig. 3.17c. When the false positive rates are 5% and 11%, the successful
defense rates against the UAP attack are 84% and 95%. The result shows that,
compared with no defense, the DeepMTD can reduce the error rate under the UAP
attack from 38% to 5% only.
From the above experiment results, for the attacker to mimic the DeepMTD workflow and construct the effective ensemble adversarial examples, more computation
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power and the availability of the training data are the extra requirements, compared with constructing the single-model adversarial examples that requires less
computation power and a single base model only. On the defense side, when confronting the smarter adversarial attackers, DeepMTD can still effectively detect
and thwart the attacks by increasing the model perturbation intensity at the cost
of higher model training overhead.

3.4.5

Summary and Implication of Results

First, from Fig. 3.8, in the absence of attack, autonomous DeepMTD does not improve the classification accuracy much when the number of fork models N increases.
Differently, from Fig. 3.13, autonomous DeepMTD’s successful defense rate can be
substantially improved when N increases. Note that, without DeepMTD, the adversarial example attacks against the static base model are always successful. This
suggests the necessity of deploying countermeasures.
Second, there exists a trade-off between the successful defense rate and the computation overhead in generating the fork models. Specifically, with more fork models
retrained from the base model with larger model perturbation intensity (w), higher
successful defense rates can be achieved. However, the retraining will have higher
computation overhead as shown in Table 3.4.
Third, the proposed human-in-the-loop design enables the system to leverage the
human’s immunity to stealthy adversarial examples. The on-demand involvement
of human improves the system’s accuracy in the absence of attack and the successful
defense rate in the presence of attack, with an overhead incurred to the human that
is characterized by the false positive rate. From Fig. 3.9c and Fig. 3.14c for the
GTSRB road sign dataset, with a false positive rate of 4%, the accuracy without
attack is more than 99% and the successful defense rate is nearly 100%. The 4%
false positive rate means that, on average, the human will be asked to classify a
road sign every 25 clean images of road signs that are detected by ADAS.
Lastly, it shows that DeepMTD effectively detects and thwarts the smarter attacks
that mimic the DeepMTD workflow to generate fork models from the acquired base
model and then design the ensemble adversarial examples against the self-generated
fork models.
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3.5

Serial DeepMTD with Early Stopping

This section investigates the run-time overhead of DeepMTD implementations on
two GPU-equipped embedded computing boards. As many visual sensing systems
need to meet real-time requirements, this section also investigates how to reduce the
run-time overhead of DeepMTD without compromising its accuracy and defense
performance.

3.5.1

DeepMTD Implementation and Profiling

This work implements DeepMTD on an NVIDIA Jetson AGX Xavier and an
NVIDIA Jetson Nano. The fork models for GTSRB are deployed on both devices. AGX Xavier is equipped with an octal-core ARM CPU, a 512-core Volta
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GPU with 64 tensor cores, and 16GB LPDDR4X memory. Nano has a quad-core
ARM CPU, a 128-core Maxwell GPU, and 4GB LPDDR4 memory. Compared
with AGX Xavier, Nano has fewer computing resources and suits sensing tasks
with lower complexities. Both AGX Xavier and Nano run the Linux4Tegra operating system R32.2 with Tensorflow 1.14 and Keras 2.2.4.
This work conducts a set of profiling experiments to compare two possible execution
modes of DeepMTD, i.e., parallel and serial. In most deep learning frameworks,
the training and testing samples are fed to the deep model in batches. The profiling
also follows the same batch manner to feed the input samples to the fork models.
Specifically, in the parallel mode, a batch of input samples are fed to all fork models
simultaneously and all fork models are executed in parallel. This is achieved by
the parallel models feature of Keras. In particular, this work uses the functional
API of Keras to create a new model that contains multiple branches. Each branch
contains a fork model. The input samples are fed to the new model so that all
branches make inference and output predictions simultaneously. In the serial mode,
a batch of input samples are fed to the fork models in serial, i.e., the next model
is not executed until the completion of the previous one. Currently, this work only
considers using the high level APIs provided by the Python deep learning libraries
to conduct the parallel and serial model inference. In the future, it would be
interesting to explore other possible execution modes by investigating the hardware
characteristics of GPU including the streaming multiprocessor (SM) number and
shared memory size, and leveraging the low-level parallel computing APIs such
as the CUDA provided by NVIDIA that gives direct access to the GPU’s parallel
computing elements.
The inference times of parallel and serial DeepMTD are compared on both AGX
Xavier and Nano. On each platform, the settings of the batch size and the number
of models are varied. Under each setting, DeepMTD runs in each mode for 100
times. Fig. 3.18 shows the per-sample inference time of DeepMTD with 20 fork
models versus the batch size on the two platforms. It can be observed that the
per-sample inference time decreases with the batch size but becomes flat when the
batch size is large. This is because for a larger batch, TensorFlow can process more
samples concurrently. However, with too large batch size settings, the concurrency
becomes saturated due to the exhaustion of GPU resources. The per-sample inference time of the serial DeepMTD is longer than that of the parallel DeepMTD.
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Algorithm 1 Serial fusion with early stopping
Given: set of fork models F, input x
1: randomly select 3 models from F and use them to classify x
2: loop
3:
if more than Ts × 100% of the existing classification results are the same
then
4:
x is detected clean and break the loop
5:
else if all models in F have been selected then
6:
x is detected adversarial and break the loop
7:
end if
8:
from F randomly select a model that has not been selected before and use
it to classify x
9: end loop
10: return (1) attack detection result and (2) the majority of the existing classification results
This is because Keras will try to use all GPU resources to run as many as possible
fork models concurrently. As the batch size determines the data acquisition time,
it should be chosen to meet the real-time requirement on the sensing delay that is
the sum of the data acquisition time and inference time. The sensing delay can be
reduced by the early stopping technique in Section 3.5.2.
Fig. 3.19 shows the per-sample per-model inference time versus the number of
fork models N . For serial DeepMTD, the per-sample per-model inference time is
independent of N . This result is natural. Differently, for parallel DeepMTD, it
decreases with N .

3.5.2

Serial DeepMTD with Early Stopping

From the results in Section 3.5.1, due to the hardware resources constraint, the
parallel DeepMTD does not bring much improvement in terms of inference time.
In contrast, the serial DeepMTD admits early stopping when there is sufficient
confidence about the fused result. This is inspired by the serial decision fusion
technique [51]. Algorithm 1 shows the pseudocode of the serial fusion process with
early stopping. Note that, in Line 1, a subset of three models is the minimum setting enabling the majority-based decision fusion. In Line 3, the Ts is a configurable
attack detection threshold. Its impact on the serial DeepMTD’s performance will
be assessed shortly.
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Figure 3.20: Performance of human-in-the-loop serial DeepMTD with early
stopping. (Dataset: GTSRB; “all” means that early stopping is not enabled;
gray line represents median; red square dot represents mean; box represents the
(20%, 80%) range; upper/lower bar represents maximum/minimum.)

The experiments set N = 20 and vary the serial detection threshold Ts from 0.5 to
1. Figs. 3.20a and 3.20b show the number of folk models used in serial DeepMTD
when the input are 100 clean and 90 adversarial examples, respectively. For clean
examples, when Ts ≤ 60% and Ts = 100%, three models are used in 99.7% and
93.6% of all the tests, respectively. When Ts = 50% and Ts = 100%, 3 and
4.1 models are used on average, respectively. The corresponding average inference
times are about 30% and 40% of that of parallel DeepMTD executing all 20 models.
For adversarial examples, when Ts ≤ 60%, only three models are used in 88.7% of
all the tests. When Ts = 50% and Ts = 100%, 3.3 and 13.4 models are used on
average, respectively. The corresponding inference times are about 32% and 130%
of that of parallel DeepMTD executing all the 20 models. From the above results,
as adversarial example attacks are rare events, the serial DeepMTD can reduce
inference time effectively in the absence of attacks.
Then, the impacts of the early stopping are evaluated on the sensing and defense
performance. Fig. 3.20c shows the accuracy (p15 ) versus the false positive rate
(p7 ). Different points on a curve are results under different Ts settings from 0.5
to 1. Compared with executing all fork models, the early stopping results in little
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Table 3.6: Embedded compute boards used in this paper.

Form
CPU
GPU
RAM
Power
OS
Software

NVIDIA Jetson AGX Xavier

NVIDIA Jetson Nano

10.5 × 10.5 cm, 280 g
octa-core ARM 2.26GHz
512-core Volta
16GB
10W / 30W
Linux4Tegra 32.3.1
PyTorch 1.4.0

7 × 4.5 cm, 18 g
quad-core Cortex-A57
128-core Maxwell
4 GB
5W / 10W
Linux4Tegra 32.2.0
PyTorch 1.3.0

accuracy drop (about 0.1%). Fig. 3.20d shows the successful defense rate (p13 )
versus the false positive rate (p7 ). Different points on a curve are results under
different Ts settings from 0.5 to 1. With a false positive rate of 4%, the successful
defense rate drops 2.2% only. The above results show that the early stopping can
significantly reduce the run-time inference time, with little compromise of accuracy
and defense performance.

3.6

DeepMTD Implementation Optimization

Section 3.5 aims at reducing the inference time by developing an algorithmic technique, i.e., early stopping. This section aims at further reducing inference time and
power consumption of DeepMTD by exploiting the characteristics of the hardware
inference accelerators. Note that the power consumption is a key consideration
for battery-based systems. Table 3.6 summarizes the specifications of Jetson AGX
Xavier and Jetson Nano.

3.6.1

Power Consumption on Jetson Devices

First, the power consumption of DeepMTD is profiled on Jetson AGX Xavier and
Nano. Both devices support a low-power mode and a high-power mode. In the
low-power mode, the device lowers the hardware performance (e.g., lower CPU/GPU/memory operating frequencies) to save power; in the high-power mode, the
device fully activates the hardware capabilities. The detailed hardware capabilities under the two modes can be found in [87]. A set of profiling experiments is
conducted to compare the power expenditures of serial DeepMTD under the two
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modes on both Nano and AGX Xavier. On each platform and power mode, N = 20
and the serial detection threshold Ts varies from 0.7 to 1. The input samples are
a mixture of 10,000 clean and adversarial GTSRB examples. Ra denotes the percentage of adversarial examples. The input samples are fed to the deep models in
a batch size of 100. Fig. 3.21 shows the per-sample inference time of DeepMTD
versus the average power consumption in different modes of Nano, under different
settings of Ra . During the profiling experiments, it can be found that the power
consumption is mainly affected by Ra and the power mode. The impact of Ts
setting on the power consumption is little compared with the aforementioned two
factors. This is because Ra largely affects how many samples will end up executing
more models before early stopping and Ts affects how many models are executed
for each sample. The latter factor has smaller impact on the power consumption.
Thus, in each subfigure of Fig. 3.21, the bars for the same power mode but with
different Ts settings are grouped into the same cluster. In Fig. 3.21, when Ra = 0%,
50%, and 100%, the average per-sample inference times on Nano are 4.1ms, 8.5ms,
and 13.2ms in low-power mode and 3.5ms, 7.3ms, and 10.9ms in high-power mode.
Both the per-sample inference time and the average power consumption increase
with Ra because more models are executed for adversarial examples before the
early stopping. When Nano switches from the low-power mode to the high-power
mode, the power consumption increases by around 35% and the per-sample inference time decreases by about 15%. Fig. 3.22 shows the results for AGX Xavier.
When Ra = 0%, 50%, and 100%, the average per-sample inference times are 1.6ms,
3.5ms, and 5.4ms in low-power mode and 0.5ms, 1.0ms, and 1.5ms in high-power
mode. When the AGX Xavier switches from the low-power mode to the high-power
mode, the average power consumption increases by 197% and per-sample inference
time decreases by 71%. From the above results, compared with Nano, AGX Xavier
has a better performance scaling at the expense of higher power scaling.

3.6.2

Improved Implementations of Serial DeepMTD

Two improved implementations of serial DeepMTD that exploit heterogeneous inference accelerators and the configurable power modes are investigated.
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Figure 3.21: Per-sample inference time versus average power consumption of
serial DeepMTD on Nano. The first bar cluster is the results for low-power
mode and the second cluster is for high-power mode. (Dataset: GTSRB; gray
line represents median; red square dot represents mean; box represents the (20%,
80%) range; upper/lower whisker represents maximum/minimum.)

3.6.2.1

Implementation on hybrid harware

From Fig. 3.20a, it can be observed that for most clean examples, only three
models are executed before the early stopping. Thus, the serial DeepMTD with
early stopping can be divided into two stages. The Stage 1 executes three models
to classify an input. If the models’ outputs are consistent, the process yields clean
input decision; otherwise, Stage 2 starts and executes more models sequentially
until either the consistency of these models’ outputs is larger than Ts (yield clean
input decision) or all the models are executed (yield adversarial input decision).
When the input is clean, most likely only Stage 1 is executed. When the input is
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Figure 3.22: Per-sample inference time versus average power consumption of
serial DeepMTD on AGX Xavier. The first bar cluster is the results for lowpower mode and the second cluster is for high-power mode.

adversarial, both stages will likely be executed. The above design is implemented
on a hybrid hardware architecture consisting of a Nano and an AGX Xavier to
match the characteristics of the two-stage model execution. Specifically, given
an input image, the three models in Stage 1 are executed in parallel on Nano to
classify the input. The models of Stage 2 are executed in serial on AGX Xavier.
During this process, a device switches to the high-power mode when it needs to
execute models; otherwise, it remains in the low-power mode. The above design
has the following advantages. First, since adversarial example attack is rare, most
of the time, the system receives clean inputs and executes Stage 1 only. Using
Nano to execute three models in Stage 1 can meet real-time requirement and save
energy. Second, when the input is adversarial, Stage 2 will be activated. Thus,

Chapter 3. Moving Target Defense for Deep Visual Sensing against Adversarial
Examples
55
Inference time (ms)

20
15
10
5
0

Ts =0.9
Ts =1.0

9.
56

4.
83

4.
10

Ts =0.7
Ts =0.8
Power (W)

(a) Ra = 0

9.
18

5.
39

Ts =0.7
Ts =0.8

Ts =0.9
Ts =1.0

11
.8
3

Inference time (ms)

20
15
10
5
0

Power (W)

(b) Ra = 50%

10
.8
2

6.
01

Ts =0.7
Ts =0.8

Ts =0.9
Ts =1.0

14
.0
3

Inference time (ms)

20
15
10
5
0

Power (W)

(c) Ra = 100%

Figure 3.23: Per-sample inference times versus average power consumption of
implementations using configurable power mode on Nano (the left most cluster)
and AGX Xavier (the middle cluster), as well as hybrid-hardware implementation
(the right most cluster).

the AGX Xavier can speed up the process. Maintaining real-time performance in
the presence of adversarial attack is the first priority, while the increased power
consumption is not a concern.
The rightmost cluster of bars in each subfigure of Fig. 3.23 is the results of DeepMTD
implementation on hybrid hardware. When Ra = 0%, 50%, and 100%, the average per-sample inference times are 2.9ms, 3.3ms, and 3.8ms. The average power
consumption is calculated as follows. Suppose the system takes t1 and t2 seconds
to execute Stage 1 and 2, respectively. The powers consumed in watts are Ph1
during Stage 1 and Ph2 during Stage 2 for device in high-power mode and Pl1 during Stage 1 and Pl2 during Stage 2 for device in low-power mode. The average
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1
2
power consumption is (Ph1 + Pl1 ) × ( t1t+t
) + (Ph2 + Pl2 ) × ( t1t+t
). Compared with
2
2

the implementation on Nano in high-power mode (c.f. Section 3.6.1), the implementation on hybrid hardware improves inference speed by 17%, 55%, and 65%
when Ra = 0%, 50%, and 100%, respectively. Compared with the implementation
on AGX Xavier in high-power mode, implementation on hybrid hardware reduces
power consumption by 53%, 50%, and 42% when Ra = 0%, 50%, and 100%, respectively. However, the hybrid implementation also consumes more power than
the Nano-only implementation and is slower than the AGX Xavier-only implementation. Therefore, the hybrid-hardware implementation is a solution that operates
on a new trade-off point of power consumption versus inference speed.
In this hybrid-hardware implementation, the Jetson devices consume considerable
energy when they do not execute models and remain in the low-power mode. Specifically, when Ra = 0, 50%, and 100%, such idle energy accounts for 38%, 27%, and
21% of the total energy consumption. This inefficiency is caused by that the Linuxbased Jetson devices cannot switch fast between sleep mode and work mode, and
therefore they have to stand by in the low-power mode.

3.6.2.2

Implementation with dynamic power mode

An alternative implementation of DeepMTD that exploits the configurable power
modes of Jetson devices is also investigated. This implementation only uses a single Jetson device, either Nano or AGX Xavier. In this implementation, a device
executes the Stage 1 in low-power mode. Once Stage 2 is activated, the device
will switch to the high-power mode. The performance of this implementation is
implemented on both Nano and AGX Xavier. Results can be seen in Fig. 3.23.
The leftmost and the middle clusters of bars are the results obtained on Nano and
AGX Xavier, respectively. When Ra = 0, 50%, and 100%, the average per-sample
inference times on Nano are 4.1ms, 7.8ms, and 11.5ms. On AGX Xavier, the average per-sample inference times are 1.4ms, 1.9ms, and 2.4ms. By comparing the
results with those of the hybrid-hardware implementation, when the input is clean
(i.e., Ra = 0), which is the usual case, the implementation using dynamic power
mode on AGX Xavier consumes 49% less power. When Ra = 50% and 100%, the
power savings are 22% and 23%, respectively. Moreover, this implementation reduces inference latency by 52%, 42%, and 37% when Ra = 0, 50% and 100%. Thus,
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the dynamic power mode implementation on AGX Xavier outperforms the hybridhardware implementation in terms of both inference time and power consumption.
It can be believed that if the hardware inference accelerator provides more programmable configurations of power modes, the execution of the deep models can
be better controled to strike more desirable trade-off between inference latency
and power consumption. The dynamic power mode implementation on Nano has
long inference times because of Nano’s limited processing power for Stage 2. In
summary, the dynamic power mode implementation on AGX Xavier achieves the
most desirable trade-off between inference speed and power consumption.

3.7

Summary

This chapter presented a moving target defense approach called DeepMTD for deep
learning-based embedded image classification against adversarial example attacks.
The performance of DeepMTD in classifying clean samples and counteracting adversarial examples were extensively evaluated using three datasets. The profiling
experiments of DeepMTD were conducted on two NVIDIA Jetson platforms. Based
on the profiling results, this chapter designed the serial DeepMTD with early stopping to reduce the inference time. The characteristics of the Jetson devices were
also exploited to improve the DeepMTD implementation. The results presented
in this chapter provide useful guidelines for deploying DeepMTD to improve the
security of deep visual sensing on the current embedded systems.

Chapter 4
Ultra-Fast Dynamic Ensemble for
Secure Visual Sensing against
Adversarial Examples
This chapter presents Sardino, an ultra-fast dynamic ensemble against adversarial example attack for embedded deep visual sensing1 . Section 4.1 presents background. Section 4.2 overviews Sardino. Section 4.3 studies effectiveness of dynamic
ensemble. Section 4.4 presents the ensemble size planner. Section 4.5 presents the
car-borne traffic sign recognition system. Section 4.6 discusses several related issues. Section 4.7 summarizes this chapter.

4.1
4.1.1

Background
Adversarial Examples and OOD Data

Fig. 4.1a and Fig. 4.1b illustrate the impacts of adversarial examples on a CNN
trained for traffic sign recognition. In Fig. 4.1a, the adversarial perturbation is
computed by the C&W method and added to a clean speed limit sign, leading to a
wrong classification of “no heavy vehicle.” When the adversary cannot tamper with
each pixel, they may construct adversarial patches [4]. In Fig. 4.1b, an adversarial
1

This chapter is partially published on [88].
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Figure 4.1: Illustration of the adversarial example and OOD input challenges
for DNN-based visual sensing. In (A), the clean speed limit sign added with
the C&W adversarial perturbation leads to a wrong classification of “no heavy
vehicle” by the well-trained traffic sign classifier. In (B), the speed limit sign
with an adversarial patch yields a wrong classification of “priority road”. In
(C), the input of a pizza image, which is an outlier to the traffic sign classifier,
is misclassified as “roundabout”.

patch [4] is added to a speed limit sign, leading to a wrong classification of “priority
road.” Such adversarial patches pasted on road can mislead Tesla Autopilot to
direct a car to the opposite lane [36], creating great danger.
Besides adversarial examples, OOD data or outliers can naturally occur because
a training dataset cannot include all future unseen data [89]. A DNN may have
high confidence about its wrong classification for an OOD input. As illustrated
in Fig. 4.1c, when the input is a pizza picture, the aforementioned CNN yields
a “roundabout” classification result with a high confidence score of 99.1%. Tesla
Autopilot has made similar mistakes, e.g., recognize a Burger King sign as a stop
sign [90] and moon as yellow traffic light [91]. Although the CNN in Fig. 4.1c
can be retrained to recognize pizzas by adding pizza image samples to the training
dataset, this approach cannot cover every possible non-traffic sign object.
This study aims to improve the resilience of the mobile edge’s visual sensing against
the adversarial examples illustrated in Fig. 4.1a and Fig. 4.1b, while bringing benefits in detecting OOD data demonstrated in Fig. 4.1c.

4.1.2

Related Work

The existing countermeasures against adversarial examples can be categorized as
adversarial training [2], input transformation [34], gradient masking [44], and provable defense [77], as summarized in Section 2.2.2. The above defenses against
adversarial examples are static. Thus, they cannot address adaptive adversary.
Sardino addresses such adaptive adversary by updating the ensemble at a speed
faster than the adversary’s exfiltration for the ensemble.
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Existing OOD detection can be categorized into classification-based, density-based,
and distance-based methods [92]. Classification-based methods rely on the classification outputs of the deep models. For instance, the method in [93] trains DNNs to
make highly uncertain predictions for outliers. The work in [94] trains a one-class
neural network to detect outliers. Density-based methods detect OOD by modeling data density. The study in [95] trains a generative model and evaluates the
likelihood of OOD inputs under that model at run time. The work in [96] detects
OOD using kernel density estimation. Distance-based methods use distance metrics to detect OOD. The work in [97] measures the Mahalanobis distance to class
centroids to detect OOD. The study in [98] uses the nearest-neighbor distance for
OOD detection. Note that the approach in this chapter is complementary to the
latest OOD detection methods. The key advantage of the proposed approach is
the ability to rapidly generate dynamic ensembles to counteract the adaptive adversarial adversary. Each DNN in the ensemble can be incorporated with the latest
OOD detection techniques to further improve the detection performance. Static
ensembles generated by HyperNet [54, 99] or other methods [50] have been used
to counteract outliers and adversarial examples. Their focuses are on the trade-off
between the ensemble size and OOD/attack detection performance, under the nonadaptive adversary setting. As shown in Section 4.3, the adversary can construct
effective adversarial examples once they obtain the ensemble. The work [54] does
not exploit the key advantage of HyperNet, i.e., its ability to renew the ensemble
quickly for implementing MTD.
Recent studies aim to improve GPU utilization and processing throughput under
a multi-tasking setting. The work [100] schedules multiple DNN tasks in the granularity of GPU kernels for improved GPU utilization. The work [101] achieves
acceleration by performing operator fusion and I/O sharing across multiple DNNs.
In above studies, the GPU is accessed by the kernels in a round-robin fashion.
Alternatively, multiple kernels can run simultaneously on their own GPU cores
to enable spatial sharing. The work [102] uses this to improve GPU-accelerated
network function virtualization. The above studies [100–102] focus on task scheduling to maximize processing throughput and do not enforce deadlines. Differently,
Sardino aims at meeting a soft deadline for each frame’s processing using the dynamic ensemble.
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Existing works on real-time scheduling of deep learning models for meeting the inference deadlines can be categorized into three categories. The data-level scheduling
adjusts the scale of the input frames or partitions the input data into regions with
different criticality to schedule the processing to meet the real-time constraints.
For instance, the research in [103] schedules the image scale for each task based
on the different criticality levels to meet the real-time constraints under the multitask object detection application on the GPU-enabled embedded board. The paper
[104] schedules the neural network perception of partially selected regions within
each input frame to meet the processing deadline on the GPU. The model-level
scheduling adjusts the structure of deep models to meet the task deadlines [105].
The system-level scheduling optimizes the interactions between CPU and GPU for
scheduling deep learning tasks to meet the inference deadlines. For example, the
work [106] proposes a DNN layer-level scheduling mechanism to meet the processing deadlines by coordinating the allocation of CPU and GPU to the DNN tasks.
Different from the above works [103–106], Sardino designs an application-specific
planner to schedule the ensemble size at run time to meet a soft deadline.

4.2

Approach Overview

4.2.1

System Model and Objective

This work considers a mobile edge computer equipped with a GPU. It runs a
general-purpose operating system that orchestrates various sensing tasks. The
GPU is shared by the tasks for executing their DNNs. The tasks run simultaneously, take inputs from respective sensors, and yield the inference results. Among
all the tasks, a resilient vision task needs to have resilience against adversarial examples and OOD inputs, and meet a soft deadline. The composite of the remaining
tasks is viewed as the background computation.
This work applies dynamic ensemble for the resilient vision task. The ensemble is
dynamic in both the number of the ensemble DNNs (i.e., ensemble size) and the
weights of each DNN.
• Dynamic ensemble size: This work aims to maximize in real time the
ensemble size for every frame in favor of resilience subject to the soft deadline.
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However, it is challenging to model the ensemble execution time to enable
the run-time ensemble size planning.
• Dynamic DNN weights: This work also aims to renew the weights of
each DNN every frame for achieving the highest level of MTD security. The
short time down to milliseconds for completing the renewal presents the main
challenge.

This work uses traffic sign recognition on an autonomous vehicle driving agent to
illustrate the system model. The agent receives image frames captured by camera
and stores them in a buffer. Each frame fetched from the buffer is processed by an
always-running traffic sign detector. When the detector identifies k (k ≥ 1) traffic
sign objects in the current frame, a bounding box containing each of the detected
traffic signs is cropped from the frame and passed to the traffic sign classifier.
The classifier is executed on each detected sign sequentially. The detected traffic
sign may contain adversarial perturbations [35]. Moreover, the traffic sign detector
may generate false positives and present outliers to the traffic sign classifier. This
work views the classifier as the resilient vision task and all other tasks collectively
as background computation. Suppose the system designer aims to maintain a
processing throughput of x frames per second (fps). Thus, the soft deadline for
processing each frame is

1
x

seconds. If the detection takes td seconds for the current

frame containing k signs, the soft deadline for classifying each sign is

1/x−td
k

seconds.

Although td and k vary across the frames, they are measurable. Thus, the soft
deadline for the classifier, i.e.,

1/x−td
,
k

is variable and known for each frame. The

setting for x depends on the vision task’s design requirement; it can be also updated
at run time according to the vehicle speed.
Section 4.5 will apply Sardino to implement the resilient traffic sign recognition. In
addition, Section 4.6 will discuss how to apply Sardino to protect both the traffic
sign detection and recognition simultaneously as two resilient vision tasks.

4.2.2

HyperNet Design and Its Adversarial Learning
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Figure 4.2: Adversarial learning framework for Sardino.

4.2.2.1

Hypernet preliminaries

HyperNet [54] is a neural network (denoted by h( · ; φ) where φ denotes the weights)
that generates the weights θ of the target neural network denoted by f ( · ; θ).
Fig. 4.2 shows the designs of the HyperNet and target network, which is a n-layer
CNN, used in this paper. The input to the HyperNet, denoted by zH , is a random
vector sampled from a normal distribution. The zH is mapped by an encoder E
with weights φE to n latent codes {ci |i = 1, 2, . . . , n}. Then, the HyperNet uses
n weight generators with weights φG to convert the latent codes to the weights of
the target CNN’s n layers. The HyperNet’s weights are φ = {φE , φG }.

4.2.2.2

Adversarial learning framework

In this work, the goal for training the HyperNet is to generate target networks that
are: (1) accurate on clean input samples; (2) diverse in parameter values; and (3)
secure against adversarial examples. This subsection presents the designs of the
loss functions and the training procedure to meet the three objectives.
For objective (1), the classification loss (denoted by J1 ) is defined by the average
cross-entropy loss on input examples:
J1 = L(f (x; G(E(zH ; φE ); φG )), y),
where E(zH ; φE ) represents latent code, G(E(zH ; φE ); φG ) denotes target network’s weights generated by the HyperNet, f (x; G(E(zH ; φE ); φG )) is the target
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network’s classification result for input x, and L( · , · ) denotes cross-entropy. For
objective (2), the diversity loss denoted by J2 is designed as:
J2 = exp(−avgV ar(G(E(zH ; φE ); φG ))),
where avgV ar( · ) is the average variance of the generated target network’s weights
given a batch of zH . As avgV ar( · ) is not bounded, the exponential function is
applied to avoid divergence. For objective (3), inspired by [107], the adversarial
learning technique [108] is employed to train the HyperNet. Adversarial learning addresses a game between a defender that trains a task model to thwart the
attacker’s objective and an attacker that trains an attack model to mislead the defender’s task model. In [107], an attack network is designed to be the attacker that
tries to breach the privacy protection mechanism provided by the HyperNet-based
defender. In this work, an attack network, as shown in Fig. 4.2, is introduced to be
the attacker that tries to generate adversarial examples to mislead the HyperNetgenerated target network. The attack network fA ( · ; θ A ) takes random numbers
zA sampled from a normal distribution and outputs adversarial perturbation δ.
The perturbation δ is added to the clean input x, forming the adversarial example
x0 . The goal of training the attack network is to generate minimized adversarial
perturbations that mislead the target network f ( · ; θ). Thus, the adversarial loss
for training the attack network, denoted by J3 , is designed as:
J3 = F (x0 )y − max F (x0 )yi + kδk2 ,
yi 6=y

where F ( · )yi denotes the target network’s logit value corresponding to class yi .
Logit value is the output of neural network’s last layer before applying the softmax
function. k · k2 is the Euclidean norm. The attack network and HyperNet are
jointly trained, where the attack network is trained to minimize the loss J3 and
the HyperNet is trained to minimize the following composite loss: EzH ,zA ,(x,y) [J1 ] +
EzH [J2 ]. Fig. 4.2 illustrates the training procedure of the adversarial learning.
During the adversarial learning, this work does not employ specific methods for
crafting adversarial examples (e.g., FGSM, C&W), because doing so usually leads
to security improvement specific to the employed attack construction methods only
[34]. However, in reality, the attack construction method is unpredictable. The
design in this work uses the attack network to generate nondeterministic adversarial examples, which improves Sardino’s security against a variety of adversarial

66

4.3. Effectiveness of Dynamic Ensemble

N-model
dynamic ensemble

Real-time
requirement
(e.g., 33 ms)
Sardino
planner

Camera input
N

HyperNet
generator

Results No Adversarial
consistent?
Yes
Human
Clean
operator
Majority
rule

Performance
indicators

Final
decision

Figure 4.3: Run-time workflow of Sardino.

examples. This will be demonstrated in Section 4.3.2.2.

4.2.3

System Design of Sardino

Fig. 4.3 illustrates the run-time workflow of Sardino. Given a new image frame,
Sardino uses the HyperNet to generate a new ensemble of N DNNs to process the input. Before the generation, Sardino uses an ensemble size planner to determine the
largest possible N based on the mobile edge device’s performance indicators (i.e.,
GPU utilization and power usage) and the soft deadline described in Section 4.2.1.
After the execution of the N DNNs on the image frame, Sardino computes the
output consistency, which is the percentage of the majority of the DNNs’ outputs.
If the consistency is larger than a pre-defined threshold Ts , the input is considered
clean and the majority of the DNNs’ outputs is yielded as the final result. If the
output consistency is smaller than Ts , the input is considered adversarial or OOD,
and will be classified by a human operator for final decision. In summary, based on
the mobile edge device’s run-time performance indicators, Sardino adapts the ensemble size N to meet the soft real-time requirement, then generates and executes
the dynamic ensemble to process the incoming image frame.

4.3

Effectiveness of Dynamic Ensemble
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Profiling Experiment Setup

This section conducts experiments on NVIDIA Jetson AGX Xavier with an octacore 2.26GHz ARM CPU, a 512-core Volta GPU, and 16GB RAM. Its power rating
is set to be 30W. It runs Linux4Tegra. The code is written in Python using PyTorch
1.4.0.
Most experiments are based on the German Traffic Sign Recognition Benchmark
(GTSRB) dataset [83] with over 50,000 image samples in 43 classes. To evaluate
outlier detection, the measurement studies use the MNIST [81] and notMNIST
[109] datasets. MNIST is a 10-class set of grayscale images of handwritten digits
from 0 to 9; notMNIST is a 10-class set of grayscale images of letters A to J, which
is often used for studying outlier detection [54].
The target CNN has two convolutional layers with 32 5x5 filters with rectified
linear unit activation, max pooling, and a dense layer with width equal to the class
number. HyperNet’s encoder has two 64-neuron dense layers and a dense layer
with 64x3 neurons. The encoder’s input is a 256x1 Gaussian random vector. The
encoder is followed by three weight generators, each of which has two 64-neuron
dense layers and one dense layer with identical width as the output layer.

4.3.2

Profiling Experiments and Results

Success defense rate (%)
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Figure 4.6: SDR vs. FPR in thwarting various types of adversarial examples,
i.e., FGSM [2] in (a), C&W [1] in (b), UAP [3] in (c), Patch [4] in (d), and
that against surrogate ensemble [5] in (e). The lines labeled with ”W/ adv” and
”W/o adv” are the results of HyperNet-ensemble with and without adversarial
learning. Legends for (b)-(e) are same as (a).

4.3.2.1

Classification performance of HyperNet ensemble

The curve in Fig. 4.4 is the cumulative distribution function (CDF) of the test
accuracies of 100,000 HyperNet-generated DNNs. The vertical line labeled originaccuracy is the test accuracy of the original DNN trained from the GTSRB dataset
following the design in [83], which is 96.6%. The accuracies of HyperNet-generated
DNNs are within 94.6% to 96.9%, showing that HyperNet can generate quality
DNNs. This work also investigates the accuracy improvements of fusing the outputs
of multiple HyperNet-generated DNNs using the majority rule (called HyperNet
ensemble). As shown in Fig. 4.5, the HyperNet ensemble’s accuracy increases with
ensemble size N . In particular, compared with the accuracy when no fusion is
applied, the accuracy improvement is up to 1% when N is 3. When N is 100, the
improvement is up to 2.5% and the ensemble’s accuracy is 0.5% higher than the
origin-accuracy.

4.3.2.2

Performance in thwarting adversarial examples

The key objective of dynamic ensemble is to prevent the external adversary from
obtaining the ensemble in use. The test in the work shows that, if the adversary
obtains the ensemble in use, the adversarial example constructed by the approach
in [5] can mislead the ensemble-based attack detection described in Section 4.2.3
with probabilities of 52% and 37% when the false positive rates are 1.1% and
5.2%, respectively. Thus, high-rate ensemble renewal is key to MTD security.
Note that the internal adversary who has broken into the system and can obtain
each renewed ensemble regardless of renewal rate is out of the scope of this work.
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Because the internal adversary should directly subvert the whole system rather
than resort to adversarial examples. In this set of profiling experiments, this work
studies a different external adversary who obtains some critical static information
about the dynamic ensemble. This work considers two kinds of static information:
(1) training dataset and (2) the HyperNet itself. This work evaluates the attack
thwarting performance for five variants of the ensemble-based detector, namely,
retraining-ensemble from [52], few-shot retraining-ensemble from [55], HyperGANensemble from [54], and HyperNet-ensemble proposed in this work with and without
adversarial learning. In retraining-ensemble, each DNN is trained from scratch with
random initialization. Each DNN of the few-shot retraining-ensemble is obtained by
the few-shot domain adaptation approach in [55] that adapts a base model trained
with a big source-domain data subset to the target domain using a small data
subset containing 7 samples for each class. HyperGAN-ensemble is generated by
HyperGAN [54] that trains a generator to transform random numbers into target
network’s weights together with the help of a discriminator to promote the diversity
of the generated weights.
 Adversary with training dataset: The adversary can train a surrogate DNN
and use different methods to construct adversarial examples against it. There
are two types of adversarial examples [34]: input-specific perturbation is crafted
against a specific clean sample, while ideally, universal perturbation is effective
against any clean sample. This work considers two input-specific attacks, which are
FGSM [2] and C&W [1], and two universal attacks, which are universal adversarial
perturbation (UAP) [3] and adversarial patch (Patch) [4]. From the measurement
studies, the FGSM, C&W, UAP, and Patch attacks can mislead the surrogate
DNN on 97.4%, 100%, 45%, and 33.1% of clean test samples, respectively. The
measurement studies follow the workflow in Fig. 4.3 with N fixed to implement
the defense. It is assumed that the detected adversarial examples are classified by
the human operator without errors, since adversarial perturbations are crafted to
be visually imperceptible. The successful defense rate (SDR) is measured, which
is the percentage of the adversarial examples failing to mislead the system.
Fig. 4.6 shows SDR versus the false positive rate (FPR) in thwarting adversarial examples, where FPR characterizes the unnecessary overhead incurred to the
human operator. From Fig. 4.6a-d, HyperNet-ensemble with adversarial learning
produces the highest curves, i.e., the best trade-off between the security and the
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overhead incurred to human. An intuitive explanation for the better attack thwarting performance of the HyperNet-ensemble over the HyperGAN-ensemble is that
HyperGAN only increases the diversity of the generated weights and does not consider adversarial examples during training. When FPR is around 2%, SDRs of the
HyperNet-ensemble with adversarial learning are 96.3%, 97.5%, 91.5%, and 88.2%
against the four attacks, respectively. For a certain attack, when N increases, the
curve becomes higher. This indicates that larger N settings are beneficial to the
effectiveness of defense.
The defense approach in this work is also compared with an adversarial training
approach [110] in terms of defense performance. The adversarial training approach
includes adversarial examples constructed using the projected gradient descent
method [63] into the training dataset. It achieves SDRs of 35.7%, 25%, 85%,
and 68% against the four attacks. Its poor defense is due to that adversarial
training’s effectiveness is specific to the considered type of adversarial examples [34].
Differently, the HyperNet hardened by adversarial learning with nondeterministic
adversarial examples shows better generalizable security against various types of
adversarial examples.
 Adversary with HyperNet: A natural attack strategy for this kind of adversary is to follow the approach in [5] to craft adversarial examples against a surrogate
ensemble generated by the HyperNet. The SDRs of the dynamic ensembles generated by the same HyperNet are evaluated. Fig. 4.6e shows that the SDRs are
much higher than those without MTD in which the adversary obtains the ensemble
in use as mentioned at the beginning of this subsection (i.e., 100% - 52% = 48%
and 100% - 37% = 63% when the FPR is 1.1% and 5.2%, respectively). The SDR
for the HyperNet with adversarial learning is higher than that without adversarial
learning.
The above results suggest that the MTD of preventing the adversary from obtaining the ensemble in use is effective in counteracting adversarial example attacks. HyperNet-based MTD security is further enhanced with adversarial learning
when the adversary constructs adversarial examples against the surrogates based
on static information of the defense.
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Outlier detection performance

The outlier detection performance is evaluated for the ensemble-based detectors
and a baseline outlier detector described in [89], which uses a single DNN and declares an outlier if the maximum of the softmax probabilities of all classes is below
a threshold. This simplistic method is widely adopted as the baseline for comparison in the most prevailing classification-based OOD detection methods [92]. In
the experiments of this section, the training is performed using MNIST. During
testing, notMNIST is used to assess the true positive rate of outlier detection and
use MNIST to assess the false positive rate. Fig. 4.7 shows the receiver operating
characteristic (ROC) of various outlier detectors. By default, N = 20. To generate
ROCs, the consistency threshold Ts is varied from 50% to 100% for ensemble-based
detectors and the softmax probability threshold is varied from 90% to 100% for the
baseline detector. The HyperNet-ensemble’s ROC curves for N = 20 and N = 100
are the highest in the plot, suggesting that HyperNet-ensemble outperforms other
detectors. The ROC curve for N = 100 is higher than that for N = 20, suggesting that larger ensemble size is beneficial to outlier detection. The capability
of HyperNet-ensemble in detecting OOD data is because the designed diversity
loss function described in Section 4.2.2.2 encourages HyperNet to generate diverse
neural networks that can produce diverse outputs for a given OOD input. Thus,
HyperNet-generated ensembles can achieve satisfactory outlier detection performance.
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4.4. Run-Time Planning of Ensemble Size
Diversity of HyperNet-generated DNNs

Fig. 4.8 compares the HyperNets trained with or without the diversity loss J2 .
Each point corresponds to a HyperNet-ensemble with N = 32. The x-axis is the
ensemble’s accuracy on the MNIST clean samples. The variance is calculated and
normalized for each weight parameter across all DNNs of an ensemble. The y-axis
is the average of all weights’ variances. It can be observed that the diversity loss
J2 diversifies the generated DNNs.

4.3.3

Summary of Profiling Results

From the profiling in Section 4.3.2, the following observations can be obtained.
First, HyperNet generates diverse DNNs that achieve high accuracy on clean examples. Second, HyperNet-ensemble outperforms adversarial training [110], retrainingensembles [52, 55], and HyperGAN-ensemble [54] in counteracting adaptive adversarial example attacks based on certain static information of the defense. Third,
HyperNet-ensemble outperforms the OOD detection approaches based on softmax probability [89], retraining-ensembles [52, 55], and HyperGAN-ensemble [54].
Lastly, HyperNet-ensemble’s accuracy on clean examples and security/resilience
against adversarial examples/outliers increase with N .

4.4

Run-Time Planning of Ensemble Size

From Section 4.3, it is desirable to maximize N subject to the soft deadline of the
resilient vision task. The key is the ability to predict the ensemble generation and
execution time for any N in the presence of time-varying background computation.
The prediction should be compute-lightweight. With this ability, the approach in
this work can search the maximum N meeting the deadline.
The general problem of scheduling GPU computing tasks to meet deadlines is challenging due to the non-preemptive nature of GPU kernels. Recent studies [100, 102]
enable concurrent executions of multiple kernels and schedule the kernels to maximize processing throughput. Although solutions to the general problem are still
lacking, the reduced problem in this work of predicting the ensemble generation
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Figure 4.10: Background GPU utilization and power usage vs. the layer size
of the background DNN. “W/o ensemble” means only the background computation is running. “W/ ensemble” means the background computation and the
ensemble generation and execution are running simultaneously.

and execution time in the presence of uncoordinated background computation may
have an effective solution if the major factors correlated with the ensemble generation/execution time can be identified and then supervised learning can be applied
to characterize the correlations. Following this method, measurement studies are
conducted to identify the correlated factors in Section 4.4.1; the ensemble latency
predictor is designed in Section 4.4.2 and is evaluated in Section 4.4.3, respectively.

4.4.1

Identifying Latency-Correlated Factors

A continuous DNN inference process is set up as the background computation. As
convolution is compute-intensive, the number of neurons of the background DNN’s
every convolutional layer (referred to as layer size) is adjusted to affect the intensity
of the background computation. Fig. 4.9 shows the instantaneous GPU utilization
traces on AGX Xavier when the layer size is 100, 4,000, and 5,000. Note that the
tegrastats utility is used to measure the GPU utilization and power usage. When
the layer size is 100, the GPU utilization fluctuates at 65%. When the layer size is
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Figure 4.11: 100-DNN ensemble generation/execution time vs. background
computation layer size. (Grey line represents median; dot represents mean; box
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applied for all error bars in this work.)
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Figure 4.12: Ensemble latency vs. ensemble size.

4,000 and 5,000, the GPU utilization mostly remains at 99%. To understand the
impact of the layer size on GPU utilization and power usage, the average value
and duty cycle are used to characterize a GPU utilization trace obtained under
a certain layer size. The duty cycle is the percentage of time at which the GPU
utilization is higher than 99%. Fig. 4.10 shows the GPU utilization and power when
the layer size varies from 10 to 5,000. From Fig. 4.10a, GPU utilization’s average
and duty cycle increase smoothly with the layer size. The curve labeled “Without
ensemble” in Fig. 4.10b shows a step increase of the GPU power when the layer
size increases to 4,000. It can be caused by the increase of active stream processors
to compute more neurons. The results in Fig. 4.10 imply that GPU utilization and
power depict different aspects of remaining GPU computing capability.
Fig. 4.11 shows how the background computation affects the delays for ensemble
generation and execution. Both delays are relatively stable when the background
layer size is up to 4,800. Both increase saliently when the background layer size
increases from 4,800 to 5,000, which can be caused by the contention between
background computation and ensemble generation/execution. In Fig. 4.11, the
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Figure 4.13: Visualization of the decision tree for ensemble latency prediction
on Jetson AGX Xavier. “U[3]” means the background GPU utilization collected
at 30 ms before the start of the ensemble generation.

ensemble execution time has a dip when the background layer size is 4,000. A
potential reason is that, at this point, the GPU increases active stream processors
as indicated by the sudden increase of GPU power in Fig. 4.10b. From Fig. 4.11,
it takes about 10 ms to generate 100 DNNs using HyperNet. In contrast, the
retraining approach in [52] and the few-shot retraining approach in [55] require 45
and 22 minutes to generate 20 DNNs on AGX Xavier. Thus, HyperNet achieves
0.66 to 1.35 million times acceleration in per-DNN generation.
Fig. 4.12 shows the impact of N on the ensemble execution time in the presence
of background computation. Under a certain background layer size, the ensemble
latency increases linearly with N in general. When the layer size varies, the line of
ensemble latency versus N changes accordingly.
The above results show that the background GPU utilization and power, and N
are three factors correlated with the ensemble latency. From the near-linear relationships shown in Fig. 4.12, simple models may effectively characterize the impact
of these three factors on the ensemble latency.

4.4.2

Design of Ensemble Latency Predictor

The background GPU utilization and power usage traces sampled by tegrastats
at 100 Hz in the past 100 ms before the start of the ensemble generation and N
are chosen as the three inputs to the machine learning model. The output is the
predicted ensemble latency. The following three candidate machine learning models
are considered and the evaluation in Section 4.4.3 and Section 4.5 will recommend
a good choice. (1) Decision tree (DT) predicts the ensemble latency using a set
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of if-then-else decision rules. The tree structure and the decision rules associated
with the tree nodes are learned from the training data. Fig. 4.13 shows a DT and
its top three layers learned from data collected from AGX Xavier. The root is the
entry. Each node compares an element of the input with a threshold to decide
which branch to proceed with. The tree leaves are the output nodes associated
with predicted ensemble latency. (2) Linear regression (LR) predicts ensemble
latency by a weighted sum of all inputs, where the weights are learned from the
training data. (3) DNN uses two 200-neuron hidden layers with ReLU activation
to predict the ensemble latency.
A trained predictor is specific to the mobile edge device’s hardware and software
configurations. The training needs a profiling process to collect training data.
This overhead is acceptable since the profiling can be automated. Moreover, the
profiling and training are only performed by expert designers during system design
and software updates.
Multi-core CPU shares some similarities with the many-core GPU in terms of
hardware parallelism. The design of this work is also applicable to the CPU-only
devices. Although CPU-only device is not suitable for real-time visual sensing and
thus not the focus of this work, this work will briefly evaluate the design on CPU
in Section 4.5.
Lastly, how a trained predictor is used at run time is presented. For each image
input, Sardino queries the latest GPU utilization and power usage traces, predicts
the ensemble latency for every candidate N setting, and chooses the maximum
setting that can meet the soft deadline. DT and LR predictors can be executed by
CPU due to their low compute overheads.

4.4.3

Evaluation of Latency Predictor

The prediction models described in Section 4.4.2 are evaluated. 500 data points
are collected on AGX Xavier by varying the layer size of the background process
from 100 to 5,000 with a step size of 100 and the ensemble size N from 10 to
100 with a step size of 10. The background process is set always running with the
ensemble generation and execution starting at random time instants. The collected
data is shuffled and split into training and testing data with a ratio of 4:1. The

Chapter 4. Ultra-Fast Dynamic Ensemble for Secure Visual Sensing

1.2

Accuracy

Accuracy

1.4
1
0.8
0.6

W/ power
W/o power

1.6
1.4
1.2
1
0.8

77

W/ power
W/o power
DT LR DNN
Machine learning models

DT
LR DNN
Machine learning models

(b) Jetson Nano.

(a) Jetson AGX Xavier.

Figure 4.14: Ensemble latency prediction accuracy of the three models designed with or without GPU power usage trace as part of input. Accuracy is
defined as the ratio between predicted value and true value.
Table 4.1: RMSE (ms) of ensemble latency prediction.

DT
LR
DNN

Jetson AGX Xavier
W/ power W/o power
1.59
1.61
1.09
1.18
1.41
1.36

Jetson Nano
W/ power W/o power
2.60e-6
16.70
14.60
23.31
15.58
16.19

performance of the machine learning models is evaluated on the test data using
two assessment metrics: (1) accuracy, defined as the ratio between the predicted
and true values of ensemble latency, i.e.,

Tpred
,
Ttrue

and (2) root mean squared error

(RMSE). The accuracies are shown in Fig. 4.14a. The box plots labeled with “W/
power” are the results of the machine learning models with N , GPU utilization
trace, and GPU power usage trace as input; those labeled with “W/o power” are
the results of the models designed with N and GPU utilization trace as input.
Table 4.1 shows the three models’ RMSEs. The inclusion of GPU power improves
the prediction accuracy for DT and LR.
Then, whether the machine learning approach works for NVIDIA Jetson Nano is
evaluated. Nano is a less powerful platform with a quad-core Cortex-A57 CPU,
a 128-core Maxwell GPU, and 4GB RAM. The results are shown in Fig. 4.14b
and Table 4.1. The inclusion of GPU power into input also improves prediction
accuracy. DT outperforms the other two models.
From Fig. 4.14 and Table 4.1, the three prediction models achieve similar accuracy
on AGX Xavier; the DT outperforms significantly on Nano. In terms of compute
overhead, DT’s time complexity is linear to its depth, which is sub-linear to the
number of decision variables. Compared with LR and DNN that have linear and
super-linear time complexities, DT is more efficient and preferred. On both Jetson
boards, DT achieves sub-2 ms RMSEs. This accuracy is acceptable for meeting
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YOLOv3-based
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Cropped area
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Figure 4.15: The pipeline of the traffic sign recognition.

the soft deadlines of tens of milliseconds. The prediction errors will cause jitters,
which will be evaluated in Section 4.5.
DT’s superior performance is because the hierarchical structure of DT can better
capture the priority hierarchy of the affecting factors in determining the ensemble
latency. For instance, in Fig. 4.13, the top layers of the tree make decisions based
on N . The conditions for the latest GPU utilization appear at lower layers. These
match with the observations from Fig. 4.12 that (1) N determines the range of the
ensemble latency value and (2) the background computation intensity determines
which line to follow and the exact value. In contrast, LR is short of capturing such
non-linear priority hierarchy. Although DNN can capture sophisticated patterns,
it needs a rich training dataset. A possible reason for DNN’s degraded accuracy
on Nano than AGX Xavier is that the more GPU contention on the less powerful
Nano increases the pattern complexity and thus requires more training data.
Note that other factors such as environment temperature and processor cache hit
rate may also generate impact on the ensemble latency. Including these factors to
the machine learning model’s input may further improve prediction accuracy. This
further improvement is left to future study.

4.5
4.5.1

Real-Time On-Car Traffic Sign Recognition
System Implementation

This work applies Sardino to build a real-time car-borne traffic sign recognition
system. A traffic sign recognition system usually consists of the sign detection
and classification phases [111]. The detector identifies and locates traffic signs
in an incoming frame captured by a car-mounted camera. The detected traffic
sign is then interpreted by the classifier. This work implements a Belgian traffic
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sign recognition system based on the publicly available KUL Belgium Traffic Signs
Dataset [112], which has two datasets for traffic sign detection (BelgiumTSD) and
classification (BelgiumTSC) and four recorded videos.
Fig. 4.15 illustrates the processing pipeline of the implementation. This implementation extends YOLO and YOLO-tiny [56] as the traffic sign detector. YOLO is a
DNN-based object detection system that achieves good accuracy and latency performance among various systems and YOLO-tiny is a simplified version with fewer
layers and same class number. The implementation uses BelgiumTSD to augment
the original training set for YOLO and YOLO-tiny and retrains them to achieve
mAP@0.5 of 58.9 and 33.7, respectively. Note that mAP@0.5 is the mean Average
Precision when a prediction is considered positive if intersection over union (IoU)
is no smaller than 0.5. The mAP@0.5 scores for the original YOLO and YOLOtiny are 57.9 and 33.1 [56]. The extended YOLO and YOLO-tiny can detect the
Belgian traffic signs as the class “traffic sign” and use a bounding box to contain
each detected sign. The bounding box area is cropped from the original frame,
resized, and passed to the Sardino-based traffic sign classifier. Other objects detected are not processed. The implementation trains Sardino’s HyperNet using
the 62-class BelgiumTSC training set. The HyperNet-generated DNNs achieve
an average accuracy of 96.1% on the BelgiumTSC testing set, which is comparable to the accuracy of 97.0% reported in [112]. The implementation deploys the
extended YOLO and YOLO-tiny on Jetson AGX Xavier and Jetson Nano, respectively. On AGX Xavier, YOLO’s processing throughputs are 82, 55, and 42 fps
when the input frame sizes are 320x320, 416x416, and 512x512, respectively. On
Nano, YOLO-tiny’s processing throughputs are 37, 26, and 22 fps for the three
input frame sizes.

4.5.2

Performance Evaluation

4.5.2.1

Ensemble latency prediction

The YOLO on the AGX Xavier and YOLO-tiny on Nano are viewed as the background computation. The frame sizes are set to be 320x320, 416x416, and 512x512
to obtain different background computation intensities. For each frame size, N is
varied from 10 to 100 with a step size of 10. Each setting is repeated for 20 times
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Figure 4.16: Ensemble latency prediction on car-borne traffic sign recognition.
Table 4.2: RMSE (ms) of ensemble latency prediction.

Board
Jetson AGX Xavier
Jetson Nano
(train,test) (A,B) (B,B) (B1,B2) (A,B) (B,B) (B1,B2)
DT
1.73
1.18
1.25
1.49 11.01
11.64
LR
1.77
0.69
0.88
14.08 8.09
12.75
2.91
1.96
2.82
4.52
8.47
20.23
DNN
*The minimum RMSE among the three models is underlined.
and 600 data points are collected for evaluation on each platform. Fig. 4.16 shows
the ensemble latency prediction accuracy and Table 4.2 shows RMSEs. In particular, the transferability of the trained prediction models across different background
computations is evaluated. Label (A,B) means the model is trained with the customized background computation described in Section 4.4.1 and tested using the
YOLO background computation with all frame size settings; label (B,B) means
the model is trained and tested using the YOLO background computation; label
(B1,B2) means the model is trained using the YOLO background computation with
320x320 and 512x512 frame sizes and tested with 416x416 frame size. From Table 4.2, DT and LR achieve similar RMSEs. However, on Nano with setting (A,B),
LR performs poorly. The results also show that DT exhibits good transferability
across different background computations. The rest of this work uses DT.
To evaluate whether DT is applicable to CPU-only devices, YOLO background
computation and ensemble generation/execution are set to run on the CPU of
AGX Xavier. The inputs to DT are N , background CPU utilization, and CPU
power usage. The DT is trained using data traces when the system operates on
320x320 and 512x512 frame sizes and tested on 416x416 frame size. The prediction
accuracy, as shown in Fig. 4.16a by the box labeled “CPU”, is comparable to those
on GPU. However, YOLO (without Sardino) only achieves a throughput of 0.05 fps

Chapter 4. Ultra-Fast Dynamic Ensemble for Secure Visual Sensing

81

100

Total time (ms)

N

80
60
42
40
38
0

100

200

Frame index

300

400

500

Figure 4.17: Traces of planned N and per-frame total processing time. Frame
rate: 25 fps; deadline: 40 ms.
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Figure 4.18: CDF of per-frame processing time under three deadline settings
(represented by vertical lines) and three frame size settings of 320×320, 416×416,
and 512 × 512 (different CDFs for different frame sizes).

on CPU. Thus, CPU-only devices are ill-suited for real-time visual sensing although
the DT is still applicable.

4.5.2.2

Real-time performance of Sardino

The total processing time for each frame consists of: (1) YOLO detection time,
which depends on the frame size; (2) ensemble generation time; and (3) ensemble
execution time. YOLO’s detection time is measured at run time. Then, this work
follows the method presented in Section 4.2.1 to determine the soft deadline and
pass it to the ensemble size planner. Fig. 4.17 shows the planned N and per-frame
processing time traces, where the target per-frame processing time is 40 ms. A
video is repeatedly playing to introduce disturbances during the experiments. It
can be observed that Sardino frequently adjusts N . The per-frame processing time
fluctuates at 40 ms. The average per-frame processing time is 40.43 ms; the maximum deviation is about 2 ms, consistent with the error level of the DT predictor.
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Figure 4.19: Some OOD samples (highlighted by red frames) caused by
YOLO’s false positives in detecting traffic sign. (a) pattern on a car; (b) mailbox; (c) plant & mailbox; (d) shop signboard; (e) street light; (f) banner.

Fig. 4.18 shows the CDFs of the per-frame processing time on AGX Xavier under
various settings of deadline and YOLO frame size. When the specified deadline is
50 ms for processing a 20 fps frame stream, from Fig. 4.18a, the deadline can be
always met for frame sizes of 320x320 and 416x416, and mostly met for frame size
of 512x512. For the former two cases, the allowed time of 50 ms is not fully utilized,
because this implementation sets an upper bound of 100 for N . Larger settings
for N often lead to memory exhaustion. When the specified deadline is 40 ms, the
system with 320x320 and 416x416 frame sizes can still largely meet the deadline.
When the frame size is 512x512, YOLO’s detection time is very close to the 40 ms
deadline. The deadline may be exceeded even if the minimum setting N = 3
is chosen. When the specified deadline is 33 ms, the system with 512x512 frame
size completely misses the deadline because the uncontrollable YOLO detection
time already exceeds the deadline. The system with the other two frame sizes can
still largely meet the deadline. Thus, by properly choosing settings that will not
overwhelm the system, Sardino can maximize N while meeting required frame rate.

4.5.2.3

Resilience against OOD data

The false positives of the YOLO-based traffic sign detector are naturally occurring
OOD data for traffic sign classifier. Fig. 4.19 shows six examples of such false
positives. Sardino’s true positive rate in detecting OOD data is measured using
500 YOLO’s false positives in processing the four test videos of the KUL dataset.
Fig. 4.20 shows the ROCs of the Sardino and the baseline detector described in
Section 4.3.2.3. The baseline detector is ineffective. This is because YOLO’s
internal detector only yields objects (including false positives) detected with high

True positive rate (%)
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Figure 4.21: Setup installed under a car’s front windshield.
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Figure 4.22: Number of detected objects (k), planned N , and per-frame total
processing time under setting ¶.

confidence. Fig. 4.20 shows that Sardino advances the resilience of traffic sign
classification against YOLO’s false positives.
Sardino’s performance in thwarting adversarial examples is not measured in this application. This is because, the numeric experiment results in Section 4.3.2.2 based
on real traffic sign data and ideal attack settings (e.g., pixel-level perturbation capability) characterize the lower bound of Sardino’s attack thwarting performance.
The results in Section 4.3.2.2 have already shown the superior performance of
Sardino. Differently, the numeric experiments in Section 4.3.2.3 on OOD detection
are based on the simplistic handwritten digit recognition task for illustration only.
Thus, this section focuses on evaluating Sardino’s OOD detection performance for
this real-world application of traffic sign recognition.

84
4.5.2.4

4.6. Discussions
Stress tests on live roads

The test videos in the KUL dataset have a limited number of objects in the camera’s
field of view. To evaluate the performance of Sardino under more challenging
settings, live tests are conducted on the busy roads of Singapore. To stress-test
Sardino’s real-time performance, Sardino is set to process each object detected by
YOLO, not limited to traffic sign objects. As shown in Fig. 4.21, the system is
installed under a car’s front windshield. The AGX Xavier is connected with a
Logitech C525 camera via USB and powered by a portable battery. The car runs
for multiple runs, each lasting for about 30 minutes. Each run covers various road
types, including campus, locals, and expressways. The three video settings are
tested in terms of frame size and rate: ¶ 320x320 at 30 fps; · 416x416 at 24 fps;
¸ 512x512 at 20 fps.
Fig. 4.22 shows the number of detected objects k, the planned N , and the per-frame
total processing time in about 17 seconds during a run. The number of detected
objects in a frame can be up to 9. Sardino frequently adjusts N to maintain the
per-frame processing time at 33 ms. The average per-frame processing times under
the three video settings are 33.0 ms, 40.4 ms, and 50.5 ms, respectively. Although
the system has jitters, the average processing times are very close to the setpoints
of 33 ms, 41.7 ms, and 50 ms.

4.6

Discussions

A possible concern is that the ensemble’s mutability may impede post-incident
faulty analysis in the context of autonomous driving, because storing each renewed
ensemble incurs high storage overhead. In fact, the users only need to store the
random seeds fed to HyperNet, which introduces only 5.5MB/hour storage overhead. With the seeds, the users can trace back to the ensembles in fault analysis.
Another related concern is that the inference accuracy of the renewed ensembles is
not validated. To mitigate this concern, a validation dataset can be used to test
the inference accuracy of each renewed ensemble at run time. Only the ensembles
passing the test will be commissioned. On Jetson AGX Xavier, it takes about 7.2
seconds to complete the validation of a 100-DNN ensemble using 4,410 samples.
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Therefore, with this validation process, Sardino cannot achieve the per-frame ensemble renewal. However, compared with the off-time retraining-based approaches
[52, 55], the run-time ensemble renewal at a rate of every 7.2 seconds provides
much stronger MTD security and avoids battery over-discharge as discussed in
Section 1.2.2.
In the traffic sign recognition application, the traffic sign detector can also be vulnerable to adversarial example attacks. Sardino can be easily extended to support
multiple pipelined resilient vision tasks (e.g., traffic sign detector and classifier).
Specifically, for each image frame, the remaining processing time of

1/x−td
k

calcu-

lated using the approach described in Section 4.2.1 can be allocated to the multiple
resilient vision tasks by following a pre-defined policy (e.g., equal split) and use
the respective ensemble size planner for each resilient vision task.

4.7

Summary

This chapter presented the design of Sardino, an ultra-fast MTD approach based
on the HyperNet concept for embedded deep visual sensing. Sardino can generate
ensembles that achieve satisfying accuracy on clean data samples and improved
resilience against adversarial examples and OOD inputs. In particular, with the
capabilities of ultra-fast ensemble renewal and ensemble generation/execution time
prediction, Sardino continuously updates for each video frame the ensemble size
to meet the soft deadline as well as the ensemble weights to render the highest
level of MTD security against adaptive adversarial-example attacks. This chapter
used Sardino to build a car-borne traffic sign recognition system and extensively
evaluated its performance.

Chapter 5
On Credibility of Adversarial
Examples against Learning-Based
Grid Voltage Stability Assessment
This chapter presents a systematic investigation on the attack requirements and
credibility of six representative adversarial example attacks based on a voltage
stability assessment application.1 . Section 5.1 reviews related work. Section 5.2
contains preliminaries and background. Section 5.3 states the problem. Section 5.4
and Section 5.5 evaluate the attack requirement and existing defense effectiveness.
Section 5.6 presents the proposed defense approach of joint attack detection and
thwarting. Section 5.7 summarizes this chapter.

5.1

Related Work

Machine learning applied in power systems. Machine learning-based approaches have been proposed in literature for load forecasting [58], solar power
prediction [60], and fault diagnosis [59]. Deep reinforcement learning is studied
for various power grid controls including voltage, frequency, power, and emergency
handling [18]. Applying machine learning addresses the shortfalls of the conventional simulation-based VSA, e.g., poor real-time performance and scalability with
1

This chapter is partially published on [113].
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respect to the power system size. Various machine learning techniques such as extreme neural networks, ensemble learning, and recurrent neural networks [62] are
used for VSA. This work focuses on the adversarial example attacks against the
machine learning models used for VSA.
FDI attacks on power systems. Modern ICTs adopted in power grids introduce cybersecurity concerns. It is shown that FDI on power flow measurements can
mislead state estimation and bypass the bad data detection [61]. Further studies
show that FDI can be designed to mislead frequency control [114], voltage control
[115], Optimal Power Flow (OPF) [116], and the Advanced Metering Infrastructure (AMI) [117]. The studies [114, 115] schedule optimal FDI that plans the FDI
sequence to minimize the time left for reaction [114] or maximize the state estimation error [115]. The work [116] proposes a time-efficient framework to analyze the
impact of FDI on the OPF. Countermeasures against FDIs on power systems have
also been investigated, including both attack detection [114, 117] and mitigation
[115]. The above studies consider the strategic planning and mitigation of FDI.
However, the targets of the FDI are not DNN-based.
Adversarial example attacks on power grid. Adversarial example is a specific form of FDI aiming to mislead DNN. The work [58] analyzes the impact of
a specific type of adversarial examples on the DNN-based load forecasting. The
work [62] studies the vulnerability of the machine learning models used for VSA
under adversarial examples and evaluates the defense effectiveness of the existing
adversarial training. Different from the previous studies, this study performs a
requirement investigation based on a VSA application for six representative adversarial examples that are frequently evaluated in literature [34] to analyze the
conditions for effective attack launching. Meanwhile, the construction of these
attacks imposes distinct minimal requirement on the adversary, which provides insights into understanding the credibility of adversarial examples in the context of
power systems. This work not only analyzes the requirements and evaluates the
prevailing countermeasures against adversarial examples, but also further proposes
a new defense approach that jointly detects and thwarts adversarial examples.
Countermeasures against adversarial examples. Representative countermeasures against adversarial examples include the adversarial training and input transformation methods. Adversarial training improves robustness against adversarial
examples by modifying the target DNN itself. In particular, it modifies the training
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of the target DNN by including adversarial examples with their genuine labels. The
input transformation method eliminates the adversarial perturbations [34]. Different from ad hoc approaches (e.g., data randomization, compression, and cropping
[34]), the systematic input transformation defense of APE-GAN [66] aims to learn a
manifold mapping from the adversarial input to clean input. The technical details
of the adversarial training and APE-GAN are explained in Section 2.2.2. Recent
defenses adopt ensembles to counteract adversarial examples [118, 119]. The work
[119] trains multiple minimally overlapping models to detect adversarial examples.
But the work [119] considers only a limited number of attack construction methods.
The defense proposed in [118] performs input denoising as the first line of defense
and then employs an ensemble to detect the adversarial examples that escape the
input denoising based on kappa statistics. Different from the approach in [118], the
defense approach proposed in this study uses an ensemble to detect adversarial examples based on the predictive uncertainty. In addition, the approach in this work
applies majority vote to generate the final inference result that is robust to the
adversarial example attacks, which is referred to as attack thwarting. The works
in [118, 119] do not offer attack thwarting. Note that both existing approaches
[118, 119] do not consider the universal attacks that are more credible in the context of power system applications according to our analysis, whereas this study
considers both the input-specific and universal attacks.

5.2
5.2.1

Background and Preliminaries
DNN-based Online Short-Term VSA

A stable power system has the capability to regain an equilibrium state after a disturbance [57]. Assessing the power system stability against possible disturbances
is important because instability can lead to area load loss or transmission lines
tripping, which may cause cascading failures and even widespread blackouts. Stability is usually assessed concerning rotor angle, frequency, and voltage. According
to the time scale of the post-contingency dynamics, short-term and long-term stability assessments cover horizons of several seconds and up to multiple minutes,
respectively. This work focuses on the short-term VSA, which classifies the system
into stable or unstable conditions based on a one-second trajectory that contains
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Figure 5.1: Example of stable and unstable situations.

the voltage traces of the transmission buses. Note that this study can be extended
to other forms of DNN-based stability assessment. Fig. 5.1 shows the voltage trajectories characterizing stable and unstable conditions over 5.0 seconds. In both
trajectories, a fault occurs at 0.1 seconds followed by an automated fault clearance
at 0.2 seconds. In stable conditions, all the bus voltages can restore to acceptable
levels (e.g., less than 10% deviations from the nominal values). In unstable conditions, the bus voltages remain far away from the nominal values or even collapse.
Time-domain simulations simulating an extensive set of potential faults are conventionally considered for offline VSA [57]. Differently, online VSA assesses the
system stability with a hard deadline based on real-time voltage measurements.
Restorative actions will be taken if the system is assessed as unstable. There are
mainly two challenges for online VSA: (1) the system operator has limited/no information about the fault occurring at run time. However, the information is needed
for bootstrapping the time-domain simulation; (2) the time-domain simulation is
usually much slower than the evolution of the power system state. To address these
challenges, machine learning has been adopted for online VSA [62]. Specifically, a
machine learning model f (x; θ) with weights θ is trained to classify a voltage trajectory x at run time based on a training dataset (X, Y) = [(xi , yi ), i = 1, ..., m],
where xi is a post-fault voltage trajectory generated by the offline time-domain
simulation and yi is the stability classification label. The model f (x; θ) trained
with abundant training data can handle a wide range of faults.
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Table 5.1: Adversarial example construction methods.

Attack
FGSM
PGD
DF
C&W
UAP
UAN

5.2.2

Categorization
Scope
Computation
Input-specific
One-shot
Input-specific
Iterative
Input-specific
Iterative
Input-specific
Iterative
Universal
Iterative
Universal
Iterative

[34]
Knowledge
White/black-box
White/black-box
White-box
White-box
White/black-box
White/black-box

Taxonomy of Adversarial Example

The taxonomy of adversarial examples is illustrated in Table 5.1, according to
the categorization in [34]. In terms of applicable scope of the attack, input-specific
means the adversarial perturbation is crafted to be effective against individual clean
input sample, while universal means the perturbation is crafted to be effective on
many clean examples. In terms of the computation required, the perturbation
can either be generated by a one-shot computation (e.g., by using a closed-form
formula) or an iterative search process. In terms of the knowledge about the target
DNN, the white-box attacks need complete information of the DNN’s internals, i.e.,
weights and architecture, while the black-box attacks only need the access to run
the DNN without knowing its internals. Although many effective attacks require
white-box knowledge, some of them are still effective under the black-box setting
that uses a surrogate DNN to craft the adversarial examples. To train the surrogate
DNN, the adversary may utilize the dataset obtained from querying the black-box
target DNN using many input samples. In Table 5.1, such attacks are labeled as
“white/black-box.”
This work studies six representative adversarial examples as shown in Table 5.1,
i.e., Fast Gradient Sign Method (FGSM) [2], Projected Gradient Descent (PGD)
[63], DeepFool (DF) [64], Carlini and Wagner’s method (C&W) [1], Universal Adversarial Perturbation (UAP) [3], and Universal Adversarial Network (UAN) [65].
The detailed formulations of these attacks are provided in Section 2.2.1. Their
essences are briefly described here. FGSM computes a one-step perturbation using
a closed-form formula. PGD iteratively performs mini-step FGSMs. DF finds the
minimum perturbation added to the clean example to cross the approximated decision boundary. C&W simplifies the optimization problem for crafting adversarial
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Figure 5.2: New England 10-machine 39-bus power system.

examples by applying the Lagrangian relaxation and then searches for the solution.
The aforementioned four attacks are input-specific. Then, this study introduces
the universal UAP and UAN attacks. UAP finds the DF perturbation for many
clean examples and accumulates the perturbations to form a unified universal perturbation. UAN is a generative neural network that takes input values randomly
sampled from a distribution and outputs adversarial perturbations.

5.3
5.3.1

Problem Statement
System and Data Description

This study considers the New England 10-machine 39-bus system [120], which is
a power grid model widely used in power system research. The system’s singleline diagram can be found in Fig. 5.2. This study performs extensive time-domain
simulations to generate voltage trajectories. In each simulation, a three-phase fault
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that lasts for a random time duration ranging from 0.1 to 0.3 seconds is injected
to a randomly selected bus. The fault is cleared by a single or double transmission
line tripping, which simulates different topology change scenarios. Each voltage
trajectory consists of the voltage traces of the 39 buses. The sampling rate is
100Hz. In total, 6,536 voltage trajectories are generated, covering a wide range of
practical system operating points. The voltage trajectories are divided into 4,536
training, 1,000 validation, and 1,000 testing samples. Each sample is a 1 × 3900
vector containing the 39 buses’ voltage traces over a one-second duration after
the clearance of the fault. This study uses a CNN for VSA. The CNN has two
convolutional layers with 128 1 × 5 filters followed by 1 × 2 max pooling, two
convolutional layers with 256 1 × 5 filters followed by 1 × 2 max pooling, two dense
layers with 512 ReLUs each, and a binary-class output layer. The trained CNN has
an accuracy of 99.5% on the validation dataset. The empirically measured false
positive rate and the false negative rate are 0% and 0.5%, respectively, in detecting
the instability.

5.3.2

Threat Models and Research Problem

Misleading the target DNN by adding minimized perturbation to the input is the
general objective for the six adversarial example attacks. As shown in Table 5.1,
the six attacks with different features impose distinct sets of minimal requirements
to render the attack effective. Thus, the six attack construction methods correspond to different threat models. The union set of their requirements contains the
following four specific requirements.
(1) Read access to the clean voltage measurements: A voltage trajectory
contains the voltage traces of all transmission buses. The read access of the voltage
trajectory is related to the applicable scope of the adversarial example (i.e., inputspecific or universal). The input-specific attacks need this read access since they
require the whole clean voltage trajectory to craft attacks. In contrast, the universal
attacks do not require this access.
(2) Write access to the voltage measurements: The number of voltage traces
that the attacker needs to tamper with is an important requirement related to
the overhead of launching attacks. The capability to tamper with all the voltage
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traces of transmission buses (i.e., full write access) apparently implies a strong and
resourceful attacker.
(3) Knowledge about DNN’s internals: This is related to the white-/blackbox features of the attack as summarized in Table 5.1.
(4) Access to DNN’s training data: This specifies whether the dataset used
to train the target DNN, e.g., the labeled historical voltage trajectories, is needed
for effective attack construction.
This study inquires three issues. First, it investigates the minimal set of requirements for each attack to mislead the VSA DNN, which precisely depicts the threat
models for different attacks. Second, it analyzes the credibility of the attacks
based on their minimal requirements. The different requirement aspects should be
weighed differently, e.g., meeting the real-time requirements (1) and (2) is often
more difficult than meeting the static requirements (3) and (4). Finally, it evaluates the defense performance of prevailing countermeasures for VSA against the
credible attacks and develops new countermeasures if the existing ones are found
ineffective in certain cases.

5.4
5.4.1

Attack Requirement Investigation
Attack Evaluation Settings

The adversarial examples are constructed based on the 1,000 test samples described
in Section 5.3.1. For the input-specific attacks, a 1 × 3900 perturbation vector is
computed for each test sample under the white-box setting against the target DNN
or under the black-box setting against the surrogate DNN. The surrogate DNN has
the same architecture and hyperparameters as the target DNN and is trained using the same training dataset at random initialization. Since the surrogate DNN is
trained at a random initialization, its weights are different from those of the target
DNN. The UAP attack computes a universal perturbation vector using 1,000 randomly selected training data samples. Then, the universal perturbation is applied
to all the 1,000 test samples. The hyperparameters setting is adopted from [65]
to train the UAN attack generator using 1,000 randomly selected training data
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Figure 5.3: Per-bus average
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Figure 5.4: Accuracy vs. l
and  (Attack: PGD).

samples. Then, the generator is used to generate a 1 × 3900 perturbation for each
of the 1,000 test samples.

5.4.1.1

Partial perturbation implementation

This study implements the adversarial example construction that only requires
write access to a subset of l buses because the number of voltage traces that the
attacker needs to tamper with is a key requirement, as discussed in Section 5.3.2.
The formulation of such partial perturbation is: δ ∗ = argminδ D(x, x0 ) subject to
f (x0 ; θ) 6= y and only the input dimensions of x correspond to the l buses to
be attacked are perturbed. Specifically, a 1 × 3900 matrix M, which has unit
values in the dimensions of the l buses to be perturbed and zero values in the
dimensions where no perturbation is added, is applied to restrict the area modified
by the adversary. For one-shot attack, i.e., FGSM, each computed adversarial
perturbation is multiplied by M and added to the clean example. For iterative
attacks, the multiplication is performed at each step during the search process for
attack construction. l is set to be 1, 5, 10, 15, 20, 25, 30, and 39 in the experiments.
For easy reproducibility of the experiment results in this chapter, the first l bus
voltage measurements are perturbed for each setting. Experiments are conducted
to randomly shuffle the l buses to be attacked for each input sample. The results
show that the attack performance is not affected by the random shuffling and
remains similar to perturbing the first l buses. An example is shown in Fig. 5.4.
The line labeled “Shuffled” refers to the accuracy of DNN under PGD attack with
 = 0.2 versus l, where the l buses are randomly selected for each input sample.
We can see that its trend is similar to the line labeled “=0.2”, where the first l
buses are perturbed.
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5.4. Attack Requirement Investigation
Attack perturbation intensity settings

Intuitively, adversarial examples with larger intensity of perturbation can mislead
the target DNN more effectively. Thus, for fair comparison of attack effectiveness,
it is non-trivial to configure the attack perturbation intensity. This study uses DF
to guide the settings of  for FGSM, PGD, UAP, and UAN and κ for C&W, as DF
automatically finds the minimal adversarial perturbations to mislead the target
DNN. Note that  is the maximum perturbation intensity, and κ is a hyperparameter controlling perturbation intensity. Please refer to Section 2.2.1 for the definition
of these two hyperparameters. From Fig. 5.3, the per-bus average intensity of the
`2 perturbations found by DF decreases with the number of attacked buses (i.e., l).
This is because, when the perturbations are restricted to fewer buses, the needed
perturbation intensity is larger to mislead the DNN. The average perturbation intensity ranges from 0.27 per unit (p.u.) to 2.12 p.u. when 1 ≤ l ≤ 25. Since the
nominal bus voltage is 1 p.u., these values are unacceptably large. Thus, this study
considers DF with 30 ≤ l ≤ 39 such that the average perturbation intensity is at
most 0.16 p.u..
Fig. 5.4 shows the accuracy of DNN under PGD attack versus l when  is from
0.01 p.u. to 0.2 p.u.. With  = 0.1 p.u. and 0.2 p.u., the attack is effective when
sufficient bus voltage readings are tempered with. This study sets  = 0.2 p.u.
for FGSM, PGD, UAP, and UAN and κ = 0 for C&W. Note that the average
perturbation intensity for C&W with κ = 0 is 0.18 p.u.. In a word, the settings
of  = 0.2 p.u. and κ = 0 enable fair comparison among the six attacks. Note
that the adversarial perturbation magnitude is configurable. In this study, the
maximum deviation from the nominal bus voltage is set at ±0.2 p.u.. The worstcase vulnerability of the VSA DNN is evaluated under this setting.

5.4.2

Attack Effectiveness and Requirements

Table 5.2 summarizes the results from the evaluation. The results indicate the
minimal requirement for each of the six attacks to fool the VSA DNN. The column
of “read access” states the necessity for the adversary to obtain the clean voltage
trajectory. The column of “write access” describes whether the adversary needs to
perturb all the bus voltage traces (full) or just a portion of them (partial) for the
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Table 5.2: Requirements for effective attacks against VSA.
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Figure 5.5: Clean, randomly perturbed, and FGSM-perturbed bus voltage
trajectories. The clean sample in (a) is classified as unstable; the randomly
perturbed sample in (b) is correctly classified as unstable; the FGSM-perturbed
sample in (c) is wrongly classified as stable.

attack to be effective. The “DNN internal” and “training data” columns specify
whether the DNN internal and a training dataset are needed, respectively.

5.4.2.1

Random perturbations versus adversarial examples

Fig. 5.5 shows a clean, unstable bus voltage trajectory, and its randomly perturbed
and FGSM-perturbed counterparts. Each element of the random perturbation is
randomly and independently sampled from the standard normal distribution and
clipped to [−0.2, 0.2] p.u.. The FGSM perturbations with maximum intensity at
0.2 p.u. are applied to all buses. The DNN achieves 99.3% test accuracy under
the random perturbation, which is only 0.2% lower than that on clean samples.
However, in the presence of FGSM attack, the accuracy drops to 45.4%. This
shows that, even if the adversary is able to compromise all bus voltage readings,
they still need to apply intelligence to plan the perturbation.

5.4. Attack Requirement Investigation

Accuracy (%)

100
80

60 FGSM
PGD
DF
40 C&W
UAP
20
UAN
0
1 5 10 15 20 25 30 35 39
Number of attacked buses (l)
(a) White-box attacks

100
90
80 FGSM
PGD
DF
70
C&W
60
UAP
UAN
50

Accuracy (%)

98

1 5 10 15 20 25 30 35 39
Number of attacked buses (l)
(b) Black-box attacks

Figure 5.6: DNN accuracy in the presence of attack.

5.4.2.2

Effectiveness of input-specific adversarial examples

Fig. 5.6a presents the VSA accuracies under white-box attacks. The input-specific
FGSM, PGD, DF, and C&W are not effective when 1 ≤ l ≤ 15, where FGSM with
l = 15 causes the lowest accuracy of 84.2%. The DNN accuracies drop to 45.5% and
57.6% under the FGSM and PGD attacks with l = 20, respectively, which suggest
that input-specific adversarial examples under white-box setting can decrease VSA
accuracy by more than 50% through tampering with about half the bus voltage
measurements. The DF attacks with 30 ≤ l ≤ 39 are very effective, which cause
only 15.2% and 8.0% VSA accuracies when l = 30 and 35, respectively. When
1 ≤ l < 39, the C&W attack is not effective. When C&W can temper with
all buses, the DNN accuracy drops to 15.5%. This suggests that, although the
optimization-based C&W is often regarded as one of the most powerful attacks in
CV applications [34], its effectiveness against VSA is conditioned on the write access
to all input dimensions. In contrast, the gradient-based FGSM, PGD, and DF
attacks achieve non-negligible attack effectiveness when partial input dimensions
are under attack. The results are summarized in the “write access” column of
Table 5.2.
Fig. 5.6b presents the VSA accuracies under black-box attacks. It can be observed that the VSA accuracies remain at 84.9% and 99.6%, respectively, under
the DF and C&W attacks, which implies the ineffectiveness of the black-box DF
and C&W attacks. The reduced attack effectiveness against the black-box target
DNN is because the DF and C&W adversarial examples overfit the surrogate DNN
used for constructing them. Among all the input-specific attacks, FGSM shows
the strongest transferability from the surrogate DNN to the target DNN. When l
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increases from 15 to 20 for FGSM, the DNN accuracy drops from 95.7% to 56.7%,
which is similar to the results obtained under the white-box setting. Attack effectiveness of PGD reduces in the black-box setting. However, when l increases
from 30 to 35, the DNN accuracy still drastically drops from 63.3% to 46.1%. The
FGSM and PGD exhibit good transferabilities because they are less overfit to the
surrogate DNN. These results imply that keeping the target model confidential is
a weak defense against FGSM and PGD. This study summarizes the results in the
“DNN internal” column of Table 5.2. The “either” note means the attack requires
only the DNN internal under the white-box setting or only the training data for
building the surrogate DNN under the black-box setting.

5.4.2.3

Effectiveness of universal adversarial examples

As shown in Fig. 5.6a, the VSA accuracies remain at above 98.6% under white-box
UAP and UAN with 1 ≤ l ≤ 15. The white-box universal adversarial examples
can decrease the VSA accuracy by up to 49.5% when tempering with only half the
buses. Specifically, when l increases from 20 to 25, VSA accuracy drops from 99.2%
to 50.0% under white-box UAP. When l increases from 15 to 20, DNN accuracy
drops from 99.2% to 62.8% under white-box UAN. Thus, in Table 5.2, UAP and
UAN require partial “write access”.
From Fig. 5.6b, black-box UAP and UAN exhibit similar attack effectiveness as
under the white-box setting, which indicates the target DNN internal is not a must
for UAP and UAN to take effect. This is summarized in the “DNN internal” column of Table 5.2. When l ≥ 25 and 20, UAP and UAN are effective, respectively,
showing that UAP is slightly less effective than UAN. Meanwhile, black-box universal UAP and UAN attacks are more effective than all the black-box input-specific
attacks. This indicates that universal attacks effectively capture the distribution
of the adversarial examples while avoiding overfitting to the surrogate DNN under
the black-box setting. Note that crafting both white-box and black-box universal
attacks requires a clean training dataset, as summarized in Table 5.2.
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5.4.3

Implications and Credibility Analysis

The key observations from the evaluation results in Section 5.4.2 are summarized
as follows:
• Except for C&W and DF attacks, all other adversarial example attacks can
decrease the target DNN’s accuracy by around 50% when tempering with
about 50% of the input dimensions.
• C&W and DF can be very effective, in that they can decrease the target
DNN’s accuracy to below 20% and 10%. However, they impose strong requirements such as read and write access to the voltage traces of many/all
buses, and the DNN internal.
• Preserving the confidentiality of the DNN internal is a weak defense, because
four attacks remain effective under the black-box setting.
• Universal adversarial example attacks are effective against VSA DNN under
both the white-box and black-box settings.
In what follows, this study discusses the implications of these results in the context
of smart grids.

5.4.3.1

Static knowledge needed by an attacker

Static knowledge required by the adversary contains training data and DNN internal. From Table 5.2, each of the six attacks requires at least one of them for
effective attack construction. However, since training data and DNN internals are
static information, it is not difficult for the adversary to obtain them under the
scenario of advanced persistent threat (APT), e.g., conducting social engineering
against employees of the grid operator. Even if the attacker can only obtain a
black-box VSA DNN (e.g., its binary executable), they can feed massive unlabeled
input samples to the black-box DNN to obtain the corresponding labels, forming a
training dataset for building a surrogate DNN. Then, the adversary can craft the
effective FGSM, PGD, UAP, or UAN adversarial examples. In summary, under
the APT scenario, preserving the confidentiality of the static knowledge is a shaky
defense. Therefore, the weights of the last two columns of Table 5.4.2 are marginal
in the attack credibility assessment against VSA.
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5.4.3.2

Implication of write access requirement

The adversary must have the capability to modify the voltage traces of all or some
buses, in order to launch adversarial example attack. This study discusses the
implication of the evaluation results from two facets.
Compromising half the buses is a rule of thumb: The evaluation shows
that certain input-specific attacks such as DF and C&W can almost subvert VSA
when all buses are tempered with. However, as shortly analyzed in Section 5.4.3.3
that input-specific attacks are less credible, the subversion is also less credible accordingly. Thus, the degradation of VSA accuracy to about 50% caused by the
universal attacks as shown in Fig. 5.6 is a more credible maximal attack effectiveness. Section 5.4.2.3 shows that UAN is more effective than UAP. A significant
drop of DNN accuracy occurs under UAN when l increases from 15 to 20. When
l continues to increase from 20, the further accuracy drops are less salient. Since
the cost of the attack increases with l (which is discussed in the next paragraph),
compromising half the buses to obtain their write accesses is a rule of thumb for
the adversary.
Attack implementation: There are three possible ways for attack implementation. (1) An adversary within the enterprise network of the power grid control
center can compromise the measurements of all buses. This strong adversary, however, is ill-motivated because it should directly subvert the VSA results. (2) An
adversary compromises the communication links from the buses to the control center. On one hand, interception of the network transmission of the clean voltage
trajectory on the communication paths, e.g., on a router, is required to transmit
the maliciously perturbed voltage trajectory to the control center without causing
suspicion. On the other hand, the cryptographic protection needs to be breached.
For instance, the attacker may have obtained the master keys of the compromised
links, which, however, implies a strong adversary. Exploiting zero-day vulnerability of the cryptographic protection (e.g., OpenSSL’s Heartbleed bug) does not
require the master key. However, the availability of such zero-day vulnerabilities
is opportunistic and obtaining them is often costly. (3) An adversary manipulates
the analog sensors by using remote electromagnetic inferences, which have been
demonstrated feasible in [121]. However, such sensor reading manipulation attack
is delicate and requires extensive skills. Through the above discussions, the attacks
on the communication links and the analog sensors, though requiring significant
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investment and expertise, have certain credibility and cannot be complacently ignored.

5.4.3.3

Implication of read access

The implications of the input-specific and universal attacks in the context of VSA,
which require full and no read access to the clean input, are separately discussed.
Input-specific attacks: Since the input-specific adversarial examples cannot be
generated until obtaining the whole voltage trajectory, it is not applicable for the
adversary to conduct the sensor reading manipulation by electromagnetic interference as discussed in Section 5.4.3.2. As a result, the adversary must compromise
the communication links from all buses to the control center, which incurs a high
overhead. The requirement of full read access renders the input-specific attacks
resource- and skill-demanding.
Universal attacks: The universal adversarial examples are independent of the
real-time clean input samples. Therefore, they can be implemented either through
sensor reading manipulation by electromagnetic interference or by compromising
the communication links. The sophisticated interception required by the inputspecific attacks is not required. Note that the widely studied FDI attack against
the power grid state estimation [61] is also a universal attack. To be more specific,
the perturbation vector added to the power flow measurement is given by a = Hc,
where H is a constant matrix for state estimation and c is an arbitrary vector.
That is to say, the perturbation a is independent of the power grid real-time power
flow state and only the piece of static knowledge of the system (i.e., H) should be
obtained by the adversary. Given the same nature of the universal adversary example attacks and the state estimation FDI attack studied in [61], they have the same
credibility that has substantially concerned the relevant research communities.

5.4.3.4

Summary

Based on the above analysis, the universal adversarial example attacks pose credible
threats against VSA. Between UAP and UAN, the latter is more effective according
to the evaluation. If the UAN attacker compromises the voltage traces of more
than half the buses, devastating effects can be generated on VSA. Meanwhile, the

Chapter 5. On Credibility of Adversarial Examples against Grid Voltage Stability
Assessment
103
possibility of launching the input-specific adversarial example attacks should not
be expelled. They are less credible and their results presented in this section help
us understand the attack effectiveness more comprehensively.

5.5
5.5.1

Evaluation of Defense Effectiveness
Defense Evaluation Settings

This section evaluates the defense performance of adversarial training, APE-GAN,
and the combination of them as the defense.
Setting of adversarial training. Two variants of adversarial training are considered, i.e., FGSM adversarial training [2] and PGD adversarial training [38], which
add 1,000 FGSM or PGD adversarial examples with genuine labels, respectively,
into the training dataset. The added samples for adversarial training are generated
based on the validation dataset with  set to 0.2 p.u.. The FGSM-hardened DNN
achieves 99.2% accuracy on clean test samples and 98.6% on FGSM adversarial
examples generated from clean test samples. The PGD-hardened DNN achieves
98.6% accuracy on clean test samples and 98.2% on PGD adversarial examples
crafted from clean test samples. These results show that the hardening is effective
against the considered attack method. To evaluate the defense performance, this
study considers both white-box setting, where the attacker can access the internals
of the hardened DNN, and black-box setting, where the attack cannot access the
hardened DNN’s internals. Thus, under the white-box setting, the defense follows
the Kerckhoffs’s principle to assume an enemy knowing the system including its
defense mechanism. Under the black-box setting, the adversary crafts the attacks
based on the surrogate DNN trained using the obtained clean training data. Note
that the adversarial training is not applied by the adversary to harden the surrogate
DNN.
Setting of APE-GAN. This study follows the procedure in [66] to train the
APE-GAN using the clean training dataset and 1,000 FGSM adversarial examples
crafted against the target DNN. The APE-GAN is first applied to cleanse the input
samples before the inferencing by VSA DNN. To evaluate the defense performance,
this study considers both settings of white-box and black-box. In the white-box
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Table 5.3: Summary of defense effectiveness. ¶ FGSM adv training. · PGD
adv training. ¸ APE-GAN. ¹ APE-GAN+PGD adv training. “3” and “7” represent effective and ineffective defenses. “White” and “Black” refer to “Whitebox” and “Black-box” attacks. “N.A.” for the black-box DF and C&W attacks
means these attacks are not effective and thus not used to evaluate defense effectiveness.

¶
·
¸
¹

FGSM
White
Black
3
3
3
3
3
7
3
3

Input-specific attacks
PGD
DF
White
Black
White
Black
7
3
7
N.A.
3
3
7
N.A.
3
7
7
N.A.
3
3
7
N.A.

C&W
White
Black
3
N.A.
3
N.A.
3
N.A.
3
N.A.

Universal attacks
UAP
UAN
White
Black
White
Black
3
3
7
3
3
3
3
3
7
7
7
7
7
7
3
3

setting, the adversarial examples are generated against the target DNN. Note that
APE-GAN is not considered in this white-box setting, since the generation of
adversarial perturbations aiming to bypass APE-GAN is still an open issue. In
the black-box setting (which is not mentioned in the APE-GAN paper [66]), the
adversarial examples are constructed based on the surrogate DNN.
Combination of adversarial training and APE-GAN. The results that will
be shortly presented in Section 5.5.2 show that PGD adversarial training is more
effective than FGSM adversarial training. As a result, this study considers the
combination of PGD adversarial training and APE-GAN as defense for better performance. During the training, PGD adversarial training is firstly applied to harden
the DNN. Then, the APE-GAN is trained using the clean training dataset and 1,000
FGSM adversarial examples crafted based on the PGD-hardened DNN. During the
testing, the APE-GAN is firstly applied to cleanse the input and then the PGDhardened DNN is used to make the inference. The defense performance of this
combination scheme is evaluated under both white-box and black-box attacks. In
particular, the target PGD-hardened DNN is used to generate white-box adversarial examples; and the surrogate DNN that is not hardened by adversarial training
is used to generate the black-box adversarial examples.

5.5.2

Defense Effectiveness Results

Table 5.3 summarizes the defense performance. An “effective” attack means that
it can decrease the accuracy of the target DNN to 80% and below; an “effective”
defense means that it can maintain the accuracy of the target DNN at above 80%, in
the presence of an effective attack. Note that this threshold should be determined
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Figure 5.7: VSA accuracy in the presence of adversarial training defense. The
legends of (b) are the same as (a).

by the methodology executor and can be set as any reasonable number such as
75%. The different settings of the threshold will not affect the proposed credibility
analysis methodology. From Section 5.4.2, the black-box DF and C&W are not
effective attacks. Thus, these two attacks are considered in the evaluation of the
defense performance in this section.
Effectiveness of adversarial training. Fig. 5.7 presents the accuracy of the
VSA DNN that is hardened by adversarial training versus l under the white-box
and black-box attacks. The defense performance of adversarial training under
input-specific attacks is first analyzed. From Fig. 5.7a, under the white-box PGD
with l = 35 and 39, FGSM adversarial training is not effective. However, under the
white-box PGD attack, PGD adversarial training is effective. This result indicates
that PGD adversarial training is more effective in protecting the VSA DNN than
the FGSM adversarial training. Under the white-box DF with 30 ≤ l ≤ 39, both
defenses of FGSM and PGD adversarial training are not effective. Adversarial
training is effective against all effective black-box input-specific attacks, as shown
in Fig. 5.7b. Then, the defense performance under universal adversarial examples
is evaluated. As shown in Fig. 5.7, PGD adversarial training effectively protects
the target DNN against both the white-box and black-box universal attacks. The
observations from Fig. 5.7 are summarized in the top two rows of Table 5.3 headed
by ¶ and ·.
Effectiveness of APE-GAN. Fig. 5.8 shows the VSA DNN’s accuracy versus
l when APE-GAN is applied to cleanse the input under both the white-box and
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Figure 5.8: VSA accuracy when APE-GAN defends attacks.

black-box settings. First, the defense effectiveness of APE-GAN under the inputspecific attacks is evaluated. Under the white-box setting, APE-GAN is only ineffective against the input-specific DF attack. Under the black-box setting, APEGAN is ineffective against both attacks of FGSM and PGD. It can be observed that
the defense of APE-GAN is more effective under white-box attacks. This is caused
by the design of APE-GAN with the goal of removing the adversarial perturbations generated by the adversary based on the white-box target DNN [66]. Then,
the defense effectiveness of APE-GAN under universal attacks is evaluated. As
shown in Fig. 5.8a, when l = 15 and 20, white-box UAP adversarial examples can
bypass the APE-GAN with probabilities of 36.1% and 49.5%. When l = 25, 40.4%
of the white-box UAN adversarial examples bypass APE-GAN. From Fig. 5.8b,
APE-GAN achieves poor defense effectiveness against universal attacks in blackbox setting. In summary, APE-GAN cannot defend against universal adversarial
examples. The observations obtained from Fig. 5.8 are summarized in the row of
Table 5.3 headed by ¸.
Effectiveness of adversarial training combined with APE-GAN. Fig. 5.9
plots the VSA DNN’s accuracy when APE-GAN is combined with a PGD-hardened
DNN (i.e., the combination scheme presented in Section 5.5.1). As none of the
PGD adversarial training and APE-GAN are effective against the white-box DF,
combining them is also ineffective to counteract the white-box DF. Moreover, the
combination has deteriorated the defense performance for UAP attacks under certain settings (i.e., when l = 39 under the white-box setting and 10 ≤ l ≤ 20 under
black-box setting), compared with applying PGD adversarial training solely. This
suggests that the APE-GAN pre-processing may worsen the defense effectiveness
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Figure 5.9: Defense effectiveness of combining PGD adversarial training and
APE-GAN against various attacks.

of the adversarially hardened DNN in defending against certain attacks. Nonmonotonicity of DNN accuracy versus l can be observed in Fig. 5.8a, Fig. 5.8b,
and Fig. 5.9b. This is because the cleansing of APE-GAN is unpredictable and
may sometimes disrupt the input samples and thus decrease the accuracy. Meanwhile, since this study only considers one random combination of l buses to be
compromised from all 39 buses, the randomness may also contribute to the nonmonotonicity. This study does not consider all combinations of the l compromised
buses for the reason that the number of experiments to generate one point in the
figures will be huge. For instance, to choose 10 buses from 39 ones, there are

39
= 635, 745, 396 possible combinations. The results observed from Fig. 5.9 are
10
summarized in the row of Table 5.3 headed by ¹.

5.5.3

Implication of Results

From Table 5.3, PGD adversarial training is effective against all attacks except
the white-box DF attack. Thus, the PGD adversarial training can be applied to
protect DNN-based VSA against the more credible universal adversarial examples
that generate non-negligible concerns. However, although it is exorbitant to craft
sophisticated input-specific attacks, the possibility of launching such attacks cannot
be totally ignored. The following section presents a new defense approach that
jointly detects and thwarts both universal and input-specific attacks.
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Figure 5.10: Approach overview. This work considers four variants of VSA
ensemble, i.e., MC-dropout DNN units, MC-dropout DNN, DNN unit ensemble,
and DNN ensemble.

5.6

Joint Attack Detection and Thwarting

The results in Section 5.5 show that the state-of-the-art defenses cannot fully thwart
adversarial example attacks. Moreover, it is essential to detect adversarial examples
in the power system, such that these samples can be flagged and passed to human
experts for further analysis. This section proposes a new defense approach to
counteract both the input-specific and universal adversarial example attacks. The
approach consists of (1) an attack detection module that measures the predictive
uncertainty of any given input to detect adversarial examples; and (2) an attack
thwarting module that aims to generate the genuine label for the input.

5.6.1

Approach Overview

Fig. 5.10 illustrates the run-time workflow of the proposed approach. Given as
input the voltage trajectory of all buses’ voltage traces, each DNN of the VSA
ensemble generates a prediction. The design of VSA ensemble will be presented in
Section 5.6.1.2. Based on the multiple predictions generated by the VSA ensemble, a predictive uncertainty and an ensemble prediction for the input are generated
together. Then, the predictive uncertainty is compared with a pre-defined uncertainty threshold. If the predictive uncertainty is smaller than the threshold, the
input is considered clean and the ensemble prediction is the final output. Otherwise, the input is considered adversarial. In this case, the ensemble prediction
for this input is invalid and the input will be passed to human expert for further
analysis.
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5.6.1.1

Preliminary on predictive uncertainty estimation

Predictive uncertainty estimation measures the predictive uncertainty of DNN
[122], which is essential for safety-critical decision making in autonomous systems.
Bayesian deep learning is commonly applied to model predictive uncertainty [122].
Given the training dataset (X, Y) = [(xi , yi ), i = 1, ..., m], as opposed to learning
a point estimate of the model parameters (denoted by θ̂ MLE ) via maximum likeP
lihood estimation by minimizing the negative log-likelihood − m
i=1 log p(yi |xi , θ),
Bayesian deep learning infers the probability distribution over the model parameters under the Bayesian inference framework. Specifically, the posterior distribution over the model parameters is modeled by p(θ|X, Y) =

p(Y|X,θ)p(θ)
.
p(Y|X)
∗

Then,

the predictive posterior distribution given a new input sample x is obtained by
marginalizing out the estimated posterior distribution over the model parameters:
R
p(y ∗ |x∗ , X, Y) = p(y ∗ |x∗ , θ)p(θ|X, Y)dθ. However, in practice, it is intractable
to marginalize over the whole parameter space for complex DNNs due to the vast
dimensionality. Among the various approximations made to tackle this issue, the
Monte Carlo dropout [123] (MC-dropout) and deep ensembles [124] are two approaches widely adopted. In particular, MC-dropout activates dropout layers during both the training and testing processes, which can be viewed as performing
variational inference with Bernoulli distributed random variables. The predictive
uncertainty is given by performing multiple stochastic forward passes on the same
input. Deep ensembles approach trains multiple models with random initialization
and shuffled training data. The obtained ensemble is used to produce uncertainty
estimation. The existing studies of uncertainty estimation mainly focus on evaluating the attack detection performance of adversarial examples. This work proposes
an approach that jointly performs attack detection based on predictive uncertainty
and attack thwarting using majority vote.

5.6.1.2

VSA ensemble design and setting

The experiments consider two basic neural network architectures for the DNNs in
the VSA ensemble. The first architecture is the one described in Section 5.3.1,
which is referred to as VSA DNN. The second architecture is the VSA DNN units.
Specifically, each VSA DNN unit is trained using the voltage traces of a single
bus only. This study investigates this architecture to evaluate whether the DNN
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units trained using non-overlapping parts of the input data are more diverse and
generate more distinct predictions for adversarial examples. Each of the VSA DNN
units has two convolutional layers with 32 and 64 1 × 5 filters, two fully connected
layers with 128 neurons each, and one binary-class softmax layer. Then, the two
architectures are combined with the two uncertainty estimation methods mentioned
in Section 5.6.1.1, i.e., MC-dropout and deep ensemble. Specifically, four variants
of VSA ensemble are considered as follows.

1. MC-dropout DNN units are trained and tested with dropout applied before every weight layer. The ensemble has 39 VSA DNN units corresponding
to all buses. For each input, the ensemble parameters are different due to the
randomness of dropout.
2. MC-dropout DNN trains a VSA DNN with dropout applied before every
layer. The ensemble has N VSA DNNs sampled during testing with dropout
activated.
3. DNN unit ensemble has 39 VSA DNN units trained from random initialization and with shuffled training data. It can be viewed as the MC-dropout
DNN units with a zero dropout rate. The ensemble parameters during testing
are static.
4. DNN ensemble consists of N VSA DNNs trained with shuffled training
data at random initialization.

The dropout rate for the MC-dropout DNN and MC-dropout DNN units is denoted
by p.

5.6.1.3

Attack detection

At run time, each input sample consisting of the voltage traces of all buses is sent
to the VSA ensemble. Based on the multiple predictions generated by each of the
DNN in the VSA ensemble, the predictive uncertainty is calculated. In this study,
the predictive uncertainty is defined as the entropy of the multiple predictions. The
predictive uncertainty is then compared with a pre-defined uncertainty threshold
γ to decide whether the input is clean or adversarial. The γ can be configured to
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Figure 5.11: VSA ensembles’ accuracies on clean and adversarial samples that
do not trigger the attack detector.
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Figure 5.12: Predictive uncertainty values. Gray bar represents median; red
dot represents mean; box represents 25th and 75th percentiles; whiskers represent
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achieve the desired trade-off between the unnecessary overhead incurred to human
experts (which is characterized by the false positive rate, FPR) and the attack
detection performance (which is characterized by the true positive rate, TPR).

5.6.1.4

Attack thwarting

The attack thwarting aims to give the genuine labels of the adversarial examples
that are not flagged by the attack detection. The attack thwarting performance is
evaluated by the accuracy on the adversarial examples that are not detected by the
VSA ensemble. In the proposed approach, if an input is not detected as adversarial,
the ensemble prediction for this input is computed by applying majority vote on
the predictions generated by all members of the VSA ensemble, i.e., the predicted
label that has the most occurrence is yield as the final output.
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Performance Evaluation

The evaluation is conducted using the four variants of VSA ensemble described in
Section 5.6.1.2. The evaluation sets p = 0.2 and N = 40.

5.6.2.1

Performance in absence of attack

This section evaluates the accuracy of the four variants of VSA ensemble on the
clean test samples. Fig. 5.11 shows the accuracies of the clean samples that do not
trigger the adversarial example detector versus the FPR. The FPR is the percentage
of the clean samples that are detected as adversarial. It can be observed that all
variants of VSA ensemble except the MC-dropout DNN can achieve accuracies of
100% on clean examples when the FPR is larger than or equal to 7.6%. This is
because the models sampled from MC-dropout DNN are less diverse and tend to
generate similar predictions. This lack of diversity of the MC-dropout DNN also
results in the lower values of predictive uncertainty as shown in Fig. 5.12 and poor
attack detection and thwarting performance presented in Section 5.6.2.2.

5.6.2.2

Performance in presence of attack

This section evaluates the attack detection and the attack thwarting performance
of the proposed approach, respectively. The adversarial examples in our experiments are crafted using a surrogate VSA DNN, as described in Section 5.4.1. The
evaluation only considers the adversarial examples that can successfully mislead
the surrogate VSA DNN.
First, the attack detection performance is evaluated. Fig. 5.13 shows the ROC
curves of the four VSA ensemble variants under different adversarial example attacks. Different points in a curve are obtained by varying the uncertainty threshold
γ from 0.1 to 0.65 with a step size of 0.05. The FPR indicates the unnecessary
overhead incurred to human experts in performing analysis on the clean examples.
The TPR shows the effectiveness of the attack detection. A higher ROC curve
means a better trade-off between the unnecessary overhead and attack detection
effectiveness. From Fig. 5.13, DNN ensemble achieves the highest ROC curves under different attacks. Specifically, when the FPR is higher than 6.6%, almost all

True positive rate (%)
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Figure 5.13: ROCs of VSA ensembles.
Table 5.4: Defense performance measured by defense success rate/detection
rate/thwarting rate (%) when false positive rate ≤ 8%. VSA ensemble variants
denoted by (1)-(4) are explained in Section 5.6.1.2.

(1)
100/73.8/26.2

VSA ensemble variants
(2)
(3)
91.5/11.2/80.3 99.9/89.6/10.3

(4)
99.7/99.2/0.5

the adversarial examples are detected. This can be inferred from the values of predictive uncertainty as shown in Fig. 5.12. In Fig. 5.12, the predictive uncertainty
of different adversarial examples given by the DNN ensemble are always higher
than zero. Thus, all adversarial examples can be detected using a lower uncertainty threshold γ, which, however, increases the FPR. Differently, the remaining
three variants of VSA ensemble produce zero predictive uncertainty values for the
adversarial examples. Therefore, these adversarial examples cannot be detected
no matter how low the uncertainty threshold γ is set. The following experiments
will show that these undetected adversarial examples can be rectified by the attack
thwarting module using the MC-dropout DNN units and DNN unit ensemble.
Next, the attack thwarting performance is evaluated. Fig. 5.11 presents the accuracy on the undetected adversarial examples versus the FPR of the attack detection.
A higher curve indicates a better trade-off between the unnecessary overhead and
the attack thwarting performance. Under certain settings, all adversarial examples
are detected and thus are not shown in Fig. 5.11. It can be observed that the MCdropout DNN units achieve the best performance. When the FPR is 7.6%, the
accuracy on the undetected adversarial examples is 100%. In comparison, when
the accuracy is 100% for the DNN unit ensemble, the FPR is 13.4%.
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5.7. Summary

Summary of Results

The defense performance of the proposed approach is summarized by three metrics:
Defense success rate (DSR) measures the rate of detecting or correctly classifying the undetected adversarial examples; Detection rate (DR) measures the
percentage of adversarial examples being detected; and Thwarting rate (TR)
measures the percentage of the adversarial examples that are undetected but correctly classified by the attack thwarting. Note that DSR = DR + TR. Table. 5.4
summarizes the results. It can be observed that the proposed approach using the
MC-dropout DNN units can achieve 100% of DSR with a relatively low FPR of
less than 8%. Thus, it is recommended to use the MC-dropout DNN units as the
VSA ensemble in counteracting adversarial examples on VSA.

5.7

Summary

This chapter presented systematic requirement investigation and credibility analysis of six adversarial example attacks on the grid voltage stability assessment. It
showed that the voltage traces of at least half the transmission system buses need
to be compromised to render the adversarial attacks effective. It also showed that
the attack credibility of the universal adversarial examples is similar to the widely
studied false data injection attack against power grid state estimation. This chapter found that the strong PGD adversarial training can protect the VSA model
against the more credible universal adversarial examples but not against certain
less credible input-specific adversarial examples, while it is not fully impossible
to launch such attack. Thus, this chapter proposed a defense using an ensemble
to jointly detect adversarial examples based on predictive uncertainty and thwart
adversarial examples using majority vote. The evaluation shows the proposed approach using the MC-dropout DNN units can effectively defend against all the
adversarial examples. The proposed credibility analysis methodology in this chapter is not limited to the VSA application only but can be employed by other deep
learning-based power grid applications.

Chapter 6
Conclusion and Future Work
This thesis first presented the work called DeepMTD for deep learning-based visual sensing on embedded platforms against adversarial example attacks. This
work evaluated DeepMTD’s performance in the absence and presence of attacks.
Based on the profiling results of DeepMTD on two NVIDIA Jetson platforms, this
work proposed serial DeepMTD with early stopping to reduce the inference time.
This work also exploited the characteristics of the Jetson devices to improve the
DeepMTD implementation. The results in this work provide useful guidelines for
integrating DeepMTD to the current embedded deep visual sensing systems to
improve their security.
This thesis then presented the work called Sardino, a HyperNet-based ultra-fast
MTD approach for embedded deep visual sensing. Sardino generates quality ensembles that provide good classification accuracy on clean data and improved resilience against adversarial examples and naturally occurring OOD inputs. With
the ultra-fast ensemble renewal and ensemble generation/execution time prediction, Sardino continuously updates the ensemble size such that each video frame
can be processed with a new ensemble within a soft deadline, rendering the highest
level of MTD security against adaptive adversarial example attacks. A real-time
car-borne traffic sign recognition system is built upon Sardino and its performance
is extensively evaluated.
Lastly, this thesis presented the study that analyzed the requirement and credibility of six representative adversarial example attacks on the voltage stability
assessment. The study showed that effective adversarial example attacks need to
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compromise the voltage traces of at least half the transmission system buses. The
universal adversarial examples pose similar credibility as the widely studied power
grid false data injection. In addition, the study found that the adversarial training
can effectively counteract the more credible universal adversarial examples but fails
in thwarting less credible input-specific adversarial examples. Since the possibility of such attack cannot be completely ignored, the study proposed an approach
using an ensemble to jointly detect adversarial examples based on predictive uncertainty and thwart adversarial examples using majority vote. The credibility
analysis methodology adopted in this study can also be applied to other types of
adversarial example attacks and power grid applications.
According to Nvidia, the next-generation autonomous computing platforms will be
equipped with redundancy and diversity to host more safety and security functionalities [125]. Following this trend, DeepMTD and Sardino in this thesis develop
effective countermeasures against adversarial examples for visual sensing leveraging redundancy of system computation to generate dynamic ensemble during the
run time under the strategy of moving target defense. Future research can be
conducted following this direction on how to improve the security and safety for
autonomous CPSs by leveraging the computation and sensing redundancy. The
detailed future research directions are summarized as follows.
• Multi-Task Scenarios: In the Sardino approach of this thesis, only one
resilient task is considered to have resilience requirements. Thus, the system design goal is to schedule the computation to improve the security of
this single task. However, embedded CPSs usually have multiple resilient
tasks running concurrently in real time. Take ADAS as an example, the
lane keeping, object detection, and traffic light recognition may require three
respective deep models running simultaneously on the car-borne GPU. Under such a more realistic multi-task scenario, how to improve the system’s
security against attacks, whereas each task has respective security and accuracy objectives and computation constraints, needs further research. Another
practical scenario is the mixed-criticality systems which are usually composed
of a mixture of safety-critical parts, e.g., the aircraft flight systems, and noncritical parts, e.g., the passenger entertainment systems. Existing work can
be extended to schedule the onboard computing resources for providing the
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safety/security guarantee for the critical system while addressing the issues
such as real-time performance, memory isolation, data and control coupling.
• Heterogeneous Hardware: Not only limited to the edge GPU considered
in the DeepMTD and Sardino of this thesis, a wide range of computation platforms are now available for deep learning acceleration. These hardware platforms include Field Programmable Gate Arrays (FPGAs), Tensor Processing
Unit (TPU), micro-controller unit (MCU), mobile/edge CPU, applicationspecific integrated circuit (ASIC), vision processing unit (VPU), digital signal processor (DSP), etc. Different from GPU, these hardware platforms
have distinct characteristics. For example, MCU is an appealing platform for
learning at the edge due to its less power consumption and low cost. However, MCUs are often extremely memory-constrained, making it difficult to
deploy the ensemble used in DeepMTD and Sardino on the device. Similarly,
running ensemble on mobile phones and wearables also faces the challenge of
strict memory constraints. To improve the generalizability of the proposed
DeepMTD and Sardino on diverse hardware platforms, future studies can
be done to explore how to extend DeepMTD and Sardino to these different hardware platforms. For example, it is an interesting future direction to
investigate how to integrate memory reduction techniques, e.g., weight sharing, for DeepMTD and Sardino deployment on the more memory-constrained
platforms including MCUs, mobile phones, and wearables.
• Vulnerability Analysis: The design of DeepMTD and Sardino is based on
the observations from the empirical experiments that the adversarial examples crafted against the base CNN model have unpredictable transferability
to multiple new CNN models. Future research can be conducted to theoretically analyze the inconsistent transferability of adversarial examples. Similarly, more theoretical analysis can be done to provide robustness guarantee
for the DeepMTD and Sardino defenses. The studied attacks may not be
limited to adversarial example attack, but can also be extended to data poisoning, backdoor attack, privacy attack, etc. In addition, it can be studied
in the future how to incorporate application-specific constraints, e.g., grid
topology and time correlation of inputs for the VSA application in Chapter
5, into the construction of adversarial examples. The attack credibility analysis in Chapter 5 can be further explored for other power grid applications
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and different neural network architectures such as recurrent neural network,
graph neural network, long short-term memory, etc.
• Dynamic Ensemble: Currently, DeepMTD and Sardino generate target
networks with homogeneous architecture. It is an interesting future direction
to study how to further improve the defense performance by generating neural
networks with heterogeneous model architectures. One possible approach is
to employ multiple HyperNets that generate target networks with heterogeneous architectures. In addition, the target networks generated by DeepMTD
and Sardino have relatively small sizes. To support the sensing tasks addressed by larger-scale neural networks, model compression techniques, e.g.,
knowledge distillation, pruning, quantization, etc., may be integrated into
the ensemble renewal to represent the model more efficiently and alleviate
the costs of execution on resource-constrained edge devices. Beyond the retraining and HyperNet techniques employed in this thesis, techniques such as
the Monte Carlo Dropout and Bayesian neural networks that sample different neural networks directly can also be studied to accelerate the ensemble
renewal. Existing designs of DeepMTD and Sardino renew ensemble at the
model-level granularity. In the future, it can be explored how to achieve celllevel or layer-level granularity for ensemble renewal, which will enable finer
granularity for computation scheduling and thus improve system’s real-time
performance. A related direction is to study how to develop accurate latency
predictors for execution of ensemble at different scales considering affecting
factors such as the CPU-GPU communication jitters.
• Out-of-Distribution Data: The safety against the naturally occurring
OOD inputs that are more frequent events in real world needs to be investigated in the future. According to the preliminary results of the OOD
detection performance in Sardino, utilizing the computation redundancy, i.e.,
ensemble renewal, is promising for improving safety against OOD inputs.
However, the scheduling of computation redundancy for improving security
against attacks and safety against OOD data should be set at different levels.
For instance, ensembles may be updated more frequently if the input is detected as an adversarial example and less frequently if the input is detected
as OOD data. How to effectively differentiate various malicious attacks and
the naturally occurring OOD inputs still remains an open question. It can be
further studied how to develop novel anomaly detection techniques that can
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differentiate between attacks and OOD data based on metrics such as predictive uncertainty estimation. Furthermore, with the detected OOD data, it
can be investigated how to develop efficient ensemble adaptation techniques
to effectively adapt the ensemble to the newly detected outliers. For instance,
deep learning algorithms such as few-shot learning, continuous learning, incremental learning, etc., can be employed by the dynamic ensemble for OOD
adaptation.
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[49] Florian Tramèr, Alexey Kurakin, Nicolas Papernot, Ian Goodfellow, Dan
Boneh, and Patrick Drew McDaniel. Ensemble adversarial training: Attacks
and defenses. In Proceedings of The International Conference on Learning
Representations, 2018. 6, 22
[50] Warren He, James Wei, Xinyun Chen, Nicholas Carlini, and Dawn Song.
Adversarial example defense: Ensembles of weak defenses are not strong. In
11th USENIX Workshop on Offensive Technologies, 2017. 6, 22, 41, 61
[51] Swapnil Patil, Samir R Das, and Asis Nasipuri. Serial data fusion using
space-filling curves in wireless sensor networks. In Proceedings of The IEEE
Communications Society Conference on Sensor and Ad Hoc Communications
and Networks, 2004. 6, 49
[52] Qun Song, Zhenyu Yan, and Rui Tan. Moving target defense for embedded
deep visual sensing against adversarial examples. In Proceedings of The Conference on Embedded Networked Sensor Systems, pages 124–137, 2019. 7, 8,
12, 21, 69, 72, 75, 85
[53] Manfred Milinski and Rolf Heller. Influence of a predator on the optimal
foraging behaviour of sticklebacks (gasterosteus aculeatus l.). Nature, 275
(5681):642–644, 1978. 8

128

BIBLIOGRAPHY

[54] Neale Ratzlaff and Li Fuxin. Hypergan: A generative model for diverse,
performant neural networks. In Proceedings of The International Conference
on Machine Learning, pages 5361–5369. PMLR, 2019. 8, 12, 61, 64, 67, 69,
72
[55] Saeid Motiian, Quinn Jones, Seyed Iranmanesh, and Gianfranco Doretto.
Few-shot adversarial domain adaptation. Advances in Neural Information
Processing Systems, 30, 2017. 8, 12, 69, 72, 75, 85
[56] Joseph Redmon, Santosh Divvala, Ross Girshick, and Ali Farhadi. You only
look once: Unified, real-time object detection. In Proceedings of The IEEE
Conference on Computer Vision and Pattern recognition, pages 779–788,
2016. 8, 79
[57] Prabha Kundur, Neal J Balu, and Mark G Lauby. Power System Stability
and Control, volume 7. McGraw-hill New York, 1994. 9, 89, 90
[58] Yize Chen, Yushi Tan, and Baosen Zhang. Exploiting vulnerabilities of load
forecasting through adversarial attacks. In Proceedings of the ACM International Conference on Future Energy Systems, pages 1–11, 2019. 9, 87,
88
[59] WY Liu, BP Tang, JG Han, XN Lu, NN Hu, and ZZ He. The structure
healthy condition monitoring and fault diagnosis methods in wind turbines:
A review. Renewable and Sustainable Energy Reviews, 44, 2015. 9, 87
[60] Dennis W Van der Meer, Joakim Widén, and Joakim Munkhammar. Review
on probabilistic forecasting of photovoltaic power production and electricity
consumption. Renewable and Sustainable Energy Reviews, 81, 2018. 9, 87
[61] Yao Liu, Peng Ning, and Michael K Reiter. False data injection attacks
against state estimation in electric power grids. ACM Transactions on Information and System Security, 14(1):1–33, 2011. 9, 13, 88, 102
[62] Chao Ren, Xiaoning Du, Yan Xu, Qun Song, Yang Liu, and Rui Tan. Vulnerability analysis, robustness verification, and mitigation strategy for machine
learning-based power system stability assessment model under adversarial
examples. IEEE Transactions on Smart Grid, 2021. 10, 88, 90
[63] Alexey Kurakin, Ian J Goodfellow, and Samy Bengio. Adversarial examples
in the physical world. In Artificial Intelligence Safety and Security, pages
99–112. Chapman and Hall/CRC, 2018. 12, 16, 70, 91
[64] Seyed-Mohsen Moosavi-Dezfooli, Alhussein Fawzi, and Pascal Frossard.
Deepfool: a simple and accurate method to fool deep neural networks. In
Proceedings of The IEEE Conference on Computer Vision and Pattern Recognition, pages 2574–2582, 2016. 12, 16, 91

BIBLIOGRAPHY

129

[65] Jamie Hayes and George Danezis. Learning universal adversarial perturbations with generative models. In Proceedings of The IEEE Security and
Privacy Workshops, pages 43–49. IEEE, 2018. 13, 16, 91, 94
[66] Guoqing Jin, Shiwei Shen, Dongming Zhang, Feng Dai, and Yongdong Zhang.
Ape-gan: Adversarial perturbation elimination with gan. In Proceedings of
The IEEE International Conference on Acoustics, Speech and Signal Processing, pages 3842–3846. IEEE, 2019. 13, 19, 89, 103, 104, 106
[67] Zelun Kong, Junfeng Guo, Ang Li, and Cong Liu. Physgan: Generating
physical-world-resilient adversarial examples for autonomous driving. In Proceedings of The IEEE/CVF Conference on Computer Vision and Pattern
Recognition, pages 14254–14263, 2020. 18
[68] Yi Zhu, Chenglin Miao, Foad Hajiaghajani, Mengdi Huai, Lu Su, and Chunming Qiao. Adversarial attacks against lidar semantic segmentation in autonomous driving. In Proceedings of The ACM Conference on Embedded
Networked Sensor Systems, pages 329–342, 2021. 18
[69] Yulong Cao, Ningfei Wang, Chaowei Xiao, Dawei Yang, Jin Fang, Ruigang
Yang, Qi Alfred Chen, Mingyan Liu, and Bo Li. Invisible for both camera
and lidar: Security of multi-sensor fusion based perception in autonomous
driving under physical-world attacks. In Proceedings of The IEEE Symposium
on Security and Privacy, pages 176–194. IEEE, 2021. 18
[70] Tao Chen, Longfei Shangguan, Zhenjiang Li, and Kyle Jamieson. Metamorph: Injecting inaudible commands into over-the-air voice controlled systems. In Proceedings of The Network and Distributed Systems Security Symposium, 2020. 18
[71] Bin Liang, Hongcheng Li, Miaoqiang Su, Pan Bian, Xirong Li, and Wenchang Shi. Deep text classification can be fooled. In Proceedings of The
International Joint Conference on Artificial Intelligence, pages 4208–4215,
2018. 18
[72] Xiaoyu Ji, Yushi Cheng, Yuepeng Zhang, Kai Wang, Chen Yan, Wenyuan
Xu, and Kevin Fu. Poltergeist: Acoustic adversarial machine learning against
cameras and computer vision. In Proceedings of The IEEE Symposium on
Security and Privacy, pages 160–175. IEEE, 2021. 18
[73] Christian Szegedy, Wojciech Zaremba, Ilya Sutskever, Joan Bruna, Dumitru
Erhan, Ian Goodfellow, and Rob Fergus. Intriguing properties of neural
networks. In Proceedings of The International Conference on Learning Representations, 2014. 19, 22
[74] Cihang Xie, Yuxin Wu, Laurens van der Maaten, Alan L Yuille, and Kaiming
He. Feature denoising for improving adversarial robustness. In Proceedings
of the IEEE/CVF Conference on Computer Vision and Pattern Recognition,
pages 501–509, 2019. 19

130

BIBLIOGRAPHY

[75] Cihang Xie, Jianyu Wang, Zhishuai Zhang, Yuyin Zhou, Lingxi Xie, and Alan
Yuille. Adversarial examples for semantic segmentation and object detection.
In Proceedings of The IEEE International Conference on Computer Vision,
pages 1369–1378, 2017. 19
[76] Aditi Raghunathan, Jacob Steinhardt, and Percy Liang. Certified defenses
against adversarial examples. In Proceedings of The International Conference
on Learning Representations, 2018. 20, 22
[77] Eric Wong and J Zico Kolter. Provable defenses against adversarial examples
via the convex outer adversarial polytope. In Proceedings of The International
Conference on Machine Learning, 2018. 20, 22, 60
[78] Qun Song, Zhenyu Yan, and Rui Tan. Deepmtd: Moving target defense
for deep visual sensing against adversarial examples. ACM Transactions on
Sensor Networks, 18(1):1–32, 2021. 21
[79] Sailik Sengupta, Tathagata Chakraborti, and Subbarao Kambhampati. MTDeep: boosting the security of deep neural nets against adversarial attacks
with moving target defense. In Proceedings of The Workshops at the AAAI
Conference on Artificial Intelligence, 2018. 23
[80] Qi Peng, Ruoxi Qin, Wenlin Liu, Libin Hou, Bin Yan, and Linyuan Wang.
Heterogeneous architecture search approach within adversarial dynamic defense framework. In Proceedings of The AAAI-22 Workshop on Adversarial
Machine Learning and Beyond, 2021. 23
[81] Li Deng. The mnist database of handwritten digit images for machine learning research. IEEE Signal Processing Magazine, 29(6):141–142, 2012. 24,
67
[82] Alex Krizhevsky, Vinod Nair, and Geoffrey Hinton. The cifar 10 dataset,
2014. http://www.cs.toronto.edu/kriz/cifar.html. 24
[83] Johannes Stallkamp, Marc Schlipsing, Jan Salmen, and Christian Igel. The
german traffic sign recognition benchmark: a multi-class classification competition. In Proceedings of The International Joint Conference on Neural
Networks, pages 1453–1460. IEEE, 2011. 24, 67, 68
[84] Qun Song, Zhenyu Yan, and Rui Tan. Moving target defense for deep visual
sensing against adversarial examples. arXiv preprint arXiv:1905.13148, 2019.
24, 25, 35, 36
[85] Nicolas Papernot, Patrick McDaniel, and Ian Goodfellow. Transferability in
machine learning: from phenomena to black-box attacks using adversarial
samples. arXiv preprint arXiv:1605.07277, 2016. 26
[86] Adversarial
defense,
2022.
adversarial-defense/latest. 40

https://paperswithcode.com/task/

BIBLIOGRAPHY

131

[87] Nvidia. Nvidia jetson linux driver package developer guide, 2019. https:
//docs.nvidia.com/jetson/l4t/index.html. 51
[88] Qun Song, Zhenyu Yan, Wenjie Luo, and Rui Tan. Sardino: Ultra-fast
dynamic ensemble for secure visual sensing at mobile edge. In Proceedings of
The International Conference on Embedded Wireless Systems and Networks,
2022. 59
[89] Dan Hendrycks and Kevin Gimpel. A baseline for detecting misclassified
and out-of-distribution examples in neural networks. In Proceedings of The
International Conference on Learning Representations, 2017. 60, 71, 72
[90] Graham Rapier. Tesla’s autopilot confused a burger king sign for a stop sign.
the fast-food chain turned it into an ad., 2020. https://www.businessinsider.
com/tesla-autopilot-mistakes-burger-king-stop-sign-new-ad-2020-6. 60
[91] Sanya Jain.
Watch:
Tesla autopilot feature mistakes moon
for yellow traffic light, 2021.
https://www.ndtv.com/offbeat/
watch-tesla-autopilot-feature-mistakes-moon-for-yellow-traffic-light-2495804.
60
[92] Jingkang Yang, Kaiyang Zhou, Yixuan Li, and Ziwei Liu. Generalized outof-distribution detection: A survey. arXiv preprint arXiv:2110.11334, 2021.
61, 71
[93] Dan Hendrycks, Mantas Mazeika, and Thomas Dietterich. Deep anomaly detection with outlier exposure. In Proceedings of The International Conference
on Learning Representations, 2018. 61
[94] Lukas Ruff, Robert Vandermeulen, Nico Goernitz, Lucas Deecke,
Shoaib Ahmed Siddiqui, Alexander Binder, Emmanuel Müller, and Marius Kloft. Deep one-class classification. In Proceedings of The International
Conference on Machine Learning, pages 4393–4402. PMLR, 2018. 61
[95] Jie Ren, Peter J Liu, Emily Fertig, Jasper Snoek, Ryan Poplin, Mark Depristo, Joshua Dillon, and Balaji Lakshminarayanan. Likelihood ratios for
out-of-distribution detection. Advances in Neural Information Processing
Systems, 32, 2019. 61
[96] Yahan Yang, Ramneet Kaur, Souradeep Dutta, and Insup Lee. Interpretable
detection of distribution shifts in learning enabled cyber-physical systems.
In Proceedings of The International Conference on Cyber-Physical Systems,
2022. 61
[97] Kimin Lee, Kibok Lee, Honglak Lee, and Jinwoo Shin. A simple unified
framework for detecting out-of-distribution samples and adversarial attacks.
Advances in Neural Information Processing Systems, 31, 2018. 61

132

BIBLIOGRAPHY

[98] Yiyou Sun, Yifei Ming, Xiaojin Zhu, and Yixuan Li. Out-of-distribution
detection with deep nearest neighbors. arXiv preprint arXiv:2204.06507,
2022. 61
[99] David Krueger, Chin-Wei Huang, Riashat Islam, Ryan Turner, Alexandre
Lacoste, and Aaron Courville. Bayesian hypernetworks. 2018. 61
[100] Husheng Zhou, Soroush Bateni, and Cong Liu. Sˆ3dnn: Supervised streaming
and scheduling for gpu-accelerated real-time dnn workloads. In Proceedings
of The IEEE Real-Time and Embedded Technology and Applications Symposium, pages 190–201. IEEE, 2018. 61, 72
[101] Deepak Narayanan, Keshav Santhanam, Amar Phanishayee, and Matei Zaharia. Accelerating deep learning workloads through efficient multi-model
execution. In Proceedings of The NeurIPS Workshop on Systems for Machine Learning, volume 20, 2018. 61
[102] Kai Zhang, Bingsheng He, Jiayu Hu, Zeke Wang, Bei Hua, Jiayi Meng, and
Lishan Yang. G-net: effective gpu sharing in nfv systems. In Proceedings of
The USENIX Symposium on Networked Systems Design and Implementation,
pages 187–200, 2018. 61, 72
[103] Woosung Kang, Siwoo Chung, Jeremy Yuhyun Kim, Youngmoon Lee, Kilho
Lee, Jinkyu Lee, Kang G Shin, and Hoon Sung Chwa. Dnn-sam: Split-andmerge dnn execution for real-time object detection. In Proceedings of The
Real-Time and Embedded Technology and Applications Symposium, pages
160–172. IEEE, 2022. 62
[104] Shengzhong Liu, Xinzhe Fu, Maggie Wigness, Philip David, Shuochao Yao,
Lui Sha, and Tarek Abdelzaher. Self-cueing real-time attention scheduling
in criticality-aware visual machine perception. In Proceedings of The RealTime and Embedded Technology and Applications Symposium, pages 173–186.
IEEE, 2022. 62
[105] Shuochao Yao, Yifan Hao, Yiran Zhao, Huajie Shao, Dongxin Liu,
Shengzhong Liu, Tianshi Wang, Jinyang Li, and Tarek Abdelzaher. Scheduling real-time deep learning services as imprecise computations. In Proceedings of The International Conference on Embedded and Real-Time Computing
Systems and Applications, pages 1–10. IEEE, 2020. 62
[106] Woosung Kang, Kilho Lee, Jinkyu Lee, Insik Shin, and Hoon Sung Chwa.
Lalarand: Flexible layer-by-layer cpu/gpu scheduling for real-time dnn tasks.
In Proceedings of The Real-Time Systems Symposium, pages 329–341. IEEE,
2021. 62
[107] Author(s) omitted. Primask: Cascadable and collusion-resilient data masking
for mobile cloud inference. In Unpublished, 2022. 65

BIBLIOGRAPHY

133

[108] Ling Huang, Anthony D Joseph, Blaine Nelson, Benjamin IP Rubinstein,
and J Doug Tygar. Adversarial machine learning. In Proceedings of The 4th
ACM Workshop on Security and Artificial Intelligence, pages 43–58, 2011.
65
[109] Yaroslav Bulatov, 2011.
notmnist-dataset.html. 67

http://yaroslavvb.blogspot.com/2011/09/

[110] Aleksander Madry, Aleksandar Makelov, Ludwig Schmidt, Dimitris Tsipras,
and Adrian Vladu. Towards deep learning models resistant to adversarial
attacks. In Proceedings of The International Conference on Learning Representations, 2018. 70, 72
[111] Zhe Zhu, Dun Liang, Songhai Zhang, Xiaolei Huang, Baoli Li, and Shimin
Hu. Traffic-sign detection and classification in the wild. In Proceedings of
The IEEE Conference on Computer Vision and Pattern Recognition, pages
2110–2118, 2016. 78
[112] Radu Timofte, Karel Zimmermann, and Luc Van Gool. Multi-view traffic sign
detection, recognition, and 3d localisation. Machine Vision and Applications,
25(3):633–647, 2014. 79
[113] Qun Song, Rui Tan, Chao Ren, and Yan Xu. Understanding credibility of
adversarial examples against smart grid: A case study for voltage stability
assessment. In Proceedings of The ACM International Conference on Future
Energy Systems, pages 95–106, 2021. 87
[114] Rui Tan, Hoang Hai Nguyen, Eddy YS Foo, Xinshu Dong, David KY Yau,
Zbigniew Kalbarczyk, Ravishankar K Iyer, and Hoay Beng Gooi. Optimal
false data injection attack against automatic generation control in power
grids. In Proceedings of The International Conference on Cyber-Physical
Systems, pages 1–10. IEEE, 2016. 88
[115] Subhash Lakshminarayana, Teo Zhan Teng, David KY Yau, and Rui Tan.
Optimal attack against cyber-physical control systems with reactive attack
mitigation. In Proceedings of The International Conference on Future Energy
Systems, pages 179–190, 2017. 88
[116] Mohammad Ashiqur Rahman and Amarjit Datta. Impact of stealthy attacks
on optimal power flow: A simulink-driven formal analysis. IEEE Transactions
on Dependable and Secure Computing, 17(3):451–464, 2018. 88
[117] Shameek Bhattacharjee and Sajal K Das. Detection and forensics against
stealthy data falsification in smart metering infrastructure. IEEE Transactions on Dependable and Secure Computing, 18(1):356–371, 2018. 88
[118] Wenqi Wei and Ling Liu. Robust deep learning ensemble against deception.
IEEE Transactions on Dependable and Secure Computing, 18(4):1513–1527,
2020. 89

134

BIBLIOGRAPHY

[119] Mojan Javaheripi, Mohammad Samragh, Bita Darvish Rouhani, Tara Javidi,
and Farinaz Koushanfar. Curtail: Characterizing and thwarting adversarial
deep learning. IEEE Transactions on Dependable and Secure Computing, 18
(2):736–752, 2020. 89
[120] T Athay, Robin Podmore, and Sudhir Virmani. A practical method for the
direct analysis of transient stability. IEEE Transactions on Power Apparatus
and Systems, (2):573–584, 1979. 92
[121] Denis Foo Kune, John Backes, Shane S Clark, Daniel Kramer, Matthew
Reynolds, Kevin Fu, Yongdae Kim, and Wenyuan Xu. Ghost talk: Mitigating
emi signal injection attacks against analog sensors. In Proceedings of The
IEEE Symposium on Security and Privacy, pages 145–159. IEEE, 2013. 101
[122] Alex Kendall and Yarin Gal. What uncertainties do we need in bayesian deep
learning for computer vision? Advances in Neural Information Processing
Systems, 30, 2017. 109
[123] Yarin Gal and Zoubin Ghahramani. Dropout as a bayesian approximation:
Representing model uncertainty in deep learning. In Proceedings of The
International Conference on Machine Learning, pages 1050–1059. PMLR,
2016. 109
[124] Balaji Lakshminarayanan, Alexander Pritzel, and Charles Blundell. Simple
and scalable predictive uncertainty estimation using deep ensembles. Advances in Neural Information Processing Systems, 30, 2017. 109
[125] Nvidia.
Self-Driving Safety Report.
https://www.nvidia.com/en-us/
self-driving-cars/safety-report/, 2022. 116

