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Abstract
We investigate the problem of finding frequent patterns in a continuous stream of
transactions. In the literature, two prominent approaches are often used: (a) perform
approximate counting (e.g., lossy counting algorithm (LCA) of Manku and Motwani,
VLDB 2002) by using a lower support threshold than the one given by the user, or
(b) maintain a running sample (e.g., reservoir sampling (Algo-Z) of Vitter, TOMS
1985) and generate frequent patterns from the sample on demand. Although both
are known to be practically useful, to the best of our knowledge, there has been no
comparison carried out between them.
In LCA, the proper quantification of the error parameter, e, is non-trival. Our
error analysis shows that when mining for frequent patterns, one does not need to
use a fixed e for all size of itemsets. Based on this finding, we propose a Customized
Lossy Counting algorithm (CLCA). Interestingly, CLCA outperforms LCA in mining
for the frequent patterns of user's choice. In addition, for mining of frequent patterns
over data streams with a landmark window, we propose a distance based sampling
algorithm (DSS).

An empirical comparison study on the algorithms is performed

using synthetic and benchmark data sets. Results show that DSS is consistently
more accurate than LCA and Algo-Z, whereas LCA performs better than Algo-Z.
In this dissertation, we extended the use of DSS to sample transactions for utility
mining. Traditional frequent pattern mining identifies frequent patterns from d a t a
set and generates patterns by considering each item in equal value. However, items
are actually different in many aspects in a number of real applications, such as retail
11
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marketing, network log, etc. The difference between items makes a strong impact on
the decision making in these applications. Therefore, frequent pattern mining cannot
meet the demands arising from these applications. By considering the different values
of individual items as utilities, utility mining focuses on identifying the patterns with
high utilities.
In addition, data streams can change their behavior over time and, when significant
change occurs, much harm is done to the mining result if it is not properly handled.
In the past, there have been many studies mainly on adapting to changes in data
streams. We contend that adapting to changes is simply not enough. The ability
to detect and characterize change is also essential in many applications, for example
intrusion detection, network traffic analysis, data streams from intensive care units etc.
In this dissertation, we explore an algorithm for change detection in utility mining.

12
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Chapter 1
Introduction
D a t a Mining
The ubiquity of computers in business and commerce has led to the daily generation
of data. With advanced technologies, it is now practicable to pile up, store, and
retrieve huge collections of data. We are overwhelmed by data. In fact, virtually every
company or organization stores large amounts of data. It has become a common belief
that the stored data will eventually have some value, either for intention that initially
motivated its collection or for the intentions not yet envisioned. Many assume that
these mountains of data present the potential for us to discover useful information and
knowledge that we could not see before. Indeed, it is of vital interest to any company
to be able to analyze the data and to find actionable knowledge and information from
them. The trick is to extract the hidden information from the surrounding mass of
uninteresting data, but how?
Unfortunately, we are limited in our ability to manually process large amounts
of data to discover useful information and knowledge. Overcoming this limitation
demands the use of some automatic tools. As data sets continue to grow in size and
complexity, there has been a shift away from direct hands-on data analysis towards
indirect, automatic data analysis using more complex and sophisticated tools. This
challenge is the main motivation for data mining. Data mining, which is also referred
to as knowledge discovery in databases (KDD), has been recognized as the non-trivial
13
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process of identifying valid, novel, potentially useful, and ultimately

understandable

patterns in data [FPSS96].
The field of data mining grew out of the limitations of traditional data analysis
techniques in handling the challenges presented by huge data sets. In fact, data mining is a multidisciplinary field, drawing from areas that have long histories such as
machine learning, pattern recognition, statistics, database technology, etc. In general,
the type of available data and the nature of a data mining problem typically determine which data mining methodology is appropriate. Some of the popular data mining
tasks include association rule mining, classification and prediction, cluster analysis,
outlier detection and sequential pattern mining [HMS01, HK06a, TSK06]. In particular, association rule mining [AIS93] is more recent while the rest had their origins
in other fields. These tasks assist us in finding regularities and interesting patterns
from the data as well as to summarize the data in novel ways that are understandable
and beneficial to the data owners.

D a t a Stream
Moving one step further, in recent years, the database and data mining communities
have developed strong interest on a new model of data processing where data arrives
in the form of continuous streams. This new model is often referred to as streaming
data or data stream. Such strong interest can be attributed to the fact that in many
real world applications, data is not static but arrives in streams [GGR02, BBD + 02].
Here, a data stream is a massive unbounded sequence of data elements continuously
generated at rapid rate. Examples of such streaming data include telecommunications,
sensor networks, Web record and click-streams in Web applications, stock market,
astronomical, and news organizations data.
In telecommunications, call records are generated as a stream, and it is required
that most processing be done by examining a call record once, after which records
14
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are archived and seldom examined again. Cortes et al. reported the work done with
AT&T long distance call records [CFPROO] which consist of 300 million records per
day for 100 million customers. In a single day, Wal-Mart records 20 million sales
transactions

[DH01]. In networking, it is required to make important management

decisions (e.g., dynamic bandwidth allocation, troubleshooting, etc.) online. Similarly, traffic data management requires online analysis and querying in order to provide
novel services (e.g., provide driving directions given traffic conditions). In addition,
the development of sensor technology has resulted in the possibility of monitoring
many events in real time. Likewise, scientific data collection (e.g., by astronomical
observatories or earth sensing satellites) routinely produces gigabytes of data per day.
In many such applications, the data stream is normally accumulated and archived in
data warehouses.
However, access to these archived data is often prohibitively expensive. Here, it
should be noted that while data mining has become a fairly well established field, the
data stream problem poses a number of unique challenges which are not easily solved
by conventional data mining methods. One reason can be attributed to the fact that
traditional OLAP and data mining methods typically require multiple scans of the
data and are thus infeasible for stream data applications. For effective processing of
stream data, new data structures, techniques, and algorithms need to be considered.
Data stream mining is currently an emerging research area where interest is
strongly motivated by the huge amount of raw computerized data that many organizations now have. Faced with fierce business competition, every single piece of
new information is considered valuable to an organization. With such large volumes
of routine data being collected, many organizations are increasingly turning to extraction of useful information from data streams. In fact, the topic of data streams
is a very recent one. The first research papers on this topic appeared slightly under
a decade ago, and since then this field has grown rapidly. The work is also of great
15
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interest to practitioners in the field who have to mine actionable insights within large
volumes of continuously growing data. The goal is to discover significant patterns or
interesting rules from data streams for real-time database analysis, decision support,
prediction and so on. Data mining can be employed to exploit data streams because
these streams contain a large volume of simple records, any of which by itself is rather
uninformative. However, the aggregate can depict a picture of evolving patterns, in
effect, uncovering the "signature" of certain entities. Such high-level inference processes may also provide information on customer buying patterns, shelving criterion
in supermarkets, stock trends, etc. Further, in large corporations, the ability to make
fast decisions and infer interesting pattern on-line is crucial for many mission-critical
tasks that can have significant monetary value (e.g., telecom fraud detection). Therefore, massive transactional streams present a number of opportunities for data mining
techniques. The development of highly efficient algorithms for data streams has a top
priority.

1.1

Research Challenges in Mining D a t a Stream

Unfortunately, mining data stream is non-trivial. Unlike persistent data sets, streaming data arrives constantly at varying speeds and is potentially infinite in size. The
sheer volume of a stream over its lifetime could be massive and it is impossible to
store and process the entire stream in the main memory. Furthermore, current technology has limited ability to backtrack over previously-arrived data elements (only
one sequential pass over the data is permitted), and there is a lack of system control
over the order in which the data arrive. Even simply preserving these data for future
use can be a problem when they need to be sent to secondary storage. Multiple scans
on the data can be very expensive. In addition, they are easily lost or corrupted, or
become unusable when the relevant contextual information is no longer available. The
problem is exacerbated when the underlying process that generates the data streams
16
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evolves over time. Past data may become outdated and be of little use when compared
to the most recent one. All these unique characteristics make the handling of data
streams extremely challenging.
In order to process a data stream, a mining algorithm can only access the input
via linear scans without random access and only a single or few such scans over the
data is permitted. Moreover, as the volume of data far exceeds the space available in
the main memory, it is not possible for the algorithm to save too much of the data
scanned in the past. Thus, once a new data element arrives, it must be processed
quickly. In general, the period for a data element staying in the main memory should
be short. Once a data element is removed from the main memory, it is not available
to be accessed again. In other words, we can only have one look at the data. In
contrast to the persistent data sets that are typically processed offline by storing it in
secondary storage, streaming data requires fast processing. For some applications, a
month worth of data can be easily piled up to billions of records. Thus conventional
techniques for mining complex model will not be able to cope with even a small
fraction of this data in useful time. The space and time constraints necessitate the
design of novel algorithms that capture only a synopsis of the past data, leaving
sufficient memory for future incoming data. One needs to ensure that data does not
accumulate much faster than it can be mined.
As technology advances and ubiquitous computing becomes a reality, we can expect
that such data volumes will eventually become the rule rather than the exception in
future. In this respect, overcoming this state of affairs demands a shift in our frame
of mind from mining static databases to mining data streams.

17
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1.2

Subject of t h e Thesis

In this dissertation, we investigate the problem of mining for frequent patterns (or
itemsets) in data streams. Frequent pattern mining (FPM) on data streams is an
active research topic in data mining. It has been well recognized to be fundamental
to several prominent data mining tasks such as associations [AIS93], sequences [AS95],
correlations [BMS97] and even classificatons [LHM98]. Here, the goal of FPM is to
uncover a set of itemsets (or any objects), whose occurrence count is at least greater
than a pre-defined support threshold based on a fraction of the stream processed so
far.
In reality, with limited space and the need for real-time analysis, it is practically
impossible to enumerate and count all the itemsets for each of the incoming transactions in the stream. To get a taste of the challenges posed by the data stream model,
let us consider two typical queries on a stream of values: average and median. Without much effort, the average can be easily generated online over the data stream by
keeping track of only two numbers: the sum of all the values observed in the stream
and the number of values in the stream. On the other hand, computing the exact
median of n values in a stream is not possible without using Q(n) storage [AMS96].
Answering many other useful queries such as counting distinct items, frequent itemset, top-k, etc. also demand large amounts of memory in the data stream setting. For
FPM, with a domain of x unique items, we can generate up to 2Z distinct collections
(or itemsets) in the data stream!

1.2.1

Approximate Counting

To ensure the completeness of frequent itemsets for data streams, it is necessary to
capture not only the information related to frequent itemsets, but also the information
related to infrequent ones. If the information about the currently infrequent itemsets
were not stored, such information would be lost. If these itemsets become frequent
18
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Figure 1.1: An overview of the two approaches.
later on, it would be impossible to figure out their correct support and their relationship with other itemsets. The data stream mining algorithms have to sacrifice the
exactness of the analytical results by allowing some tolerable support errors since it
is unrealistic to store all the streaming data into the limited main memory.
When mining data stream, one typically cannot obtain the exact frequencies of
all itemsets, but has to make an estimation. In general, approximate solutions in
most cases may already be satisfactory to the need of users. Indeed, when faced
with an infinite data set to analyze, many existing works explicitly trade off accuracy
for efficiency where the quality of the final approximate counts are governed by an
error parameter, e [MM02]. Thus, the work related to the online mining for frequent
patterns then boils down to the problem of finding the right form of data structure and
related construction algorithms so that the required frequency counts can be obtained
with a bounded error for unbounded input data and limited memory. However, before
such online algorithm can be successfully implemented, we note that defining a proper
value of e is non-trivial. Usually, we end up facing a dilemma. That is, by setting
a small error bound, we achieve good accuracy but suffer in terms of efficiency. On
19
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the other hand, a bigger error bound improves the efficiency but seriously degrades
the mining accuracy In this dissertation , we will empirically show that even setting
e to one-tenth (so called "rule of thumb") of the support threshold as suggested by
[MM02], it does not necessarily yield an appealing result. To address this drawback
in approximate counting, we aim to design a much flexible error bound.

1.2.2

Sampling

Yet another feasible approach to the problem of online FPM is to exploit the fact
that approximate answers often suffice, and execute conventional mining algorithms
over a synopsis (sampling, wavelet, histogram etc.), that is, over a lossy compressed
representation of the data. With this strategy, it is possible to output useful approximate answers in a fraction of the time required to compute the exact solution and
thus speeding up the mining process by orders of magnitude [GM99]. Using a sample
of the d a t a set as the synopsis is an attractive technique which can scale very well
as the d a t a swells in size. The problem of how to maintain a sample of specified
size for dynamic data arriving online has been discussed [JMR05]. In practice, one
may choose either approximate counting or sampling approach based on a qualitative
assessment of the trades-offs (see Figure 1.1). In this dissertation, we put the selection on a firmer basis: We make a comparative study between approximate counting
(direct mining) and sampling (indirect mining) for frequent pattern mining on data
streams. To the best of our knowledge, this comparison, although very important,
has never been reported in literature. We strongly believe that the comparison study
will benefit researchers of this topic.
In particular, we advocate and study the use of reservoir sampling for mining
transactional data streams. One such sampling technique that we are investigating
is the Algo-Z by J.S. Vitter [Vit85]. Reservoir sampling algorithms can be used to
dynamically maintain a fixed-size sample of n records from a stream, so that at any
given instant, the n records in the sample constitute a true random sample of all of
20

ATTENTION: The Singapore Copyright Act applies to the use of this document. Nanyang Technological University Library

CHAPTER 1. INTRODUCTION

the records that have been produced by the stream. However, we note that using
simple random sampling in Algo-Z alone is not an ideal method because the quality
of the sample may not be good due to random fluctuation or noisy data set. We claim
that judicious modifications to simple random sampling can make a viable means for
attaining both acceptably accurate results and high performance.

1.2.3

Utility Mining and Change Detection

Going one step further, we extend our research to utility mining. We observe that
traditional FPM algorithms only consider if an item is absent or present in a transaction. The quantity of the items present in a transaction has been tacitly ignored.
Moreover, additional information such as the profit or cost of the item are not considered as well. Usually, a large number of highly frequent patterns are generated. They
do not necessarily provide adequate answers for what the high utilities patterns are.
For example, a customer who bought a brand new car also bought an air refresher.
Obviously we do not buy car very frequent but we cannot deny the fact that there is
a relationship between the new car and the air refresher. Here, we can use the cost
price to compute the utility value for this pattern. Utility mining permits the users
to quantify their preferences concerning the usefulness of pattern using utility values.
In addition, data streams can change their behavior over time and, when significant change occurs, much harm is done to the mining result if it is not properly
handled. In the past, there have been many studies on adapting to changes in data
streams. We contend that simply adapting to changes is not enough. The ability to
detect and characterize change is also essential in many applications, such as intrusion detection, network traffic analysis and data streams from intensive care units.
In this dissertation, we explore an online algorithm for change detection in utility
mining. In order to provide a mechanism for making quantitative description of the
detected change, we adopt the statistical test. We believe there is opportunity for an
immensely rewarding synergy between data mining and statistics.
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1.3

Contributions of t h e Dissertation

Concretely, the major contributions of this dissertation are summarized as follows.
• We make modifications to the Lossy Counting algorithm (LCA) and derive some
analytical bounds on the error [MM02]. We then propose a Customized

Lossy

Counting algorithm (CLCA). Our error analysis shows that when mining for
frequent patterns, one does not need to use a fixed e for all size of itemsets.
Instead, CLCA allows us to set different values of error bounds, depending on
the cardinality of the itemset. The experiments demonstrate that this is useful,
resulting in improved precision for the targeted itemsets.
• We propose a distance based sampling algorithm (DSS)
sample on-the-fly in a streaming fashion.

that maintains the

If the sampling ratio is small, we

show that it is advisable to adopt deterministic sampling than random sampling
although deterministic sampling is more time consuming. An empirical study
using both real and synthetic databases supports our claims of efficiency and
accuracy. Random sampling produces sample of poor quality when the sampling
ratio is small. Results show that DSS

is significantly and consistently more

accurate than the popular Algo-Z algorithm by Vitter [Vit85]
• We compare the strengths and weaknesses of the approximate counting with
sampling.

Surprisingly, even though both approaches yield approximate an-

swers, a comparison has never been done before. For the comparison, we implemented three algorithms LCA, Algo-Z and DSS.

Moreover, we address the

merits and the limitations and present an overall analysis of these algorithms.
• An online algorithm ACD for change detection in utility mining (UM) is proposed. Experiments have been conducted to evaluate the performance of ACD
using different statistical tests and our study shows that Chi-square test is the
most suitable for UM.
22
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1.4

Organization of the Dissertation

This dissertation is organized as follows.
• Chapter 2 gives a formal definition of the problems we study in this dissertation
and discusses on the literature related to mining data streams. Some of the
sampling techniques are also described.
• Chapter 3 highlights the issues pertaining to the definition of the error bound e
and presents a modified version of LCA.
• Chapter 4 covers reservoir sampling. In the same chapter, we shall elaborate on
our approach, namely, DSS. This chapter also provides a empirical comparison
study for the three algorithms LCA, Algo-Z and

DSS.

• Chapter 5 covers online utility mining where the aim is to identify the itemsets
with high utilities in the stream. This chapter also discusses how to engineer a
change detector, ACD, to trigger the alarm when changes in the stream occur.
• Finally, in Chapter 6, we conclude this dissertation by summarizing the contributions of this research and highlighting promising directions for future work.
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Chapter 2
Frequent Pattern Mining Overview
In this chapter, we shall discuss prior works in topics related to our research in frequent
pattern mining. Frequent patterns are patterns that occur in a data set frequently.
For example, a set of items, such as bread and butter, that occur frequently together
in a transactional data set is a frequent pattern. We start off by giving a formal
definition of the frequent pattern mining problem.

With the introduction of the

well known Apriori property, we show how this property leads to many other new
algorithms for mining conventional data sets in Section 2.2.

Next, owing to the

advanced database system technologies and rapid progress of data collection, and the
WWW, the growth of data in complex forms (e.g, data streams) has been explosive.
We discuss some of the popular data stream models and present a number of the
state-of-the-art algorithms on mining frequent patterns over data streams. Lastly,
this chapter also reviews recent literature on techniques for obtaining samples from
transactional databases.

2.1

Frequent Pattern Mining

Frequent pattern mining (FPM) is a core data mining operation that has been extensively studied over the last two decades. It plays a significant role in many d a t a
mining tasks that attempt to discover interesting patterns from databases, such as association rules, classifiers, clusters, correlations, sequences, episodes and many more.
24
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In particular, the mining of association rules is one of the most popular problems.
The original motivation for mining frequent patterns or association rules came from
the need to analyze the market basket data set in order to provide the retailers with
information to understand the purchasing behavior of a customer. Here, frequent patterns describe how often items are purchased together. For example, an association
rule " b r e a d s butter (70%)" implies that seven out of ten customers who purchase
bread also purchase butter [AIS93, AS94]. Such information will enable the retailer to
understand the customer's needs and rearrange the store's layout accordingly, develop
cross-promotional programs, or even capture new customers
Since the introduction of the Apriori algorithm in 1994 by Argawal et al., FPM has
received a great deal of attention [AS94, SON95, ZPOL97, HPY00, PHM00, ZakOO,
BCG01, GZ01]. Within a few years, numerous research papers have been published
introducing novel algorithms or improvements on existing algorithms to address the
problem of mining frequent pattern more efficiently. For a start, this section provides
the common notations that can be found in FPM. For ease of exposition, they will be
used throughout the dissertation.

Definition 2.1 [Frequent Pattern 1 ] Let X — { i 1 ? i 2 , . . . ,in}

be a set of distinct

literals, called items.

• A transaction has a unique identifier (tid) and contains a set of items. A transactional database D over X is a set of transactions over X. We omit X whenever
it is clear from the context.
• An itemset X is a set of items such that X € (2' 1 ' — {0}) where 2^ is the power
set ofX.
4n some literature, the terms large or covering have been used for frequent, and the term
itemset for pattern. We will use the terms frequent pattern and frequent itemset interchangeably.
25
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• Let j define the length of an itemset.
a j-itemset.

Alternatively,

of items in X.
ity arises.

Thus, an itemset with j items is called

we may use the notation \X\ to denote the number

We write "ABC" for the itemset {A,B,C}

when no ambigu-

We assume that items in each transaction are kept sorted in their

lexicographic order.
• The frequency of an itemset X, denoted by freq(X),
tions in D that contain

is the number of transac-

X.

• The support of an itemset X, denoted by o~{X), is the ratio of the frequency of
X to the number of transactions processed so far, i.e., o(X) =
•

Given a pre-defined support threshold
frequent
°~min

x

pattern

omin,

an itemset X is considered a

(FP) if its frequency, freq(X),

|-Oj. Let AFP

freq(X)/\D\.

denote the set of all frequent

is more than or equal to
patterns.

D
Example 2.1 [Frequent Pattern] In the domain of market basket analysis, items
refer to the products in the stock (e.g., milk, butter, bread, jam, eggs). Consider the
following transactional database D over the set of items {^4, B, C, D, E, F} (see Table
2.1). A row in the database then corresponds to the contents of a shopping basket
(or transactions). If amin is equal to 0.5, an important query is to find all frequent
patterns.

The answer to this frequent pattern problem is AFP = {A, B, D, E, AB,

DE}.
D
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Table 2.1: An example of a Database D over the set I — {A, B, C, D, E, F}.

Transaction ID
Tx
T2

n

T4
T5
T6
T7
Ts

Items
A, D, E
A, B
A,F
A, B, D, E
A, B, C, D, E
C, D, E
B,F
A,B, F

Although the above example is seemingly straightforward, the problem itself is
far from trivial. A naive brute-force solution would generate all possible combination
of items, count their frequency by scanning the database, and output those meeting
minimum support criterion. However,the product range of a supermarket, for example, may consist of several thousand different products, which in turn give rise billions
or even trillions of possible patterns. With a domain of n unique items, it is not
difficult to see that such approach exhibits complexity exponential in n, and is very
impractical. We can generate up to 2™ distinct collections (or itemsets) in D\ The
power set of the set of items cannot be maintained in today's memory. Furthermore,
it was proven by Gunopulos et al. that given a database D and a support threshold
crmin, the decision problem asking whether AFP contains an itemset / with |/| > k
for a given k is NP-complete [GMS97].

2.2

Mining Large D a t a Sets

One of the most prominent observations in FPM is the Apriori (or downward closure)
property [AS94]:

Let I C Y be two itemsets. In every transactional database D, the frequency
of Y will be at most as high as the frequency of X.
27
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This belongs to a special category of properties called anti-monotone in the sense
that if a set cannot pass a test, all of its supersets will fail the same test as well. For
this, it implies that (a) an itemset can only satisfy a downward closure constraint if
all its subsets satisfy the constraint and that (b) if an itemset is found to satisfy a
downward closure constraint all its subsets need no inspection because they must also
satisfy the constraint. These important facts are used by mining algorithms to narrow
down the search space which is often referred to as pruning or finding a border in the
lattice representation of the search space. For example, this property is exploited as
much as possible by the Apriori algorithm [AS94]. The essential idea is to iteratively
generate the set of candidate patterns of length (i+1) from the set of frequent patterns
of length i (for i > 1), and check their corresponding occurrence frequencies in the
database. A pass over the data is made to identify which candidate patterns are
actually frequent. Those patterns that are found to be frequent will be expanded by
combining with a new item to form new candidates. This process is repeated till there
are no more frequent sets. Therefore, such level-wise algorithm would required i + 1
passes if there are candidates of size i + 1.
In general, there are two possible layouts of the database for FPM. One is the horizontal layout which consists of a list of transactions, where each transaction has an
identifier followed by a list of items (see Table 2.1). Approaches based on the horizontal format include the popular Apriori algorithm and its variants. In this dissertation,
we will use this format for our algorithms. The other is the vertical layout which consists of a list of items where each item contains a list of transactions that transacted
on that particular item. The vertical format has the advantage that the support for
candidate i-itemset can be computed by simple tid-list intersections. Eclat by Zaki
uses this data format to find all frequent patterns [ZPOL97]. The tid-lists cluster
relevant transactions, and avoid scanning the whole databases to compute support,
and the larger the itemset, the shorter the tid-lists, resulting in faster intersections.
28
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The Partition algorithm is one that seek to reduce the database activity: it discovers all frequent patterns in just two passes over the database [SON95]. Contrast
this with the previous algorithms, where the database is not only scanned multiple
times but the number of scans cannot even be determined in advance. Like the Apriori algorithm, the Partition algorithm works in the level-wise manner, but the notion
is to partition the database into sections small enough to be handled in the main
memory. That is, a partition is read once from the disk, and level-wise generation
and evaluation of candidates for that part are performed in the main memory without
further database activity. The first database scan consists of identifying in each part
the collection of all locally frequent patterns. For the second scan, the union of the
collections of locally frequent patterns is used as the candidate set. The first scan is
guaranteed to locate a superset of the collection of frequent patterns; the second scan
is needed to merely compute the frequencies of the patterns.
Yet, there is an invention by Han et al. that breaks the norm [HPYOO]. They proposed FP-growth in 2000 which was the first effort in mining frequent patterns without
candidate generation. The algorithm does not subscribe to the iterative generate and
test paradigm of Apriori. The key idea behind FP-growth is to use a compact d a t a
structure called FP-tree to obtain a representation of the original transactions so t h a t
they can fit into the main memory. Once an FP-tree is generated from the input
transaction database, the algorithm mines frequent patterns from the FP-tree. T h e
algorithm generates itemsets from shorter ones to longer ones adding items one by
one to those itemsets already generated. Since all the required information is already
kept in the FP-tree, any subsequent operations that are required to find frequent
patterns can be performed quickly from it, without having to access the database
again. The FP-growth algorithm achieves that by performing just two passes over
the transactions. The data structure adopted in FP-growth has now been extended
to many other algorithms. For example, the LPMiner algorithm by Seno and Karypis
29
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tries to reduce supports tendency to favor smaller itemsets by proposing a minimum
support which decreases as a function of itemset length [SK01]. Since this invalidates
the downward closure of support, the authors develop a property called smallest valid
extension, which can be exploited for pruning the search space.
One of the major problems with these algorithms is that they may generate an
exponentially large number of patterns when the support threshold is low. To address this problem, two classes of techniques/problem-formulations have been developed. The first emphasizes on mining maximal/closed itemset. Many recent studies
(Charm, Closet, Mafia, etc.) have demonstrated that this can lead to more compact result sets and better efficiency in finding frequent long patterns from large data
sets [PHMOO, ZakOO, BCG01, GZ01]. The second class attempts to lower the number
of potentially uninteresting patterns by incorporating various anti-monotone, monotone, or convertible constraints within the constant-support-based frequent pattern
mining framework [JAG99, LHM99a, LHM99b, PHOO, SK02].
On static data sets, many algorithms for frequent pattern mining have been
proposed [Goe03]. This research has led to further efforts in various directions,
for instance, mining rules with or without a variable minimum support threshold
[LHM99a], alternative interest measures (besides confidence) [BMUT97], constraintbased mining [PHL01], mining sequential data [SK02], using association rules for classification [LHM98], quantitative or causal rules [SBMUOO], concise representations of
frequent itemsets (closed, maximal, etc.) [GZ05], correlations [BMS97], utility mining [WSTZ05], outlier detection [DN10], sampling [Par02] and clustering [Toi96], etc.
In the next section, we will discuss how FPM performs on streaming data which is
much more challenging than static data.
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2.3

Mining D a t a Streams

As discussed in the previous section, many efficient frequent pattern algorithms have
been developed in the last decade. These algorithms typically require data sets to be
stored in persistent storage and involve two or more passes over the data set. However,
for streaming data, the advancement in research has not been so spectacular. In a
streaming environment, a mining algorithm must take only a single pass over the data.
Most of the time the algorithms can only guarantee an approximate result.
Contrasted with other stream processing tasks, the unique challenges in discovering frequent patterns are apparent. Firstly, FPM needs to search a space with an
exponential number of patterns. The cardinality of the answer set itself which contains all frequent patterns can be significant. In particular, more space is required
to generate an approximate answer set for frequent patterns in a streaming environment. In addition, exact mining requires keeping track of all itemsets in the database
and their actual frequency, because any infrequent pattern may become frequent later
in the stream. Unfortunately, maintaining all patterns requires 0(2^),

making ex-

act mining computationally unrealistic, in terms of both memory and CPU. In this
respect, the mining algorithm needs to be very memory-efficient.
Secondly, in order to generate frequent patterns, FPM depends on the anti-monotone
property to prune infrequent patterns. This process (even without the streaming constraint) is very computation intensive. As a result, keeping pace with high speed data
streams can be very difficult for a FPM task. With these challenges, a more important and practical issue is the quality of the approximate mining results. For more
accurate results, we will usually require more memory space and computations. What
should be the acceptable mining results to a data miner? To deal with this problem,
a mining algorithm needs to provide users the flexibility to control the accuracy of the
final mining results. Although for several years many researchers have been proposing algorithms on frequent pattern mining over streaming data (first prominent paper
31
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appeared in VLDB 2002 [MM02] 2 ), even the recent papers on the topic show t h a t
finding frequent patterns in streaming data is not trivial [CDG07]. Manku and Motwani nicely described this problem in their seminal work - Lossy Counting Algorithm
(LCA) [MM02]. Their work led to many other similar papers t h a t use approximate
counting [CKN08, CKN06, CL04, GHP+03, YCLZ04]. We will describe this algorithm
in greater detail in the next chapter.

2.4

D a t a Stream Models and Approximate Mining
Algorithms

A transaction data stream is a sequence of incoming transactions, Ds =

(ti,t2,-..,U,...),

where tt is the z-th transaction. Here, a portion of the stream is called a window. A
window, W, is a subsequence of the stream between the ith. and the j t h point where
W = (Ti,Ti+i, ...,!}) and i < j . The point, T, can be either time-based or countbased. For time-base, W consists of a sequence of fixed length time units, where
a variable number of transactions may arrive within each time unit. As for countbased, W is composed of a sequence of batches, where each batch consists of an equal
number of transactions. To process and mine the stream, different window models are often employed. In this dissertation, we identify four types of data stream
mining models: landmark window, sliding window, damped window and

tilted-time

window [Sha02, JG06, Agg07].

2.4.1

Landmark Window

A model is considered a landmark window if W = (Ti,Ti+i,...,TT),

where r is the

current time point. In this model, we are mining for frequent patterns starting from
2

Prior to this work, back in 1982, Misra and Grics [MG82] proposed the earliest deterministic
algorithm for e-approximate frequency counts. The same algorithm has been rediscovered recently
by Demaine et al [DLOM02] and Karp et al [KSP03].
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the time point called landmark, i, to the most recent time point. Usually, i is set to
1 and thus we are trying to discover frequent patterns over the entire history of the
data stream.

Starting Point
Mining frequent itemsets from the transactions
between the landmark and the current time

Figure 2.1: Landmark model.
Manku and Motwani [MM02] proposed a method for mining all frequent itemsets
over the life of the stream. LCA stores itemsets in a tree structure. With each itemset
stored, they record an under-estimate of the frequency and an error term. Upon the
arrival of a new batch of transactions, the tree is updated; some itemsets may be
dropped and others may be added. The dropping and adding conditions ensure that:
(1) the estimated frequency of all itemsets in the tree are less than the true frequency
by no more than eN (N is the length of the stream and e is a user-defined error
bound) and (2) no frequent itemset is omitted from the tree. By scanning the tree
and returning all patterns whose estimated frequency is greater than (amin — e) x TV,
an approximation to the frequent patterns can be made. For single itemset mining,
LCA requires at most -log(eN) of memory space.
Similarly, Li et al. proposed the online incremental projected, single-pass algorithms, called DSM-FI [LLS04] and DSM-MFI [LLS05] to mine the set of all frequent
itemsets and maximal frequent itemsets over the entire history of data streams. Extended prefix-tree based data structures are developed in the proposed algorithms to
33

ATTENTION: The Singapore Copyright Act applies to the use of this document. Nanyang Technological University Library

CHAPTER 2. FREQUENT PATTERN MINING OVERVIEW

store items and their support values, window ids, and nodes links pointing to the root
or a certain node. The experiments show that when data set is dense, DSM-FI is
more efficient than LCA.
Observe that in a landmark window, we consider all the time points from the
landmark till the most recent point as equally important. There is no distinction
made between past and present data. However, since data streams may contain timevarying data elements, patterns which are frequent may evolve as well. Often these
changes make the mining result built on the old transactions inconsistent with the
new ones. To emphasize the recency of data, we can adopt the sliding window, damped
window or tilted-time

2.4.2

window.

Sliding Window

As a simple solution for time changing environment, it is possible to consider the
sliding window model [BDM02]. A sliding window keeps a window of size w. Here,
we are interested to mine the frequent patterns in the window W = (TT_„,+i, ...,T T )
where Tj is a batch or time unit. When a new transaction arrives, the oldest resident
in the window is considered obsolete and deleted to make room for the new one. The
mining result is totally dependent on the range of the window. All the transactions
in the window need to be maintained. We need to remove their effects on the current
mining result when they become obsolete. For example, when TT+\ arrives, we need
to remove the effect of

Tr-w+\.

Based on the estimation mechanism of LCA, Chang and Lee introduced a sliding
window method for finding recent frequent patterns in a data stream when the minimum support threshold, error parameter and sliding window size are provided [CL04].
A recent frequent pattern is one whose support in the transactions within the current sliding window is greater than or equal to the support threshold. By restricting
the target of a mining process as a fixed number of recently generated transactions
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Starting Point
Mining frequent itemsets from only the latest W
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Figure 2.2: Sliding-window model.
in a data stream, the recent change of the data stream can be efficiently analyzed.
Consequently, the proposed method can catch the recent change of a data stream as
well as analyze the past variations of knowledge embedded in a data stream. In addition, Chang and Lee also proposed another similar algorithm (estWin)

to maintain

frequent patterns over a sliding window [CL03a].
Chi et al. proposed a new mining algorithm, called MOMENT to monitor transactions in the sliding window so that we can output the current closed frequent itemsets
at any time [CWYM04]. Key to this algorithm is a compact data structure, the closed
enumeration tree (CET), used to maintain a dynamically selected set of patterns over
a sliding-window. The selected patterns consist of a boundary between closed frequent
itemsets and the rest of the itemsets. Concept drifts in a data stream are reflected by
boundary movements in the CET. Since the boundary is relatively stable, the cost of
mining closed frequent itemsets over a sliding window is dramatically reduced to that
of mining transactions that can possibly cause boundary movements in the CET.
In most algorithms that adopt the sliding window model, the biggest challenge will
be quantifying w. In most cases, it is externally (user-)defined. However, if w is too
large and there is concept drift, it is possible to contain outdated information, which

35

ATTENTION: The Singapore Copyright Act applies to the use of this document. Nanyang Technological University Library

CHAPTER 2. FREQUENT PATTERN MINING OVERVIEW

will reduce the learned model accuracy. On the other hand, if w is too small, it may
have insufficient data and the learned model will likely incur a large variance. Here,
the open direction of research is to design a window that can dynamically decide its
width based on the rate of the underlying change phenomenon [CDG07].
In addition, the use of a sliding window to mine for frequent patterns from the
immediately preceding points may represent another extreme and rather unstable
solution. This is because one may not wish to completely lose the entire history of the
past data. Distant historical behavior and trend may also be queried periodically. In
such cases, we can adopt the damped window which does not erase old data completely
but rather slowly "forgets" them.

2.4.3

D a m p e d window

Starting Point
More weight to the recently arrived transactions
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Figure 2.3: Time-fading model.
The damped window (also called time-fading window) assigns different weights to
transactions such that new transactions have higher weights than old ones [CL03b].
The use of the damped window diminishes the effect of the old and obsolete information
36

ATTENTION: The Singapore Copyright Act applies to the use of this document. Nanyang Technological University Library

CHAPTER 2. FREQUENT PATTERN MINING OVERVIEW

of a data stream on the mining result. At every moment, based on a fixed decay rate
[CS03] or forgetting factor [YSJ + 00], a transaction processed d time steps ago is
assigned a weight md, where m < 1. The weight decreases as time passes by (see
Figure 2.3). In general, the closer to 1 the decay, the more the history is taken into
account. Correspondingly, the count of an itemset is also defined based on the weight
of each transaction.
Chang and Lee proposed an estDec method for mining recent frequent patterns
adaptively over an online data stream [CL03b]. estDec examines each transaction in
a data stream one-by-one without candidate generation. The algorithm only needs to
update the counts for the itemsets which are the subsets of the newly arrived transaction. The occurrence count of a significant pattern that appears in each transaction
is maintained by a prefix-tree lattice structure in the main memory. The effect of old
transactions on the current mining result is diminished by decaying the old occurrence
count of each pattern as time goes by. In addition, the rate of decay of old information
is flexibly defined as needed. The total number of significant patterns in the main
memory is minimized by delayed-insertions and pruning operations on an itemset. As
a result, its processing time is flexibly governed while sacrificing its accuracy.
As highlighted in [CKN08], estimating the frequency of a pattern from the frequency of its subsets can generate a large error. The error may propagate all the way
from 2-subsets to n-supersets. Therefore, it is difficult to formulate an error bound
on the computed frequency of the resulting itemsets and a large number of the false
positive itemsets will be produced, since the computed frequency of an itemset can
be larger than its actual frequency.

Moreover, damped model suffers from similar

problems as in sliding windows model. The challenge of determining a suitable w in
sliding windows model is now translated to that of determining a suitable m.
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2.4.4

Tilted-time window

In data stream analysis, some people are more concerned about recent changes at a
fine scale but in long term changes at a coarse scale. We can register time at different
levels of granularity. The most recent time is registered at the finest granularity while
the earlier time is registered at a coarser granularity. Such time dimension model
is often called a tilted-time frame [CDH+02]. In this model, we are interested in
frequent patterns over a set of windows. Here, each window corresponds to different
time granularity based on their recency. There are several ways to design a titled-time
frame. For example, Figure 2.4 shows such a tilted-time window: the most recent 4
quarters of an hour, then the last 24 hours, and 31 days. Based on this model, one
can compute frequent patterns in the last hour with the precision of quarter of an
hour, the last day with the precision of hour, and so on, until the whole month. This
model registers only 4 + 24 + 31 =59 units of time, with an acceptable trade-off of
lower granularity at a distance time.

Time
Now

31 days

24hrs

4qtrs

Figure 2.4: Tilted-time model.
With this model, we can compute frequent patterns with different precisions. Giannella et.al. make use of the characteristics of the FP-Growth [HPYOO] and a logarithmic tilted-time window to mine frequent patterns in data stream. Their algorithm,
FP-Stream, is able to count itemsets and save the frequent patterns in an effective
FP-Tree-based model [GHP+03]. FP-Stream can be seen as a combination of the different models. For an itemset, frequencies are computed for the most recent windows
of lengths w, 2w, 4w, 8w, etc. So, the more recent part of the stream is covered more
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thoroughly. The combination of these frequencies permit efficient query answering
over the history of the stream.
Although this method adopts the tilted-time window to solve the aforesaid problem in different granularity and to update frequent patterns with the incoming d a t a
stream, it considers all the transactions as the same. In the long run, FP-Stream
will inevitably become very large over time and updating and scanning such a large
structure may degrade its performance. In this respect, we need to design a better
data structure to mine frequent patterns efficiently.

2.4.5

Concluding remarks on Approximate Counting

We have covered four different types of mining models. All these four models have
been considered in current research on data stream mining. Choice of a model largely
depends on the application needs. In this work, we consider the landmark

window,

finding frequent patterns over the entire data stream, as the most challenging and
fundamentally important one. Often, it can serve as the basis to solve the latter
three. For example, it is not difficult to see that an algorithm based on the landmark
window can be converted to that using the damped window by adding a decay function
on the upcoming data streams. It can also be converted to that using sliding window
by keeping track of and processing data within a specified sliding window.
We note that all the previously described algorithms adopt a false-positive approach

3

(we will describe the false negative approach 4 in the next section). Such

approach uses a relaxed minimum support threshold, e, to reduce the number of false
positives and to obtain a more accurate frequency of the result itemsets. However,
in reality, it is difficult to define e. Setting a wrong value for e may either trigger a
massive generation of false positives thus degrading the mining result, or slow down
3

A false positive approach is one that returns a set of patterns that contains all frequent patterns
and also some infrequent patterns.
4
A false negative approach is one that returns a set of patterns that does not contain any infrequent
patterns but may miss some frequent patterns.
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the processing speed due to over-intensive updating and scanning of the large data
structure. This drawback will be demonstrated in the next chapter.
In addition, we observe that current data stream mining algorithms require the
user to define one or more parameters before execution. Unfortunately, most of them
do not provide any clue as to how we can adjust these parameters online while they
are running. Some proposed methods let users adjust only certain parameters online,
but these parameters may not be the key ones to the mining algorithms, and thus are
not enough for a user friendly mining environment. From a practical point of view, it
is also not feasible for user to wait for a mining algorithm stops before he can reset
the parameters. This is because it may take a long time (or never) for the algorithm
to finish due to the continuous arrivals and huge amount of data streams. For further
improvement, we may consider either to allow the user to adjust online or to let the
mining algorithm auto-adjust most of the key parameters in FPM, such as support,
e, window size and decay rate.

2.5

Sampling

FPM algorithms require multiple passes over the whole database, and consequently
the database size is by far the most influential factor of the execution time for
very large databases. This is prohibitively expensive. For most mining tasks, exact counts are not necessarily required and an approximate representation is often
more appropriate. This motivates an approach called data reduction (or synopsis
representation) [BDF+97]. The problem of synopsis maintenance has been studied in
great detail because of its applications to problems such as query estimation in data
streams [AY06]. Several synopsis approaches such as sampling, histogram, sketches
and wavelets are designed for use with specific applications. We do not attempt to
survey all data reduction methods here. In this dissertation, we focus our research on
sampling.
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Sampling has great appeal because of its simplicity and general purpose reduction method which applies to a wide range of applications. Moreover, the benefits
of sampling over other data reduction methods are more pronounced with increasing dimensionality: the larger the dimensionality, the more compact sampling becomes compared to, for example , multi-dimensional histograms or wavelet decompositions [BDF + 97]. Also, sampling retains the relations and correlations between the
dimensions, which may be lost by histograms or other reduction techniques. This latter point is important for data mining and analysis. Thus, the generated sample can
be easily fed to arbitrary data mining applications with little changes to the underlying method and algorithms. The survey by Olken and Rotem offers a good overview of
sampling algorithms in databases [OR95]. Interested readers can also refer to [KK06]
for a recent survey on association rule mining where some additional techniques on
the use of sampling are given.
In recent years, a lot of algorithms based on sampling in mining frequent patterns in large databases have been proposed. In [CHS02], a method called FAST is
introduced. It is a two-phase sampling based algorithm for discovering association
rules in large databases. In Phase I, a large initial large sample of transactions is
selected. It is used to quickly and almost accurately estimate the support of each individual item in the database. In Phase II, these estimated supports are used to either
trim outlier transactions or select representative transactions from the initial sample,
thereby forming a small final sample that more accurately reflects the statistical characteristics (i.e., itemset supports) of the entire database. The expensive operation of
discovering all association rules is then performed on the final sample. In [HK06b],
a new association mining algorithm is proposed that uses two phase sampling that
addresses a limitation of FAST. FAST has the limitation that it only considers the
frequent 1-itemsets in trimming/growing, thus, it did not have ways of considering
mulit-itemsets including 2-itemsets. The new algorithm reflects the multi-itemsets in
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sampling transactions. It improves the mining results by adjusting the counts of both
missing itemsets and false itemsets.
Lee et al. studied the usefulness of sampling techniques in data mining [LCK98].
By applying sampling techniques, they devised a new algorithm DELI for finding an
approximate upper bound on the size of the difference between association rules of a
database before and after it is updated. The algorithm uses sampling and statistical
methods to give a reliable upper bound. If the bound is low, then the changes in
association rules are small. So, the old association rules can be taken as a good
approximation of the new ones. If the bound is high, the necessity of updating the
association rules in the database is signaled. Experiments show that DELI is not
only efficient with high reliability, but also scalable. It is effective in saving machine
resources in the maintenance of association rules.

2.5.1

e-approximation

The concept of e-approximation has been widely used in machine learning. A seminal
result of Vapnik and Chervonenkis shows that a random sample of size O ( ^ l o g ^ ) ,
where d is the "VC dimension" (assumed finite) of the data set, is an e approximation.
This result establishes the link between random samples and frequency estimations
over several items simultaneously.
An example of e-approximation algorithm is the Sticky Sampling [MM02]. T h e
algorithm is probabilistic in nature and can be employed to handle data streams. The
user needs to specify three parameters: support cr min , error e and probability of failure
S. Sticky Sampling uses a fixed size buffer and a variable sampling rate to estimate
the counts of incoming items. The data structure S is a set of entries of the form
(e, / ) , where / estimates the frequency of an item e belonging to the stream. Initially,
S is empty, and the sampling rate r is set to 1. Sampling an item with rate r means
that the item is selected with probability -. For each incoming item e, if an entry for
e already exists in S, the corresponding frequency / will be incremented; otherwise,
42
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sample the item with r. If this item is selected by sampling, we add an entry (e, 1) to
S ; otherwise, ignore e and move on to the next incoming item in the stream. Sticky
Sampling is able to compute an e-deficient synopsis with probability at least 1 — 5
using at most -log(S'~1^_1) expected number of entries. While the algorithm can
accurately maintain the statistics of items over stable data streams, it fails to address
the needs of important applications, such as network traffic control and pricing, that
require information about the entire stream but with emphasis on the most recent
data. Moreover, Sticky Sampling cannot be applied in FPM because it only works
well for frequent single itemsets.
In [BCD+03], an algorithm called EASE is proposed. EASE can deterministically produce a sample by repeatedly halving the data to arrive at the given sample
size. The sample is produced by e-approximation method. EASE leads to much better estimation of frequencies than simple random sampling. Unlike FAST [CHS02],
EASE provides a guaranteed upper bound on the distance between the initial sample
and final sub-sample. In addition, EASE can process transactions on the fly, i.e.,
a transaction needs to be examined only once to determine whether it belongs to
the final sub-sample. Moreover, the average time needed to process a transaction is
proportional to the number of items in that transaction.

2.5.2

Progressive Sampling

Choosing a random sample of the data is one of the most natural ways of choosing a
representative subset. The primary challenge in developing sampling-based algorithms
stems from the fact that the support value of an itemset in a sample almost always
deviates from the support value in the entire database. A wrong sample size may
result in missing itemsets that have high support value in the database but not in the
sample and false itemsets that are considered frequent in the sample but not in the
database. Therefore, the determination of the sample size then becomes the critical
factor in order to ensure that the outcomes of the mining process on the sample
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generalize well. However, the correct sample size is rarely obvious. How much sample
is enough really depends on the combination of chosen mining algorithms, data set
and application related loss function.
Parthasarathy [Par02] attempted to determine the sample size using progressive
sampling [PJ099, ND06]. Progressive sampling is a technique that starts with a
small sample, and then increases the sample size until a sample of sufficient size has
been obtained. While this technique eliminates the need to determine the correct
size initially, it requires that there be a way to evaluate the sample to judge if it
is large enough. Parthasarathy's approach relies on a novel measure of model accuracy (self-similarity of associations across progressive samples), the identification
of a representative class of frequent patterns that mimics the self-similarity values
across the entire set of associations, and an efficient sampling methodology that hides
the overhead of obtaining progressive samples by overlapping it with useful computation. However, in streaming data context, computing the sufficiency amount can be
formidably expensive especially for hill-climbing based methods.

2.5.3

Statistical Sampling

We say that a data sample is sufficient if the observed statistics, such as mean or
sample total have a variance lower than the predefined limits with high confidence.
Large deviation bounds such as the Hoeffding bound (sometimes called the additive
Chernoff bounds) can often be used to compute a sample size n so that a given
statistics on the sample is no more than e away from the same statistics on the entire
database, where e is a tolerated error. As an example, if \i is the expected value of
some amount in [0, 1] taken over all items in the database, and if fi is a random variable
denoting the value of that average over an observed sample, then the Hoeffding bound
states that with probability at least 1 — 5,
|A*-Al<e44

(Eq. 2.1)
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The sample size must be at least n, where

n=^ . 1 4

(Eq.2.2)

This equation is very useful and it has been successfully applied in classification as
well as association rule mining [DHOO, Toi96]. Although the HoefFding bound is often
considered conservative, it gives the user at least a certain degree of confidence. Note
that demanding small error is expensive, due to the quadratic dependence on e, but
demanding high confidence is affordable, thanks to the logarithmic dependence on 8.
For example, in FPM, given e = 0.01 and 8 = 0.1, n « 14,979, which means that
for itemset X, if we sample 14,979 transactions from a data set, then its true support
a(X) is beyond the range of [a(X) - 0.01, a(X) + 0.01] with probability 0.1. In other
words, cr(X) is within ±e of a(X) with high confidence 0.9.
Recent research has managed to reduce the disk I/O activity to two full scans
over the database. Toivonen [Toi96] uses this statistical sampling technique in his
algorithm. The algorithm makes only one full pass over the database. The idea is to
pick a simple random sample, use it to determine all frequent patterns that probably
hold in the whole database, and then to verify the results with the rest of the database
in the second pass. The algorithm thus produces exact frequent patterns in one full
pass over the database. In those rare cases where the sampling method does not
produce all frequent patterns, the missing patterns can be found in a second pass.
Toivonen's algorithm provides strong but probabilistic guarantees on the accuracy of
its frequency counts.
In [ZPL096], further study on the usefulness of sampling over large transactional
data is carried out. They concluded that simple random sampling can reduce the I/O
cost and computation time for association rule mining. This work is complementary to
the approach in [Toi96], and can help in determining a better support value or sample
size. The authors experimentally evaluate the effectiveness of sampling on different
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databases, and study the relationship between the performance, the accuracy and
confidence of the chosen sample.
In [YCLZ04], Yu et al. proposed FPDM, which is perhaps the first false-negative
oriented approach for mining frequent patterns over data streams. FPDM utilizes the
Chernoff bound to achieve the quality control for finding frequent patterns. Their
algorithm does not generate any false positive, and has a high-probability to find
patterns which are truly frequent. In particular, they use a user-defined parameter
5 to govern the probability to find the frequent patterns at support threshold

amin.

Specifically, the mining result does not include any patterns whose frequency is less
than <7mjn, and includes any pattern whose frequency exceeds amin with probability
of at least 1 - S. Similar to the LCA [MM02], FPDM partitioned the data stream
into equal sized segments (batches). The batch size is given as k • no where n0 is the
required number of observations in order to achieve Chernoff bound with the user
defined S. Note that A; is a parameter to control the batch size. For each batch,
FPDM uses non-streaming FPM algorithm such as the Apriori algorithm to mine all
the locally frequent patterns whose support is no less than omin — e. The set of locally
frequent patterns is then merged with those frequent patterns obtained so far from
the stream. If the total number of patterns kept for the stream is larger than c • n,
where c is an empirically determined float number, then all patterns whose support
is less than ( <rmjn — s) are pruned. FPDM outputs those patterns whose frequency is
no less than <7m,n x N where N is the number of transactions received so far.

2.5.4

Reservoir Sampling

Described by Fan et al., the classic reservoir sampling algorithm is a sequential sampling algorithm over a finite population of records, with the population size unknown [FMR62]. Assuming that a sample of size n is desired, one would commence
by placing the first n encountered into the putative sample (the reservoir). Each subsequent record is processed and considered in turn. The k-th record is accepted with
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probability n/k.

If accepted, it displaces a randomly chosen record from the putative

sample. Fan et al. showed that this will produce a simple random sample.
In practice, most stream sizes are unknown. [JMR05] suggests that it is useful to
keep a fixed-size sample. The issue of how to maintain a sample of a specified size
over data that arrives online has been studied in the past. The standard solution is
to use reservoir sampling of J.S. Vitter [Vit85]. The technique of reservoir sampling
is, in one sequential pass, to select a random sample of n transactions from a data
set of N transactions where N is unknown and n <C N.

Vitter introduces Algo-Z,

which allows random sampling of streaming data. The sample serves as a reservoir
that buffers certain transactions from the data stream. New transactions appearing
in the stream may be captured by the reservoir, whose limited capacity then forces
an existing transaction to exit the reservoir. Variations on the algorithm allow it to
idle for a period of time during which it only counts the number of transactions that
have passed by. After a certain number of transactions are scanned, the algorithm
can awaken to capture the next transaction from the stream. Reservoir Sampling
can be very efficient, with time complexity less than linear in the size of the stream.
Since 1985, there have been some modifications of Vitter's algorithm to make it more
efficient. For example, in [Li94], Algo-Z, is modified to give a more efficient algorithm,
Algo-K. Additionally, two new algorithms, Algo-L and Algo-M, are proposed. If the
time for scanning the data set is ignored, all the four algorithms (K, L, M, and Z)
have expected CPU time 0(n(l +log(—))),

which is optimum up to a constant factor.

In [BDM02], "chain-sample" is proposed for a moving window of recent transactions from a data stream. If the ith transaction is selected for inclusion in the sample,
another index from the range i + 1, ...,i + n is selected which will replace in the event
of its deletion. When the transaction with the selected index arrives, the algorithm
stores it in memory and chooses the index of the transaction that will replace it when
it expires and so on, thus building a chain of transactions to use in case of the expiration of the current transaction in the sample. The sample as a result will be a
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random sample. So, although this is able to overcome the problem of deletion in reservoir sampling, it still suffers from the problems that a random sample suffers from,
namely, random fluctuations particularly when the sample size is small, and inability
to handle noise. In [POSG04], a reservoir sampling with replacement for streaming
data is proposed. It allows duplicates in the sample. The proposed method maintains a random sample with replacement at any given time. Although the difference
between sampling with and without replacement is negligible with large population
size, the authors argue that there are still situations when sampling with replacement
is preferred.
In [Agg06], the author proposed a new method for biased reservoir based sampling
of data streams. This technique is especially relevant for continual streams which
gradually evolve over time, as a result of which the old data becomes obsolete for a
variety of data mining applications. While biased reservoir sampling is a very difficult
problem (with the one pass constraint), the author demonstrates that it is possible
to design very efficient replacement algorithms for the important class of memoryless bias functions. In addition, the incorporation of bias results in upper bounds
on reservoir sizes in many cases. In the special case of memory-less bias functions,
the maximum space requirement is constant even for an infinitely long data stream.
This is a nice property, since it allows for easy implementation in a variety of spaceconstrained scenarios.
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2.6

Approximate Counting vs. Sampling

Earlier, we have discussed many algorithms that adopt either approximate counting
or sampling. At the heart of approximate counting is the fact that for streaming data
one cannot keep exact frequency count for all possible itemsets. Note that here we
are concerned with data sets that have 1000s of items or more, not just trivial data
sets with less than 10 items. To solve this memory problem, approximate counting
maintains only those itemsets which are frequent in at least a small portion of the
stream, but if the itemset is found to be infrequent it is discontinued. As approximate
counting does not maintain any information about the stream that has passed by, it
adds an error frequency term to make the total frequency of a "potentially" frequent
itemset higher than its actual frequency. Thus, approximate counting in most cases
produces 100% recall but suffer from poor precision.
Sampling is another approach that is used in [Toi96, MTV94, ZPL096] to produce
frequent patterns. The idea is very straightforward: maintain a sample over the stream
and when asked, run the frequent pattern mining algorithm, such as the Apriori
algorithm, to output the frequent patterns. Research in sampling focuses on how to
maintain a sample over the streaming data. On one hand approximate counting such
as LCA [MM02] does not keep any information about the stream that has passed by
but keeps exact information starting from some point in the stream. On the other
hand sampling keeps information about the whole stream (one can use a decaying
factor to decrease or increase the influence of the past) but only partially. So, a
sample will have both false positives and false negatives. Approximate counting will
not have any false negatives, but it will have false positives. A researcher would love
to know how these two compare against each other. This is the focus of our research
(see Chapters 3 and 4).
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2.7

Other Related Work

Due to the increasing prevalence of data streams, improvement in these areas will
likely find immediate applications. As a result, recent years have witnessed a growing
interest in designing algorithms for continuous data streams. Since there is a large
volume of literature which has been published in this field, a thorough review of all
the work is not possible in this thesis. In this section, we briefly summarize some of
the prominent work in the area of data stream mining.

Clustering

Cluster analysis seeks to discover groups of closely related observations

so that observations t h a t belong to the same cluster are more similar to each other than
observations that belong to other clusters. Clustering is a widely studied problem in
the data mining literature. However, it is more difficult to adapt arbitrary clustering
algorithms to data streams because of one-pass constraints on the data set.

An

interesting adaptation of the A;-means algorithm has been discussed in [GMMO00]
which uses a partitioning based approach on the entire data set. STREAM is a singlepass, constant factor approximation algorithm. It uses an adaptation of a fc-means
technique in order to create clusters over the entire data stream.
CluStream is an algorithm for the clustering of evolving data streams based on user
specified, on-line clustering queries [AHWY03]. CluStream contains an on-line component and off-line component. In on-line, it computes and stores summary statistics
about the data stream using micro-clusters, and performs incremental on-line computation and maintenance of the micro-clusters. In off-line, it does macro-clustering and
answers various user questions using the stored summary statistics, which are based on
the tilted time frame model (see Section 2.4.4 ). CluStream claims to achieve a higher
accuracy than STREAM thanks to the exploitation of micro-clustering techniques.
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Classification

Classification is the process of finding a model (or function) that

describes and distinguishes data classes or concepts, for the intention of being able to
employ the model to predict the class of objects whose class label is not available. The
problem of classification in data stream is perhaps one of the most widely studied.
Several methods have been proposed for streaming data classification. Domingos et
al. [DHOO] have developed the Very Fast Decision Tree (VFDT). VFDT is a decision
tree learning system based on Hoeffding trees. It splits the tree using the current
best attribute taking into consideration that the number of scanned data sets used
satisfies a statistical measure which is Hoeffding bound. In addition, a later framework has been termed as CVFDT to handle concept drift in time changing data
streams [HSD01].
Wang et al. [WFYH03] have proposed a generic framework for mining concept
drifting data streams. An important motivation behind the framework is to deal with
the expiration of old data streams. The idea is to train an ensemble of classification
models (C4.5, Naive Bayes, RIPPER, and others) from sequential batches of the
data stream. Whenever a batch arrives, a new classifier is built. The strength of
each classifier is evaluated based on its expected classification accuracy in the timechanging environment. Only the best number of k classifiers are kept. Aggarwal et
al. have adopted the idea of microclusters introduced in CluStream [AHWY03] in
On-Demand classification and it shows a high accuracy [AHWY04]. The technique
uses clustering results to classify data using statistics of class distribution in each
cluster.

Others

Research related to data stream has been very active in recent years. Some

of the well known surveys in this area include Babu and Widom [BW01], Muthukrishnan [Mut03] and Babcock et al. [BBD + 02]. There is also a tutorial by Garofalakis
et al. [GGR02].
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There have been some extensive studies on stream data management and the processing of continuous queries in data stream. Query or aggregate processing methods
have been proposed by Gehrke et al. [GKS01], Chandrasekaran and Franklin [CF02]
and Dobra et al. [DGGR02]. Zhu and Shasha [ZS02] developed Statstream, a statistical method for the monitoring of thousands of data streams in real time. MAIDS
(Mining Alarming Incidents from Data Streams), a stream data mining system built
on top of a stream data cube, was developed by Cai et al. [CCP + 04]. Chen et al.
introduced a multidimensional regression method for analysis of multidimensional
time-series data [CDH + 02],
In streaming data, the arrival rates are often high and bursty. When the load of
mining exceeds the capacity of the system, load shedding is needed to keep up with the
arrival rates of the input streams [SW04, DNO06, TcZ07]. Analogous to load shedding
in query processing, Gaber et al. proposed data rate adaptation as a solution approach
for mining data streams [GKZ05]. Dang et al. addressed the issue of applications
with data streams that have a variable arrival rate and data characteristics t h a t
could inadvertently push the workload above the system's capacity [DNOL07]. For
other FPM problems, Karp et al. proposed a counting algorithm for finding frequent
elements in data streams [KSP03]. Metwally et al. introduced a memory efficient
method for computing frequent and top-k elements in data streams [MAA05].
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2.8

Summary

The high complexity of the FPM problem handicaps the application of the stream
mining techniques. We note that a review of existing techniques is necessary in order
to research and develop efficient mining algorithms and data structures that are able
to match the processing rate of the mining with high speed data streams. In this
chapter, we have described the prior works related to our research. We have presented
a number of the state-of-the-art algorithms on FPM and sampling over data streams.
We summarize them in Table 2.2. Note that some of these general purpose sampling
algorithms such as Algo-Z existed long before FPM become popular. However, they
have proven to be useful tools for solving data stream problems.
Table 2.2: Overview of FPM and sampling algorithms over data streams
Authors

Algorithm Name

Window Model

Strategy

LCA

Landmark

Approximate Counting

Li et .al [LLS04]

DSM-FI

Landmark

Approximate Counting

Li et .al [LLS05]

DSM-MFI

Landmark

Approximate Counting

Manku and Motwani [MM02]

Sticky

Landmark

Sampling Related

Bronnimann et .al [BCD+03]

EASE

Landmark

Sampling Related

Manku and Motwani [MM02]

not provided

Landmark

Sampling Related

Yu et al. [YCLZ04]

FPDM

Landmark

Sampling Related

Vitter [Vit85]

Algo-Z

Landmark

Sampling Related

Toivonen [Toi96]

Algo-K, Algo-L and Algo-M

Landmark

Sampling Related

Park et al. [POSG04]

RSWR

Landmark

Sampling Related

Chang and Lee [CL04]

not provided

Sliding

Approximate Counting

Li [Li94]

Chang and Lee [CL03a]
Chi et al. [CWYM04]
Chang and Lee [CL03b]
Aggarwal [Agg06]
Giannella et al. [HPYOO]

estWin

Sliding

Approximate Counting

MOMENT

Sliding

Approximate Counting

estDec

Damped

Approximate Counting

not provided

Damped

FP-Stream

Titled-time
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Chapter 3
Approximate Counting of Frequent
P a t t t e r n s over Transactional Data
Streams
In this chapter, we investigate the problem of finding frequent patterns in a continuous stream of transactions using approximate counting. When mining for frequent
patterns, it is well recognized that the approximate solutions are usually sufficient
and many existing literature explicitly trade off accuracy for speed and memory space
where the quality of the final approximate counts are governed by a n error parameter,
e. However, while implementing such algorithms, the quantification of e is never simple. In this chapter, we will show that by setting a small e, we achieve good accuracy
but suffer in terms of efficiency. A larger e improves the efficiency but seriously degrades the mining accuracy. Even a slight change in e may have a big impact on the
outcome. To abate the dependency on e, we propose an alternative which allows user
to customize a set of error bounds based on his requirement. From an implementation
perspective, the experimental studies show that the proposed algorithm has improved
precision, requires less memory and consumes less CPU time.
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CHAPTER 3. APPROXIMATE COUNTING O F FREQUENT PATTTERNS OVER TRANSACTIONAL DATA
STREAMS

3.1

Preliminaries

In order to ensure the completeness of frequent patterns in the streaming data, it is
necessary to capture not only the information related to frequent items, but also that
related to the infrequent ones. If the counts about the currently infrequent patterns
were not maintained, such information would be lost forever. If these patterns emerge
as frequent later, it would be impossible to figure out their correct overall frequency
and their connections with other patterns. However, it is totally impractical to hold
all streaming data in the limited main memory. In this respect, we need to divide
patterns into three categories: frequent patterns (see Chapter 2 for the definition),
sub-frequent patterns and infrequent patterns.

Definition 3.2

[Maximum Support Error Threshold, e] We denote N as the

number of transactions processed so far. Let e be a given error parameter such that
e G (0, o~min]. It is an error bound that is employed to approximate the frequency of
an itemset such that the estimated frequency is less than the true frequency by at most
exN.

Definition 3.3

[Sub-frequent Pattern]

An itemset X is considered as a sub-

frequent pattern (FPsub) if its frequency is less than amin x N but not less than ex
where e < omin.

Definition 3.4

Let AFPsub

N,

be the set of all FPsui,.

[Infrequent Pattern] An itemset X is considered as an infrequent

pattern if its frequency is less than exN.

An infrequent pattern will not be maintained

in the main memory and will be discarded.
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Definition 3.5 [Significant Pattern, SP] We are only interested in frequent patterns. However, AFPsvb are the potential itemsets that may become frequent as time
passes by. Therefore, we need to maintain AFPsub and AFP at all times in the main
memory.

We consider both AFPsub and AFP as significant pattern {SP) and let

ASP denote the set of all significant patterns.

We need to discard infrequent patterns since the number of all infrequent patterns
are too large and the loss of frequency from infrequent pattern will not affect the
computed frequency too much. At any moment, the set of frequent patterns can be
obtained from a highly compact data structure that is residing in the main memory.
In the next section, we will discuss how this can be practically achieved by using LCA.

3.2

Lossy Counting Algorithm

In order to provide a comprehensive understanding of the research problem we are
addressing, we devote some space here for describing and analyzing the Lossy Counting
algorithm (LCA). This algorithm is chosen for discussion due to its popularity. In
fact, based on the recent survey, several algorithms have adopted the same error bound
approach [JG06, CKN08, Agg07]. We refer the reader to [MM02, LTKC05] for further
details on the implementation aspects of this algorithm.
LCA requires two input parameters (a m j n and e). To find frequent patterns, incoming transactions are processed in batches. The information about the previous
mining result up to the latest batch operation is maintained in a data structure called
D'struct containing a set of entries (X, fest, A) where X is an itemset, fest is the estimated frequency of X, and A is the maximum possible error frequency of X. For
each batch, the transactions are divided into buckets of width w = [-] and loaded
together into a fixed-sized buffer in the main memory. The buckets are labeled with
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bucket ids, starting from 1. We let horrent be the current bucket id {current =

N/w)

and /3 be the total number of buckets present in the current batch being processed.
DstTuct, whose job is to maintain the frequency of AFP and AFPsub, is updated
as follows. In order to avoid the combinatorial explosion of itemsets, LCA applies
the Apriori property [AS94] such that no superset of an itemset will be generated if
the itemset has a frequency less than (3 in the current batch. Those itemsets whose
frequency value is fest > (3 will be considered as significant patterns, SP. For better
implementation of LCA, a special SETGEN module is used to selectively enumerate
itemsets in a batch and to count their frequencies. There are three situations for
updating

Dstruct:

1) Insertion

If an itemset has frequency fest > (3 and is not present in Dstruct,

the

itemset is added as a new entry where A is set to b^rre^ — f3. In this way, when a
new itemset, X, is inserted to Dstruct, its true frequency before the current batch can
be at most eN = horrent — (3.

2) Maintenance

If a given itemset already exists in Dstruct,

LCA adds the number

of occurrences of the itemset among the current batch of (3 buckets to fest.

3) Deletion

If the updated entry satisfies fest + A < bcurrenu LCA deletes it from

Dstruct • This itemset is considered to be an infrequent pattern and thus un-promising.
We can safely removed it from DstTuct-

In this way, the algorithm ensures that \/X, if freq(X)

> eN, (X,fest,A)

€

Dstruct.

When user requests a list of itemsets with threshold o"mj„, we can simply output those
itemsets in Dstruct

where fest > {pmin — e) x N. In LCA, the main features are:

(i) All itemsets whose true frequency is above amin x TV are output. There are no
false-negatives.
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(ii) No itemset whose true frequency is less than (amin — e) x N is output.
(iii) The estimated frequency of an itemset is less than its true frequency by at most
eN.
Although this approximate counting algorithm appears attractive for frequent pattern mining over data streams, we remark that there are two problems that are difficult
to address. The computational complexity of LCA can be seriously affected by:

1) Support Threshold (amin and e)

Lowering the support threshold, amin often

results in more itemsets being declared as frequent. As such, the quantification of
the parameter e is coupled with amin.

Usually it is set at 10% of amin.

Therefore, if

omin is small, e will be even smaller. This has an adverse effect on the computational
complexity of the algorithm because more significant patterns will be generated and
counted. As the maximum size of frequent patterns increases, the algorithm will need
to allocate more memory space for Dstruct-

2) D a t a Sets

For dense data sets, the average transaction width can be very large.

This can affect LCA in two ways. First, the maximum size of frequent patterns
tends to increase as the average transaction width increases. As a consequence, more
patterns need to be examined during the insertion and deletion process. This reduces
the speed of LCA. Second, as the width increases, more patterns are contained in the
transaction. This again will cause the size of the Dstruct to swell and eventually drain
up the memory resources.

3.3

A Closer Look at e

As a recapitulation, LCA is an online algorithm that employs the error bound, e, for
finding frequent patterns with approximate support counts from a stream of marketbasket transaction data. A major weakness of LCA is that its performance is greatly
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influenced by e which is the crux of this algorithm. Note that e is actually a minimum
support threshold used to control the quality of the approximation of the mining
result. For small e, LCA achieves high precision, but consumes more memory and
time, while for large e, LCA uses small memory and runs faster at the expense of poor
precision. If e <C amin, a large number of SP needs to be generated and maintained.
We refer the reader to the super exponential growth mentioned in [ZKM01]. The
paper reported that even a slight decrease in the support threshold might create a
deep impact on the performance of most mining algorithms. In their experiment, a
0.02% change in amin increased the number of itemsets from less than a million to
over a billion! This implies that outside a very narrow range of support values, the
choice of these values is not useful.

3.3.1

Important Observations

To verify our analysis, we conducted a simple experiment to study the impact of
changing the value of e on frequent pattern mining. In the experiment, IBM synthetic
data set [AS94] is used. A data stream of 2 millions transactions is generated. It has
an average transaction length of 15 and 10k unique items. We implemented the LCA.
Without loss of generality, we equate the buffer size to the number of transactions
processed per batch. The algorithm is run with a fixed batch size of 200k transactions.
The Apriori alogrithm [AS94] is used to generate the true frequent patterns AFPtrue
from the data set. Wefixedamin to be 0.1% and the resulted size of \AFPtTue\ = 26136.
To measure the quality of the results, we employ two metrics — the recall and the
precision.
Given a set AFPtrue of true frequent itemsets and a set AFPappro of frequent
itemsets obtained in the output by the algorithm,

D

/;

Recall =

•'true

——
\AP
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ATTENTION: The Singapore Copyright Act applies to the use of this document. Nanyang Technological University Library

CHAPTER 3. APPROXIMATE COUNTING OF FREQUENT PATTTERNS OVER TRANSACTIONAL DATA
STREAMS

and

Precisian = \AFPtjf]^FPappro\

^

^

If Recall equals 1, the results returned by the algorithm contains all true results.
This means no false negative. If Precision equals 1, all the results returned by
the algorithm are some or all of the true results. This means no false positives are
generated. Ideally, we would like to have an algorithm that is able to achieve both
recall and precision near to 1.00.
Table 3.1: Impact of varying the value of epsilon.
\ASP\
e(%)
0.05 363614
0.01 1711851
0.005 2032720
0.003 3587576

\AFP
1
| - < " 1 appro\
212488
47694
35656
30355

1 A TPP
!•*" J cruel

26136
26136
26136
26136

Recall Precision Processing Time(s)
1.00
0.123
296
1.00
0.548
1459
1.00
0.733
9121
1.00
0.861
19950

In Table 3.1, the first column is the error parameter (e), and the second is the
number of itemsets (ASP) that need to be maintained in the data structure Dstruct
while running the LCA. That means, any itemset having a frequency of eN or above
will be in ASP and ASP is maintained in the main memory. The higher the value
of | J 4 S P | the more memory is consumed. The third column is the output size of
the frequent itemsets \AFPappr0\. The fourth column is the true size of the frequent
itemsets \AFPtrue\. The next two columns are the accuracy of the output. The last
column is the time spent in running the algorithm.

Remark 3.1 The experiment reflects the dilemma of false-positive oriented approach.
The memory consumption increases reciprocally in terms of c where e controls the
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error bound. In contrast, the number of false positives increases as e increases.

One of the reason why LCA is popular is because it has the ability to uncover
all frequent patterns. From the table, it is apparent that the LCA indeed ensures all
itemsets whose true frequency is above <xmjn x N are output (Recall is equal to 1 at all
times). This implies AFPtrue C AFPappro. When e is at 0.05% (half of <7mi„), we see
that its memory consumption and processing time is low. However, the precision is
rather poor. This can be explained from the fact that any itemset in ASP is output
as long as its computed frequency is at least (<7min — e) x N. If e approaches o-min,
more false positives will be included in the final result.
On the other hand, when e decreases, the cutoff value for ASP starts to reduce.
This results in more and more entries being inserted into Dstruct leading to higher
memory consumption and processing time. However, when e is low, (amin — e) x N
increases, thus making it tougher for any itemset in ASP to get into AFIappro where
AFIappr0 is the end product of LCA. Clearly, the tighter the error bound, the higher
the precision. Unfortunately, there is no clear clue as to how small e must be defined.
From the table, even the rule of thumb of setting e = 0.01% (one-tenth of amin)
does not seem to yield appealing result. The precision is still below satisfactory.
For example, out of the 47694 patterns that are considered frequent, 21558 are false
positives!

3.3.2

Is it Worth the Overhead?

Table 3.1 provides only one side of the story. Additionally, we further examine the
behavior of ASP when it is partitioned according to the length of the itemset. Table 3.2 illustrates the breakdown sizes of |ASP| when e is fixed at 0.01%. From the
table, the first column represents the corresponding itemset length. The second column represents the number of itemsets for each fc-itemset that the LCA maintained
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Table 3.2: Breakdown values of \ASP\ with
fc-itemset \ASPk\
\Freqktrue\ Recall
1.00
4763
7817
1
1.00
3668
115214
2
1.00
4692
217080
3
1.00
4669
305438
4
1.00
4060
338558
5
1.00
2420
308944
6
1.00
1196
237057
7
1.00
499
153389
8
1.00
142
82957
9
1.00
25
36996
10
1.00
2
13458
11
NA
0
5053
12
1.00
26136
1821961
Overall

e = 0.01%
Precision
0.609313
0.031836
0.021614
0.015286
0.011992
0.007833
0.005045
0.003253
0.001712
0.000676
0.000149
NA
0.014345

(|ASP| = Yl |ASPfc|). The third column denotes the break down size of all the true
frequent itemsets (\AFItrue\

= ]C \Fre(lhrue\

and Freqktrue

C ASPfc ). T h e fourth

and fifth column represent the recall and precision respectively. T h e last row in the
table shows the overall performance when all the fc-itemset are merged. Note t h a t
unlike Table 3.1, here, the precision is a good indication of the efficiency of LCA when
the length of the itemset increases. Since the recall is always 1, the precision is simply
equivalent to the ratio of \Freqktrue\

to |ASPfc|.

Figure 3.1 gives a broader picture of the fast diminution of precision when the
length of the itemset increases. We reason that this is related to the Apriori property.
According to the anti-monotone property, an itemset X must have frequency either
smaller than or equal to its subset Y, where \X\ > \Y\.

With increasing length

of itemsets, the probability of meeting amin for the itemsets that meet e decreases.
Consider this example: itemset A, AB and ABC have support equal to 1.5%, 0.1%
and 0.05% respectively. If amin is 0.5% and e is 0.05%, all the three itemsets will be
easily inserted into DstrUct-

However, only itemset A will meet o-min. As shown in

Figure 5.1, generation of excess itemsets particularly at the larger A; leads to a smaller
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min_sup = 0 . 1 % epsilon = 0.01%

o
"55

'o
o
Q.

10

11

Figure 3.1: Individual precision for breakdown of lASPl with e = 0.01%.
precision. This compels one to wonder why would one need to maintain, for instance
when k = 11, 13458 entries in order to uncover only 2 true frequent itemsets!

3.4

Customized Lossy Counting Algorithm, CLCA

The example problem in the previous section has highlighted the dilemma pertaining
to the definition of e. In this section, we propose the customized lossy counting
algorithm, denoted as CLCA, to ameliorate the problem faced when we attempt to
quantify e.

3.4.1

Variation of e

In many existing literature, e is uniformly fixed for all size of itemsets

[MM02,

GHP + 03, CL03b]. In principle, this may be important if one is interested in uncovering the entire set of frequent patterns regardless the length of the itemsets. However,
as shown in the previous section, the longer the pattern we wish to explore, the less
efficient LCA becomes. In situations where user is only keen on the itemsets having
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a size range from 1 to x and less interested on itemsets having length greater than x,
using LCA to uncover all the frequent patterns might not be wise. For practicality,
short frequent patterns are usually preferred in many applications. The rationales
behind this preference are simple:

(i) short patterns are more understandable and actionable;
(ii) short patterns are more likely to reflect the regularity of data while long patterns
are more prone to reflect casual distribution of data [YS04, LHM99b].
In this respect, by focusing on the shorter patterns, one will be able to obtain an
overall picture of the domain earlier without being overwhelmed by a large number
of detailed patterns. With this understanding, we introduce CLCA to alleviate the
drawback of LCA.
The basic intuition of CLCA is as follows: use smaller error bounds to find shorter
frequent patterns and larger ones to find longer frequent patterns. We assign different
error bounds to different itemsets based on their length. The strategy is simple. Here,
a tight error bound can be used at the beginning to explore the itemsets with lengths
from 1 to x above which, the bound is progressively relaxed as the length of the itemset
increases. By assigning a tight error bound, the precisions for mining short frequent
patterns will be improved but the efficiency for uncovering them will be reduced. On
the contrary, a relaxed error bound will make the search for long patterns fast, but
reduces accuracy. In other words, we migrate the workload for finding long frequent
patterns to the front. CLCA is designed to focus on mining short frequent patterns.

Example 3.1

Imagine a user wants to mine frequent patterns whose frequency

is at least 0.1% of the entire stream seen so far. Then omin = 0.1%. Due to resource
constraint, he focuses his search on itemsets having a size range from 1 to 4 {x = 4)
64
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and willing to accept an error less than 0.1amin- However, he does not wish to give
up all the remaining long frequent patterns and is willing to accept them as long as
their error are less than 0.5amin.

The treatment for this example problem is outlined in Algorithm 1. The algorithm
is similar to LCA except for the initialization. Instead of assigning a uniform e for all
A>itemsets, it offers an alternative, which allows the user to customize the range of
error bounds based on his requirement. In CLCA, the error bound of every pattern
length is stored in an array Error of n elements. In this dissertation, we assume
CLCA will mine up to 20-itemsets (n — 20). To generate the content of A;th element,
we require a function that could map any A; to a new value between [ei,€2]. This
can be easily computed using a step function. Alternatively, we can use the sigmoid
function Sig(k) =

1+

,)fc_/,), where h is the threshold and s determines the slope of

the sigmoid unit. This function is defined as a strictly increasing smooth bounded
function satisfying certain concavity and asymptotic properties. In this Chapter, we
adopt a sigmoid function in order to demonstrate the flexibility of assigning different
error bound to different value of k. We will leave the error analysis for later part.
The reason of using a sigmoid function is due to its unique feature of "squashing" the
input values into the appropriate range. All small k values are squashed to t\ and
higher ones are squashed to e2 (line 3). Figure 5.4 illustrates the use of the sigmoid
function to compute Error[k]. Note that a standard sigmoid function will only output
a range of 0-1, therefore we need to normalize it to [ei, e^.
Like LCA, CLCA processes the data in batches. However, to facilitate the exposition of CLCA, we fixed the batch size instead of the buffer size. BSiZe denotes
the number of transactions in a batch and N is updated after every new batch of
transactions arrive (line 6). For each itemset of length k, we identify a corresponding
cutoff frequency such that cutoff [k] = Error[k\ xBsize.
whether a fc-itemset should be inserted into Dstruct65

The cutoff is used to determine
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Figure 3.2: Using a sigmoid function to generate the range of error bounds.
When processing a batch, a new set of A;-itemsets having frequency > cutoff [k\
will be temporary kept in the pool NS (line 8). These are the newly uncovered set
of significant patterns that need to be inserted into Dstruct.

Dstruct contains a set of

entries (X, fest (X), A). For insertion, a new entry is created for every itemset in NS
(line 9). The frequency of the itemsets will be directly transferred to fest(X).

fest(X)

is the estimated frequency of X. The value of A, which is the maximum possible
error before insertion, is defined as Error[k]xN — cutoff[k]. For fc-itemsets which are
already present in Dstruct, we update by adding their frequency in the current batch to
fest{X) (line 10). Deletion will be carried out after Dstruct has been updated. For any
fc-itemset in Dstruct, it will be deleted if /est(£;-itemset) + A <Error[k} x N. In order
to avoid the combinatorial explosion of the itemsets, we apply the Apriori property
so that if an itemset X does not exist in DstrUct, then all the supersets of X need not
be considered. When a user demands for mining result, CLCA outputs all entries,
(X,fest(X),

A) e Dstruct if fest(X)

> (amin-

66

Error[\X\}) x N.
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Algorithm 1 Customized Lossy Counting Algorithm
Input:
o'min € (0,1];
£i e ( 0 , e 2 ] ;
];
x;
n;

/ / minimum support threshold
/ / range for the error bound
If the length of frequent patterns to focus
/ / the expected longest size of frequent patterns

Output:
On demand, output all frequent patterns after processing N transactions;
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:

N <~ 0, Dstruct <- 0 , NS^ 0 ;
for k = 1 to n d o
^TTortfc] = Sig(k);
// the range is scaled to [ei,e 2 ]
e n d for
for every BSize incoming transactions d o
N «- 5 s i 2 e + N ;
for all k such that 1 < k < n d o
Uncover all A;-itemsets with frequency > cutoff [k] and store them in NS;
Insert NS to Dstruct;
Update the frequency of each fc-itemsets in Dstruct;
if / est (A;-itemset)+A <£rror[A;] x A/" t h e n
Eliminate this entry from Dstruct\
e n d if
NS*r- 0 ;
end for
if mining results are requested t h e n
r e t u r n all entries with fest{X) >
(amin—Error[\X\])xN;
e n d if
e n d for

3.4.2

E r r o r Analysis

We now analyse the reliability of the frequency estimates produced by our proposed
algorithm. This section will derive some guarantees for CLCA. We denote the true
and estimated frequency of itemset X by ftrue(X) and fest(X)

respectively. We will

show that CLCA ensures that (1) all true frequent patterns are output; (2) for any
frequent patterns having length equal or smaller than x, the error in the estimate is
no more than ex; and (3) for any frequent patterns having length greater than x, the
67
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error in the estimate is no more than e2, where t\ < e2.

Lemma 3.1

If an itemset X exists in Dstruct

, then its subset Y, where \Y\ < \X\

and Error[\Y\] < Error[\X\] , must first exist in DstrUct-

Proof:

Let us assume that both itemset X and Y do not exist in Dstruct.

X to be inserted into Dstruct,
at least Error[\X\]xBsize

For

its frequency computed in the current batch must be

(or cutoff[\X\]).

According to the Apriori property, the

frequency of X must be smaller or equal to Y. If X enters Dstruct

and £VTor[|F|] <

2?m>r[|X|], then Y will definitely enter as well. Now assume that both itemsets X
and Y have existed in DstrUct for some time. If Y is eliminated from Dstruct while
processing the current batch, then X will also be eliminated. The reason is the same
as before.

•

This Lemma allows one to tailor the range of error bounds according to his requirement. We can assign different error bounds to mine different frequent patterns
based on their length. Note that the assignment has to be in ascending order. T h e
Lemma will not hold if £rror[|Y|] > £rror[|X|]. Consider this example: itemset A,
AB and ABC have frequency equal to 90, 65 and 21 respectively. If Bsize

= 200k,

Error[l] = 0.01%, Error[2\ = 0.03% and Errorfi] = 0.05%, only itemset ABC will
fail to enter Dstruct.

However, if the assignment is not in ascending order such t h a t

Error[l] = 0.05%, Error{2] = 0.03% and Error[Z] = 0.01%, itemset ABC and AB will
not enter Dstruct

even though they have already passed their cutoff frequency. This is

because itemset A cannot make it to Dstruct

and thus no superset will be considered

from then. In CLCA, Lemma 3.1 is applied so that a tighter bound (ei) can be used
to explore the A;-itemsets where k < x. The bound is quickly relaxed after x and
eventually settle at e268
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Lemma 3.2

Whenever an entry (X,fest(X),A)

is deleted, the true frequency

ftme{X)<Error[\X\}xN.

Proof:

We prove by induction. When the 1 st batch of transactions is processed,

an entry (X, fest(X),
happen if fest(X)

A) will have A = 0 and fest(X)

= Error[\X\]xBsize.

= ftrue{X).

Since N = B^,

ftrue(X)

Deletion will only
= Error[\X\]xN.

Consider an entry (X, fest(X), A) that gets inserted into Dstruct at the nth batch.
The value of A assigned to this entry is the maximum number of times X could have
occurred after processing the (n — l)th batch. On the other hand, fest{X)

is the exact

frequency since it was inserted into DstTUct- Therefore, we can be sure that ftme{X) <
fest(X) + A. Combined with the deletion rule that fest(X) + A <Error[\X\]xN, we
obtain ftrue(X) < Error[\X\]xN.

Lemma 3.3
lows: fest(X)

Proof:

•

The true frequency of any itemset X in DstrUct is bounded as fol< ftrue(X)

< fest(X)+

We know that fest(X)

Therefore, fest(X)

Error[\X\}xN.

is the frequency since X was inserted into

can never exceed ftrue(X).

is correct. Next, fest(X)

Dstruct.

Hence the lower limit of the inequalities

can only be equal to ftrue(X) provided that X is inserted

in the 1st batch and has never been deleted from Dstruct.

Under this condition, the

upper limit of the inequalities will not be more than ftrue{X) by Error[\X\]xN. From
Lemma 3.2, when an entry is inserted into Dslruct, ftrue(X)

< fest(X) + A. The value

of A is the maximum possible error of fest before insertion. Since A < Error[\X\]xN,
ftme(X) < fest(X)+

Error[\X\}xN.

*

From Lemma 3.2 and 3.3, we know that the most an itemset X can be underestimated is Error[\X\] x N. If the true support of X is amin (this is the minimum support
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for it to be considered frequent), then ftTUe{X)
frequency, fest, in Dstruct

should be at least (Namin

output all the itemsets in Dstruct

is Namin.

As such, the estimated

— NError[\X\\).

Therefore, if we

having a fest value of at least (amin—Error[\X\])

x N,

then all of the frequent itemset will be output. A 100% recall is thus guaranteed.
In most FPM algorithms that adopt approximate counting, the Apriori property is
needed to prune infrequent patterns. The Apriori property suggests to use the possible
smallest |X|th frequent itemsets to generate the (|X| + l)th candidate itemsets, and
then mine the (\X\ + l)th candidate itemsets. Here, LCA allows 1-itemsets with
support below <rmj„ but above omin — e to be counted as frequent.

Consequently,

when there are some false 1-itemsets in \amin — e, amin], the nature of the exponential
explosion causes the number of potential frequent itemsets to be very large and makes
it very difficult to be managed by approximate counting oriented approach. Moreover,
the lack of domain knowledge on the data set that we are handling further exacerbates
the mining task. From an implementation perspective, one can consider using the
property of Lemma 4.1 to handle unknown data set. Initially, we can assign a tight
error bound uniformly for all Error[k]. Since LCA performs level wise mining, we
can design a tuning mechanism such that whenever the size of the current | X | t h subfrequent patterns exceeds our predefined limit, we can relaxed the error bound in
.EVrorflA"! +1] accordingly. Relaxing the error bound means increasing Error[\X\ +1],
or in other words, reducing the amount of sub-frequent patterns entering Dstruct

thus

improving the speed and memory. However, note that once an error bound is relaxed,
it can never be tightened as the past information is lost.
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3.4.3

Data Structure

For approximate counting, an efficient method of storing a large collection of itemsets and their counts is definitely needed. Like LCA, CLCA adopts the same data
structure, Dstruct.

Conceptually, it is a forest of prefix trees consisting of labelled

nodes. For example, assuming the first batch of transactions is obtained from Table
2.1 (Chapter 2), with amin equal to 0.5 and a uniform error bound, e equal to 0.5crmj„,
we would generate a structure that is similar to Figure 3.3. The root nodes have level
0. The level of any other node is one more than that of its parent. The children
of any node are ordered by their item-ids. The nodes in the prefix tree are ordered
according to the lexicographic order of the items stored in the node. Each nodes in
the prefix tree corresponds to an itemset (from root to node). Note that in this way
we need only one item to distinguish between the item sets represented in one node,
which is relevant for the implementation of CLCA. For example, in Figure 3.3 the
nodes represented by solid boxes are frequent patterns, where those as dotted boxes
are Sub-frequent patterns.

<Z>, 8

Figure 3.3: A prefix tree representation of the Table 2.1
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3.5

Experimental Evaluation

This section describes the experiments conducted in order to determine the effectiveness of CLCA. All experiments were performed on a 1.7GHz CPU Dell PC with 1GB
of main memory running on the Windows XP platform. The algorithm was written
in C + + .
D a t a Sets: We used synthetic data sets in our experiments and they were generated
using the code from the IBM QUEST project [AS94]. The nomenclature of these d a t a
sets is of the form TxxIyyDzzK,

where xx refers to the average number of items

present per transaction, yy refers to the average length of the maximal potentially
frequent itemsets and zz refers to the total number of transactions in if(iOOO's).
Items were drawn from a universe of I = 10k unique items. The two data sets t h a t
we used are T9IW2000K

and T15I7D2000K.

denser data set than T9I3D200QK

Note that T15I7D2000K

is a much

and therefore requires more time to process.

We fixed the minimum support threshold amin = 0.1% and the batch size Bsize =
200K. For comparison with LCA, we set e = 0.1<7mi„ which is a popular choice for
LCA. We assume CLCA will mine up to the length of 20-itemset. Two sets of error
bounds, Error\ and Error-i, were evaluated. For Errori, we let x = 2, t\ = 0.03a m i n ,
e2 = 0.bamin and the computed array is Errori [20] =

{0.03o-min,0.03amirl,0.05amin,

0.265amin, 0.48crm,n, 0.5amin,..., 0.5<7m;n}. As an illustration, the distribution of Errori
follows a sigmoid function. 1-itemset and 2-itemset will have the same error bound
(ei). After the 2-itemset, we relax the bound until the function reaches e2. Similarly
for Errori, we let x — 3, ex = 0.05<7mj„, e2 = 0.4ermjn and the computed array is
£rror 2 [20] = {0.05o-mjn,0.05crmi„,0.05crmj„, 0.07a
mini *J.ZZbO~rnin,

U . O o ( 7 m j n , <J.4:0'rnin,

...,

0.4<rmjn}. Tables 3.3 and 3.4 show the experiment results for the two data sets after
processing two million transactions. We observe that the time spent by CLCA on both
data sets is much less than LCA. This can be explained by considering two factors:
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1) The value of e2 is much larger than e. A majority of the error bounds in Errori
and Error2 are close or equal to e2. Higher error bounds will lead to fewer itemsets
getting into Dstruct.
2) The length of x is small when compared to the average length of the maximal
potentially frequent itemsets of the two data sets. Thus the high computation due to
ei can be compromised by setting a larger e2-

Table 3.3: Experiment results for T9I3D2000K.
LCA
CLCA Erron
CLCA Error2

\ASP\
233913
149577
156378

\Ar lappro]

12377
17092
13647

\AFItrue\ Recall
1.00
9418
1.00
9418
1.00
9418

Precision Time(s)
149
0.761
96
0.551
112
0.751

Table 3.4: Experiment results for T15I7D2000K.
LCA
CLCA Erron
CLCA Error2

\ASP\
1821961
1123565
1400217

\Af

*appro\

Recall Precision
0.480
26136
1.00
0.126
26136
1.00
0.195
26136
1.00

1 A FA

54499
207297
134221

Time(s)
1560
1096
1230

As expected, the recall for CLCA and LCA is 1. This shows that CLCA indeed
guarantees that all true frequent patterns are output. However, the precisions generated by Errori and Error2 are weaker than LCA. Note that these represent the entire
set of frequent patterns and thus they only reveal one side of the story. The main
Table 3.5: Precision values for all frequent patterns with length ranging from 1 to x.
LCA
CLCA Erron
LCA
CLCA Error2

l-x
1-2
1-2
1-3
1-3

T973D2000.fi: T15I7D2000K
0.791
0.696
0.933
0.876
0.774
0.601
0.857
0.765
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task of CLCA is to focus on mining short frequent patterns. Table 3.5 shows the
real purpose of CLCA. Here, the precisions for mining all the frequent patterns with
length ranging from 1 to x are recorded. Clearly, CLCA performs better here. In
addition, Figure 3.4 shows the execution time on T15I7D2000K

where CLCA per-

forms faster than LCA at every test points . As we can see, the cumulative execution
time of CLCA and LCA grows linearly with the number of transactions processed in
the streams. Figure 3.5 further demonstrates the efficiency of CLCA. It shows t h e
comparison in terms of number of itemsets to be maintained in Dstruct.

The larger

the number of itemsets, the more memory we require. Interestingly, for CLCA and
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LCA, the memory consumption remains stable throughout the lifetime of processing the stream. This may suggest that the data distribution in T9I3D2000K
T15I7D2000K

and

is stable. However, a data stream necessarily has a temporal dimen-

sion, and the patterns embedded in it are likely to evolve as time goes by. In Chapter
5, we will address the problem of time changing environment.

3.6

Summary

Frequent pattern mining is an important problem in applications such as data mining
and computer network monitoring. In this chapter, we study LCA which generates
frequent itemsets with supports accurate to within a user-specified error bound. We
argue that the proper definition of e is non trivial. We propose CLCA to address the
problem of quantifying e efficiently. We place our emphasis on mining short frequent
patterns in data streams. Instead of using fixed e, we use a set of error bounds.
The described algorithm is simple. Our experiments show that CLCA works better
than LCA if one is more concerned with mining short frequent patterns [ND08a].
In addition, this technique can be applied to several recent algorithms that adopt
approximate counting approach (see Table 2.2). This research raises two open questions. The first one concerns the design of Error[k\. is there an "optimum" set of
error bounds? The other one is, can we vary the error bounds for long patterns as
well? We leave a further investigation on these two questions for future research.
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Chapter 4
Data Reduction Method For
Transactional Data Streams
Prom the previous chapter, we note that serveral existing research efforts often rely on
a two-phase framework to discover frequent patterns: (1) using internal data structures to store potential frequent patterns obtained by scanning the stream data; and
(2) re-mining the potentially frequent patterns to finalize and output frequent patterns. The defectiveness of such a two-phase framework lies in the fact that there is
no guarantee in complexity. Resources such as memory space, CPU, and sometimes
energy, are very precious in a stream mining environment. They are very likely to
be exhausted when processing data streams which arrive with rapid speed and high
volume. If we never monitor the availability of resources, for example the main memory, when processing the mining algorithm, data will be lost when the memory is
used up. This would lead to the inaccuracy of the mining results, thus degrading the
performance of the mining algorithm. However, often the result of the mining operation itself is so large that even enumerating all frequent patterns is impossible. This
blow-up happens for example when we set the frequency threshold too low, or when
the data is heavily correlated. In the worst case, the number of itemsets can even
be exponential in the number of items. Clearly, even the most efficient algorithms
cannot enumerate such huge number of itemsets. Worse still, when the computer in
use is handling other tasks and may be running many other applications in parallel
with the mining algorithm.
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Instead of using data stream mining algorithm which is resource intensive, we consider sampling as another indirect mining approach in this chapter. Sampling methods
are among the simplest methods for synopses construction in data streams [JMR05].
It is also relatively easy to use these synopsis with a wide variety of applications because their representations are not specialized and uses the same multi-dimensional
representations as the original data points. In particular reservoir based sampling
methods are very useful for data streams.
In this chapter, a sampling algorithm called DSS (Distance based Sampling for
Streaming data) is proposed for streaming data [DN06]. The main contributions of
this proposed method are: DSS elegantly addresses both the issues of very large
size of the data or in other words, very small sampling ratio, and noise simultaneously. Experiments in FPM are conducted, and in all of them the results show that
DSS outperformed simple random samplingST?,? at the expense of a slight amount of
processing time. The trade-off analysis between accuracy and time shows that it is
worthwhile to invest in DSS rather than other approaches including SRS particularly
when the domain is very large and noisy. Experiments are done mainly using synthetic
data sets from IBM QUEST project and benchmark data set, Kosarak. Experiments
are conducted to compare the performance of DSS with Algo-Z and LCA.

4.1

Distance Based Sampling

SRS, or its counterpart reservoir sampling in streaming data, is known to suffer from
a few limitations: First, the sample generated by SRS may not adequately represent
the entire data set due to random fluctuations in the sampling process. This difficulty
is particularly apparent at small sampling ratios which is the case for very large
databases with limited memory. Second, SRS is blind towards noisy data objects, i.e.,
it treats both bona fide and noisy data objects similarly. The proportion of noise in
the SRS sample and the original data set are almost equal. Therefore, in the presence
of noise, the performance of SRS degrades.
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Recent work in the field of approximate aggregation processing suggests that the
true benefits of sampling might be well achieved when the sampling technique is tailored to the specific problem at hand [AGPOO]. In this respect, we propose a distance
based sampling that is designed to work "count" data set, that is, data set in which
there is a base set of "items" and each data element (or transaction) is a vector of
items. Note that in this dissertation, a sample refers to a set of transactions (see
Section 2.1 for the format of our transactional database). Usually, for distance based
sampling, the strategy is to produce a sample whose "distance" from the complete
database is minimal. The main challenge is to find an appropriate distance function that can accurately capture the difference between the sample (S) and all the
transactions seen so far (Ds) in the stream.
For distance based sampling, the basic intuition is that if the distance between
the relative frequency of the items in S and the corresponding relative frequency in
Ds is small, then S is a good representative of Ds.

Ideally, one needs to compare

the frequency histograms of all possible itemsets: 1-itemsets, 2-itemsets, 3-itemsets,
and so on. But experiments suggest that often it is enough to compare the 1-itemset
histograms [DN06, BCD + 03]. The proposed method, although based on 1-itemset
histograms, can be easily extended to histograms for higher number of itemsets by
simply adding them in constructing the histogram. On the flip side, histograms for
higher itemsets are computationally very expensive. Our experiments (see Section
4.4) show that it becomes impractical to include even 2-itemsets.
We define a few distance functions which are all based on the frequency of each
item. Here, the relative frequency of item A in S and Ds is given by Sup(A; S) —
/re

ff ; 5 ) and Sup(A-Ds)

=

fre

f*\Da), respectively. freq(A;U)

is the frequency of A

in a set of transactions U. We note that several definitions of distance are possible,
for example
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DisU{S, Ds) = J2 \SuP(A,

S) - Sup(A; Ds)\

(Eq. 4.1)

Dist2{S, Ds) = J2 (Sup(A; S) - Sup(A; Ds))2,

(Eq. 4.2)

Aei

Aei

and

Dist^S,Ds)

= max\Sup{A;S) - Sup{A;Ds)\.

(Eq. 4.3)

Aei

Observe that Dist\, Dist2l Dist^

correspond to Lp-norm distances with p = 1,2

and co, respectively. The sum of squared distances variant (Dist2) is the most common way to measure the distance between vectors [CHS02]. Since we are aiming
to minimize the distance between the item frequencies in the data stream and the
sample, using the Dist2

(also known as Euclidean distance) is the natural way to

measure the combined distance for all items. In this dissertation, we shall use Dist2
to measue t h e distant between 5 and Ds where S is the working sample (to which
the new transactions are being added or removed from), and Ds is the reference set
of transactions against which the accuracy of the working sample is compared.

4.1.1

Distance Based Sampling for Streaming D a t a (DSS)

Like any other reservoir sampling method designed for data streams, the initial step of
DSS is to insert the first n transactions into a "reservoir". The rest of the transactions
are processed sequentially; transactions can be selected for the reservoir only as they
are processed. Because n is fixed, whenever there is an insertion of transaction, there
is sure to be a deletion. In DSS, a local histogram (Histc)
(Histg)

and a global histogram

are employed to keep track of the frequency of items generated by S and

Ds respectively. Ideally, for a sample to be a good representation of the entire data,
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the discrepancy between Histc
the structure of Histc

an

and Histg should be small. In other words, both

d Histg should look similar. Any insertion or deletion of

transaction on the sample will affect the shape of

Histc.

Table 4.1: Conceptual Ranking of Transactions
Rank

Distance

Tid

1 St

25.00
15.00

10
20

2.00

3

nd

2

n

th

To maintain the sample, DSS prevents an incoming transaction from entering S
if its existence in S increases the discrepancy. In addition, DSS helps to improve the
quality of the sample by deleting transaction whose elimination from S maximally
reduces (or minimally increases) the discrepancy. Therefore, there is a ranking mechanism in DSS to rank the transactions in S so that the "weakest" transaction can
be replaced by the incoming transaction if the incoming transaction is better. T h e
transactions in the initial sample are ranked by "leave-it-out" principle, i.e., distance
is calculated by leaving out the transaction. Higher ranks are assigned to the transactions removal of which leads to higher distance. Mathematically, the distance is
calculated as follows for ranking:

Distt = Dist2 (S - {t}, Ds)

(Eq. 4.4)

where t G S. For the initial ranking, both S and Ds contain the first n transactions.
Table 4.1 shows the conceptual idea of ranking. Tid 10 is ranked highest because its
removal produces the maximum distance of 25.0. Similarly, Tid 3 is ranked lowest
because its removal produces the minimum distance of 2.0. Let LRT denotes the
lowest ranked transaction.
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When a new transaction tnew arrives, Histg is immediately updated. A decision
is made whether to keep it in the sample by comparing the distances computed when
Histc is 'with' and 'without' tnew. First, we use Eq. 4.5 to calculate the distance
between Histg and Histc when tnew is absent. Next, LRT is temporarily removed
from the sample. We use Eq. 4.6 to calculate the distance between Histg and Histc
when tnew is present. Note that because of the incoming tnew, the Ds in Eq. 4.5
and Eq. 4.6 is updated (Ds = Ds + tnew).

If Distwith(mtjnev, > DistwithJtnew,

then

tnew is selected to replace LRT in the current sample. LRT is permanently removed.
tnew will be ranked in the sample using Distwith(mt.t value. On the other hand, if
Distwithout_tnew < Distwith_tnew, then tnew is rejected and LRT is retained in the reservoir.

Distwithout_tnew =Dist2(S,Ds)

Distwith_tnew = Dist2((S - LRT + tnew), Ds)

(Eq. 4.5)

(Eq. 4.6)

Ideally, all transactions in the current sample should be re-ranked after each incoming
transaction is processed because Histg is modified. Re-ranking is done by recalculating the distances using 'leave-it-out' principle for all transactions in the current
sample and those which are rejected already. But this can be computationally expensive because of the nature of data stream. We need a trade-off between accuracy
and speed. Thus, re-ranking is done after selecting 1Z new transactions in the sample.
We do not consider the rejected transactions while counting 1Z. A good choice of
TZ is 10 (see Section 4.4.3). DSS tries to ensure that the relative frequency of every
item in the sample is as close as possible to that of the original data stream. In the
implementation, DSS stores the sample in an array of pointers to structures which
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hold the transactions and their distance values. Initial ranking and re-ranking of the
sample according to the distances involves two steps. The first step is to calculate the
distances of the transactions in the sample and the second step is to sort the sample by increasing distances using the standard quick sort technique. When Dist^ is
well implemented, the distance based sampling can have computational cost at most
0(\tmax\),

where \tmax\ is the maximal length of the transaction vector (see Section

4.2). T h e complete DSS algorithm is summarized as follows:

(i) Insert the first n transactions into S.

(ii) Initialize Histg and Histc to keep track of the number of transactions containing
each item A in S and Ds.

(iii) Rank the initial S by 'leave-it-out' method using Eq. 4.4.

(iv) Read the next incoming tnew.

(v) Include tnew into

Histg.

(vi) Compare the distances of S 'without' and 'with' tnew using Eq. 4.5 and Eq. 4.6.
a. If Distwithout-tnew

> Distwith_tnem,

then replace LRT with tnew and update

Histcb. Else, reject tnew.

(vii) If 7Z new transactions are already selected, re-rank the transactions in the current sample. Eg. 71 — 10.

(viii) Repeat steps (iv) to (vii) for every subsequent incoming transaction tnew.
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4.1.2

Implementation

In our implementation, the DSS stores the sample in an array of pointers to structures
which holds the transaction and its distance value. Initial ranking and re-ranking of
the sample according to the distances involve two steps. The first step is t o calculate
the distances of the transactions in the sample and the second step is to sort the
sample by increasing distances. Quick sort is used and it is a very efficient sorting
algorithm. It consists of a partition phase and a sorting phase.
As for insertion, the selected transaction tnew replaces the lowest ranked transaction in the current sample by inserting tnew into the sample using binary insertion
algorithm. Binary insertion is used for ordered array and it uses the information of
the order of the transactions. Binary insertion consists of two phases and they are
binary search and insertion. If tnew is selected to be filled in the deleted position, its
distance is computed and it is placed in the right position in the ranked order among
the other transactions in the sample. Let us assume that the replacement for the
deleted transaction is actually not worthy t o be selected based on its distance. If so,
still the damage done to the quality of the sample is quickly restored. The future incoming transactions will be tested against this not-so-representative transaction and
it will be replaced by any transaction that represents the data set better.

4.2

Complexity Analysis

When finding LRT, we need to compute Dist2 for each t £ S. This is the distance
between Histg and Histc when a transaction t is removed from S. Here, St denotes
S - {t}. We let TAS, ^Ast

an

d FADS represent the absolute frequency of item A in

S, St and Ds respectively. Note that,

TSt

_ / ?AS - 1
\ ?AS
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TO search for the weakest transaction in S, the set of n distances that are generated
from Eq. 4.4 has to be compared with one another such that

t* = argmin Dist2{S - t, Ds) = argmin V (~^
l<t<n

l<t<n

J^

- ^^Y•

\ \ot\

(Eq. 4.7)

\DS\ /

Unfortunately, the determination of t* can be computationally costly. The worst
case time complexity is 0(n.\I\), where \I\ ^§> 1. However, we note that even though
removing a transaction from S will affect relative frequencies of all items, most absolute frequencies will remain unchanged. Only those items contained within the
transaction t are affected. In addition, we can make use of the fact that, in general,

argmin/(x) = argmin cf(x) + d.
xeu
xeu

(Eq. 4.8)

For any constant c and real number d that we introduced, the final outcome will
still remain the same. With this understanding, we can rewrite Eq. 4.7 as

T =

argmin £

t*=

argmin V ) ( l - 2 ^ + 2 ^ | $ | )
Kt<n

( ( ^ - ^\St\f

*T?\

\Ds\

- (TAS -

^ l ) * )

J

(Eq. 4.9)

Clearly, from the above representation of t*, it is possible to reduce the worst-case
cost of ranking from 0(n.\I\)

to 0(n.\Tmax\).

Similarly, for comparing between LRT

and tnew, we can apply the same strategy. The cost will then be
84
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4.3

Handling Noise in DSS

Noise here means a random error or variance in a measured variable [HK06a]. The
data object that holds such noise is a noisy data object. Such noisy transactions
have very little or no similarity with other transactions. This "aloof" nature of noisy
transactions is used to detect and remove them. Noise detection and removal has
been studied abundantly, for example in [KM03, ZWKS07]. These methods typically
employ a similarity measurement and a similarity threshold to determine whether an
object is noise, that is if a data object has lesser similarity than the threshold, it is
considered noise.
In this chapter the focus is to maintain a small sample of transactions over a
streaming data. DSS not only maintains a good representative sample, it also removes noise by not selecting them in the sample. DSS banks on the aloofness of
the transactions to determine whether an incoming transaction is corrupted by noise.
Removal of a noisy transaction will induce smaller distance than removal of a bona
fide transaction. As DSS selects transactions into the reservoir sample by the distance it induces, it naturally rejects the noisy transactions. Later experimental results show that DSS has a better ability to handle noise than LCA and Algo-Z.

4.4

Experimental Evaluation

This section describes the experimental comparison between DSS and LCA in the
context of frequent pattern mining. In addition, we also compared DSS with simple
random sampling (SRS) using Algo-Z. Even though random sampling performs poorly
with respect to the established metrics, it is a good reference for comparing the performance of our deterministic sampling algorithm. All experiments were performed
on a 1.7GHz CPU Dell PC with 1GB of main memory running on the Windows XP
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platform. All the algorithms were written in C + + . For efficient implementation, LCA
uses the Trie data structure that is described in [MM02].
We used the synthetic data sets in our experiments and they were generated using
the code from the IBM QUEST project [AS94]. The two data sets that we used are
T10/3D2000K" and T15I7D2000K

(see Section 3.5 for the nomenclature of these two

data stes). Note that T15I7D2000K

is a much denser data set than

T10I3D2000K

and therefore requires more time to process. In addition, to verify the performance of
all the three algorithms on real world data sets, we used a coded log of a clickstream
data (denoted by Kosarak) from a Hungarian on-line news portal

[Bod03]. This

database contains 990002 transactions with average size 8.1. We fixed the minimum
support threshold amin — 0.1% and the batch size Bsize = 200K. For comparison with
LCA, we set e = 0.1<rmin which is a popular choice for LCA. To measure the accuracy
of Algo-Z, DSS and LCA, we can apply the symmetric difference (SD) metric in
Eq. 4.10. The Apriori algorithm was used to generate all the true frequent patterns
(AFItrue)

from the data sets. Given a set AFPtrue

and a set AFPappro

of frequent

itemsets obtained in the output by the algorithms,

q p.

l_V^£ 'true

^*£* Iqppro) U \Ar

lgppro

£*** j- true) j

I APT
I -4- I APT
I
\s±-r ^truel < |-*1-* J appro I

/p,
V M-

. -,^.\
•

/

Note that the above expression is nothing more than the ratio of the sum of missed
and false itemsets to the total number of AFI
when AFItrue — AFIappro

[BCD+03, LCK98]. The SD is zero

and the SD is 1 when AFItrue

and AFIappTO are disjoint.

The greater the value of SD, the greater is the dissimilarity between AFItrue and
AFIappro

(and vice versa). Alternately, we can define the overall accuracy with

Acc = l - SD.
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4.4.1

Time Measurements

We report the experimental results for the three data sets described previously. Figure
4.1 depicts the number of frequent patterns uncovered during the operation of the
three algorithms for the three different data sets. The set of frequent patterns are
broken down according to the pattern length. Note that for DSS and Algo-Z, the
size of the reservoir is 5k transactions. In the figure, ORG indicates the true size of
frequent itemsets generated when the Apriori algorithm operates on the entire data
set. Interestingly, we can observe that the general trends of the sampled data sets
resemble the true result. This is also similar with the output from LCA. However,
Algo-Z tends to drift very far away from ORG indicating more false positives are
generated. LCA is caught in between the two sampling algorithms. DSS gives the
most appealing results in terms of fidelity. The graphs from DSS are the closest to
ORG.
T W O a M K : minimum support =0.1%

Kosarak: minimum support =0.12%

T15J7D2DO0K; minimum support =0.1%

-»-0RG

A-A
J

/'

100000

\

i

-X-DSS

/

2 soooo
£

T

A

A

W

Jr

o)k
6 7 6

9 10 11

1

2

3

4

temset Length

5

6

7

8

9

10 11

-f-lO

\

•*-%J

\ \

pr\

* woo

3 4 5

Lw*\ \

^f-DSS

-*-«gtf

\

i/\\

2

A

-•-ORG

+-LCA

\

\

A

I \
i r&M.lil.

1 2 3 4 5 6 7 8 9 1011 12 13 14 151617 18 19

Remset Length

Remset Length

Figure 4.1: Itemset size vs Number of Frequent Itemsets.
Figure 4.2 shows the execution time on the three data sets. The results of the
algorithms are computed as an average of 20 runs. Each run corresponds to a different
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shuffle of the input data set. Note that for DSS and Algo-Z, the execution time consists
of the time spent for obtaining the sample as well as using the Apriori algorithm
to generate the frequent patterns (AFIappro) from the sample. As we can see, the
cumulative execution times of DSS, Algo-Z and LCA grow linearly with the number
of transactions processed in the streams. In particular, Algo-Z is the fastest because
it only needs to maintain a sample by randomly selecting transactions to be deleted or
inserted in the reservoir. There is no real processing work to be done on any incoming
transaction. Unlike Algo-Z, DSS processes every incoming transaction by computing
the distance it may cause if included in the sample. As a result, its processing speed
is slower than Algo-Z. However, the slowest algorithm is LCA. In all three data sets,
LCA spent the most amount of time.
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Figure 4.2: Execution time on T10/3£>2000.fi:, T15I7D2000K and Kosarak.

4.4.2

Accuracy Measurements

Figure 4.3 displays the accuracies of the three algorithms against the number of
transactions processed. Here, Ace is computed using Eq. 4.11. As expected, Algo-Z
achieved the worst performance. As the number of transactions to be processed increases, we see that its accuracy drops significantly. Since the reservoir is a fixed size,
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the sampling ratio decreases at every test point. Prom the graph, DSS achieved good
accuracy even for small sampling ratios. Its accuracy remains almost stable for all
the test points. Although LCA guarantees 100% recall, its performance was heavily
affected by its poor precision. This can be clearly seen in the figure. From Figure 4.3,
it is clear that the accuracy of LCA was dragged down due to its low precision value.
For all the three data sets, its performance is lower than DSS.
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Figure 4.3: Accuracy on T10I3D2000K, T15I7D2000K and Kosarak.

4.4.3

Varying 1Z

When running DSS, there is always a need to re-calculate the distance of the transactions in the sample because the global histogram will be slightly modified whenever
a new transaction arrives. Unfortunately, to re-rank every transaction in the sample
for every incoming transaction will be very costly. To cope with this problem, the
parameter, 7Z, is introduced. The idea is very simple. If 71 new transactions have
been inserted into the sample, we will activate the ranking mechanism. 71 is the only
parameter in DSS. Figure 4.4 illustrates the impact of varying the value of 71 in DSS.
We provide four variations (1, 5, 10 and 15) of 71 for the data set T15I7D2000K.
89

ATTENTION: The Singapore Copyright Act applies to the use of this document. Nanyang Technological University Library

CHAPTER 4. DATA REDUCTION METHOD F O R TRANSACTIONAL DATA STREAMS

From the Figure 4.4a, we see an obvious gap for TZ = 10 and TZ = 15. However, the
different in accuracy for TZ = 1, TZ = 5 and 72. = 10 is not so apparent. In addition,
from the Figure 4.4b, as TZ gets smaller, the execution time increases. This suggests
that the value 10 is a suitable default value for TZ. Unlike LCA which has a drastic
effect either on its speed or memory if e is wrongly set, TZ is less sensitive.
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4.4.4

DSS with Higher Itemsets

So far, we have been discussing using the frequency of single itemsets to maintain
the histogram. What about the support for 2-itemsets or k-itemsets? Logically, DSS
having higher itemsets would perform better than one that is using only 1-itemsets.
However, by considering all large itemsets in the histogram would be to generate
all the 2 1 subsets of the universe of I items. It is not hard to observe that this
approach exhibit complexity exponential in I , and is quite impractical. For example,
in our experiment, we have I = 10000 items. If we consider having 2-itemsets in the
histogram, we would generate about 50 million of possible combinations. Note that it
is still technically possible to maintain an array of 50 million 2-itemsets in a system.
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However, to go up a higher order will be impossible. In this section, we shall compare
the performance of DSS with and without 2-itemsets in the histogram.
To maintain 50 million counters in Histg and Histc, we can still adopt the trimming method discussed in Section 4.2. The extra work added to DSS is the generation
of all possible 2-itemset combinations for all incoming transactions. For example, a
transaction having item A, B, C and D will generate AB, AC, AD, BC, BD and CD.
In Figure 4.5, we compare the performance of DSS having 2-itemsets with one that
uses only 1-itemsets on 7T5.Z7.D2000K'. From Figure 4.5a we see that DSS having
2-itemsets on average has a small increase of 2% in accuracy over normal DSS. In
Figure 4.5b, we discover the price we need to pay for higher accuracy. The execution
time for DSS having 2-itemsets increases tremendously. It took more than 2 hours
to complete the sampling process where as a normal DSS finished in less than 5 minutes. Therefore, this explains why at our current research level we only focus on single
itemsets.
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4.4.5

Handling Noise

Removing transactions that are corrupted with noise is an important goal of data
cleaning as noise hinders most types of data analysis. This section shows how DSS
is not only able to produce high quality sample from normal data sets, but it is
also able to cope with data sets having corrupted transactions by preventing these
transactions from being inserted into the reservoir. To demonstrate the robustness
of DSS against noise, we let the three algorithms operate on a noisy data set. For
this experiment, we added 5% of noise to T15I7D2000K. Noise was added using the
rand function. With a probability of 5%, we corrupt an item in a transaction by
replacing it with any item in X. Similar to the previous experiments, we made use
of the true frequent patterns uncovered from the original data set to compare with
the approximate frequent patterns uncovered from the corrupted data set. Figure 4.6
illustrates the performances of the three algorithms against noise. For reference, the
results for the algorithms operating on the noise free data set are also included in the
plot. From the graph, DSS suffers the least in terms of accuracy when noise was
added to the data. Its overall accuracy is maintained at about 75% and its maximun
drop in performance is at most 2% when the test point is at 400k. However, for LCA
and Algo-Z, the gap between the original result without noise and the result with
noise is wider when compared with the one by DSS. The greatest drop in accuracy is
by 5% for LCA when the test point is at 2000k and by 6% for Algo-Z when the test
point is at 1600k.
To make the comparison complete, we introduced 5%, 10% and 20% of noise to
the three data sets. Figures 4.7, 4.8 and 4.9, show the results by varying the noise
level. In all the data sets, the performances of the three algorithms are affected by
noise. Their performances declines as the noise level increases. However, a closer look
at the results reveals that even when the noise level is set at 20%, the performance
of DSS does not suffer too badly as compared with Algo-Z and LCA. For example in
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Figure 4.6: Accuracy on corrupted data set.
Figure 4.9, when processing Kosarak data set having 20% of noise level, the drop in
accuracy for DSS is at most by 5% (test point = 400k). However, Algo-Z suffers 21%
loss in accuracy (test point = 990k) and LCA suffers 11% (test point = 400k).
In these experiments, we can see that DSS outperforms the other two algorithms
in terms of noise resistance. We reason this is due to the ranking process of DSS.
As DSS is a deterministic sampling, every incoming transaction is processed and
ranked according to its importance in the sample. When an incoming transaction
is corrupted, its presence in the reservoir would create a larger discrepancy between
Histc and Histg than when it is not corrupted and thus its chance to be inserted into
the reservoir is low. In other words, employing distance based sampling is beneficial
as it helps in filtering out noisy data from the database. As for Algo-Z, it uses simple
random sampling and therefore it is blind towards noisy data. This explains why its
performance is the most unreliable. Similarly for LCA, data is processed in batches.
In a single batch of transactions, there can be a mixture of actual transactions as
well as some corrupted transactions. LCA only maintains a set of entries to keep
track of the counts of those itemsets that it regards as significant patterns. However,
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there is no filtering process to distinguish between actual and corrupted transactions.
Therefore its performance is poor particularly when a lot of noise is introduced.
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4.4.6

Comparison with Theoretical Bounds

Zaki et al. [ZPL096] set the sample size using Chernoff bounds and find that sampling
can speed up mining of association rules. However, the size bounds are found too
conservative in practice. Moreover, Chernoff bound assumes data independence. In
reality, data in a data stream is most probably dependent or correlated. When data
is dependent in a transactional data stream, the quality of the sample cannot be
guaranteed. In the last part of this experimental evaluation, we shall compare the
performance of distance based sampling with the theoretical bounds.
Denote by X the number of transactions in the sample containing the itemset /.
Random variable X has a binomial distribution of n trials with the probability of
success amin. For any positive constant, 0 < e < 1, the Chernoff bounds [HR90] state
that

P(X < (1 - e)namin) < e^2™™^2

(Eq. 4.12)

< e^2™^!*

(Eq. 4.13)

P(X > (1 +e)namin)
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Chernoff bounds provide information on how close the actual occurrence of an
itemset in the sample is, compared to the expected count in the sample. Accuracy is
given as 1 — e. The bounds also tell us the probability that a sample of size n will have
a given accuracy. We call this aspect confidence of the sample (defined as 1 minus
the expression on the right hand side of the equations). Chernoff bounds give us two
sets of confidence values. The first equation gives the lower bound - the probability
that the itemset occurs less often than expected and the second one gives the upper
bound - the probability that the itemset occurs more often than expected.
The following plots in Figure 4.10 show the results of comparing theoretical Chernoff bound with experimentally observed results. We show that for the databases we
have considered the Chernoff bound is very conservative compared to the two sampling algorithms. Furthermore, we show that DSS samples are more accurate than
reservoir sampling Z algorithm. We can obtain the theoretical confidence value by
simply evaluating the right hand side of the equations. For example, for the upper
bound the confidence C = 1 — e~£ n<T™"/3. We can obtain experimental confidence
values as follows. We take s samples of size n, and for each item we compute the confidence by evaluating the left hand side of the two equations as follows. Let i denote
the sample number, 1 < i < s. Let lj(i) = 1 if {namin — X) > namine in sample i,
otherwise 0. Let h]{i) = 1 if (X — namin)

> namine in sample i, otherwise 0. T h e

confidence can then be calculated as 1 — Y^Li hi(i)/s,

for the upper bound. For our

experiment we take s = 100 samples for both algorithms Z and DSS for each of the
three data sets. We cover our discussion on all 1-itemsets. Using the theoretical and
experimental approaches we determine the probabilities (1-confidence) and plot them
in the following figures. Figure 4.10 compares the distribution of experimental confidence of simple random sampling and DSS to the one obtained by Chernoff upper
bounds. The graphs show the results using 7T577JD2000A', n = 2000 with e = 0.01.
From the figure, Chernoff bounds, with a mean probability of 99.95%, suggests that
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Figure 4.10: Probability Distribution.
this sample size is 'likely' unable to achieve the given accuracy. Obviously, this is
very pessimistic and over conservative. In actual case, simple random sampling (or
Algo-Z) and DSS gave a mean probability of 75% and 43% respectively.
Figures 4.11, 4.12 and 4.13, provide a broader picture of the large discrepancy
between Chernoff bounds and experimental results. For the three data sets, we plot
the mean of the probability distribution for different Epsilon (e). Different values
of sample size are used (from 0.1% to 10%). The higher the probability, the more
conservative the approach is. So we can see that DSS samples are the most accurate,
followed by Algo-Z samples, and the theoretical bounds are the most conservative.
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Figure 4.11: T10I3D2000K: Epsilon vs. mean Probability.
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Figure 4.12: T15I7D2000K: Epsilon vs. mean Probability.
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4.5

Summary

As the volumes of available data grow too fast for the hardware to keep up, the data
mining tasks encounter the scalability problem. There is a pressing need to have
algorithms that handle data in an online fashion with a single scan of data stream
whilst operating under resource constraints. An effective way to address this issue is
to run the mining algorithms on a sample of the data. Gearing the data reduction
algorithms to generate high-quality sample for the problem at hand provides better
approximation results compared to simple random sampling (SRS). We have compared three algorithms LCA, Algo- Z and DSS. For sampling, random (Algo-Z) and
deterministic (DSS) sampling are covered. If the sample size is small, it is advisable to
adopt deterministic sampling than random sampling although deterministic sampling
is more time consuming.
An empirical study using both real and synthetic databases supports our claims
of efficiency and accuracy. In comparison to traditional two-phase data mining approaches (LCA), which store meta-patterns and re-mine internal data structures to
finalize mining results, DSS has better time and space efficiencies. Random sampling
produces sample of poor quality when the sample is small. Results show that DSS
is significantly and consistently more accurate than both LCA and Algo-Z, whereas
LCA performs consistently better than Algo-Z. The sample generated by DSS is well
suited for dataset having vector of items. However, beside data mining, there are
other problems that are highly relevant for data streams. For example, we can explore distance based sampling to search for unusual data. This has application to
network intrusion detection and can be considered for future extension of DSS.
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Chapter 5
Utility Mining over Transactional
Data Streams
This chapter is based on [ND08b]. As discussed in the previous chapter, frequent
pattern mining is an interesting subfield of data mining and has seen a proliferation of
techniques over the past several years [AIS93, AS94]. A prominent aspect of research
is the measuring of "usefulness" of the discovered patterns. Extracting meaningful
patterns from data streams is important in many applications. In practice, F P M
suffers from an embarrassment of richness: one often obtains too many results. The
number of frequent patterns one discovers is inversely related to the support threshold.
If one sets this threshold (too) high, one only discovers already well-known patterns.
If one lowers the threshold, the number of patterns grows dramatically. The number
of discovered frequent patterns can be easily in the thousands or tens of thousands.
Getting more results than tuples in the database is not unheard of. Clearly, such large
numbers of patterns are very difficult, if not impossible, to be analyzed by a human
user. Furthermore, F P M only considers if an item is absent or present in a transaction.
The quantity of the items present in a transaction has been tacitly ignored. External
information such as the profit or cost of the item has not been considered as well.
Recently, the term utility mining (UM) was suggested in [YHB04] to address the
shortcomings of FPM. In this context, utility refers to the measuring of how valuable
an itemset is. The utility of an itemset can be measured in terms of cost, profit,
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or other expressions of user preference. Thus, the main goal of UM is to mine high
utility itemsets from a database. High utility itemsets differ from frequent itemsets
in that the utility of the items in each itemset is taken into account (e.g., the profit
associated with an item may be considered). We consider a Two-Phase algorithm to
efficiently mine high utility itemsets in large data sets.
In this chapter, we extend the challenge of UM from traditional static databases
to data streams. Here, we recognize two fundamental issues namely :
(i) How much data is sufficient for UM? Having access to massive data does not
necessarily imply that a data mining system must use all of it.
(ii) How to deal with time-changing data streams? A data stream has necessarily a
temporal dimension, and the patterns embedded in it are more likely to evolve
as time goes by.
As demonstrated in the previous chapter, the method of sampling has great appeal
because it generates a sample of the original multi-dimensional data representation.
Thus, it can be employed with arbitrary data mining applications with little modifications to the underlying methods and algorithms. As such, sampling techniques
in data mining have a long history, and they have also been recently considered as a
way to practicality for FPM [Toi96, ZPL096, Par02, BCD+03, DN06]. Indeed, when
faced with an infinite data set to analyze, it may be much more efficient to select some
representative subset of the data and perform the mining on this subset. If the size
of the subset is well defined, we can expect that the model obtained from mining the
sample to be similar to one obtained from mining the entire data set. In this chapter,
we employ the distance based sampling for streaming data (DSS). The algorithm is
designed to produce sample that are "close" to the data set processed so far.a [DN06].
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Suppose we employ a mining algorithm to create a model that describes certain
aspects of the data stream. Assuming the current data generating process to be
stationary, it is possible to simply feed this algorithm with a "good" sample. In
such a scenario, our main problem will be to seek only the best sampling technique
such that a sample can be used to represent the unbounded data stream. We can
then draw upon years of research in sampling where powerful techniques have already
been implemented [Coc77, OR95, JMR05]. Unfortunately, such an assumption is
impractical as data streams do change. Moreover, it is a non-trivial task to determine
when change really occurs. Past research on mining frequent patterns over stream
data has mainly focused on adapting rather than detecting changes [GHP+03, CL03b,
CWYM04]. Maintaining an up to date model is important. However, we contend
that it is also imperative to alarm the user when change is detected. A user may be
interested to understand the nature of the change so that he can take the appropriate
action against such change in the shortest possible time. Therefore, in this spirit, we
will also cover an online change detection method that is capable of working with
sampling and UM algorithms.

5.1

Research Problem

Consider a data stream composed of two consecutive subparts (DA and DB)- The
transition from DA to DB occurs at time tchange (see Figure 5.1). Such a scenario
is common in applications that have seasonal changes , e.g. from winter to spring.
We may want to conduct sampling over certain fixed time interval. For example, we
obtain the sample SA\ from time t0 to t\. To obtain SAI, some techniques such as
the reservoir sampling [Vit85] can be employed. We can then mine SAI and construct
a reference model (high utility itemsets) that represents DA- Next, we obtain the
sample SA2 from time ti to t2. Assuming that the data are generated independently,
the data distribution of SAI and SU2 should be identical (P(SAI)
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Figure 5.1: Comparing sample distribution
respect, whatever high utility itemsets found in SAI axe likely to be uncovered again
in SAI- Let SAU the sample that is used to build the reference model, be the reference
sample. We can then periodically compare the reference sample with the current
sample. We will need to design a test algorithm that can determine if the present
and past data streams are different. If the test indicates that they are different, the
mining algorithm will be triggered to alarm the user. In this case, SB will replace
SAI as the new reference sample and the monitoring process continues [KBDG04].
All the samples will be processed in the main memory. In addition, to provide a
mechanism for making quantitative descriptions of the detected change, we can adopt
the statistical test. A statistical test will determine if there is any difference between
the two models. We believe there is the opportunity for an immensely rewarding
synergy between data mining and statistics.

5.1.1

Motivating Applications

We provide some examples to make the above research problem concrete.

E x a m p l e 5.1 (Utility Mining). A click stream is the recording of what a user clicks
on while Web browsing. Click stream analysis is useful for Web activity analysis, software testing, market research, and for analyzing employee productivity. A sequence
of clicks as a visitor explores a Web site can be considered as a transaction. Depend103
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ing solely on the number of visits to a Web page might not be sufficient to answer
questions, such as whether this Web page (or item) has a high utility value. Since
the number of visits to a Web page and the time spent on a particular Web page is
different for different visitors, the total time spent on a page by a visitor can also
be viewed as a utility. A Web site designer can study the behavior patterns of the
visitors by looking at the utilities of the page combinations and then re-organizing
the link structure of their website to cater to the needs of the visitors.

Example 5.2 (Change Detection).

A sales manager may be interested in analyz-

ing the outcome of a marketing campaign targeted at increasing the sales of some
discounted products. The goal may be to assess the overall accomplishment of this
campaign and the impact on other related products. The manager is likely to trace
and compare the customer behavior reflected in the transactions recorded before the
campaign with the transactions recorded after the campaign. To do this, he needs
to know when a significant change occurs after the campaign is launched.

Example 5.3 (Building New Model).

An analyst may wish to employ d a t a min-

ing techniques to summarize a large database to facilitate decision making. The data
mining model does not necessarily need to be changed as long as the underlying data
distribution is stable. However, if significant changes are detected in the distribution,
the reliability of this model might drop drastically. Past research has focussed on
adapting to changes by using a sliding window or a time decay factor that slowly
dilutes the effect of outdated information.

However, if the change is significant, it

will be awkward to have a model built from a database t h a t consists of a mixture
of recent and outdated information. In this respect, it is advisable to forget the old
transactions and rebuild a new model based on the recent transactions once a change
is triggered.
104
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5.2

Utility Mining

In the field of UM, there axe several definitions of useful itemset depending on the
user's objective. Research that assigns different weight to items has been introduced
[CFCK98, TMF03]. The share measure is presented in [BH03] to overcome the shortcomings of support. It reflects the impact of the quantity sold on cost or profit of
an itemset.

[CYS03] recently proposed a new pruning strategy based on utilities

that allows pruning of low utility itemsets to be done by means of a weaker but
anti-monotonic condition. Our discussion follows closely on the work presented in
[YHB04, LkLC05a, LkLC05b, TCL06, ND08b]. The earliest work on mining temporal high utility itemsets from data streams is by [TCL06]. They proposed an algorithm
named THUI-Mine that can mine temporal high utility itemsets from data streams.
The underlying idea of THUI-Mine algorithm is to integrate the advantages of the
Two-Phase algorithm [TCL06] and a sliding window model [LLC05], and augment
incremental mining techniques for mining temporal high utility itemsets efficiently.
However, the algorithm does not provide any solution for detecting changes in data
streams.
For ease of exposition, this section provides the common notations that will be
found in this chapter. We adopt similar definitions as in [YHB04, LkLC05b]. The
problem of UM can be formally stated as follows: Let Ds denote a data stream, which
is a sequence of continuously in-coming transactions, e.g., t\, t%,..., t^. We denote N as
the number of transactions processed so far. Each transaction has a unique identifier
(Tid) and contains a set of items. Let X — {i\, 12,..., im} be a set of distinct items.
The local transaction utility value, lo(ip,Tq), is the amount of item ip present
in transaction Tq (see Table 5.1). For example, the amount of an item sold in the
transaction might be used as the transaction utility. The external utility, ex(ip), of
an item ip is based on information not available in the transaction. For example, it
might be stored in a utility table, such as that shown in Table 5.2, which indicates the
105
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Table 5.1: Transaction table. Each row is a transaction. The columns represent the
amount of items in a particular transaction.
Transaction ID
Tx
T2

n
n
n
n

ItemA
5
0
0
20
0
12

ItemB
1
2
4
0
2
0

ItemC
3
1
1
3
0
1

ItemB
0
0
0
2
1
0

ItemE
1
0
2
4
6
7

Transaction Utility
117
60
104
148
77
91

Table 5.2: The external utility table.
Item Name Profit ($)
1
Item A
15
Item B
30
Item C
5
Item D
7
Item E

maximum profit for each item. To measure the utility of ip in transaction Tq, we simply
compute the product of lo(ip,Tq) and ex(ip). For example, for u(A, Tx) = 5 x 1 = 5.
An itemset X is a set of items such that X e (2^ — {0}) where 2'zl is the power set
of T. An itemset with k items is called a fc-itemset. We write UABCV for the itemset
{A, B, C} when no ambiguity arises. To measure the utility of X in transaction
Tq, we simply compute the sum of all u{ip,Tq) where ip G X.
uiABCTj

For example, for

= u{A,Tx) + u{B,Tx) +u{C,Tx) = 110.

Definition 5.6 [Utility of an itemset X] The utility of an itemset X is the sum
of utilities of X in all transactions containing X:

u(X)=

J2

<XiTi)-

TqeD/\XCTq

For example, u(DE) = u(D, T4) + u{E, TA) + u{D, T5) + u(E, T5) = 85.
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Definition 5.7

[High Utility Itemset] An itemset X is considered a high utility

itemset if and only if its utility is more than or equal to some minimum utility threshold
utilmin. We denote the set of all the high utility itemsets by AHU.
Thus, the job of UM is to mine for all the high utility itemsets in D. A lattice
structure can be used to enumerate the list of all possible itemsets. Figure 5.2 shows
an itemset lattice for I —{A,B,C,D,E}.

However, it should be emphasized that

when computing the utility of an itemset, the itemset utility can either increase or
decrease as the itemset is extended by adding items. There is no efficient strategy to
find all the high utility itemsets due to the non-existence of anti-monotone property
in the utility mining model. For example, u(AC) > u(A).
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Figure 5.2: An itemset lattice generated from Table 5.1.
A brute-force approach for finding high utility itemsets is to determine the utility value for every candidate itemset in the lattice structure. To do this, we must
compare each candidate against every transaction. Unfortunately, the generation of
candidate itemsets is the most costly in terms of time and memory space. The real
challenge of UM is in constraining the size of the candidate set and simplifying the
107
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computation for calculating the utility. In [YHB04], a heuristics is used to predict
whether an itemset should be included in the candidate set. However, the prediction
usually overestimates, particularly at the initial stages, where the number of candidates approaches the number of all the combinations of items. The examination of a
large combinations is impractical whenever the number of items is large or utilmin is
low. To circumvent this problem, the Two-Phase algorithm is proposed by [LkLC05b].

5.2.1

Downward Closure Environment

Here, we discuss an algorithm which is able to mine high utility itemsets in large data
sets efficiently. The relevant definitions and theorem are given as follows.
Definition 5.8

[Transaction Utility] The transaction utility of Tq, denoted as

tu(Tq), is the sum of the utilities of all the items in Tq:

tu(Tq) = ^2u(ip,Tq).

(Eq. 5.2)

iP€Tq

For example, tu{Tx) = u(A,Ti) + u{B,Ti) + u(C,Tx) + u(E,Ti) = 117.

Definition 5.9 [Transaction-weighted Utilization] The transaction-weighted utilization of an itemset X, denoted as twu(X), is the sum of the transaction utilities of
all the transactions containing X:

twu(X) = J2

tu

(Tq)-

(Eq- 5-3)

XCTq€D

For example, twu(AC) = tu(Ti) + tu(T4) + tu(T6) = 356.

Definition 5.10 [High Transaction-weighted Utilization itemset] An itemset
X is considered a high transaction-weighted utilization itemset if and only if twu(X)
is more than or equal to the user defined threshold twumin.
the high transaction-weighted utilization itemsets by AHTW.
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T h e o r e m 5.1 The transaction-weighted

utilization is downward closed with respect

to the lattice of all itemsets.

Proof:

We let itemset Y be a high transaction-weighted utilization itemset and

itemset X be a subset of Y. This implies that for all transaction Tq D Y, Tq 3 X
too. Therefore,

tWu(X) = J2

tu T

X<ZTq£D

When utilmin

= twumin,

( <l) ^

5Z

tU T

(^

= tWU Y

() ^

twU

min-

•

YCTqeD

it is not difficult to show t h a t a high utility itemset is

also a high transaction-weighted utilization itemset (AHU C AHTW).

Theorem 1 is

useful as it allows one to create a downward closure environment so that redundant
itemsets can be efficiently pruned away using conventional mining algorithms. The
Two-Phase algorithm employs it for the transaction-weighted utilization mining in
Phase I. Similar to the Apriori algorithm [AS94], it applies the downward closure
property on the search space to expedite the identification of candidates. Thus, only
the combinations of high transaction weighted utilization itemsets are added into the
candidate set at each level during the level-wise search. Consider the example when
utilmin equals to 150.
In Figure 5.2, the shaded boxes refer to the reduced search space.

The con-

tent in each box represents transaction-weighted utilization / number of occurrences.
Any itemset having transaction-weighted utilization > twumin

will be considered as

a high transaction-weighted utilization itemset. Note t h a t the output from Phase I
are AHTW

(all solid and dashed circles). We are only interested on AHU.

Phase I

may overestimate some low utility itemsets, but it never underestimates any itemsets.
Therefore, in phase II, one database scan is performed to filter the overestimated
itemsets in order to get AHU (all solid circles).
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5.3

Experimental Evaluation I

Here, we present an experimental comparison between DSS and the existing random
sampling, Algo-Z, in the context of UM. All experiments were performed on a 1.7GHz
CPU Dell PC with 1GB of main memory running on the Windows X P platform. The
algorithms were written in C + + . We used the synthetic data sets in our experiments
and they were generated using the code from the IBM QUEST project [AS94]. The
two data sets that we used are T9ISD2000K

and T15I7D2000K

(see Section 3.5 for

the nomenclature of these two data sets). Items were drawn from a universe of I = 5k
unique items. Note that these data sets only contain quantity of 0 or 1 for each item
in a transaction. To suit our need, we randomly generated the quantity of each item in
each transaction, ranging from 1 to 10 [LkLC05b]. The external utility table was also
synthetically generated by assigning a utility value to each item randomly, ranging
from 0.1 to 100. The results of the two algorithms are computed as an average of 10
runs, each one corresponding to a different shuffle of the input.
Since UM is focused on finding the high utility itemsets, the performance metric
to measure the accuracy of DSS is based on the set difference between all high utility
itemsets generated from the sample S and all the transactions processed so far Ds.
Hence, it is sensitive to both false and missing high utility itemsets. In particular, the
measure of accuracy is defined as:

AcCUraCV

=' '

\L(S)\

+

\L(Ds)\

(Eq

'

5 4)

'

where L(Ds) and L(S) denote the sets of high utility itemsets in Ds and S respectively.
The threshold is set at utilmin = 1%. The experiment compared the performance of
DSS and Algo-Z at different sampling ratios. We chose sample ratios ranging from
0.1% to 5%. Figure 5.3(a) displays the accuracy of DSS and Algo-Z against the
110
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Figure 5.3: Results for synthetic data sets

sampling ratio after processing 2 million transactions. From the graph, DSS achieved
good accuracy even for small sampling ratios. Thus, with a sampling ratio of 1%, DSS
gave an accuracy of more than 85% for both data sets while random sampling can
only achieve at most 71%. For larger ratio, the accuracies of DSS settle at near 95%
and 91% for T9I3D2000K and T15I7D2000K respectively. Algo-Z could not even
hit 90%.
Figure 5.3(b) depicts the execution time of the two reservoir sampling algorithms
vs. the sampling ratio. Note that the execution time consists of the time for obtaining
111
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the sample as well as using the Two-Phase algorithm to generate the high utility
itemsets. For reference, the execution times for running the entire data sets are
also included in the plot. As expected, the time increased when the sampling ratio
increased for the two algorithms. In particular, Algo-Z is faster because it only needs
to maintain a sample by randomly selecting transactions to be deleted or inserted in
the reservoir. There is no real processing work to be done on any incoming transaction.
Due to the nature of DSS, which is deterministic sampling, DSS is more timeconsuming than random sampling. However, even when the sampling ratio is 5%, the
time spent by DSS is much lower than running the entire data sets. The execution
time for DSS is still reasonable considering the high accuracy achieved. Note that
once a set of transactions is selected, it can be used multiple times for data mining
purposes. In this way, the extra time used by DSS to choose a better sample than
Algo-Z is worthwhile.

5.4

Change Detection

For change detection, we would need to generate two sets of samples. It is not difficult
to create two reservoir samples at separate time intervals. For example, from time 0 to
ti, we maintain a reservoir of size n and from t\ to t2, we maintain another reservoir of
the same size (see Figure 5.4). The interval [t0,ti] provides the range of transactions
(iVi) for computing high utility itemsets. However, (JVi) can easily overwhelm the
memory space. Even if it is possible to store them in the main memory, the time
{tP — ti) to compute all the transactions may be too expensive. To meet the real
time requirement, we can allow the reservoir sample to be kept in the main memory
and processed such that the approximate high utility itemsets can be uncovered at t'p
where t'p — ti - C t p - ^ .
In the case of UM, there will be two sets of all high utility itemsets (AHU) for
the two samples. Here, any term having a subscript of ref or cur relates to the
112
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Figure 5.4: A fragment of sequence
reference and current samples respectively. For example, AHUcur denotes the set of
all frequent itemsets generated from the current sample. A straightforward solution
for change detection is to measure the symmetric set difference (SD) between these
two sets of AHU [LCK98, BCD+03]. The smaller the value of SD, the greater is the
similarity between AHUref

and AHU an- (and vice versa). Note, however, that while

computing SD, the absolute utility value of each high utility itemset has been ignored.
We view the utility value of the itemsets as a potentially useful information. Consider
a threshold utilmin

= 200. Then, an itemset ABC having the utility value of 200 in

the reference sample and 2000 in the current sample will be treated as high at the
same time. Obviously, there is a significant difference but this will not be reflected in
SD.
Interestingly, [KBDG04] provides a good study for detecting general changes in
the data distribution of the data stream. They proposed a change-detection method
with statistical guarantees of the reliability of detected changes. This research can be
beneficial to the user as it reduces the overhead incurred from repeatedly mining the
data set. We would only need to rebuild the model if there is a change in the d a t a
stream. Unfortunately, monitoring the stream directly for changes becomes difficult
when the dimensions of the data becomes an issue.
In order to determine whether there are deviations between the current and the
past data stream with respect to high utility itemsets, one may construct two discrete
distributions. Each bin in the distribution corresponds to an itemset. We want to
know if the past and present data streams are related based on the distributions.
However, it is practically impossible to establish a distribution that contains all the
113

ATTENTION: The Singapore Copyright Act applies to the use of this document. Nanyang Technological University Library

CHAPTER 5. UTILITY MINING OVER TRANSACTIONAL DATA STREAMS

possible itemsets. For example, if I is a set of all distinct items, to build a histogram,
one would required 2'zl — 1 number of bins! Since we are unable to build a distribution
out of the data stream, we must base our conclusions on the models produced from
the samples. The ACD in [ND08b] differs from the work in [KBDG04] in another
salient manner; it focuses on change detection purely on UM. It attacks the problem
from another angle, that is, it detects the changes between two samples in terms of
data mining models they induce. We would need a tool that can compare these two
models.
Statistical tools for exploring such hypotheses are often called hypothesis testing [PGOO]. The basic principle of the hypothesis testing is as follows. We start
by defining two complementary hypotheses: the null hypothesis and the alternative hypothesis. In our case, the null hypothesis, denoted as HQ, might state that
HistTef = Hist,-ur, i.e. there has been no detectable change in the data stream, and
the alternative hypothesis (Hi) might state that Histrej ^ Hist^,

i.e. there is a

detectable change. Histref denotes distribution representing the reference model and
Hist^

denotes distribution representing the current model. Using the reference and

current models, we can compute a test statistic e.g., student-i statistic. The statistic
value would vary from sample to sample. Based on the test statistic, the p-value is
determined. The p-value represents the probability of having a sample as extreme as
or more extreme than the current sample with respect to the reference sample. If the
p-value is less than the level of significance, the null hypothesis is rejected, or else the
null hypothesis is accepted.

5.4.1

Algorithm for Change Detection (ACD)

In order to determine whether there are deviations between the current and the past
data stream with respect to high utility itemsets, we construct two discrete distributions. Each bin in the distribution corresponds to an itemset. We want to test if the
past and present data streams are related based on the histograms. The algorithm
114
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Algorithm 2 Algorithm for Change Detection
1: Ti-ti-,
2: load S\ to windowref at t\\
3: AHUref <- FindHighUtilityItemsets(u;m<fou; re /);
4: Z = 1;

5: while not end of stream do
6:
i + +;
7: load Si to windowwr at tf,
8:
AHUcur <r- FindHighUtilityItemsets(w;mcto«; cur );
9:
AHU'ref = scan(windowref, Missref) + AHUref',
10:
AHU'^ = scan(windoWcur, Misscur) + AHUcur]
11:
if TEST(AHUref,
AHU^)
= Reject then
12:
r < - *;;
13:
Report change at time T;
14:
load Sj to windowref]
15:
AHUref = AHUcar]
16:
end if
17: end while

for detecting change in data steam is outlined in Algorithm 2. In the beginning, the
first batch of transactions (S\) will be loaded into the reference window

(windowref).

Using the Two-Phase algorithm [LkLC05b], we can efficiently generate all the high
utility itemsets, AHUref, from windowTef- In the next time interval, a new batch of
transactions S2 is loaded to the current window, window^-

We then generate the

AHUcur. The absolute support value of each high utility itemset will be recorded (line
2-8).

To test for discrepancy, we compare AHUref

with AHUcur. Note that when we

conduct the statistical test, we are actually comparing the high utility itemsets based
on their utility values. In an ideal case, if the data distributions at any time interval
are found to be consistent, we should be able to find a match. That is, whatever high
utility itemset discovered in windowref

can also be discovered in window car-, and vice

versa. Therefore, each high utility itemset will contain two utility values (one from
each window). However, there may be a small set of itemsets whose utility values are
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very near to utilmin. As a consequence, even when there is no shift of patterns in the
data stream, we might still encounter some itemsets that are present in AHUref but
absent in AHU^r, and vice versa. ACD does not end at simply comparing itemsets
which are in AHUref^AHU^r.

In fact, as long as an itemset is considered high

utility in either windowref or window^r, it has to be included in the test.
Definition 5.11

[Missing Itemsets] We define Missref

(or AHU^

— AHUref)

as a set of itemsets that is considered high utility in window^r but not in windowref
and Misses? (or AHUref - AHUcur) as a set of itemsets that is considered high utility
in windowref but not in windoWcurWe would like to look into why these missing itemsets are considered high utility
in one window but not in another. To include these itemsets in the test, the utility
value must be obtained from both the windows. Since we already have one of their
utility value through the Two-Phase algorithm, what we need to do is to perform a
single scan on the window that classified these itemsets as low utility (line 9-10). For
example, if itemset ABC is considered high utility in windowc^ but not in windowref,
we will do a scan on windowref to compute its utility value. That means, at any time
there are two samples residing in the memory.
Once the scanning is done, we will have two sets of itemsets, AHU'ref and
that cover windowref and window^

AHU^,

respectively. A test will be conducted on these

two sets to see if there is any discrepancy (line 11). The discrepancy is based on
the difference in utility value of the itemsets in the two windows. That means even
when there is no difference in the list of high utility itemsets in the two windows,
ACD may still detect change. This way the user is warned even before the major
change takes place. The statistical tests are based on a level of significance. The user
can set it according to the application, i.e., if the application is required to detect
very fine changes then the level of significance can be set high. If there is significant
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change, ACD will report a change in the current stream. The content in

window^r

and AHUcur are then transferred to windowref

window^r

and AHUref

respectively,

will be cleared to accommodate the next batch of transactions. The test cycle is
repeated again.
Note that in situations when the change is insignificant or the change rate is
gradual, the window^r

and windowref

may overlap considerably. In this case, it may

be difficult for any test algorithm to detect transition. Even if the test algorithm
fails, the window^

is always in the main memory and we can output the most recent

mining result to user upon request. In this way, we cover adaptation and detection
at the same time.

5.5

Statistical Test

An important aspect of the proposed algorithm is the ability to test whether the
frequency counts of itemsets in the reference window are different from the frequency
counts of those itemsets in the current window. Statistical tests are very helpful.
There are many statistical tests [PGOO]; choosing the right one for the given task can
be at times challenging as it is in this case. Let us consider the characteristic of the
test that we wish to do:

(i) it is paired and two-sample

because for the reference and current windows we

compare the frequency counts of the same itemsets,
(ii) it is not continuous, but count data,

(iii) the underlying distribution is not given, but one may argue in favor of approximate normal distribution considering the fact that the data are frequency counts
- typically when it is count data, binomial distribution is used, and when the size
is large (as is the case here) one may approximate it to be normal distribution,
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(iv) we are interested in determining whether the differences (irrespective of positive
or negative) between the corresponding counts are significant.
Considering these criteria, one may choose, paired i-test, non-parameteric tests
(Sign test and Wilcoxon Signed-Rank test for paired samples), Chi-square test, test of
two proportions, and Fisher's exact test. Let us consider the suitability of these tests
for our task in a systematic manner. We devote some space here for describing and
analyzing the suitability of these tests in order to give a comprehensive understanding.
A simple data is used to compare the suitability among the different methods. Sample
1: Item A - Utility 30, Item B - Utility 70; Sample 2: Item A - Utility 70, Item B
- Utility 30. Obviously, these two samples are very different. Note that this simple
data is used just for making the reader understand the inherent characteristic of
each statistical test. In actual testing, much larger data is used, but the inherent
characteristic remain unchanged.

5.5.1

Paired £-test

The paired t-test is used for two samples that are paired. Two samples can be
paired either by self-paring (the same subject has two values corresponding to the
two samples) or by matching (there are actually two subjects but they are matched
using some common characteristics). In our case the samples are self-paired, i.e.,
the utilities of the same itemset is measured in two samples - reference and current
windows. The null hypothesis is that the two population (from which the two samples
were drawn) means are the same, or in other words their mean difference is 0. The
alternative hypothesis is that the mean difference is not 0.
Assuming that the data is approximately normally distributed, t-test is applied.
The following equations mathematically depict this. H0 : 5 = 0, HA '• S ^ 0 and
t = ^ r where d = z"i=1 -, i.e., the mean difference and <L is the difference between ith
values of reference and current samples, Sd is the standard deviation of the differences
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di, n is the sample size and 8 is the population mean difference. Under HQ the mean
difference is 0. But notice that by taking the mean of the differences, paired t-iest is
actually homogenizing the differences, both positive and negative. To understand this
point, let us run through our example problem described earlier. The two differences
are 30-70=-40 and 70-30=40 respectively. The mean difference is 0! Thus the null
hypothesis is not rejected which is actually not true.

5.5.2

Nonparametric Tests

These tests are useful particularly when the underlying distributions cannot be assumed to be normal or approximately normal. For paired data two tests are commonly
used: sign test and Wilcoxon signed-rank test. In the sign test, just like the paired
t-test, the differences between the corresponding values between the two samples are
computed and their signs (+ or -) are noted down. The null hypothesis states that
the median difference is equal to 0. Note that median (not mean) is used because only
the sign but not the magnitude is used. Under the null hypothesis one can expect the
number of +ve and -ve signs to be equal. Thus the numbers of +ve and -ve signs are
computed. Notice that as the outcome of each difference is a sign which takes only
two possible values with a probability of 0.5, each of these is considered as a Bernoulli
trial. Thus the mean number of +ve signs is n/2 and standard deviation is */^. If n
is large (> 20) one can use a standard normal variable as given below.

, + = ^fi

(Eq. 5.5)

If n < 20, binomial distribution is used. The p-value is determined by computing twice
the probability of obtaining D positive difference - or some number more extreme given that the null hypothesis is true. In our example problem with only two itemsets,
binomial distribution is used. P(D > 1) = P(D = 1) + P{D = 2) = 0.75 As the
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p-value is much larger than the assumed level of significance 0.05, the null hypothesis
is accepted, i.e., the median difference is 0, although clearly this is not true.
The sign-rank test is a modification of the sign test where in addition to the signs
of the differences, their ranks are also considered. The differences are ranked using
their absolute values, and then the ranks of the positive difference are separated from
the ranks of the negative differences. The sum of these two groups of ranks are taken.
Under the null hypothesis which states that the median difference is 0, it is expected
that the two sums of ranks (+ve ranks and -ve ranks) will be equal. Then based on
the size of the sample (n) either a standard normal distribution (when n > 12) or a
special distribution (when n < 12) is used to compute the p-value. In the example
data n = 2, so we use the special distribution and p-value > 0.05, thus the null
hypothesis is accepted, which is not correct. The reason why both the nonparametric
methods failed is because they also grouped the differences without considering their
absolute values.

5.5.3

Chi-square Test

Finally we discuss the Chi-square test and some of its variations which are found
to be the most suitable tests. Chi-square test is applicable for count data. Data
is typically arranged in a contingency table format and the observed frequencies are
compared with expected frequencies. See Table 5.3 showing the contingency table
for the example problem. H0 : There is no association between the two variables
("samples" and "Itemsets"), or in other words, the proportions of the itemsets in
the reference and current samples are identical. HA '• The two proportions are not
identical.
To perform the test for the counts in a contingency table with r rows and c columns,
we calculate the sum
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where Oj is the observed count, and Ei is the expected count. Expected count for cell
i is equal to the row total multiplied by the column total divided by the table total.
They are given inside brackets in Table 5.3. Using our example problem the p-value
is computed to be 0 with 1 (r-l)*(c-l) degrees of freedom. The null hypothesis is
rejected. Thus, it is concluded that the samples are associated with the itemsets, or
in other words the proportions of the itemsets in the reference and current samples
are not identical.
We can generalize this test to c > 2 to suit our need for comparing the reference
sample with the current sample. All other computations are similar. Note that one
may argue that we could have used "two proportions test". But the limitation of this
test is that only t w o proportions (or in our case, items) can be compared. But our
need is to compare multiple (more than two) items. One can also use Fisher's e x a c t
test. Fisher's exact test produces very similar results to the Chi-square test. It is
more suitable when the counts in the contingency table are very small (< 5) for which
Chi-square test is not very suitable. But typically data mining applications have very
large sizes of data, thus Chi-square test is the best method among all. We did not
use any continuity correction (e.g., Yates correction) because the number of degrees
of freedom (r-l)*(c-l) is very large. This correction is useful when the number of
degrees of freedom is very small, such as 1.

Sample
Reference
Current
Total

Itemsets
A
B
30(50) 70(50)
70(50) 30(50)
100
100

Total
100
100
200

Table 5.3: 2 X 2 Contingency table for the example problem.
bracket () are the expected counts.
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5.6

Experimental Evaluation II

We conducted extensive experiments to evaluate the performance of ACD using different statistical tests (paired t-test, Wilcoxon signed-rank test and Chi-square test).
We used the same synthetic database in our experiments generated using the code
from the IBM QUEST project [AS94]. For the experiments, we will use three different
data sets (StreamA, StreamB, and StreamC). The parameter settings for the synthetic
data generations are as follows:
StreamA: average size of transaction^ 20, average size of maximal pattern= 6.
StreamB: average size of transaction= 15, average size of maximal pattern= 7.
StreamC: average size of transaction= 12, average size of maximal pattern^ 5.
These data sets contain only quantity of 0 or 1 for each item in a transaction. To
suit our need, we randomly generate the quantity of each item in each transaction,
ranging from 1 to 5. The external utility table are also synthetically generated by
assigning a utility value to each item randomly, ranging from 0.01 to 10.

5.6.1

Test for False Alarm

Before running any experiment, we examine how many false alarms each of the statistical test will generate. Without loss of generality, we equate the time duration to a
fixed number of transactions. For the experiment, we set a minimum utility threshold
of 1%. We let ACD scan the three data sets using different statistical tests. Each
data set contains about 50 million transactions. We set our sample size to be 40k.
Thus whenever the current window scan passes 500k transactions, ACD will conduct
a test. There will be about 100 tests in total for each run. The result is presented
in Table 5.4 where a "Fault" represents a false alarm. It shows that when there is
no change in the data distribution, the r-test has the highest probability to trigger a
false alarm.
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t-test
Wilcoxon
Chi-square

StreamB
Fault
35
1
3

StreamA
Fault
28
2
5

StreamC
Fault
29
1
4

Table 5.4: Number of false alarms generated. There are 100 test points for each data
set.

5.6.2

Test for Changes

In the experiment, we investigate the ability of ACD to detect changes in the distribution of AH I. To do this, we combined the three data sets into one. ACD is
made to scan 50 million transactions. However, after every 1 million transactions,
there will be a transition from one data set to another entirely different data set, e.g.,
StreamA-StreamB-StreamC-StreamB-StreamA....

The number of test point remains

the same at 100 but out of these 100 tests, 50 are real transitions.

f-test
Wilcoxon
Chi-square

Hit
28
10
47

Fault
27
2
5

Table 5.5: Experiment to detect change with minimum utility threshold set at 1%.
There are 100 test points. Half of them are real transitions and the other half are
false alarms.

t-test
Wilcoxon
Chi-square

Hit
35
8
46

Fault
38
2
6

Table 5.6: Experiment to detect change with minimum utility threshold set at 0.1%.
There are 100 test points. Half of them are real transitions and the other half are
false alarms.

The experiment is reported in Table 5.5. Here, a "Hit" refers to a success in
triggering the alarm whenever there is a real transition. From the table, it is obvious
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that £-test scores the worst. Although it can score 28 hits, its false alarm rate is too
high. Therefore, we cannot conclude if the alarms are triggered by t-test or by random.
On the contrary, Wilcoxon test receives the lowest false alarm rate. Unfortunately,
it does not respond well to changes. Out of the 50 transitions, it managed to detect
only 10. As for Chi-square test, it misses 3 hits and produces 5 false alarms. Clearly,
among the three statistical test, Chi-square test is the most sensitive to changes. We
let the reference window be fixed
Table 5.6 shows the results of the experiment when the minimum utility threshold
is reduced to 0.1%. By lowering the threshold, <-test generates even more false alarms.
Only slight changes occur in the other two tests. Based on the overall scores, we are
comfortable in saying that when detecting transitional change in d a t a streams, ACD
with Chi-square test works reasonably well.

5.6.3

Test for Sensitivity

In the previous experiments, we assume that whenever there is a change, the current
window is completely filled up with a new data set. However, during the early transition state, it is possible for the reservoir sample to contain a mixture of two different
data sets. It will be interesting to examine how well the Chi-square test reacts to the
current window if it is partially mixed with new data set.
For the experiment, we let the reference window contain the sample obtained from
StreamA.

As for the current window, we fill it with a sample having a mixture of

a new data set and StreamA.

In Figure 5.5, the X-axis in the graph represents the

proportion of the new data set in the sample. We slowly increase the proportion until
the current window is completely occupied by the new data set. For every 10 percent
increment, we conduct a Chi-square test.

This process is repeated for 100 times.

The F-axis of the graph represents the number of hits the test is able to achieve. In
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5.5.b: From StreamA to StreamC

Figure 5.5: Experiment to examine how fast the Chi-square test react when StreamA
is slowly replaced by new data set.

Figure 5.5a and 5.5b, both the graphs converge when the proportion reaches 40%.
Beyond that point, there is little increase in the number of hits. Note that even when
it is at 20%, Chi-square test can still achieve more than 80 hits. This suggests that
Chi-square test can be very efficient in early detection of change.
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5.7

Summary

Early work in FPM rarely addressed the complex circumstances in which knowledge
is extracted and applied. In this chapter, we cover three aspects of utility mining over
data stream: mining, sampling and change detection. Utility mining is challenging
because it does not have the anti-monotone property that is commonly employed by
conventional FPM. The Two-phase algorithm is covered in this chapter. This algorithm "artificially" creates an anti-monotone environment so that redundant itemsets
can be massively and efficiently removed. Unfortunately, applying this algorithm to
online mining is difficult because the Two-Phase algorithm requires an extra scan of
the entire data set to filter the overestimated itemsets in order to obtain the true high
utility itemsets. It remains an interesting area for further research.
Although there are many work related to utility mining [WSTZ05, ZWST06], we
observe that there has been little development in finding an efficient algorithm to
generate high utility itemsets from high speed data stream. We reason this is due
to the fact that UM is application driven. Different applications will have different
objectives and thus there are several definitions of "useful" itemsets. It may not be
possible to achieve a universal definition of UM. In view of this, reservoir sampling
is recommended at this level. Sampling allows normal mining algorithms that deal
with static data to handle dynamic data (stream). If a small sample size is required,
it is advisable to adopt deterministic sampling rather than probabilistic sampling
although deterministic sampling is more time consuming. This is demonstrated in
the experiment where random sampling produces sample of poor quality when the
sampling ratio is small.
A change detector, ACD, is presented in this chapter. ACD incorporates a statistical tool (Chi-square test) and is used to detect significant changes in a data stream.
It should be noted that when we use a statistical test to compare two distributions, we
are comparing all the itemsets within the histogram in general. There may be some
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small group of itemsets whose behavior changes from time to time. If the majority of
the itemsets remain stable, the effect caused by this group can be diluted. Therefore,
the test may miss out this group. We consider this group as the outlier. We view
outliers as an important issue. Future research can focus on identifying and detecting
changes on a small group of itemsets.
Lastly, it is our intention to present this chapter to simulate interest in applying
UM on data streams. We believe that as many new streaming applications become
more mature and popular, the streaming data will become richer. UM will then play
a crucial role when conducting advance analysis on data streams.
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Chapter 6
Conclusions
Data stream mining is a stimulating field of study that has raised challenges and research issues to be addressed by the database and data mining communities. Streaming data is a computational challenge to data mining problems because of the additional algorithmic constraints created by the large volumes of data. In this dissertation, we have studied the discovery of frequent patterns in the transactional data
streams. In particular, we devoted our study to using the two popular approaches of
approximate counting and sampling. In Chapter 2, we gave an overview of FPM in
data stream, which can be broadly classified into four types of data stream mining
models: landmark window, sliding window, damped window and tilted-time window.
Four algorithms (LCA, CLCA, DSS and Algo-Z) in this dissertation were discussed
when comparing approximate counting methods with sampling. They have their
strengths and weaknesses. For example, (1) LCA can guarantee 100% recall but is
slow and hungry for memory if e is small, (2) DSS is faster and offers better precision
than LCA but cannot guarantee 100% recall, (3) Algo-Z is very fast but unreliable if
the sample size is small and cannot handle noise, and (4) CLCA improves the precision
for short patterns at the expense of long patterns.
In Chapter 3 we presented CLCA, which is a modified version of the lossy counting
algorithm. The algorithm enables user to customize a set of error bounds depending
on the cardinality of the patterns. The experimental studies show that the proposed
algorithm has improved precision, requires less memory and consumes less CPU time.
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In Chapter 4, we considered the use of sampling in the discovery of frequent
patterns.

Our distance based sampling algorithm (DSS)

is able to maintain the

quality of the sample on-the-fly in a streaming fashion. This is also achievable even
in a noisy environment. The algorithm addressed the technical problem of selecting
and rejecting transactions online with an acceptable cost. In Chapter 5, we extended
the use of DSS to sample transactions for utility mining. In view of our experimental
results in Chapters 4 and 5, we believe that even if the additional cost for online
sampling is non-negligible, we can still obtain a significant reduction on the overall
running time by using

DSS.

Next, data streams can change their behavior over time and, when significant
change occurs, much harm is done to the mining result if the change is not properly
handled.

The ability to detect and characterize change is also essential in many

applications, for example intrusion detection, network traffic analysis, data streams
from intensive care units etc. Detecting changes is nontrivial. In Chapter 5, an online
algorithm, ACD for change detection in utility mining is proposed. In order to provide
a mechanism for making quantitative descriptions of the detected change, we adopt
the statistical test. Different statistical significance tests are evaluated and our study
shows that the Chi-square test is the most suitable for enumerated or count data (as
is t h e case for high utility itemsets).

6.1

F u t u r e Work

The work in this dissertation constitutes pioneering research on F P M in data stream.
As such, there is a wide scope for further or related research. Below, we identify
several specific future research directions.

6.1.1

Outlier

In Chapter 4, we used a distance based sampling approach to identify a good representative set of transactions from a data stream. In our context, we can consider
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outlier detection in a similar manner except that we are seeking for the worst representative set of transactions for the database. Outlier detection is well studied in the
context of supervised (with class label e.g., classification) and unsupervised (without
class label e.g., clustering) data. To the best of our knowledge there has been no
significant research on outlier detection in transactional database, e.g. market basket
data where each transaction has a number of items and the number of items in each
transaction is not constant. Following the definition of outlier by Barnett and Lewis
[BL94], we define an outlier transaction as that which appears to deviate markedly
from other transactions of the database in which it occurs. This problem is importantfor instance a supermarket manager would like to know the outlier transactions so as
to make proper decisions. This problem is not trivial particularly when the number
of items is large which is often the case in market basket data.
For static data sets, we have proposed a novel and efficient solution DETACH
which is different from other works in outlier detection. The proposed method uses a
unique approach of creating a representative sample, and then subsequently determining the degree to which each transaction is an outlier considering the representative
sample. The proposed method, unlike its predecessors, does not require any tricky
parameters to be set. We test our proposed method using benchmark market basket
data from QUEST project. Results show that DETACH is very efficient and accurate.
Although our original intention is to apply DETACH on streaming data, we are
unable to achieve this due to time constraint. In order not to disturb the flow of this
dissertation, we have decided not to cover this topic. Instead, we have included a
recently accepted paper in the appendix. This paper will be published in the Journal
of Intelligent Data Analysis in late 2010.

6.1.2

Extension for DSS

One of the interesting area that we can explore is to apply DSS on other well known
data mining problem such as clustering and classification. Both clustering and clas130
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sification are indispensable to practical applications. Therefore, great savings and
conveniences to the user could result if this sampling technique can be applied. We
shall demonstrate the potential of applying DSS on clustering problem. Figure 6.1a
shows a 2-D data set with six clusters and some noise. The data set is generated using the code from [DLST03]. This data set has about 6000 data points with different
shapes of clusters. These shapes are formed by adjusting the mean and the variance parameter in the Gaussian distribution. For noisy data we add 10% uniformly
generated data points as noise.
To use DSS, we need to convert the data set into a binary format similar to association rule mining. DSS requires "binary valued" input data set where each data
point represents an itemset which in turn is a subset of the available set of attributes.
Therefore, normalization and discretisation play an important role. However, to simplify our discussion, normalization is omitted in this example. For discretisation, we
used the software found in [Coe05]. Here, discretisation is the process of converting
the range of possible values associated with a continuous data item into a number
of sub-ranges each identified by a unique integer label, and converting all the values
associated with instances of this d a t a item to the corresponding integer labels.
Logically, a simple random sampling will generate sample with about 10% of noise.
Figure 6.1b shows a sample of 600 data points generated by DSS.
noise has been filtered by DSS.
streaming environment.

We see that the

However, it is still a long way to apply this on

For example, discretisation in streaming data is difficult

because we may not know how far the value of an attribute can reach and it may not
follow a normal distribution. The underlying distribution may shift. Moreover, the
complexity also increases if the dimension of the data set increases. We leave all these
for future research.
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6.1.a: Noisy Data set with six clusters
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6.1.b: Sample of 600 data points

Figure 6.1: Simple experiment to study how DSS performs on noisy data set.
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Appendix B
Outlier Detection
B.l

Abstract

Outlier detection is studied in the context of supervised (with class label) and unsupervised (without class label - e.g., clustering) data. To the best of our knowledge
there has been no study on outlier detection in transactional database, e.g. market
basket data where each transaction has a number of items and the number of items
in each transaction is not constant. Following the definition of outlier by Barnett
and Lewis, 1994, we define an outlier transaction as that which appears to deviate
markedly from other transactions of the database in which it occurs. This problem is
important, for instance a supermarket manager would like to know the outlier transactions so as to make proper decisions. This problem is not trivial particularly when
the number of items is large which is often the case in market basket data. We propose a novel and efficient solution DETACH which is different from other work in this
area. The proposed method uses a unique approach of creating a representative sample, and subsequently it determines the degree to which each transaction is an outlier
considering the representative sample. The proposed method, unlike its predecessors,
does not require any tricky parameter to be set. We test our proposed method using
benchmark market basket data from QUEST project. Results show that DETACH
is very efficient and accurate.

B.2

Introduction

Outliers are defined as, "one that appears to deviate markedly from other data objects
in the data set in which it occurs", in Barnett and Lewis, 1994 [BL94]. Hence, we need
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to first define what is normal behavior. Usually this is specified as a probability model
from which data objects are assumed to be drawn. In some methods this probability
model is explicit, whereas in others it is implicitly assumed [DS07].
There are numerous applications of outlier detection. Hodge and Austin [HA04]
performed a systematic study on outlier detection and gave a list of applications
of outlier detection such as fraud detection, loan application processing, intrusion
detection, activity monitoring, network performance, fault diagnosis, structural defect
detection, and so on. Here, we focus on detecting outliers in transactional market
basket data.
In [HA04] outlier detection methods are grouped under three categories, type
1 [RL96], type 2 [MarOl], and type 3 [FP99]. The proposed study falls under the first
category of detecting outliers without any knowledge about the data.
Most of the existing methods focus on numerical data sets [PKGF03, KNTOO,
BKNSOO, RRSOO]. We are particularly concerned with outliers in transactional market
basket data. In [CHYC04] transactional data is clustered. But in the present paper
we find outliers in the transactional data.
Outlier in the transactional data is defined as those transactions whose items occur
very rarely. This definition is different from the definitions used in [DS07, NK08].
In their work an outlier in the transactional data is one that has low confidence.
In [DS07] authors proposed an algorithm to detect anomalies. They defined anomalies
as anything that is 'different' from 'normal' behavior. First of all they defined what is
'normal'. In [NK08] defined outlier in which many attribute values are not observed
even though they should occur in association with other attribute values in the records.
In neither of these works transactional data is used as market basket data to determine
the outlier transactions as defined in this paper.
Suppose we are given a set of transactions where number of items in each transaction is not fixed. This is the typical scenario in a market basket data. A supermarket
manager would like to know which are the outlier transactions. An outlier according
to the manager is those transactions that appear very rarely (this indeed tallies with
the outlier definition as given in [BL94]. One may think this to be a trivial problem.
For example if in a transactional data, the possible number of items is three, and
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the first item appears in 80% transactions, the 2 n d item appears in 40% transactions,
and the 3 r d item appears in 2% transactions. Then it will not be difficult to say that
those transactions that consists of the 3 r d item is an outlier transaction for obvious
reasons. But usually number of items in a supermarket are in thousands (in the experimental set up we considering such data sets that have thousands of items). We
argue that when the number of items is large it is not a trivial task to determine the
outlier transactions. The reason is the frequency of occurrence of items vary, and the
transaction length vary. In this paper we propose a novel penalty function that can
collate the information and detect the outlier transaction.
In [KNT00, BKNS00, PES01] distance-based, density-based, and cluster-based
outlier detection methods are proposed respectively.

These methods are typically

0(|.D| 2 ) time complexity where D is the input data set because they have to consider
each data point and compare it with all other data points (using distance, density, or
clustering distance respectively) in order to determine whether it is an outlier. There
may be efficient techniques using partitioning and so on to reduce the complexity, but
the fact is that each point has to be compared with other points to determine whether
it is an outlier.
But DETACH

is very efficient.

In the heart of the algorithm is a sampling

method [DS]. This sampling method is based on the classical theme that a sample
closely represents the whole data. It is much more accurate in representing the whole
data set compared to existing techniques such as simple random sampling (SRS).

A

penalty measure based on the item frequencies is used to select transactions for the
sample. The same penalty function is used to detect whether a transaction is an
outlier by evaluating its penalty vis-a-vis the selected sample. The proposed sampling method has the unique characteristic of not selecting the outlier objects. Thus,
when a repeat scan of the database is performed, clearly the outliers get high penalty
compared to the penalty of bona fide data objects.
In this context it is worth mentioning the limitations of SRS. In SRS each object
is chosen randomly and entirely by chance, such that each object has the same probability of being chosen at any stage during the sampling process, and each subset of
n objects has the same probability of being chosen for the sample as any other subset
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of n objects. The first limitation of SRS is that, an SRS sample may not adequately
represent the entire data set due to random fluctuations in the sampling process. This
difficulty is particularly apparent at small sample ratios [WGC88] which is the case for
very large databases with limited memory. Second, SRS is blind towards outliers, i.e.,
it treats both bona fide and outlier data objects similarly. The proportion of outlier
in the SRS sample and the original data set are almost equal. So, in the presence of
outliers performance of SRS degrades, often very drastically.
Contributions of this paper include

• introduce the problem of outlier transactions in market basket data, and

• propose a novel and efficient method to detect transactions in the market basket
data.

The proposed method does not require any tricky parameters to be set.

Later

in the experimental section we will show sufficient evidence to convince the reader
about it. But in earlier methods such as distance-based, density-based, and clusterbased outlier detection, very tricky parameters need to be set, and the results are very
sensitive to such parameter values. For example, if the number of clusters is not set
properly for cluster-based method, the outlier detection can be very inaccurate. Also,
it is not a trivial task to set the number of clusters correctly particularly when the d a t a
is high-dimensional. Similarly, for distance-based outlier detection, the user should
select the threshold distance properly, otherwise the outlier detection will be very
inaccurate. Similarly, for the density-based outlier detection the number of nearest
neighbors is a very tricky yet not-trivial parameter to set.
The rest of the paper is organized as follows. The next section discusses some
related work. Section B.4 describes the proposed sampling algorithm. Section B.5
introduces the new outlier detection algorithm DETACH. Section B.6 describes the
experimental details to show the efficiency of DETACH in detecting outliers. Finally,
Section B.7 concludes the paper with discussions on future directions.
138

ATTENTION: The Singapore Copyright Act applies to the use of this document. Nanyang Technological University Library

CHAPTER B. OUTLIER DETECTION

B.3

Related work

Outlier detection first gained serious attention in research work in the area of statistics. In their studies, many of the technique proposed are based on distribution based
model. In such methods, the data distribution is assumed to fit into a model (e.g.
Normal, Poisson, etc.) and outliers simply are those that do not fit into their probability distribution. Barnett and Lewis [BL94] discussed these techniques in great
detail. While the idea seems reasonable, problems arise when data distributions are
unknown, and unfeasible in high dimensional data as in many KDD applications,
as the approach are univariate in nature. Assuming ideal data distribution such as
normal distribution fails to produce satisfactory result.
In later years, outlier detection techniques can be found in abundance in many
areas, including in computational science. In a broad category, outlier detection technique can be classified in the following major groups: distribution-based, distancebased, density-based and clustering-based model. A survey of outlier detection technique can be found in [HA04].

B.3.1

Distribution-based outlier detection

This approach is as what described earlier in statistical community.

B.3.2

Distance based outlier detection

Knorr and Ng [KNTOO] proposed the distance based outlier detection using a simple
yet intuitive definition: "An object O in a data set D is a DB(p, T) - outlier if at least
a fraction p of the data objects in D lies greater than the distance T from 0". This
technique enjoys a greater flexibility than earlier approach as it requires no assumption
of the underlying data distribution, and has moderate computational complexity in
high multidimensional.
While the approach has reasonable accuracy, a weakness is that the parameter p
fraction and T distance needs to be defined by the user. Distance T is hard to define,
and the author suggested a 'trial and error' approach by running it in iteration.
Fraction p can be inferred by sorting in descending order the rank of their outlier-ness
based on the measured distance, but the cutoff point still needs to be user defined.
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Perhaps the main issue with the method is with clusters or regions with different
densities, as distances in dense regions tend to be much smaller than those in lower
densities and vice verse. This algorithm can be considered a global approach as it
treat the whole data set to detect outliers without examining local densities.
In terms of complexity and cost computational, this approach is not very efficient,
as it takes 0(|D| 2 ) due to each data point nearest neighbor distances calculation,
where \D\ is the number of data points. The author also proposed a faster approach
to it by using cell based grid thus making it run in linear to n, but exponential to the
number of dimensions.
Ramaswamy et al [RRSOO] improved on the idea and presented an interesting
approach based on the calculation the distances of A>neighbor nearest to an object,
and rank their outlier-ness based on the distance achieving good accuracy. This
method is a local approach as it examines only the object local neighborhood.

B.3.3

Density based outlier detection

In this approach, outlier detection method is based on the local density of an object's
neighbor. An interesting aspect is that it is able to identify outliers in clusters with different densities. The most influential paper in this direction is LOF-density [BKNSOO].
In this setup, each data point is assigned to a degree for being an outlier. This
degree is called LOF (local outlier factor), which is dependent on the local density
of its fc-nearest neighbor, instead of a global approach as in earlier distance-based
outlier method. It requires a single parameter MinPts, which defines the number of
nearest neighbors of an object, which the author suggest running it in a successive
iteration to get the best value in a plot. Due to its nature of mining outlier from
local neighborhood, it can miss out outliers whose densities are very close to the
neighboring cluster density.
Since then, there have been a few improvements to the algorithm [WWW05]. In
Grid-ODF [WWW05], the author proclaimed to have the idea of both density and
distance based method in their approach. In their paper, the authors claimed to have
improved the accuracy beyond contemporary LOF-density.
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B.3.4

Cluster based model outlier detection

In this category, outlier is detected as a by-product of the clustering process. Clustering is an active research in data mining, and most of the clustering algorithms are
robust to outliers. Non-robust clustering algorithms tend to be affected by the outlier and the cluster centroid will skew towards the area with high outlier level, while
robust ones will not be affected.
Some of the more well-known ones are CLARANS [NH94], DBSCAN [EpKSX96]
and CLIQUE [AGGR98]. Outliers detected using these methods are sensitive to the
clustering algorithm used, and thus results may vary. Under this approach, outlier
can be defined as "small clusters t h a t are far away from other major clusters" [PES01]
or "data points that are furthest from the cluster centroid" [LA99], [LLLOO].
Since the technique uses clustering approach, it suffers from the same weakness as
any clustering algorithms, which is the difficulty in estimating the number of clusters
k and other parameters. Another parameter is a threshold to the top-n points of the
furthest distances from the cluster center. These parameter needs to be defined by
the user, and increases the difficulty of using the method. Despite this, in well defined
clusters with reasonable amount of outliers, the technique can produce good results.

B.3.5

Outlier detection in supervised data

In neural network classification, outlier detection algorithms can fall into the category
of supervised or unsupervised approach. The earlier technique as described above are
considered unsupervised method, as there are no class label to train the algorithm.
While there are unsupervised learning in neural network as well, these will not be
covered here, as the algorithms explained above are already quite comprehensive.
In supervised learning for outlier detection, under the neural network approaches,
model are trained to generalize and are capable of learning complex boundaries. Neural network requires a sizeable amount of data for training as it attempts to fit a
surface over an object. Once this is defined, outliers are simply objects that fall outside the surface boundary. Neural network technique tends to suffer from curse of
high dimensionality, and benefits from feature selection applied in preprocessing.
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Some examples are Multi-Layer Perceptron (MLP), Nairac [NTC + 99] and Bishop [Bis94].
MLP interpolate well, but extrapolate poorly, thus it cannot classify objects outside
the region boundary.

B.3.6

Outlier detection in transactional data

While there exist multitude of outlier detection methods, traditional approaches including those described earlier deal with continuous and nominal data. There has not
been much work on transactional data outlier detection, thus this area poses an active research interest. Transactional data is different from numerical data in the sense
that there is no numerical ordering to the item-set under a particular transactionid: 'yogurt' is not "larger, higher, bigger or better nor more important" than 'milk'
numerically Thus a numerical comparison is not possible. Research in this area is
important because anomaly or outlier in transactional data is crucial to examining
the behavior of the data set, and to know when things are not as expected.
Igor et al [CSM01] proposed a method of probabilistic mixture model in profiling
to infer a most probable profile for each individual. The profile is built based on the
time-stamp and item-count purchased. Thus the method is able to predict the item
purchase trend for the said individual. In Song and Brown [LB06], an outlier score
function (OSF) was proposed based on extremeness of cell. The more uncertainty
level of an item is, the more extreme a cell is, and the higher the outlier-ness score
OSF will be.
Kontrimas and Verikas [KV06] did an evaluation of the different method in order
to identify the outliers in a real-estate transaction using re-sampling by half means,
the smallest half volume, the closest distance to the center, ellipsoidal multivariate
trimming, minimum volume ellipsoid, minimum scatter determinant, analysis of projection matrix, principal components and residuals, also influence measures, robust
regression, and classification methods. Results showed that multilayer perceptron and
the principal component analysis based technique achieved the best results.
In their work [DS07, NK08] an outlier in the transactional data is one that has
low confidence. In [DS07] authors proposed an algorithm to detect anomalies. They
defined anomalies as anything that is 'different' from 'normal' behavior. First of all
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they denned what is 'normal'. In [NK08] defined outlier in which many attribute
values are not observed even though they should occur in association with other
attribute values in the records. In neither of these works transactional data is used
as market basket data to determine the outlier transactions as defined in this paper.

B.4

Proposed Sampling Algorithm

In this section we describe the proposed sampling algorithm, and in the next section
we use this sampling algorithm to detect outliers. In this section after introducing the
notations that are used in this paper, the main methodology for selecting a sample is
explained in Section B.4.2. A simple example to illustrate the working of the proposed
sampling method is given in B.4.5. A small section B.4.3 is dedicated to explain how
the proposed sampling method is successfully avoiding the outliers.

B.4.1

Notations

The notations are mainly based on association rule mining. Denote by D the database
of interest, by S a sample drawn without replacement from D, and by / the set of
all items that appear in D. Let N = \D\, n = \S\ and m — \I\. Here | • | means
the number of data or item in the corresponding data set or itemset. Also denote by
X(D) the collection of itemsets that appear in D; a set of items A is an element of
1(D) if and only if the items in A appear jointly in at least one transaction t € D.
If A contains exactly k(> 1) elements, then A is sometimes called a fc-itemset. In
particular, the 1-itemsets are simply the original items. The collection X(S) denotes
the itemsets that appear in S; of course, X(S) C 1(D).

For k > 1 we denote by Xk(D)

and Xk(S) the collection of fc-itemsets in D and S, respectively.
For an itemset A C I and a transactions set T, let n(A;T)
transactions in T that contain A.
f(A;D)

= n(A;D)/\D\

be the number of

The support of A in D and in S is given by

and f(A; S) = n(A;S)/\S\,

respectively. Given a threshold

s > 0, an item is frequent in D (resp., in S) if its support in D (resp., in S) is no less
than s. We denote by L(D) and L(S) the frequent itemsets in D and 5, and
and Lk(S) the collection of frequent fc-itemsets in D and S, respectively.
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Specifically, denote by Sl the set of all transactions in S that contains item Ai, and
by Ti and 6; the number of red and blue transactions in S% respectively. Red means the
transactions will be kept in final subsample and blue means the transactions will be
deleted. Q is the penalty function of r; and fy. fr denotes the ratio of red transactions,
i.e., the sample ratio. Then the ratio of blue transactions is given by /& = 1 — fr.

B.4.2

Selecting Sample t o Minimize Distance

In order to obtain a good representation of a huge database, ^-approximation method
is used to find a small subset so that the supports of 1-itemset are close to those in the
entire database. The sample 5 0 of S is an ^-approximation if its discrepancy satisfies
Dist(So, S) < e. The discrepancy is computed as the distance of 1-itemset frequencies
between any subset S0 and the superset S. It can based on Z^-norm distances, for
example: [?]
DishiSo-S)

=

Yl

\f(A;S0)-f(A-S))\

(Eq. B.l)

(f(A;S0)-f(A;S))2

(Eq. B.2)

AeJi(S)

Dist2(S0;S)

=

Y,
AGh(S)

In this paper Dist^ metric is used as the distance metric and the discrepancy is
calculated as follows:

Distoo{S0,S)=

max \f(A;S0)-f(A;S)\.

(Eq. B.3)

Aeh(S)

The concept of e-approximation has been widely used in machine learning. A seminal result of Vapnik and Chervonenkis shows that a random sample of size 0(^ log ^),
where d is the " VC dimension" (assumed finite) of the data set, is an e approximation.
This result establishes the link between random samples and frequency estimations
over several items simultaneously.
Each transaction is either selected (colored as red) or rejected (colored as blue)
based on a penalty function Qi for item Ai. A hyperbolic cosine based penalty function
is applied. When the sampling ratio fr = K& is 0.5, the penalty function has the shape
depicted in Figure B.l. Qi is low when r, = 6, approximately, otherwise Qi increases
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~ll-*<l
Figure B.l: Penalty as a function of |r» — 6»|.
exponentially in |r» —fo»|.The penalty function Qi for each item yl, is converted into
exponential equivalent shown as follows:
Qi = 2cosh(5i(ri - h))

(Eq. B.4)

= exp(Si(ri - bi)) + exp(-5i(r^ - &*))

(Eq. B.5)

In order to directly obtain a sample set of any sample ratio fr (not just 0.5), set
the ratio of red transactions as rs — fr and the ratio of blue transactions is /j, = 1 — rs.
Then we have
(Eq. B.6)
(Eq. B.7)

bi = fb- |5i
So
r

i

6

_

7r

* _|Ci|

(Eq. B.8)

76

^ L ++ -*L - |5«|
2fr
2fb-]bl

(Eq. B.9)

The penalty function Qi tries to minimize:

n

k

2/r

2/ft

(Eq. B.10)

instead of |r, — 6j|.
The modified penalty function Qj for each item Ai is
(Eq. B.ll)
*Jr

*Jb

= exp(^(~ - -j)) + exp(-8i{-j- - —))
tjr

*Jb

£jr

(Eq. B.12)

£Jb

As for a small Si, exp(5j) and exp(—Si) can be replaced by (1 + Si) and (1 + Si),
Equation Eq. B.12 can be modified to:
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The modified penalty Qi of j'-th transaction will be:
(Eq. B.13)
(Eq. B.14)
(Eq. B.15)
where Q ^ means the penalty of zth item in j t h transaction and Si controls the steepness of the penalty plot. The initial values of Qi,i and Qi>2 are both 1.
Suppose the (j + l)-th transaction is colored as r (or b), the corresponding penalty
function Qfr)

(or Q\m)

u

.

nU\\r)

l + Si)^(l +

Si)^{l-Si)^

(Eq. B.16)

nU\\r)

(Eq. B.17)

QT
n{j\\b)

Vi,2

i + ty'MS

»0"l|r) •
The computation process of QV
™ is given in Equation Eq. B.16. Other penalty

functions are computed with a similar procedure and the results are shown in Equation
Eq. B.17.
The penalty function of current transaction is the summation of penalties for all
items. If Qk'll*) = £ \ Q\m

is less than Q^

= £ \ Q{^r\ the (j + l)-th transaction

will be colored blue and rejected. Otherwise, it will be colored red and added to the
sample.
An important observation is that Qf

+ Qf

= 2Q\• , and so when summing

over all items, by linearity Q{j^ + Q^M = 2Q{j). It follows that
min
This means that the coloring chosen by the algorithm never increases the penalty!
By the symmetry of the penalty function, and since jj- + -£j- = | 5 l | , we have
tn )
•d fined)
Qy
" >{i + si)\vr-m(i-s'tfx\
*Note that j\\r denotes (j + l)th transaction being painted red, i.e., transaction j followed by the
next (||) transaction which is painted red.
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Prom this and the fact that Qimit) = 2m, we get that the final overall penalty is at
most 2m, hence Q\

< 2m for every i, which in turns implies that

2/r

2/ 6

ln(2m)
- ln(l + ^ )

l^[ln(l/(l-^)2)
ln(l + 50

We can choose the value of 5i to make the right-hand side as small as possible. The
first (resp., second) term in the sum is decreasing (resp. increasing) in 5i, and so a
reasonable choice is to balance the two terms, leading to
* = ^l-exp(-!^).

(Eq.B.18)

For that value, it can be shown that the final error on item i is at most 0(i/|Si|log(2m))
which, if S% is not too small, is much smaller than l^'l.
In order to guarantee that there are fr * \S\ number of red transactions, we can
add a (fictitious) item A0 that is contained in all transactions. In that case, -h- — jiis also 0(y/n\og(2m)),

and this implies that \Sr\ = n * fr + 0(yJn\og(2m)).

Since

f(Ai\ Sr) = n/\Sr\ = n/in *fr + 0( v / nlog(2m))), and / ( A ; S) = (rt + bi)/n, from
the above bounds on
\f(A;Sr)

2/r

2/fc

we get that for each i,
< e(n,m)-0(v / log(2m)/n).

-f(Ai;S)\

(Eq. B.19)

In practice, the proposed method will work with any choice of Si, but the bounds
on \f(Ai;Sr)

— / ( A ; S)\ will not necessarily be guaranteed. In our implementation,

we have found that setting

4 =

^ _ e x p ( - ! ^ )

(Eq.B.20)

is very effective. The advantage is that if the defining parameters of the database, i.e.,
the number n of transactions and number m of items, are already known then the proposed method requires a single scan of the database. It also guarantees that £— Mis at most 0(\/n\og(2m))

for any item, which is not as strong as

but still strong enough to guarantee the upper bound of (Eq. B.19).
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B.4.3

Handling outliers

As SRS randomly selects the sample set, the percentage of outliers in the sample
set is almost the same as the original data when the experiment repeats for several
times. For the proposed sampling method, from Equation Eq. B.16 and Equation
Eq. B.17, it can be seen that as the sample ratio fr is usually very small, i.e.,/ r <C ft,,
and <5i

is smaller than (jj

in the beginning. That means only after painting

sufficient number of transactions as blue, the proposed sampling method paints some
transactions as red. For the data with noisy items, their corresponding frequency are
very low. In the red sample these outlier transactions are usually not selected because
first of all the blue sample has to be considerably filled with such outlier transactions
for even one such outlier transaction to be painted red. But for usual bona fide items
the corresponding frequency is maintained, thus the proposed sampling algorithm
retains bona fide transactions and removes the outlier transactions. Usually in outlier
detection one needs to input some threshold which is not easy to determine off-hand.
But, note that the proposed sampling algorithm removes the outliers without any user
given threshold.

B.4.4

Proposed Sampling Algorithm

The complete sampling algorithm is given below. The penalty for each item i of a
transaction is calculated only once. To store the penalties memory required is
The time for processing one transaction is bounded by 0(Tmax)
method where Tmax denotes the maximal transaction length in T.
posed method is independent of sample size.

Algorithm 1: The Proposed Sampling Method
Input:

D,n,m,fr

Output: So, the transactions in red color
For each item i in D
State St = y/l-exp

(-*&£);

State Qii = 1;
State Qi:2 = 1;
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EndFor
State fb = 1 - / r ;
Foreach transaction j in D
State color transaction j red;
State g<r> = 0;
State Q(fc) = 0;
Foreach item i contained in j

State Qg = ( l + ^ ) ^ g M ;
State Ql3 = (l-6i)&Q&
state g g =
( I - ^ Q
State g g = (l+<5i)^Qi,2;

M ;

State g « + = gg + gg;
state g ( 6 ) + = gt(,61) + g g ;
EndFor

if gw < g<6)
State g i f l = g g ;
State gi>2 = g g ;
Else State color transaction j blue;
State g u = g g ;
State gi>2 = g g ;
Endlf
Iftransaction j is red
State set S0 = S0 + {j};
Endlf
EndFor

B.4.5

Illustration of T h e Proposed Sampling Algorithm U s ing A Simple Example

In this section the proposed sampling algorithm is illustrated using a simple example.
Consider that there are only two binary attributes and each data object has the value
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Table
TID
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30

B.l: An illustration to show the working of the proposed sampling algorithm
Transaction

1
1
2
1
1
2
1
1
2
1
2
1
1
1
1
1
2
2
2
2
1
1
1
1
1
2
2
1
1
1

Penalty Red
3.384186
2.930321
4.756560
2.554856
2.246980
3.756361
1.997704
5.217903
2.983778
4.442370
2.390372
3.788997
3.239510
2.778497
2.392981
2.072050
1.938617
8.045688
6.289355
4.920177
1.806556
1.588855
1.412590
3.689615
3.141231
3.853517
3.023367
2.679226
2.290679
1.964694

Penalty Blue
1.983128
2.008347
1.966732
2.074596
2.181708
2.016286
2.330380
1.799605
2.144547
1.646608
2.350921
1.533810
1.457335
1.414213
1.402283
1.420116
2.638050
1.599555
1.350980
1.176028
1.466961
1.542701
1.647828
1.272513
1.164327
1.062094
1.000000
1.084567
1.030492
1.000000

o f 1' for only one of the two attributes, i.e., in association rule mining terms, there are
only two items (item 1 and item 2) and each transaction either has item 1 or item 2.
Although the proposed algorithm considers all the attributes simultaneously by adding
their penalties, it will be more tedious to illustrate using more attributes. There are
30 transactions (1,1,2,1,1,2,1,1,2,1,2,1,1,1,1,1,2,2,2,2,1,1,1,1, 1,2,2,1,1,1) with ten 2's
and twenty l's. Sampling ratio is 10%. Ideally the sample should consist of two l's
and one 2. Output of the proposed sampling algorithm is (1,2,1). The penalties for
painting the transaction as red or blue are shown in Table B.l.
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When the penalty for painting it red is less than penalty for painting it blue, the
transaction is selected in the final sample, otherwise it is not selected. Note that
the blue bin would ideally hold 90% of the transactions and the red bin should hold
10% of the transactions. Furthermore, as the original data has one-third 2's and twothird l's, the blue and red bins should also hold similar portions of l's and 2's. In
the table the bold face entry indicates that the corresponding transaction is selected
(painted as red, i.e., penalty for painting red is less than penalty for painting blue).
So, the transactions 7, 17, and 23 are selected and the rest 27 transactions are not
selected. Notice that the proposed sampling method selected two l's and one 2's (it
is the correct representation of the input data). When the algorithm begins with
the transaction # 1, considering the fact that the sampling ratio is 10%, fr = 0.1
and fb = 0.9. In Equation Eq. B.17, although i can take two values (1 and 2), but
because there is only one item in each transaction, i takes only one value. So Si value
is initialized using Equation Eq. B.20. At the start, Qi,i and Qj,2 are each set to 1.
As fr «

ft, in Equation Eq. B.17, so total penalty Q u + Qi,2 will be much smaller

if the transaction is painted blue than if it is painted red.
Notice that in Equation Eq. B.17, Q^i is multiplied by (l + tfj)5?? while calculating
i

the penalty for painting the transaction red. But Qi,i is multiplied by (1 — <5,)2/i> while
calculating the penalty for painting the transaction blue. On the other hand, Qi2 is
multiplied by (1 — 5i)^

while calculating the penalty for painting the transaction
i

red. But Qij2 is multiplied by (1 + £,)2A while calculating the penalty for painting the
transaction blue. Notice that (1 + Si)^- is larger than (1 — di)^.
i

And also notice

i

that (1 + Si)2fb is larger than (1 — <5j)2/*. The net effect of this is that if transactions
are painted blue in a sequence (as is the case here: first six transactions are painted
blue), the Qi,i eventually decreases and Qi,2 increases. This tilts the total penalty in
favor of red as compared to blue for the transaction#7. As soon as a transaction is
painted red, the new Qi\ increases (thus favoring the next transaction t o be painted
blue) and Qi<2 decreases (thus favoring the next transaction to be painted blue).
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B.5

DETACH

Outlier Detection Algorithm

After selecting a sample using the proposed sampling algorithm described in the previous section, the database is scanned for the second time to detect the outliers. In
the second scan transactions are not included in the sample, but the penalty for including it in the red bin is calculated. It is a dummy run through the database to
detect outliers based on the selected sample.

Algorithm 2: DETACH Outlier Detection Method
Input: D,n,m, fr, outlier Percent
Output: Selected outliers
Perform Algorithm 1 and select a sample So;
State fb — 1 - / r ;
Foreach transaction j in D
State <2(r> = 0;
State Q{b) = 0;
Foreach item i contained in j
State Q{Zl = (l + &i)&Qi,x\

State Qg = ( l - c ^ Q i ) 2 ;
State QW+ = QJJ + Q$;
EndFor
State outlier Penalty Array [j] = Q^
EndFor
Sort outlier Penalty Array in descending order;
Select transactions corresponding to the outlier Percent * \D\ highest outlier values
from outlier Penalty Array;

In DETACH first of all the proposed sampling algorithm selects the sample. Note
that there is no need of storing the selected transactions of the sample. Only the modified penalty values for each item (Qij, and Qij2) are used to calculate the final penalty
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values for each transaction. Then the second scan is performed and the penalty values for each transaction is computed without including any more transaction into
the sample, in other words without modifying the penalty values for each item (Qi,i,
and Qi,i)- O^y penalty for red is computed because it is unnecessary to compute
the penalty for blue. The penalty values are stored in the outlier Penalty Array in
descending order, and transactions corresponding to outlier Per cent* \D\ top penalty
values are selected as outliers. Time complexity of DETACH is 0(\D\).

B.6

Performance Study

This section describes the experiments conducted in order to determine the effectiveness of DETACH. All experiments were performed on a 3.50GHz CPU Dell PC with
3GB of main memory and running on the Windows XP platform. The algorithm is
written in C++. We use the benchmark data sets in our experiments and they were
generated using the code from the IBM QUEST project [AS94]. The nomenclature of
these data sets is of the form TxxIyyDzzK,

where xx refers to the average number

of items present per transaction, yy refers to the average size of the maximal potentially frequent itemsets and zz refers to the total number of transactions in /C(1000's).
Items were drawn from a universe of X = 10k unique items. The two data sets that
we used are T10I4D100K and T15I7D100K.
Outliers are added using the rand function. We added 1%, 5%, 7% and 10%
of outliers. Consider the "5% outliers": In one scan 5% transactions are randomly
selected and their items are randomly changed from a range of items. We varied the
range from 0 to 20k.
In Figures B.2 and B.3 we showed the distribution of the items in T10I4D100K
before and after adding outliers. Both follow Zipf distribution. This is to ensure that
after adding outliers the distribution remains as Zipf.
To run DETACH we need to set the sample ratio for the sampling algorithm.
We varied the sample ratios as 5%, 10% and 20%. DETACH outputs the possible
outliers and they are compared with the true outliers. Thus, we obtain the accuracy
of DETACH.
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Figure B.2: Zipf distribution before adding outliers
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Figure B.4: Accuracy vs. 6
First of all we run an experiment to see the effect of S upon the accuracy of
DETACH. Figure B.4 shows that except for very small values of 6, the performance
of DETACH does not vary with 8. Thus, in the following experiments we set 6 values
for each item to 0.25.
In Figures B.5 and B.6 the accuracy of DETACH over the two data sets are shown.
For most data sets the accuracy is close to 100%. The accuracy for smaller sample
size is lower than the accuracy for larger sample size. Thus 5% sample size scores
the lowest accuracy whereas 20% sample size scores the highest accuracy, and the
accuracy for 10% sample size is in between these two. These results are consistent for
different percentage of outliers and for the two different data sets.
When the outlier percentage level increases the accuracy dips slightly in most cases.
But for 5% sample size the accuracy dips significantly particularly for 710747>100if
data set. We conclude that 5% sample size is too low for these experiments. 20%
sample size scores more than 90% accuracy for all cases and thus we recommend the
user to use 20% sample size.
Among the two data sets, T15i7D100.fr is more dense than 710J47>100#. Its accuracy values are higher than the accuracy values for 710/4D100A' particularly when
the outlier percentage is the highest, i.e., 10%. We reason it as follows.
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Figure B.5: Performance of DETACH on T10I4D100K
is more dense than T10/4D100A' because each transaction has the average length
of 15 compared to 10 for T1074.D100.ft'. Thus each item has higher frequency in
T15/7D100ftr than that in T10/4D100A'. So, when the outlier percentage is the
highest, i.e., 10%, DETACH could detect the outliers for the dense data set more accurately than the less dense data set. When the outlier percentage is high, it becomes
more difficult to distinguish between outlier and bona fide transactions particularly
for the less dense data set

B.7

T10IWW0K.

Conclusion and Future Directions

In this paper we proposed a new problem of detecting outliers in transactional data.
We solved this problem by a unique method DETACH where in the first phase a
representative sample is selected from the whole data set and in the second phase the
degree of outlier-ness for each transaction in the whole database is determined. The
results showed that DETACH works very well. For most data sets the accuracy is
close to 100%. The variations in the accuracy with respect to sample percentage and
outlier percentage are as per common sense.
An immediate future direction is to test the effectiveness of DETACH over stream
data. DETACH is linear in computational complexity which is an essential require156
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Figure B.6: Performance of DETACH on T15I7D100K
ment for stream data processing that has potentially infinite data size. The second
scan that we performed in DETACH is not necessary for stream data. Instead, the
sample is selected based on the already processed data, and the incoming data is tested
whether it is an outlier. After testing its outlier-ness, it is considered for inclusion
into the sample.
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