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“We can only see a short distance ahead, but we can see plenty there that needs to be

done.”

Alan Turing
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Summary

Resource allocation is a fundamental problem studied extensively in economics, social sci-

ences and computer science, due to its vast applications. Our focus is to consider different

solution concepts that capture different perspectives in the market. These solution concepts

generally have three factors: fairness from the consumers’ perspective, efficiency from the

centralized authority’s global point of view, and revenue from the market maker’s perspec-

tive (if we take payment into consideration).

In the thesis we will consider a number of problems raised in the market and try to

capture fairness, efficiency and revenue in different circumstances. First, in the centralized

combinatorial market, taking market maker’s perspective into consideration, we study a so-

lution concept called Envy-free Pareto-efficient pricing that strikes a balance among all the

three factors. It captures fairness and balances the tradeoff between efficiency and revenue.

Specifically, we consider Envy-free Pareto-efficient pricing in two domains, unit demand

and single-minded consumers, and analyze its existence, computation, and economic prop-

erties.

Secondly, we address the following question to capture the tradeoff relation between

fairness and efficiency: For any given constants rf and rw, does there exist an allocation

that simultaneously achieves fairness approximation ratio rf and welfare approximation

ratio rw? We considered two classic resource allocation models under this question: the

indivisible-item allocation with subadditive functions and the multiple fractional knapsack

allocation with capacities and demands. For both models, we give (nearly) optimal con-

stant bounds on fairness and welfare bifactor approximations regardless of computational

constraints.

Furthermore, in the cake cutting model, we study the computational complexity of com-

puting an efficiency optimal division given that the allocation satisfies proportional fairness

ix



x

and assigns each agent a connected piece. For linear valuation functions, we provide a

polynomial time approximation scheme to compute an efficiency optimal allocation. On

the other hand, we show that the problem is NP-hard to approximate within a factor of

Ω
(

1√
n

)
for general piecewise constant valuation functions.



Chapter 1

Introduction

Because of its vast applications, resource allocation is a fundamental problem studied exten-

sively in economics, social sciences and computer science. In resource allocation problems,

we are given a fixed amount of resources, and a set of n self-interested consumers. We need

to determine an allocation of these scarce resources to consumers such that a certain objec-

tive function is optimized. At the same time, we have only limited computational power in

the system. This kind of problem exists in many aspects of the industrial process, such as

bandwidth distribution, production planning, computer scheduling and portfolio selection.

In order to show the ubiquity of resource allocation problems and to give readers a brief

idea of the problems this thesis considers, we present a few examples below.

Example 1.1 (Bandwidth allocation: social welfare). Imagine that you have a non-negatively

weighted Internet network G = (V,E,w), where the weight function w(·) : E → R+ ∪{0}
denotes the capacity of each edge. Assume the graph is connected. There are n consumers

who want to transfer data between (s1, t1), . . . , (sn, tn) along fixed paths P1, . . . , Pn. The

data cannot go in or go out at other vertices, and in each edge, the total data-transmitting

ratio cannot exceed its capacity. Our target is to assign a data-transmitting ratio X =

{x1, x2, . . . , xn} to each path so that the total data-transmitting ratio
∑

i xi in the network

is maximized.

This is the well-known bandwidth allocation problem. The problem itself as well as its

variations have been widely studied in order to enable more efficient Internet communica-

tion [53, 83–87, 90, 98]. We can see that our target is to maximize the total data-transmitting

ratio of all participants in the market. It is quite natural for a centralized authority that is in
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charge of resource allocation to set such a target because it maximizes the total well-being

(i.e. social welfare or efficiency) of the market. Now imagine that you have a simple net-

work, as in the Figure 1.1. Suppose each of the edges has capacity 1 and we have n + 1

s1 s2 sn

t1 t2 tn

sn+1 tn+1
. . .

Figure 1.1: Bandwidth allocation example.

consumers: If our target is to maximize the total data-transmitting ratio in the network,

that means that we must allocate a data-transmitting ratio 1 for consumers 1, . . . , n, while

consumer n+ 1 needs to tolerate a zero-transmitting ratio. This may be unfair to her. This

result means that the maximization of the total data-transmitting ratio may not be good for

everybody in the market. Now we reset our target of optimization as the following:

Example 1.2 (Bandwidth allocation: fairness). Imagine that you have a non-negatively

weighted Internet network G = (V,E,w), where the weight function w(·) : E → R+ ∪{0}
denotes the capacity of each edge. Assume the graph is connected. There are n consumers

who want to transfer data between (s1, t1), . . . , (sn, tn) along fixed paths P1, . . . , Pn. We

still have the constraints that the data cannot go in or go out at other vertices, and in

each edge, the total data-transmitting ratio cannot exceed its capacity. Our target is to

assign a data-transmitting ratio X = {x1, x2, . . . , xn} to each path so that the minimum

transmitting ratio mini xi is maximized.

In this case, the objective has been changed. Maximizing the minimum transmitting

ratio may make everybody feel that she is treated fairly within the network. In this case,

xi = 1/2 for each of 1 ≤ i ≤ n+1. However, the total transmitting ratio inside the network

will be significantly less than the optimal solution contained in Example 1.1 (about 1/2 of

the total transmitting ratio of Example 1.1).

Now we reset our objective again:

Example 1.3 (Bandwidth allocation: revenue). Imagine that you have a non-negatively

weighted Internet network G = (V,E,w), where the weight function w(·) : E → R+ ∪{0}
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denotes the capacity of each edge. Assume the graph is connected. There are n consumers

who want to transfer data between (s1, t1), . . . , (sn, tn) along fixed paths P1, . . . , Pn. We

still have the constraints that the data cannot go in or go out at other vertices, and in each

edge, the total data-transmitting ratio cannot exceed its capacity. A bandwidth allocation

is an allocation of data-transmitting ratio X = {x1, x2, . . . , xn} to each consumer in each

path. Suppose there is one market maker who will charge consumer i Pi(·) : X → R+∪{0},
and each consumer i has a valuation function vi(·) : X → R+∪{0} which denotes the price

she is willing to pay for the allocation X . So the happiness (utility) of consumer i under

allocation X is vi(X)− Pi(X). Our target is to maximize the market maker’s revenue.

Again we take the network shown in Figure 1.1 for an example. Supposing consumer i

recieves a data-transmitting ratio of xi, she will be charged xi dollars for transmitting data

along each unit length of the path (sn+1, tn+1). Therefore, if we have a bandwidth allocation

X = {x1, x2, . . . , xn+1}, consumer i, 1 ≤ i ≤ n will be charged xi dollars and consumer

n+1 will be charged (2n+1)xn+1 dollars (path (sn+1, tn+1) has length 2n+1). Suppose the

valuation function of each consumer i is given by vi(X) = xi · (1+the length of path Pi). In

a revenue maximization solution, the market maker may assign a bandwidth 1 to consumer

n + 1 and 0 to others; she will get a revenue of 2n + 1. In this case, consumers 1, 2, . . . , n

will have utility 0 and consumer n + 1 will have utility 1. Hence the total social happiness

(i.e., social welfare) will be 2n + 1 + 1 = 2n + 2. In this case, the first n consumers may

feel that they have been treated unfairly if they observe the outcome of player n+ 1. On the

other hand, if we assign a bandwidth 1 to each of consumers 1, 2, . . . , n, the market maker

will have revenue n and the consumers will have a total utility 3n. The total happiness of

all participants in the market will be 4n, which is much larger than the total happiness in

the revenue maximization solution.

From the previous examples, we observe that:

• A social welfare-optimized solution (as we see in Example 1.1) may be unfair to

individual participants.

• A fair solution may reduce the total social well-being (as we see in Example 1.2).

• Consumers and market makers will have conflict of interests (as we see in Example

1.3), since the market makers tend to increase their revenue but consumers want to

pay less.
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• A revenue-maximized solution may be neither fair nor social welfare-maximized (as

we see in Example 1.3).

One basic assumption behind these models is that each participants in the market is a

utility maximizer. We see three parties in the market. The first party is that of the potential

consumers. Consumers cannot decide the allocation or the pricing of the resources in ques-

tion. In general, consumers prefer to receive as much utility as possible. If no payments

are needed, consumers actually desire as many resources as possible. In the mean time,

individual consumers may compete with each other, and it is possible for them to quit the

market if they feel they are unfairly treated. The second party is the centralized authority.

The centralized authority can price the resources and decide how to allocate resources to

potential consumers, but it doesn’t directly participate in the market. The target of cen-

tralized authority is to ensure the performance of the market from a global point of view,

i.e., to ensure total social well-being, or in another words, to ensure efficiency. The third

party is the market maker (seller). This party may not exist in some cases. If the market

maker exists, consumers will pay resources according to pricing. The market maker desires

high revenue through high pricing, which decreases the welfare that potential consumers

can enjoy.

A central question raised by the nature of resource allocation problems is how to al-

locate a given set of resources to a set of potential consumers. From the above examples

and discussion, we can see that different parties have different interests. For different ap-

plication domains, different requirements need to be achieved, or different factors need to

be balanced. In particular, consumers require a fair allocation; a centralized authority may

have global objectives; and if a market maker (seller) exists, she will demand as much rev-

enue as possible. Therefore, a new series of questions arise: What kind of output should

the market produce? In other words, what objective or solution concept should we select in

different applications with different focuses? Are there any objectives or solution concepts

that can simultaneously capture the different interests of different parties? Furthermore, are

these objective or solution concepts achievable with limited computational power? Before

addressing the problems considered in this thesis, we will examine a few critical criteria

that are considered to be efficient from the centralized authority’s perspective or to be fair

from individual consumer’s perspective, so that we can achieve the objective to make the

different parties happy.
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1.1 Economic Efficiency

In economy, the welfare (or utility) is a measure of the happiness or well-being received

by a consumer or a market maker when consuming or selling goods or services, possessing

wealth and spending leisure time. As we have seen in the previous examples, when a

consumer receives a given set of resources, there is a valuation function that denotes the

price she is willing to pay for these resources. This function also quantifies the happiness

(i.e. utility) of the consumer if no payments are needed. If payments are needed, the utility

of the consumer is figured as valuation less payments. When a market maker receives

payments, her utility is the total amount of money that she receives. Based on these utility

measures, economic efficiency evaluates the performance of a market in terms of the welfare

from a global point of view, which is important to the centralized authority’s perspective.

The following are important criteria for economic efficiency.

Pareto Efficiency Pareto efficiency was firstly introduced by the Italian economist Vil-

fredo Pareto [110]. It is a condition that captures the overall performance of the system.

Given a Pareto-efficient solution, there is no way to improve any participant’s welfare with-

out that of hurting others.

For a simple illustration, take the stable marriage problem instance, which includes n

boys and n girls. Each person has ranked all members of the opposite sex within his or

her own list (i.e. preference list). We need to marry the boys and girls such that there

are no two persons of opposite sexes who would both rather marry each other than their

current partners. We call the valid solution a stable matching. The one of the beauties of

this problem is that stable matchings are actually Pareto-efficient, by which we mean that

we want to improve the welfare of any given person (i.e., marry she/he to a person ranked

higher on her/his preference list), there must be someone who loses welfare (i.e., someone

who is married to a person ranked lower in her/his preference list).

We normally call a change of an allocation or price within a given outcome a Pareto

improvement if at least one participant strictly becomes “better off” after the change and

none of the other participants becomes “worse off.” Hence, an allocation or price vector is

Pareto-efficient only when no Pareto improvement can be made.

Pareto efficiency is accepted by nearly all economists [120], and it is used as a bottom

line for economic efficiency in many literatures.
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About mechanism design, Crawford(1979) described a simple, operational procedure

that always generates Pareto-efficient egalitarian-equivalent allocations [47]. In Abdulka-

diroglu and Sonmez’s several works [1–3] regarding the house allocation problem and the

student assignment problem, they use Pareto efficiency as their guarantee of social effi-

ciency. In 1994, MacKie-Mason and H. Varian analyze a generalized version of Vickrey

auctions, that guarantees Pareto efficiency [94]. Bagnoli and Mckee considered a mecha-

nism for the voluntary provision of public good that is proven to be Pareto optimal [10].

Baliga and Maskin designed a mechanism for environmental scientists that, is Pareto opti-

mal when externalities such as pollution are non-excludable [13]. Pazner and Schmeidler

considered Pareto efficiency as a basic efficiency requirement for the cake cutting problem

[111]. Reijnierse and Potters used Pareto optimality as an efficiency guarantee for a finite

number of homogeneous infinitely divisible good problem under linear utility functions

[116]. Pareto optimality has also been considered when fairly allocating indivisible items

to consumers [59].

Besides mechanisms, the Pareto efficiencies of many kinds of economic systems have

been studied, and some of them have actually made an impact on our every-day life. Ar-

row(1969) analyzed public goods and their externalities using Pareto efficiency as a basic

condition [5]. Pareto-efficient taxation has been a big topic and is studied in lots of literature

[80, 121, 126]. Ross(1973) used Pareto efficiency as a primary criterion when he consid-

ered the relationship between agencies [119]. The remarkable BitTorrent file distribution

system was also designed to be Pareto-efficient [42].

Kaldor-Hicks Efficiency Kaldor-Hicks efficiency [73, 79], which is named after Nicholas

Kaldor and John Hicks, is also one of the most important efficiency criteria in microeco-

nomics. Kaldor-Hicks improvement signifies that a change in an allocation can still be a

Pareto improvement after participants who are better off “compensate” for participants who

are worse off. Hence, an allocation or price vector is said to be Kaldor-Hicks efficient when

we cannot make a Kaldor-Hicks improvement on it. Kaldor-Hicks improvement may not

necessarily qualify as a Pareto improvement, but Pareto improvement must always qualify

as a Kaldor-Hicks improvement, which means that Kaldor-Hicks efficiency is stronger than

Pareto efficiency.

Now take a simple (actually stupid) gambling game as an example. Suppose there are
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Player 2 bids A Player 2 bids B
Player 1 bids A (0, 0) (−5, 10)
Player 1 bids B (10,−5) (0, 0)

Table 1.1: Pay off for the gambling bids.

two players participating in the gambling game, Player 1 and Player 2. There are two kinds

of bids, A and B. If both players make the same bid, they will get nothing. If Player 1

bids B and Player 2 bids A, player 1 will receive 10 dollars and player 2 will pay 5 dol-

lars. If Player 2 bids B and Player 1 bids A, Player 2 will receive 10 dollars and Player

1 will pay 5 dollars. The payoff of the game is shown in Table 1.1. If we take Pareto’s

criterion as the measurement of economic efficiency, there will be no difference among

these four outcomes, since none of these outcomes can result in a Pareto improvement of

another one. Therefore, all four outcomes are Pareto-efficient. From here we can see a

limitation of Pareto’s criterion: if the two players cooperate, they receive some economic

profit instead of receiving nothing. Kaldor-Hicks’s criterion overcomes this limitation of

Pareto efficiency. (10,−5) and (−5, 10) will be Kaldor-Hicks improvements of (0, 0); this

means that the outcomes (10,−5) and (−5, 10) are Kaldor-Hicks efficient, which is also

welfare-maximized. The shortcoming of Kaldor-Hicks’s criterion is that it needs to quan-

tify all the given preferences. For example, the stable matching example in the previous

paragraph cannot be examined using Kaldor-Hicks’s criterion.

Kaldor-Hicks’s criterion is an important notion in economics, and there has been a lot of

literature about it. For example, Buchanan discussed the debate over the criteria of welfare

efficiency [31]. In Posner’s highly cited work [113], he used Kaldor-Hicks’s criterion as a

“consensual base” of efficiency. Kronman actually believed that Kaldor-Hicks’s criterion

is more practical than Pareto’ criterion for wealth maximization [89]. Balkin took Kaldor-

Hicks efficiency as the guarantee of social efficiency in his work [14]. Stavins et al. related

Kaldor-Hicks’s criterion to the sustainability of the economy [124]. Parisi listed Kaldor-

Hicks’s criterion as one of the important efficiency criteria in the institutional design of

lawmaking [107].

Welfare maximization Social Welfare is defined as the sum of the utility of all partici-

pants in the market. When allocating resources, social welfare maximization involves the

7



maximization of the total social welfare in the market, which means, to allocate the given

resources to the people who most desire them.

Social welfare maximization is a natural aim of market mechanism design. Sociologists

and economists, such as Jeremy Bentham and John Stuart Mill, believed that society should

aim to maximize the total welfare of its individuals, or aim for “the greatest happiness for

the greatest number of people”. Intuitively, whenever the market does not achieve social

welfare maximization, it has the potential to generate economic surplus. Generating addi-

tional economic surplus means that a given society has the ability to gain more resources

that it needs to do the things it wishes to. That is to say, whenever the market does not

achieve social welfare maximization, there is a waste, which is undesirable to the society.

In general, Pareto efficiency and Kaldor-Hicks’s efficiency are weaker than social wel-

fare maximization since they only give locally optimal solutions for the maximization of

social welfare. Therefore, we can characterize the three efficiency criteria into the following

structure:

Pareto efficiency ≤ Kaldor-Hicks Efficiency ≤Welfare maximization

In the remarkable papers [41, 67, 129], Vickrey (1961), Clarke (1971), and Groves

(1973) introduced a mechanism whereby multiple goods are allocated to bidders after bid-

ders sealed reported their valuations for the items. The mechanism charges each bidder for

the harm she cause to other bidders, which ensures social welfare maximization.

There is much literature that targets the question of social welfare in resource allocation

problems: Many efforts have been made to design heuristics for maximizing social welfare

given consumers’ submodular valuations, for example: A highly cited Lehmann, Lehmann

and Nisan’s work [91] provided a simple greedy approach; several linear programming

approaches appeared in [54, 56, 105]; and randomized algorithm approaches can be found

in [56, 130]. Besides these instances, subadditive and fractionally subadditive valuations

are considered in [56, 61], respectively.

There are also a lot of work done with the aim of achieving good social welfare in other

applications such as mechanism design for combinatorial auctions with various valuation

functions [55, 88, 101], unsplittable flow routing and multicast routing [30], etc.

Furthermore, there is the first and simplest general market equilibrium model [131],

which was introduced in 1874 by the great French economist Léon Walras as well as an
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extended and refined model by Arrow. Debreu [6] and McKenzie [97] are guaranteed to

produce solutions that maximize social welfare.

Above all, social welfare is one of the most important factor for evaluation of the out-

come of a system from a global point of view. Most seminal designs and benchmarks aim

to maximize social welfare.

1.2 Fair division

Fairness, which balances individual participants’ competitive interests, is also one of the

most important solution conditions considered in practice. Fair allocation divides resources

in a way that each participant in the market believes that she receives a relatively fair amount

of resources, which is crucial from consumers’ individual perspectives. Two critical fea-

tures of this solution condition are that people may disagree about the value of a given

portion of resources and that people may disagree with the given definition of “fairness.”

Imagine, for instance, that a mother who wants to divide a piece of cake for two hungry chil-

dren. What may look like fair halves to her may not look like halves at all to the children,

and merely weighing two equal pieces and assigning them to the children may produce

dissatisfaction because of these features. To establish a common ground, it is necessary to

consider some generally accepted conditions for fairness. The following are some of the

fairness criteria that economists often use to ensure fairness. Some of them can be achieved

simultaneously while some of them conflict:

Proportionality An allocation is proportional if each consumer receives at least an av-

erage share based on his own measurement, i.e., if there are n consumers dividing the

resources, then in the allocation, each consumer receives at least 1/n of her valuation of all

the resources. Proportional division is also called simple fare division.

Take the example of two children cutting a cake. If either child divides the cake into

two halves she thinks are equal, and the other child chooses the half she prefers, then this

will result a proportional division since the two children will receive at least 1/2 of their

total valuation.

The origin of proportionality can be traced back to Aristotle, who argued in Ethics that

goods should be divided in proportion to each claimant’s contribution [22]. In recent years
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proportionality has become a basic and classic fairness criterion of the cake-cutting problem

and it has received a lot of attention in the literature [22]. Even and Paz gave a protocol that

produce proportional division with continuous pieces [60]. Brams, Jones, and Klamler gave

a procedure for cutting a pie (which is different from cutting a cake) proportionally between

two people [25]. Caragiannis et al. measured the loss of efficiency if what is desired is a

proportional cake cutting [33]. Aumann and Dombb extended Caragiannis’s results by

restricting the division of the cake to connected pieces [7]. Y. Chen et al. considered the

consumer behavior within the cake-cutting model and obtained a truthful mechanism for

dividing a cake proportionally [39].

Envy-Freeness We are assuming all consumers are utility maximizers, i.e., for a given

allocation and price vector (if any), these consumers would like to compete with each

other and be allocated only the subsets of resources that give them maximum utility. Envy-

freeness captures such self-interested considerations of consumers and requires that no con-

sumer would envy any other’s allocation for the given market allocation and price vector (if

any). In other words, every consumer’s utility is maximized at his current allocation, and

therefore, each consumer is happy with the outcome of the market.

A resource allocation outcome is envy-free if no player feels that another has a

strictly larger piece of the allocation.

Still, take the two-child cake-cutting example. The cut-and-choose protocol in para-

graph above will still provide an envy-free allocation since each child will not prefer the

other’s piece more than her own.

Envy-freeness is generally stronger than proportionality. If there are only two con-

sumers, it is understood that envy-freeness and proportionality are equivalent.

Envy-freeness is a fairness criterion that is studied extensively in both indivisible and

divisible resource allocation problems.

For divisible resource allocation problems (for instance, cake cutting), a very elegant

envy-free cake-cutting protocol was introduced by Brams and Taylor in 1995[27]. Brams et

al. considered cake-cutting problems with money among several consumers, who required

envy-freeness as a fairness guarantee [24]. Robertson, Webb and Pikhurko separately gave a

construction of envy-free cake cutting solution after Brams and Taylor’s results [112, 117].

Caragiannis et al. and Aumann et al. measured the loss of efficiency within a envy-free cake
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division in a general setting and a continuous-piece setting, respectively [7, 33]. Cohler et

al. provided algorithms to discover welfare-optimized envy-free allocation under various

preference settings [43].

For indivisible-item allocation problems, Brams and Fishburn considered an indivisible-

item allocation that ensures envy-freeness between two persons [23]. Envy-freeness has

also been considered when efficiently allocating indivisible items to consumers [59]. Her-

reiner and Puppe provided a simple procedure for discovering envy-free allocations of in-

divisible goods [72]. Lipton et al. considered an approximation algorithm in order to min-

imize the number of envies and also provided an bound for that [92]. Bouveret and Lang

considered the computational issue in order to find an efficient, envy-free allocation in a

general setting [21].

For indivisible-item allocation with pricing, Guruswami et al. provided an approxi-

mation of a profit-maximized envy-free solution given unit demand and single-minded con-

sumers in [69]. This is a frequently cited paper. Chen et al. considered the envy-free pricing

problem when there is metric substitutability among the items [37]. Briest gave an inap-

proximability upper bound which showed that Guruswami et al.’s result in [69] is nearly

optimal [28].

Exact Division Exact division as an allocation ensures that each consumer thinks that all

of the other consumers receive the same amount of allocation.

Take a divisible resource allocation problem as an example. If R is the set of resources

and there are n consumers among whom to divide the resources, suppose vi(·) : T →
R+ ∪ {0}, T ⊆ R is valuation function for consumer i, 0 ≤ i ≤ n and X = (Xi) is a valid

allocation of resources. An exact division is an allocation X such that vi(Xi) = vi(Xj) for

all j 6= i.

This actually implies that each consumer will get exactly 1/n of her valuation of all the

resources, no more or less. Exact division is an even stronger condition than proportionality

and envy-freeness. Therefore, in the cake cutting problem, the above three fairness criteria

can be characterized into the following structure:

Proportionality ≤ Envy-freeness ≤ Exact Division

Exact division has been considered in some of the literature. Roberson and Webb for
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example gave a nearly exact division algorithm for cake cutting. “Nearly exact” means

that for any given small ε, one consumers believes that other consumers will receive an

allocation that differs by at most ε [117].

Equitable Division An allocation is equitable if each consumer receives exactly the same

utility by her own valuation.

In the divisible resource allocation problem in the paragraph above, an equitable divi-

sion is an allocation X such that vi(Xi) = vj(Xj) for all j 6= i.

Equitable Division is widely investigated in the literature since it actually balances the

welfare of each consumer. Note that exact division is also equitable division, but an eq-

uitable division may not either be envy-free or proportional. Ichiishi and Idzik gave a

non-constructive proof of the existence of equitable allocation in the cake-cutting problem

[75]. Jones gave a protocol for a case involving two consumers that resulted in a equitable

and efficient division [77]. In [24], equitable division was considered as a guarantee of

fairness in the cake-cutting problems with money. Barbanel et al. constructed a procedure

for cutting a pie equitably among several consumers [16]. Caragiannis et al. and Aumann

et al. measured the loss of efficiency for equitable divisions in a general setting and a

continuous-piece setting, respectively [7, 33].

Max-min Fairness Max-min fairness, is the allocation that least maximizes allocation

among all consumers. It is a very natural benchmark for fairness since the target of this

approach is to maximize the welfare of the most “unhappy” person. Unlike other fairness

criteria, max-min fairness is a concrete amount that can be approximated. This is similar to

maximum social welfare.

In the divisible resource allocation problem above, a max-min optimal division is an

allocation X∗ = (X∗i ) such that mini vi(X
∗
i ) ≥ mini vi(Xi) for all valid allocation X .

Max-min fairness has been widely used as a measurement of fairness in resource al-

location. Herreiner and Puppe provided a simple procedure for finding max-min efficient

allocations of indivisible goods [72]. Dall’Aglio and Hill derived a method for dividing a

cake in order to reach max-min shares [49]. Brams et al. compared envy-free and max-

min solutions in instances of efficient indivisible resource allocation [26]. There are several

results which gave approximation algorithms of max-min fairness for indivisible resource
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allocation with additive valuations [9, 15, 32]. Goemans et al. and Knot et al. provided

approximation algorithms of max-min fairness for indivisible resource allocation with sub-

modular and subadditive functions, respectively [66, 82].

In electric network design and other problems, Megiddo (1974) gave an allocation with

optimal fairness and welfare for single-source networks with splittable fractional flows [98].

Hahne studied a strategy for max-min fair allocation of link capacity in a point-to-point

packet network [70]. Ma et al. used routing algorithms for high-bandwidth traffic that im-

proved resource allocation while maintaining max-min fair share semantics [93]. Max-min

fairness-based algorithms for congestion control in broadband packet networks have also

been considered [78, 127]. The results listed here are just the tip of the iceberg; guarantee-

ing max-min fairness is a very common methodology to ensure fairness in the domain of

engineering.

1.3 Revenue

If payment exists, the market maker’s utility, which is the total revenue received from con-

sumers, will be taken into account. Under normal conditions, a reasonable market maker

would like to obtain as much revenue as possible.

In order to generate revenue for the market maker, the centralized authority will price

the resources in question. Price has basically two impacts on the market. The first is that

market price will change the utility of consumers for receiving some resources, since if a

consumer pays for something, the utility she receives will be the valuation less its price.

The higher the price, the less utility consumers enjoy. On the other hand, from the market

makers or providers’ point of view, price guides production. Whenever the current market

price of goods or resources exceeds its cost of production, producing more of the goods

is profitable. Market makers or sellers will increase the output at the same time that new

providers will have incentive to enter the market. More goods will be provided. This is

called the principle of the “invisible hand” [123]. For market makers, revenue maximization

is a natural goal. Therefore, while consumers prefer to pay less in order to increase their

utilities, the market maker’s interest is revenue maximization. Thus consumers and market

makers will display contrary interests in the terms of payments.

Revenue maximization is different from social welfare maximization. For example, in a
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combinatorial market, there arem items to be allocated to n consumers, and each consumer

has a valuation on each subset of items. Normally, we assume the pricing in this case is

under “budget balance condition”[108], where the price of each allocated subsets are less or

equal to its valuation by its targeting consumer. If the price of each subset of items equals

to the total price of all the items in the subset, then the revenue of the market maker equals

to total price of all the allocated items. On the other hand, the social welfare equals to the

total valuation of all the allocated consumers, which is different from the revenue.

Resource allocation model with the existence of a market maker has significant real-

life applications. In fact, the combinatorial market above describes the Internet advertising

market. Web search engines like Google and Yahoo! auction off advertising spaces next to

their standard searching results. Figure 1.2 shows an example of an Internet advertisement

in Google when the query “apple” is entered. Generally, there are a number of advertising

slots provided by web search engines for certain query words. Advertisers bid for the place-

ment on the search pages, and they are charged by web search engines accordingly once

they are allocated the advertising slots. In this case, the advertising slots are the resources to

be allocated. The advertisers are the consumers and they have their own valuations on each

advertising slot. By 2007, Google and Yahoo! boasted a combined market capitalization

Figure 1.2: An example of Internet advertisement shown above the standard searching results of
the query “apple”.
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over $150 billion, largely on the strength of the Internet advertising market [104]. Roughly

85% of Google’s $4.1 billion in 2005 revenue and roughly 45% of Yahoo!’s $3.7 billion in

2005 revenue was likely attributed to Internet advertising auctions [104]. In 2011, full year

internet advertising revenues totaled $31.7 billion, up 22% from the $26.04 billion reported

in 2010 [76]. In every year since 2005, the annual growth rates of Internet advertising have

exceeded those of other advertising media [76].

Revenue maximization mechanisms have an extensive history. In a remarkable paper

[102], Myerson constructed a revenue maximization auction for a single item with risk-

neutral consumers and independent private information. Riley and Samuelson had similar

results [115]. Milgrom and Weber found that the market maker can receive a higher revenue

by adopting some policies for certain auctions [99]. In a frequently cited paper, Myerson

and Satterthwaite also designed a mechanism for a bargain game in bilateral trading in or-

der to maximize sellers and broker’s expected revenue (if it exists) [103]. Hartline and

Koltun constructed efficient approximation algorithms for several problems on computing

the prices that maximize the revenue of the seller for a given set of items [71]. Guruswami

et al. designed algorithms to approximate revenue-maximizing envy-free solution in combi-

natorial auctions under unit-demand consumers or single-minded consumers [69]. Abrams

considered the problem of maximizing revenue for auctions with multiple units of goods

where consumers have hard budget constraints [4]. Balcan et al. designed several mecha-

nisms that target the seller’s revenue maximization in several circumstances [11, 12, 18, 19].

Briest and Krysta dealt with the problem of finding profit-maximizing prices for a finite

number of distinct goods with single-minded consumers [29].

1.4 Problem Studied in This Thesis

In this thesis, we construct some solution concepts from the criteria above in order to satisfy

the interests of different parties in different market models.

In Chapter 2, we consider a centralized combinatorial market where a market maker

sells a given set of items to potential consumers, who are interested in purchasing their

preferred items [74]. Formally, we have a set A with n consumers and a single market

maker with a set B with m different items. For each consumer i ∈ A, there is a function

vi(·) that denotes the valuation of each subset of items by consumer i, i.e., the amount of
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money that i is willing to pay for different combinations of items. An output (p, X) of the

market is a combination of a price vector p = (pj)j∈B where pj is the price of item j and

an allocation vector X = (Xi)i∈A where Xi is the subset of items that i obtains. For any

subset of items S ⊆ B, its price is defined as the sum of the prices of its elements . The

utility of each consumer is her valuation of the set that she receives less the price of the set.

We study a solution concept called Envy-free Pareto-efficient pricing, which strikes a

balance between the perspectives of consumers, the centralized authority, and the mar-

ket maker. It captures fairness and balances the tradeoff between efficiency and revenue.

An Envy-free Pareto-efficient pricing (i.e. Envy-free Pareto-optimal pricing) is a outcome

(p, X) that is:

• (Envy Free) For any consumer i and any subset of items S ⊆ B, i prefers her alloca-

tion to S, i.e., vi(Xi)− p(Xi) ≥ vi(S)− p(S).

• (Pareto Efficient) An outcome of the market (p, X) is said to be a Pareto improvement

of (or Pareto-dominate) another outcome (p′, X ′) if

1. each consumer i in (p, X) gets strictly higher or the same utility as in (p′, X ′);

2. the market maker’s revenue in (p, X) is strictly higher or the same as in (p′, X ′);

3. at least one of the above two terms is strict.

We say that an outcome is Pareto efficient if it is not Pareto-dominated by another

outcome.

Specifically, we will consider Envy-free Pareto-efficient pricing separately with two

kinds of consumers.

• Unit Demand Consumers. Each consumer is interested in getting at most one item.

• Single-minded Consumers. Each consumer i is interested in getting only a set of

items containing Si ∈ B, Si is called the demand set of consumer i.

Under unit demand consumers, we will prove the following theorem, which character-

izes the economic property of Envy-free Pareto-efficient pricing [74].

Theorem 2.10. In a market with unit demand consumers and ensuring envy-freeness, an

output is Pareto efficient if and only if it maximizes social welfare.
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This theorem shows the advantage of our Envy-free Pareto-efficient pricing as compared

to the envy-free pricing considered in [69]. Unfortunately, if our aim is to find revenue-

maximizing Envy-free Pareto-efficient pricing, we have the following inapproximability re-

sult [74] showing that:

Theorem 2.12. For any constant c > 1, there is no polynomial time algorithm for comput-

ing an Envy-free Pareto-efficient solution with revenue greater than 1/c times the revenue

of a revenue maximizing Envy-free Pareto-efficient solution, unless P=NP.

For single-minded consumers mainly, we have several hardness results.

In Chapter 3, we will consider a combination of max-min fairness and social welfare

maximization. Since max-min fairness and optimal social welfare are both concrete quan-

tities that can be optimized, it is very natural to ask the following question:

For any given rf and rw, does there exist an allocation that simultaneously

achieves an approximation ratio rf to max-min fairness and approximation

ratio rw to social welfare?

We consider this question in two classic resource allocation models: the indivisible-item

allocation with subadditive functions and the multiple fractional knapsack allocation with

capacities and demands. There is no market maker in these two models.

For the indivisible-item allocation problem, there is a set of indivisible items and a

function v(·), which gives the valuation of different subsets of the items. We assume the

valuation function v(·) is subadditive, i.e., v(S) + v(T ) ≥ v(S ∪ T ) for any S and T (each

consumer has the same valuation function). We need to partition these items into n disjoint

sets and allocate them to n consumers. We mainly have the following two theorems.

Theorem 3.1. For any subadditive valuation function v(·) and two positive constants rf , rw
satisfying one of the following conditions

• 0 < rf ≤ 1
2

and rw ≤ 1
rf+1

• 1
2
< rf ≤ 1 and rw ≤ 1

3rf

there always exists an allocation that simultaneously approximates fairness and welfare

with the approximation ratios rf and rw, respectively.
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Theorem 3.5. For any given constants 0 ≤ rf , rw ≤ 1 that satisfy rw > 1
rf+1

, there exists

a subadditive valuation function v(·) such that no allocation can approximate fairness and

welfare simultaneously with approximation ratios rf and rw, respectively.

Theorem 3.1 shows the existence of solutions and theorem 3.5 shows the upper bound of

these bifactor approximations. Notice that we do not consider computational issue in these

two theorems, and in this thesis, we also determine what can be achieved in polynomial

time:

Corollary 3.8. For any given constant rf < 1
6
, there is a polynomial time algorithm that

has bifactor approximation ratios rf and rw with rw < 1
2
− 3rf for subadditive valuation

functions.

For the multiple fractional knapsack allocation with capacities and demands, we have

the following model: there are n consumers, each with a demand di, andm knapsacks, each

with a capacity cj . The resources are the knapsacks; an allocation consists of a mapping

from consumers to knapsacks where every consumer is mapped to exactly one knapsack

(i.e., the resource is unsplittable) and an assignment vector X = (x1, x2, . . . , xn), where xi
is the amount that consumer i receives from her corresponding knapsack.

Similarly to item allocation, we find the following results, which show the existence of

the bifactor approximations.

Theorem 3.10. For any given multiple fractional knapsack problem and two positive con-

stants 0 < rf , rw ≤ 1 satisfying rw ≤ 1
rf+1

, there always exists an allocation that simul-

taneously approximates fairness and welfare with approximation ratios rf and rw, respec-

tively.

In fact, in the multiple fractional knapsack problem, we also show that the bound given

in Theorem 3.10 is tight, i.e., it is the best bifactor approximation that can be achieved. We

will also consider a special case of the multiple fractional knapsack allocation problem and

show an improved approximation ratio. For both the multiple knapsack problem and the

special case, we provide polynomial time algorithms in order to compute allocations with

constant bifactor approximations.

In Chapter 4, we will try to address the following question:

What is the computational complexity of computing an efficiency optimal allo-

cation while ensuring fairness?
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We study this question in an important resource allocation model – cake cutting [17].

Formally, a cake, which is represented by interval [0, 1], is going to be divided among

n consumers. Each consumer i has a density function fi(·) : [0, 1] → R+ ∪ {0}. The

valuation of agent i for the interval [a, b] ⊆ [0, 1] is denoted by vi(a, b) =
∫ b
a
fi(x) dx. There

is no market maker in this model. Specifically, we require that every consumer receives a

continuous piece of cake, while at the same time we try to output a welfare maximized

division that ensures proportionality.

We consider two kinds of consumers separately:

• Linear Valuations. Each consumer i has a density function fi(x) = ai · x+ bi, where

ai, bi are constants, and x ∈ [0, 1].

• Piecewise Constant Valuations. Each consumer i has a density function fi(x) such

that we can partition the interval [0, 1] into subintervals; fi(x) is constant on each

interval.

For consumers with linear functions, we can actually achieve the best we can hope for

in polynomial time: a Polynomial Time Approximation Scheme (PTAS) [17].

Theorem 4.4. When all consumers have linear density functions, for any ε > 0, there is an

algorithm running in polynomial time in the input size and 1
ε
, and outputs an (1 − ε)-fair

allocation with efficiency within a factor of (1− ε) to the optimum.

(1 − ε)-fair solution means each consumer recieves no less than 1−ε
n

share of her value

for the entire cake.

For consumers with piecewise constant functions, we provide an inapproximability re-

sult [17] showing that:

Theorem 4.6. When all consumers have piecewise constant density functions, it is NP-hard

to approximate the optimum efficiency within a ratio of Ω
(

1√
n

)
.
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Chapter 2

Indivisible Resource Allocation with
Payment

2.1 Introduction

In this chapter we will consider an indivisible resource allocation problem with payment,

which is raised in the centralized combinatorial market. In a centralized combinatorial mar-

ket, a market maker sells a set of m items to n potential consumers, where each consumer

i has a valuation function vi(·) measuring the maximum amount that i is willing to pay for

different combinations of items. As an outcome of the market, the market maker specifies

a price vector p = (pj) for all items and an allocation vector X = (Xi) which indicates the

subset of items that every consumer i obtains. That is, for the given outcome (p, X), con-

sumer i obtains subset Xi with payment p(Xi) =
∑

j∈Xi pj to the market maker; therefore

his utility is defined to be vi(Xi)− p(Xi).

The centralized combinatorial market is one of the most fundamental market models

that has received a lot of attention in the literature [46, 96]. It characterizes a number

of applications, especially with the development of the Internet, e.g., Amazon’s electronic

market, Google and Yahoo’s advertising markets, to name a few. A key question in such

marketplaces is that for the given input information vi(·), what kind of outcomes should

the market output? In other words, what solution concepts should be selected in different

applications with different focuses? In this chapter, for consumer’s fairness perspective, we

use envy-freeness as a criterion. From global point of view, we hope to output a welfare
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Fairness Social welfare Pareto efficiency Revenue Computation Existence
WE

√ √ √
small easy yes

REF
√

× × large hard yes
REP

√ √ √
medium hard yes

Table 2.1: Our results (last row) for unit-demand consumers.

maximization solution, or at bottom line, a Pareto efficient solution. On the other hand, the

market maker wants to generate as much revenue as possible in the mean time.

Ideally, we would like to have a solution concept that captures all these three criteria

simultaneously. However, due to the contrary interests amongst different parties in the

market, such a solution does not exist in general. Therefore, any feasible solution concept

can only have a partial focus on each of these properties. We will consider the following

solution concepts in this chapter.

Walrasian equilibrium (WE) An outcome is called a Walrasian equilibrium if it satisfies,

in addition to envy-freeness, a market clearance condition which says that every leftover

item must be priced at zero. Walrasian equilibrium is one of the most important solution

concepts in economics and has been studied extensively in the literature. It ensures indi-

vidual fairness and overall market efficiency. In particular, the seminal first fundamental

welfare theorem says that every Walrasian equilibrium maximizes social welfare; this im-

plies that it is Pareto efficient as well.

However, it is well known that a Walrasian equilibrium may not exist in general; and

even if one is guaranteed to exist (for example, when the valuation functions satisfy the

gross substitutes condition [81]), the revenue it generates could be very small even for a

revenue maximizing Walrasian equilibrium (RWE). These two issues largely limit the ap-

plicability of Walrasian equilibrium. For example, the market maker would like to seek to

optimize his own objective, i.e., revenue maximization, which is one of the key business

concerns in many applications. From this perspective, Example 2.1 shows that (revenue

maximizing) Walrasian equilibrium is not a good solution concept in some applications.

Revenue maximizing envy-freeness (REF) The limitation of Walrasian equilibrium re-

lies on the requirement of the market clearance condition. In applications like Google and

Yahoo’s advertising markets, the market makers may hold some of their inventories unsold
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Fairness Social welfare Pareto efficiency Revenue Computation Existence
WE

√ √ √
small hard no

REF
√

× × large hard yes
REP

√
×

√
medium hard no

Table 2.2: Our results (last row) for single-minded consumers.

(i.e., priced at infinity) to achieve their own objectives. Removing the market clearance con-

dition leads to the solution concept of envy-freeness (EF), which is guaranteed to always

exist. Finding an envy-free pricing solution that maximizes revenue (REF) for the seller

has attracted a lot of attention recently in computer science [12, 37, 69]: The optimization

problem is NP-hard to solve even when all consumers only desire one item or a fixed subset

of items; approximation algorithms have been considered for special cases.

A remarkable property of a REF pricing solution is that there are instances in which the

REF revenue can be arbitrarily larger than that of the RWE.

Example 2.1. (REVENUE COMPARISON: RWE vs REF). There are two consumers i1, i2
and two items j1, j2. Both consumers want to get only one item, and their valuations are

vi1j1 = k, vi1j2 = k+ 2, and vi2j1 = 0 and vi2j2 = 1. In an optimal RWE solution, i1 wins j2
and i2 wins j1 at a price vector (0, 2). In an optimal REF solution, however, we may charge

a price vector (k, k + 2) with the same allocation. Hence, the total revenue is increased

from 2 to k + 2. (Note that in the REF solution, we are free to set any large price for item

j1, whereas in the RWE, its price has to be 0 by the market clearance condition.) Hence, the

difference between an optimal RWE solution and REF solution can be arbitrarily large.

While REF does generate the largest possible revenue provided the fairness condition,

it may not maximize social welfare; and further, it may not even be Pareto efficient, which

is arguably the weakest solution concept to ensure overall performance of a system.

Example 2.2 (REF is not Pareto efficient). There are two consumers i1, i2 and two items

j1, j2. Again both consumers only want to get one item, and their valuations are vi1j1 = 100,

vi1j2 = 10, and vi2j1 = 180 and vi2j2 = 100, as the following figure (A) shows:

In this example, an optimal REF solution is given by (B) with total revenue 180 (note that

we can set j2 with any large price to ensure that i2 is happy with his allocation j1 at price

180). However, this is Pareto-dominated by the solution in (C) where both i1 and i2 obtain
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consumers items

i1

i2

j1

j2

100

10

180

100

(A)

i1

i2

j1

j2

prices

180

200

(B) Optimal REF

i1

i2

j1

j2

100

100

(C) Pareto Domination of (B)

i1

i2

j1

j2

100

20

(D) Optimal REP

the same utility 0 and the market maker improves his revenue from 180 to 200. Note that the

solution given by (C) is not envy-free. For this example, the optimal REP (defined below) is

shown in (D).

Revenue maximizing envy-free Pareto efficiency (REP) Social welfare maximization,

and the bottom line, Pareto efficiency, are critical solution conditions for a market to have

healthy and long-term development. To capture these conditions, in particular, Pareto ef-

ficiency, we introduce a solution concept, envy-free Pareto efficiency (EP), which requires

both envy-freeness and Pareto efficiency. A revenue maximizing envy-free Pareto-efficient

(REP) outcome is one that maximizes revenue among all envy-free Pareto efficient solu-

tions. The figure (D) in Example 2.2 gives an optimal REP solution for the given instance,

which is different from the optimal REF solution shown in figure (B); this implies that an

algorithm for finding a REF solution will not suffice for finding a REP solution.

By the definitions of the three solution concepts and the first fundamental theorem, we

know that EP lies between WE and EF, that is, the solution space has the following structure:

WE ⊆ EP ⊆ EF

This further implies that the total revenue generated by REP also sits between RWE and

REF, i.e.,

RWE ≤ REP ≤ REF
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where both inequalities can be strict.

Including Pareto efficiency strikes a balance between system efficiency and revenue:

REF solutions yield good revenue, but, as mentioned earlier, the overall performance of

the system is not addressed well. On the other hand, WE, while fair and efficient, is not

practical because the revenue of the market maker can be arbitrarily small. Our solution

concept EP, in addition to satisfying fairness (in the form of envy-freeness), addresses both

overall performance (in the form of Pareto efficiency) and revenue (which is sandwiched

between the revenues guaranteed by REF and WE solutions).

Our Results

We will study these solution concepts in two domains that are, arguably, the most applica-

ble: unit-demand consumers (where each consumer desires exactly one item, as shown in

Example 2.1 and 2.2) and single-minded consumers (where each consumer desires a fixed

subset of items).

For a market with unit-demand consumers, the existence of an EP solution follows from

the existence of a WE immediately. Further, in addition to satisfying fairness and efficiency,

we show that EP (and therefore REP) has the property that it maximizes social welfare

(Theorem 2.9). This property of EP solutions is quite remarkable because it does not hold

for REF solutions. Hence, our solution concept possesses all the nice economic properties

that WE has. On the other hand, while approximating the revenue of an REP solution is

NP-hard (Theorem 2.12), we show that for a special case which includes most instances of

advertising markets, an optimal REP can be computed in polynomial time (Theorem 2.13).

For a market with single-minded consumers, our solution concept, REP, aligns with WE

and REF. Similar to the complexity of determining the existence of a WE [36], we show that

determining the existence of an EP solution is NP-hard. Even if an EP solution is guaran-

teed to exist, computing one that maximizes revenue is NP-hard as well (Theorem 2.16);

this has the same computational complexity as REF [69]. These hardness results do not

rule out the applicability of the solution concepts, but rather, illustrate their computational

features. This is similar to Nash equilibrium, which is extensively applied in game theory,

but shown to be hard to compute [38, 44, 51].

We summarize our results, and compare EP with WE and EF in Tables 2.1 and 2.2. Our

results imply that EP captures fairness, and balances the tradeoff between efficiency and
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revenue. Therefore, it provides a good alternative for solution concepts in combinatorial

markets.

Related Work

Envy-freeness and Pareto efficiency are among the most well-studied solution concepts in

economics. For instance, Pazner and Schmeidler [111] gave examples in which no Pareto

efficient allocation is envy-free. Varian [128] considered general utility functions for the

buyers and showed that if preferences of consumers are monotonic, then a fair allocation

exists. For Walrasian equilibrium, Shapley and Shubik [122] showed that a solution always

exists in unit-demand settings. The result was later improved to a more general class of

functions [48, 52, 114]. Kelso and Crawford [81], as well as Gul and Stacchetti [68],

proposed conditions (e.g., gross substitutes and single improvements) in which a Walrasian

equilibrium always exists. More discussions are referred to the textbooks, e.g., [46, 96].

We note the major difference between our work and the literature is that we consider the

centralized seller as a participant of the market as well; thus, in our model the market is

composed of n+ 1 entities.

From a computational point of view, Bouveret and Lang [21] studied the complexity of

deciding whether there exists a Pareto efficient and envy-free allocation in several contexts

when preferences are represented compactly. Guruswami et al. [69] showed that a revenue

maximizing envy-free solution is NP-hard to approximate, even for unit-demand and single-

minded consumers. The revenue maximizing envy-free pricing problem was later shown

by Briest [28] that it is even NP-hard to approximate within a ratio of O(logε n) for some

ε > 0. Our results, on the other hand, suggest that REP, as an alternative solution concept,

could be more applicable from computational perspective.

2.2 Model and Solution Concepts

In a marketplace, we have a setA of n consumers and a single seller (i.e., the market maker)

with a set B of m items, where each item has unit supply. For every consumer i and subset

of items S ⊆ B, there is a value vi(S) ≥ 0 denoting the valuation that i obtains from S.

We assume that vi(∅) = 0. An output of the market is given by a price vector p = (pj)j∈B

where pj is the price of item j, and an allocation vectorX = (Xi)i∈A whereXi is the subset
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of items that i obtains. For any S ⊆ B, its price is defined to be the sum of the prices of its

elements, i.e., p(S) =
∑

j∈S pj . Given an output (p, X), the utility of every consumer i is

defined to be ui(p, X) = vi(Xi)−p(Xi). We assume all consumers are utility-maximizers,

i.e., they would prefer outcomes with larger utilities.

In general, there could be many different outputs (p, X). A crucial study in economics

and social choice is the selection of solution concepts that satisfy different criteria. All

outputs considered in this chapter are assumed to be feasible (i.e., Xi ∩ Xi′ = ∅ for any

i 6= i′) and individually rational (i.e., ui(p, X) = vi(Xi) − p(Xi) ≥ 0). One of the most

notable solution concepts is that of Walrasian Equilibrium, which is defined formally as

below.

Definition 2.3. (ENVY-FREENESS AND WALRASIAN EQUILIBRIUM). An outcome (p, X)

is called a Walrasian Equilibrium (WE) if it satisfies the following two conditions:

• (Market clearance) Every unsold item is priced at zero.

• (Envy-freeness) For any consumer i and any subset of items S ⊆ B, vi(Xi)−p(Xi) ≥
vi(S)− p(S).

The first condition above is a market clearance condition, which requires that all unal-

located items are priced at zero (or at any given reserve price). The second is a fairness

condition, which says that at the given price vector, the utility of every consumer is maxi-

mized by the corresponding allocation, i.e., everyone is happy with his allocation.

While envy-freeness captures the interests of consumers, the seller, on the other hand,

would like to maximize the total amount of payment received (i.e., revenue), defined by

r(p, X) =
∑

i∈A p(Xi) for a given outcome (p, X). This motivates the following solution

concepts:

• Revenue maximizing Walrasian equilibrium (RWE): As the name implies, it is a Wal-

rasian equilibrium that offers the most revenue to the seller.

• Revenue maximizing envy-free solution (REF): These are envy-free solutions with

maximum total revenue. Note that we do not require market clearance condition

here, i.e., it is possible that an unallocated item has a positive price.
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Although a (revenue maximizing) envy-free solution captures the interests of both the

consumers and the seller to some extent, as Example 2.2 shows, it may not be Pareto effi-

cient, which is defined formally as follows.

Definition 2.4 (Pareto efficiency). An outcome (p, X) is said to Pareto-dominate (or just

dominate) another outcome (p′, X ′) if (i) for all i ∈ A, ui(p, X) ≥ ui(p
′, X ′); (ii)

r(p, X) ≥ r(p′, X ′), and (iii) at least one of the above inequalities is strict. We say that an

outcome (p, X) is Pareto efficient if it is not Pareto dominated by any other outcome.

In this chapter, we will consider the following solution concept, combining revenue

maximization (from the seller’s perspective), envy-freeness (from the consumers’ perspec-

tive), and Pareto efficiency (from the market’s perspective).

Definition 2.5. (REVENUE MAXIMIZING ENVY-FREE PARETO EFFICIENCY). An envy-

free Pareto-efficient (EP) solution is one that is both envy-free and Pareto efficient. A rev-

enue maximizing envy-free Pareto efficient (REP) solution is one with maximum revenue

among all EP solutions.

Another important property considered in the current chapter is social welfare, defined

as below.

Definition 2.6 (Social welfare). Given an outcome (p, X), the social welfare is defined to

be the sum of utilities of all participants in the system, i.e.,
∑

i∈A ui(p, X) + r(p, X).

Observe that the utility of every consumer i is ui(p, X) = vi(Xi)−p(Xi) and the utility

of the seller is
∑

i∈A p(Xi). Hence, in our setting social welfare is equal to
∑

i∈A vi(Xi),

which is independent of the selected price vector. A feasible allocation that maximizes

social welfare is called optimal, i.e., it has the maximum total valuations
∑

i∈A vi(Xi).

Therefore, an outcome maximizes social welfare if and only if the corresponding allocation

is optimal.

2.3 Unit Demand Consumers

We say a consumer i has unit demand if vi(S) = 0 for any S ⊆ B with |S| ≥ 2. That is, i is

interested in obtaining at most one item. In this section, we assume all consumers have unit

demand and denote vij = vi({j}). Note that when all consumers have unit demand, any

feasible allocation X = (Xi)i∈A corresponds to a matching between consumers and items.
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2.3.1 Pareto Efficiency and Social Welfare

In this section, we will examine the relation between Pareto efficiency and social welfare

maximization (hence, optimal allocation) in the market with unit-demand consumers.

We begin with a useful lemma.

Lemma 2.7. If (p, X) is not Pareto efficient, then there is another solution (p′, X ′) that

dominates (p, X), but the strict improvement is restricted to the seller’s revenue. That is,

ui(p
′, X ′) = ui(p, X) for all consumers i ∈ A and r(p′, X ′) > r(p, X).

Proof. We provide a constructive proof. Since we are not concerned with envy-freeness,

without loss of generality assume that all unsold items are priced at 0. Consider a solution

(q, Y ) that Pareto-dominates (p, X). If for all consumers i ∈ A, ui(q, Y ) = ui(p, X), then

clearly (q, Y ) dominates (p, X) at revenue, i.e., r(q, Y ) > r(p, X), and the claim follows.

Hence, it remains to consider the case where there is i ∈ A such that ui(q, Y ) > ui(p, X).

For such case, we can simply increase the price of the item yi allocated to i in (q, Y )

till the inequality becomes tight. This procedure can be repeated for all such consumers

with ui(q, Y ) > ui(p, X). Eventually all consumers’ utilities in the resulting solution will

match their utilities in the original solution (p, X), and the total revenue of the seller will

be strictly larger.

Given the above characterization, we can show the following result.

Theorem 2.8. Given an outcome (p, X), if X is an optimal allocation, then (p, X) is

Pareto efficient.

Proof. We prove by contradiction. Suppose thatX is an optimal allocation but (p, X) is not

Pareto efficient. Then there is a solution (p′, X ′) that dominates (p, X), and by Lemma 2.7,

the strict improvement is restricted to the seller’s revenue. Notice that the total valuations

given by an allocation is equal to the total revenue plus total utility. Hence,

∑
i∈A

vixi =
∑
i∈A

(ui(p, X) + pxi) = r(p, X) +
∑
i∈A

ui(p, X)

< r(p′, X ′) +
∑
i∈A

ui(p
′, X ′) =

∑
i∈A

(
ui(p

′, X ′) + p′x′i

)
=
∑
i∈A

vix′i .

Therefore, the total valuations given by X ′ is strictly greater than that given by X , which

contradicts the fact that X is an optimal allocation.
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We comment that the reverse direction of the above claim does not hold, i.e., Pareto

efficiency may not imply optimal allocation. For example, there are two consumers i1, i2,

and one item j1, with vi1j1 = 10 and vi2j1 = 8. Assigning the item to i2 at price 0 is not an

optimal allocation, but it is Pareto efficient since it is not dominated by any other outcome

given that the utility of i2 should be at least 8. That is, optimal allocation is only a sufficient

condition to ensure Pareto efficiency.

However, as the next theorem implies, given envy-freeness, optimal allocation is also

a necessary condition for Pareto efficiency. We note that the following result is known for

WE, but we consider the solution concept EP with n+ 1 participating entities.

Theorem 2.9. For any envy-free solution (p, X), if X is not an optimal allocation, then

(p, X) cannot be Pareto efficient. Therefore any EP solution has the maximum social wel-

fare and the corresponding allocation is optimal.

Proof. Let Y be an arbitrary optimal allocation, i.e., a maximum weighted matching be-

tween consumers and items. For the given non-optimal allocation X , consider the alloca-

tion graph G(X ∪Y ). Then there is at least one connected component C in G(X ∪Y ) such

that the total value of X is strictly less than that of Y restricted in C, i.e.,

∑
(i,j)∈C∩X

vij <
∑

(i,j)∈C∩Y

vij.

Regarding the structure of the connected component C, we consider the following cases.

• The connected componentC consists of the following alternating path of even length:

i1
X—– j1

Y—– i2
X—– j2 · · · · · · ir−1

X—– jr−1
Y—– ir

By envy-freeness of (p, X), we have

vi1j1 − pj1 ≥ 0,

vikjk − pjk ≥ vikjk−1
− pjk−1

, 2 ≤ k ≤ r − 1,

0 ≥ virjr−1 − pjr−1 .
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Adding these inequalities together yields

∑
(i,j)∈C∩X

vij =
∑

1≤k≤r−1

vikjk ≥
∑

2≤k≤r

vikjk−1

=
∑

(i,j)∈C∩Y

vij,

a contradiction.

• The connected componentC consists of the following alternating path of even length:

j1
Y—– i1

X—– j2
Y—– i2 · · · · · · jr−1

Y—– ir−1
X—– jr

If for all 1 ≤ k ≤ r − 1, pjk+1
≥ max{vikjk+1

− vikjk , 0}, then we define a new

pricing p∗ where p∗jk = vikjk − (vikjk+1
− pjk+1

) for all 1 ≤ k ≤ r− 1; and p∗jr can be

defined arbitrarily. Consider p∗ with allocation Y : Note that each consumer has the

same utility in (p∗, Y ) as in (p, X), i.e., ui(p∗, Y ) = ui(p, X), and

∑
j∈C∩Y

p∗j =
r−1∑
k=1

vikjk − (vikjk+1
− pjk+1

)

=
∑

(i,j)∈C∩Y

vij −
∑

(i,j)∈C∩X

vij +
r∑

k=2

pjk

>
∑

j∈C∩X

pj.

That is, the seller obtains more revenue in (p∗, Y ) while ensuring that no consumer

obtains less utility. This implies that (p, X) is not Pareto efficient, a contradiction.

Otherwise, let ` be the largest index such that

pj` < vi`j`+1
− vi`j` .

By envy-freeness of (p, X), we have pjk+1
≤ vikjk+1

−vikjk+pjk for all 1 ≤ k ≤ r−1.

Hence, we have

pj`+1
< vi`j`+1

+ vi`+1j`+2
− (vi`j` + vi`+1j`+1

).
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Continue with the same argument following `, `+ 1, . . . , r − 1, r, eventually we can

get

0 ≤ pjr <
∑

`≤k≤r−1

vikjk+1
−

∑
`≤k≤r−1

vikjk .

This implies that Y is not a maximum matching, a contradiction.

• The connected component C consists of the following alternating path of odd length:

i1
X—– j1

Y—– i2
X—– j2 · · · · · · ir−1

X—– jr−1
Y—– ir

X—– jr

By envy-freeness, we have

vi1j1 − pj1 ≥ 0,

vikjk − pjk ≥ vikjk−1
− pjk−1

, 2 ≤ k ≤ r.

Adding these inequality together yields

∑
(i,j)∈C∩X

vij ≥
∑

(i,j)∈C∩X

vij − pjr

=
∑

1≤k≤r−1

vikjk − pjr ≥
∑

2≤k≤r

vikjk−1

=
∑

(i,j)∈C∩Y

vij,

a contradiction.

• The connected component C consists of the following alternating path of odd length:

i1
Y—– j1

X—– i2
Y—– j2 · · · · · · ir−1

Y—– jr−1
X—– ir

Y—– jr

If for all 2 ≤ k ≤ r, vikjk−1
− pjk−1

≤ vikjk , then we can define a new pricing p∗

where p∗j1 = vi1j1 and p∗jk = vikjk − (vikjk−1
−pjk−1

) for 2 ≤ k ≤ r. Consider p∗ with

allocation Y : Note that each consumer has the same utility in (p∗, Y ) as in (p, X),

i.e., ui(p∗, Y ) = ui(p, X), and
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∑
j∈C∩Y

p∗j = vi1j1 +
r∑

k=2

vikjk − (vikjk−1
− pjk−1

)

=
∑

(i,j)∈C∩Y

vij −
∑

(i,j)∈C∩X

vij +
r−1∑
k=1

pjk

>
∑

j∈C∩X

pj.

That is, the seller obtains more revenue in (p∗, Y ) while ensuring that no consumer

obtains less utility. This implies that (p, X) is not Pareto efficient, a contradiction.

Otherwise, let ` be the smallest index such that vi`j`−1
−pj`−1

> vi`j` . Note that ` ≥ 2.

By envy-freeness of (p, X), we have

0 ≥ vi1j1 − pj1 ,

vikjk−1
− pjk−1

≥ vjkik − pjk , 2 ≤ k ≤ `− 1.

Adding all these inequalities together yields

∑
2≤k≤`

vikjk−1
>
∑

1≤k≤`

vikjk .

This contradicts to the fact that Y is a maximum matching.

• The connected component C consists of the following alternating cycle:

i1
Y—– j1

X—– i2
Y—– j2 · · · · · · jr−1

X—– ir
Y—– jr

X—– i1

We denote jr+1 = j1. If for all 1 ≤ k ≤ r, pjk+1
≥ max{vikjk+1

− vikjk , 0}, then

we define a new pricing p∗ where p∗jk = vikjk − (vikjk+1
− pjk+1

) for all 1 ≤ k ≤
r. Consider p∗ with allocation Y : Note that each consumer has the same utility in
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(p∗, Y ) as in (p, X), i.e., ui(p∗, Y ) = ui(p, X), and

∑
j∈C∩Y

p∗j =
r∑

k=1

(vikjk − (vikjk+1
− pjk+1

))

=
∑

(i,j)∈C∩Y

vij −
∑

(i,j)∈C∩X

vij +
r∑

k=1

pjk

>
∑

j∈C∩X

pj.

That is, the seller obtains more revenue in (p∗, Y ) while ensuring that no consumer

obtains less utility. This implies that (p, X) is not Pareto efficient, a contradiction.

Otherwise, let ` be an index such that pj` < vi`j`+1
− vi`j` . Assume without loss of

generality that ` ≥ 2. By envy-freeness of (p, X), we have pjk+1
≤ vikjk+1

−vikjk+pjk
for all 1 ≤ k ≤ r. Hence, we have

pj`+1
< vi`j`+1

+ vi`+1j`+2
− (vi`j` + vi`+1j`+1

).

Continue with the same argument following `, `+ 1, . . . , r − 1, r, 1, . . . , `− 1, even-

tually we can get

0 ≤ pj`−1
<

∑
(i,j)∈C∩X

vij −
∑

(i,j)∈C∩Y

vij,

which is a contradiction.

Therefore, if any envy-free pricing is Pareto efficient, then the corresponding allocation

must be a maximum matching, and therefore, optimal. Hence, for any REP solution, which

is envy-free and Pareto efficient, it has the maximum social welfare.

The above claim implies that if we enforce both envy-freeness and Pareto efficiency,

the solution is guaranteed to have maximum social welfare. We have the following (main)

conclusion.

Theorem 2.10. In a market with unit demand consumers, given envy-freeness, an output is

Pareto efficient if and only if it maximizes social welfare.
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2.3.2 Determining Pareto Efficiency

In this section, we consider the following question: Given a market with unit demand con-

sumers, can we determine whether an output (p, X) is Pareto efficient or not? While opti-

mality of an allocation ensures Pareto efficiency (Theorem 2.8), the converse is not neces-

sarily true. Therefore, our approach does not entail Theorem 2.8.

Next we will give an algorithm to determine Pareto efficiency of any given market out-

put (p, X). For simplicity, denote r = r(p, X) and ui = ui(p, X). Let N be the number of

consumers with positive utility ui, i.e., N = |{i ∈ A | ui > 0}|. We construct a weighted

bipartite graph G(p, X) = (A,B;E) as follows: For each consumer i and each item j, if

vij − ui ≥ 0, then we add an edge connecting i and j with weight wij = vij − ui. Let W

be a sufficiently large number, e.g., W = n2 · maxij vij . Further, we define another graph

G∗(p, X) = (A,B;E) derived from G(p, X) where the only difference is on the weights

of edges: In graph G∗, the weight of every edge (i, j) ∈ E is defined to be w∗ij = wij + W

if ui > 0 and w∗ij = wij if ui = 0. If the total weight of the maximum matching in the

graph G∗(p, X) exceeds NW + r, the algorithm reports that the market output (p, X) is

not Pareto efficient; otherwise, it is Pareto efficient.

Theorem 2.11. The total weight of the maximum matching in the graph G∗(p, X) exceeds

NW + r if and only if the market output (p, X) is not Pareto efficient. Therefore, the above

algorithm determines whether (p, X) is Pareto efficient or not in polynomial time.

Proof. Let X∗ be a maximum matching in the graph G∗(p, X) with total weight W ∗; as-

sume that W ∗ > NW + r. By the construction of G∗(p, X), this implies that all N con-

sumers with positive utilities ui are matched in X∗. Consider the market output (p∗, X∗)

to the market, where p∗j = wij if there is i such that x∗i = j and p∗j =∞ otherwise. Hence,

(p∗, X∗) will have a total revenue of

r(p∗, X∗) =
∑

(i,j)∈X∗
p∗j =

∑
(i,j)∈X∗

wij

=
∑

(i,j)∈X∗
w∗ij −NW = W ∗ −NW > r.

Further, for every assignment (i, j) ∈ X∗, we have

vij − p∗j = vij − wij = vij − (vij − ui) = ui.
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Hence, all consumers obtain the same utility in (p∗, X∗) as in (p, X) (for those who do

not win any item in X∗, their utilities in both market outputs are 0). Therefore, (p∗, X∗)

Pareto-dominates (p, X), which implies that (p, X) is not Pareto efficient.

On the other hand, suppose that there is another market output (p∗, X∗) with revenue

r∗ = r(p∗, X∗) that Pareto-dominates (p, X). By Lemma 2.7, without loss of generality,

we can assume that (i) the domination occurs only at revenue, i.e., r∗ > r; and (ii) all

consumers obtain the same utility in (p, X) and (p∗, X∗), i.e., ui = vij − p∗j for every

(i, j) ∈ X∗. This implies, in particular, all consumers with positive ui must be matched in

X∗. Therefore, the matching X∗ in the graph G(p, X) has total weight

∑
(i,j)∈X∗

wij =
∑

(i,j)∈X∗
vij − ui =

∑
(i,j)∈X∗

p∗j = r∗ > r.

Hence, the total weight of X∗ in the graph G∗(p, X) is at least

NW +
∑

(i,j)∈X∗
wij = NW + r∗ > NW + r.

This completes the proof.

2.3.3 Complexity of Computing REP

In this section, we consider the problem of computing a revenue maximization solution

that is both envy-free and Pareto efficient (i.e., an REP solution) in a unit-demand market.

The following claim says that the problem in general does not admit a polynomial time

algorithm. (Indeed, it does not admit a (1 + ε) approximation algorithm for an arbitrarily

small ε > 0.)

Theorem 2.12. For any constant c > 1, there is no polynomial time algorithm for com-

puting an EP solution with revenue greater than 1/c times the revenue of an REP solution,

unless P=NP.

Proof. Assume, for a contradiction, that there is a polynomial time c-approximation algo-

rithm A for computing approximate REP solutions. We want to show that A can be used to

give a constant approximation for maximum independent set problem. This means we will

do a gap preserving reduction from independent set problem.
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Given an instance of the independent set problem consisting of a graph G = (V,E)

with |V | = n and |E| = m, we construct a unit-demand market. Our construction is

similar to the one used in proving Theorem 3.1 in [69]. For each vertex v, construct a set

of items Mv, |Mv| = δv + 1, where δ(v) is the degree of v in G. The set of all items

in the markets is M = ∪v∈VMv; of course, M = |2m + n|. Define the set of buyers

N as follows: for each vertex v, there is a buyer Nv who has a valuation of c(m + n)

for each item in set Mv and 0 for other items; for each edge (u, v), there is a buyer Nuv

who has a valuation 1 for each items in sets Mu and Mv and 0 for other items; therefore

N = (∪v∈V {Nv})
⋃

(∪(u,v)∈E{Nuv}) and |N | = m+ n.

As we observed, if we have an independent set of size at least k, then the optimal

solution of this market has a total revenue of at least kc(m+n) +m+n− k > kc(m+n).

If we have an independent set of size less than k/c, then we can have at most k/c vertex

buyers who buy items at price greater than 1 (otherwise there is a buyer Nuv who gets

nothing in the output, the output is not Pareto efficient), then the optimal solution is at most

(k/c− 1) · c(m+ n) +m+ n = k(m+ n)− c(m+ n) +m+ n < k(m+ n).

This completes the reduction.

Although the above hardness result shows that in general we cannot expect a polynomial

time algorithm, the following claim says that for certain special cases, where all items have

positive prices in a revenue maximizing WE solution, we can compute an optimal REP

solution efficiently. Note that in most applications like advertising markets and housing

markets, the items on sale are quite competitive and almost surely all items will be priced

positively in a RWE solution.

Theorem 2.13. Given a market with unit demand consumers, let (p, X) be an optimal RWE

solution. If we have pj > 0 for all items, then (p, X) is an optimal REP solution as well.

Hence, REP can be computed in polynomial time.

Proof. By the definition of RWE, we know that (p, X) is one that maximizes the total rev-

enue over all Walrasian equilibria. Consider any optimal REP solution (q, Y ); assume to

the contrary that the total revenue given by (p, X) is less than that given by (q, Y ), i.e.,

r(p, X) < r(q, Y ). By Theorem 2.9, we know that Y is an optimal allocation. Hence,

according to Lemma 6 of [68], which says that any Walrasian price vector and optimal

allocation constitute a WE, (p, Y ) is a WE as well.
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Define

T = {j ∈ B | pj ≤ qj} and T ′ = {j ∈ B | pj > qj}.

By the assumption, we know that T 6= ∅ and there is at least one j ∈ T such that pj < qj .

Define

S = {i ∈ A | yi ∈ T} and S ′ = {i ∈ A | xi ∈ T ′}

to be the subset of consumers that win items in T and T ′ in the allocations Y and X ,

respectively. Since pj > 0 for all j and (p, X) and (p, Y ) are Walrasian equilibria, all items

are allocated out in both X and Y ; hence, |S| = |T | and |S ′| = |T ′|. For any consumer

i ∈ S ′, since xi ∈ T ′, we have pxi > qxi; this implies that i must be a winner in (q, Y ).

Further, for any item j ∈ T , we have vixi−qxi > vixi−pxi ≥ vij−pj ≥ vij−qj; therefore,

i strictly prefers xi to j at price vector q. These two facts imply that all consumers in S ′

still win all items in T ′ in the allocation Y . That is, we can rewrite S ′ as

S ′ = {i ∈ A | xi ∈ T ′} = {i ∈ A | yi ∈ T ′}.

Given (p, X) and (q, Y ), we define another outcome (r, Z), where

• rj = qj if j ∈ T , and rj = pj if j ∈ T ′;

• items in T are allocated according to Y , and items in T ′ are allocated according to

X .

We claim that (r, Z) is a WE. By the above discussion, we know thatZ is a feasible matching

and all items are allocated out. Further, it can be seen that every winner obtains a non-

negative utility at (r, Z). It remains to show that (r, Z) is envy-free. For any winner i ∈ S,

i does not envy any other item in T by the envy-freeness of (q, Y ); for any item j ∈ T ′, we

have vizi − rzi = viyi − qyi ≥ vij − qj > vij − pj = vij − rj , i.e., i does not envy j as well.

For any winner i ∈ S ′, i does not envy any other item in T ′ by the envy-freeness of (p, X);

for any item j ∈ T , we have vizi − rzi = vixi − pxi ≥ vij − pj ≥ vij − qj = vij − rj , i.e., i

does not envy j as well. Finally, it can be seen that (r, Z) is envy-free for all losers as well.

Now both (p, X) and (r, Z) are Walrasian equilibria that allocate all items, where the

former, by assumption, is a revenue maximizing WE. However, as discussed above, we know

that pj ≤ rj for all j and there is j ∈ T such that pj < qj = rj . That is, the total revenue

given by (p, X) is strictly less than that given by (r, Z), a contradiction.
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2.4 Single-Minded Consumers

We say a consumer i is single-minded if there is a subset of items Si ⊆ B, called the

demand set of i, such that vi(S) = vi(Si) > 0 if Si ⊆ S and vi(S) = 0 otherwise. That

is, i is only interested in obtaining a subset containing Si. In this section, we assume that

all consumers are single-minded and denote vi(Si) = vi. Note that when all consumers

are single-minded, we can assume without loss of generality that every consumer i either

wins subset Si or wins nothing. Hence, we can encode an allocation X = (xi)i∈A to be a

(0, 1)-indicator vector where xi = 1 implies that i wins subset Si in X . Note that for any

consumers i 6= i′ with xi = xi′ = 1, we must have Si ∩ Si′ = ∅ in any feasible allocation

since all items have unit supply. Given any solution (p, X), the revenue of the seller can be

denoted by r(p, X) =
∑

i∈A xi · p(Si).

Our goal is again to consider envy-free solutions which are Pareto efficient (EP) as well,

and find one that maximizes the revenue among all such solutions (REP). Surprisingly, in a

market with single-minded consumers, an EP solution may not exist at all; and even if one

exists, an REP may not.

Example 2.14 (Non-existence of EP). There are three items j1, j2, and j3 and six consumers

ik, k = 1, . . . , 6. The first three consumers i1, i2, and i3 are interested in S1 = {j1, j2}, S2 =

{j2, j3} and S3 = {j3, j1}, each with valuation 2. The remaining consumers i4, i5, and

i6 are interested in items j1, j2,, and j3, respectively, each with valuation 0.7. Suppose

consumer i1 is a winner in an envy free solution. Consumer i6 is the only possible other

winner. However, if i6 is a winner, the solution will not be envy free as either i2 or i3 will

have a valuation that exceeds the price of their demand set. Using similar argument for

other cases, we can conclude that any envy free solution will have at most one winner.

Consider any solution that sells at most two items. Clearly, we can increase the revenue

by selling the third item to the appropriate consumer ik, where k ∈ {4, 5, 6}. Therefore, the

solution that sells to at most two items cannot be Pareto efficient. This immediately implies

that no Pareto efficient solution can have less than two winners. Therefore, in this example,

there is no EP solution.

Example 2.15 (Non-existence of REP when EP exists). There are three items j1, j2, j3 and

four consumers i1, . . . , i4 with demand subsets S1 = {j1, j2}, S2 = {j2, j3}, S3 = {j3, j1},
and S4 = {j1, j2, j3}, and valuations vi1 = vi2 = vi3 = 2 and vi4 = 2.5. It is easy to see
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that at most one consumer can be the winner. Further, it can be seen that i4 cannot be the

winner given envy-freeness since there is no solution to the equation system:

pj1 + pj2 + pj3 ≤ vi4 = 2.5,

pj1 + pj2 ≥ vi1 = 2,

pj2 + pj3 ≥ vi2 = 2,

pj3 + pj1 ≥ vi3 = 2.

Since i1, i2, i3 are symmetric, assume without loss of generality that i1 is the winner and

pj3 = ∞. Then i2, i3, i4 all get utility zero. Due to Pareto efficiency, we cannot charge i1
at price p(S1) = pj1 + pj2 = vi1 = 2, since otherwise it is dominated by another solution

where i4 wins all three items at a total price of 2.5 (the seller obtains more revenue in this

solution). Therefore, to guarantee envy-freeness and Pareto efficiency, we have to charge i1
at a price strictly less than vi1 = 2. Hence, any price vector (pj1 , pj2 ,∞) where pj1+pj2 < 2

gives an EP solution. However, in this example, there is no exact REP solution since the

revenue of the seller can be arbitrarily close to 2. This example further implies that even if

an EP solution exists, it may not maximize social welfare since i4 should be the winner in

the optimal allocation.

Our computational results, however, are quite negative. In particular, we show in The-

orem 2.16 that, in addition to computing an optimal REP solution, even testing Pareto effi-

ciency of a given solution and determining the existence of one EP solution is hard.

Theorem 2.16. In a market with single-minded consumers, the following results hold:

• Determining whether a given solution (p, X) is Pareto efficient is NP-complete.

• Determining the existence of an EP solution is NP-complete.

• Given the existence of an EP solution, computing (a revenue maximizing) one is NP-

hard.

Proof. We prove the claims one by one.

• We reduce from the Exact Cover problem, where we are given a set system with

a universal set U and and a collection C of subsets. For our purpose, we assume
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without loss of generality that every element in C has cardinality at least 2. An exact

cover of the set system is a collection C ′ ⊆ C such that elements in C ′ are pairwise

disjoint and the union of the sets in C ′ equals U . The Exact Cover problem, which is

known to be NP-complete, asks whether the given set system has an exact cover.

We consider each item in U to be an item on sale in the market. For each set S ∈ C,

we have a single-minded consumer who is interested in subset S with valuation |S|.
Furthermore, we add an extra consumer i who is interested in Si = U \ {u} with

valuation |U | − 1, where u ∈ U is chosen arbitrarily. Consider the following solution

(p, X), where i wins Si and all others win nothing, and all items have price one.

Hence, all consumers have utility zero and the market maker has revenue |U | − 1.

Given the structure of the constructed market, it can be seen that (p, X) is not Pareto

efficient if and only if the original instance of the exact cover problem has an exact

cover, thus establishing the reduction.

• We use a reduction from Exact Cover by 3-sets. That is, given a family S = (S1, . . . , Sn)

of subsets of N = {1, . . . , 3m}, where each Si contains exactly three elements, we

are asked whether there are m subsets of S covering all elements in N .

For the given Exact Cover problem, we construct a market with 6m+ 2n+ 2 buyers

and 3m items. Every element of N corresponds to an item for sale. The set of

consumers are composed of the following groups:

– A0 = {i0}: i0 desires all items at valuation 3m− 1.

– A1: For each subset Si, there is a corresponding consumer i ∈ A1 with demand

subset Si and valuation 3. Note that |A1| = n.

– A2: For each item j, there is a corresponding consumer i ∈ A2 with demand

subset N \ {j} and valuation 3m− 1.5. Note that |A2| = 3m.

– A′0, A
′
1, A

′
2: For each consumer in A0, A1, A2, we make a duplicate consumer

with the same demand set and valuation. Notice that the duplicate consumers

ensure that for any i ∈ A0 ∪ A1 ∪ A2, if i is a winner, the total price charged to

him has to be his valuation, since we need to guarantee the envy-freeness of the

duplicate consumer. Therefore, all consumers in the market will always have

zero utility for any envy-free solution. Assume without loss of generality that
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consumers in A′0, A
′
1, A

′
2 are not winners.

We first characterize all EP solutions (if one exists) for the market constructed above.

First, any consumer i ∈ A2 cannot be a winner. This is because if any such i is a

winner, we have to fully charge him at price 3m − 1.5; this solution, however, is

dominated by another one where i0 is the winner with total payment 3m−1 since the

seller can obtain more revenue. Second, consumer i0 cannot be a winner. Otherwise,

since the total price charged to i0 is equal to his valuation 3m − 1, there is at least

one item priced at least (3m − 1)/3m; without lost of generality assume that item j

is priced higher than or equal to (3m − 1)/3m. Then the subset N\{j} is priced at

most 3m − 1 − (3m − 1)/3m = 3m − 2 + 1
3m

. Since m ≥ 1, we have 3m − 2 +
1

3m
< 3m − 1.5; this means that the corresponding consumer in A2 is not envy-free.

Therefore, to guarantee envy-freeness and Pareto efficiency, consumers only from A1

can be winners.

We claim that the Exact Cover problem has a solution if and only if there is an EP

solution for the constructed market. If there are m subsets {Si1 , . . . , Sim} ⊆ S cov-

ering all elements in N , we may set the price of all items to 1, and allocate the subset

Sik , k = 1, . . . ,m, to the corresponding consumer in A1. In this case, all items are

sold with a total revenue of 3m. Hence, it is an EP solution, i.e., a solution exists. On

the other hand, if there are no m subsets of S covering all elements in N , there are at

least 3 items unsold and the total revenue is at most 3m− 3. This solution, however,

is dominated by selling all items to i0, making a total revenue of 3m − 1. Hence, an

EP solution does not exist.

In conclusion, the Exact Cover problem has a solution if and only if there is an EP so-

lution in the market. Since the Exact Cover problem is NP-hard, determining whether

there is an EP solution is NP-hard as well.

• To prove the final statement, we again reduce from the Exact Cover problem. We

construct a market in which the items for sale are the elements of the universe U .

Each set S in the family C corresponds to a consumer with demand set S. The

market so constructed is guaranteed to have an EP solution — simply price all items

at 1 and consider the optimal allocation for this pricing. To the end of computing an

optimal REP solution, we may first ask if there is a Pareto efficient envy-free pricing
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whose total revenue is |U |. Clearly, the answer to this question is yes if and only if

the Exact Cover instance that we started with has an exact cover.

Despite the hardness results in Theorem 2.16, in a manner similar to Theorem 2.13, we

present natural cases where optimal REP solutions can be easily computed.

Theorem 2.17. Suppose a market with single minded consumers that admits an optimal

RWE solution (p, X) in which pj > 0 for all items j. Then, (p, X) is an optimal REF

solution as well.

Proof. Suppose there is another envy free solution (q, Y ) which does not allocate all items,

but r(q, Y ) > r(p, X). It is easy to see that there is a consumer i who is unallocated in

X , but allocated in Y , and furthermore, p(Si) < q(Si). However, such a consumer i will

be envious in (p, X) because, had she been allocated in (p, X), her utility will exceed the

utility she gained in (q, Y ). This contradicts our assumption that (p, X) is envy free.

Theorem 2.18. Given a market with single minded consumers, let (p, X) be an optimal

REF solution. If we have pj > 0 for all items, then (p, X) is an optimal REP solution as

well.

Proof. It suffices to show that REF is Pareto efficient. There are three groups of participants.

Group A1 are the consumers getting their bundle in (p, X); Group A2 are the consumers

who do not get their bundle in (p, X); Finally, we have the seller. We analyze case by case

to see that their utility can not be improved in any other solution (q, Y ) without hurting

others.

Case 1: If the utility of the seller is improved, q(Si) > p(Si) for some allocated i in Y . If

i ∈ A1, then i’s utility is reduced; if i is in A2, then i is envious (p, X), contradiction.

Case 2: Suppose that the seller’s revenue remains unchanged. If the utility of some con-

sumer j is improved, then q(Sj) < p(Sj). This means that some other consumer j′

has to pay q(Sj′) > p(Sj′) in order to ensure that seller’s revenue is not diminished.

This will mean again that j′ either has a reduced utility or was envious in (p, X),

which is a contradiction.
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This completes the proof.

Theorems 2.17 and 2.18 immediately lead to the following corollary.

Corollary 2.19. Given a market with single minded consumers, let (p, X) be an optimal

RWE solution. If we have pj > 0 for all items, then (p, X) is an optimal REP solution as

well.

2.5 Concluding Remarks

We study Envy-free Pareto-efficient pricing in the centralized combinatorial market and

consider its application in two domains: unit demand consumers and single-minded con-

sumers.

In unit demand case, although we show that it is impossible to approximate optimal

Envy-free Pareto-efficient solution within any constant ratio unless P=NP, items are in short

supply in most auction cases in the real world. Intuitively, that means all items will be

allocated at a non-zero price, hence Theorem 2.13 can be applied and optimal Envy-free

Pareto-efficient solution can be output in polynomial time.

In single-minded case, we note that the instances constructed in our reductions in The-

orem 2.16 are somewhat artificial. Therefore, while the hardness results hold, we expect

more natural instances that occur in real world scenarios to allow EP solutions. We believe

that for most “natural” instances, an EP solution always exists and the revenue given by

REP is close to that given by REF. We leave this as future work.
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Chapter 3

Indivisible Resource Allocation without
Payment

3.1 Introduction

In this chapter, we still face the situation: Individual participants may want to receive as

much utility as they can, while centralized authority may have certain global objectives.

This means that fairness and economic efficiency are the factors we need to take into con-

sideration.

We will consider max-min fairness in this chapter, that is, the benchmark is the least

allocation among all participants. In the mean time, we take social welfare (efficiency) into

account, since it evaluates the performance of the whole system. Maximization of social

welfare and max-min fairness yield two natural optimization problems, i.e., maximize the

least individual allocation and maximize the total allocation. They are therefore concrete

quantities that can be optimized or approximated.

Fairness and welfare are arguably the most critical solution criteria in many applications.

An ideal solution would capture both of them simultaneously, and this does occur in some

classic examples. For instance, in the bandwidth allocation problem, where in a network

with edge capacities there are n source-sink pairs requesting routing flows, Megiddo [98]

showed that if all sources are the same, there exist splittable fractional flows that optimize

both fairness and efficiency simultaneously1.

1Here, ‘splittable’ means one can send flows between one source-sink pair through different paths and
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In many other settings, however, one cannot achieve both fairness and welfare simulta-

neously: a fair allocation may result in a loss in social welfare efficiency, and an efficient

allocation may incur unfairness. In this chapter, we will characterize the tradeoff and in-

terconnection between fairness and welfare by quantifying their loss from a centralized

viewpoint; our analysis is by the standard approach of approximation. Specifically, we will

address the following question.

What is the best possible bifactor approximation ratios of fairness and welfare

one can achieve? In other words, for any given approximation ratios rf and

rw, 0 < rf , rw ≤ 1, does there exist an allocation with fairness approximation

rf and welfare approximation rw, respectively?

We will study this question for two simple, but important, indivisible resource allocation

problems: indivisible-item allocation and multiple fractional knapsack problem. Our results

are on the positive side—we give constant bifactor approximation schemes for the two

problems, and show that our ratios are (almost) optimal.

Indivisible-Item Allocation In this model, there are a set of indivisible items and a func-

tion v(·), which gives the valuation of different subsets of the items. We assume the valua-

tion function v(·) is subadditive, i.e., v(S) +v(T ) ≥ v(S∪T ) for any S and T [61]; subad-

ditive functions are a pretty general class and are a superset of a few well studied functions,

e.g., additive, gross substitutes, and submodular. An allocation corresponds to a partition

of the items into n groups, denoted by (A1, . . . , An). Thus, its fairness is mini v(Ai) and

welfare is
∑

i v(Ai).

We show that when 0 < rf ≤ 1
2

and rw ≤ 1
rf+1

, as well as 1
2
< rf ≤ 1 and rw ≤ 1

3rf
,

there is an allocation that achieves fairness approximation rf and welfare approximation rw
simultaneously. On the other hand, we show an impossibility result: for any 0 < rf , rw ≤ 1

that satisfy rw > 1
rf+1

, there exists a subadditive function such that no allocation can ap-

proximate fairness and welfare simultaneously with approximation ratios rf and rw, respec-

tively. Our results give a tight characterization when 0 < rf ≤ 1
2
, and leave a small region

open when 1
2
< rf ≤ 1 (the grey area in Figure 3.1).

‘fractional’ means a source-sink demand can be fulfilled fractionally. In addition, precisely, the notion of
fairness used in [98] is stronger than max-min fairness; more discussions on this definition are referred to
Section 3.4.
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Figure 3.1: Fairness and welfare bifactor approximations of indivisible items.

1. The region including and below the curves given by rw = 1
rf+1 (rf ≤ 1

2 ) and

rw = 1
3rf

(rf > 1
2 ) corresponds to allocations that can be achieved.

2. The region above the curve rw = 1
rf+1 (0 < rf ≤ 1) corresponds to bifactor

ratios that cannot be approximated theoretically.

3. The grid region given by rw < 1
2 − 3rf corresponds to allocations that can be

computed in polynomial time.

Our proof of the existence results, while constructive, may require exponential runtime

(indeed, for subadditive functions, finding a fairness or welfare optimal allocation is NP-

hard). A further question is therefore what bifactor approximations rf and rw are tractable

in polynomial time2. We show that if welfare can be approximated within a factor of α,

there is a polynomial time algorithm that computes an allocation with bifactor approxima-

tions rf and rw = α − 3rf for any rf < α
3

. Given the known welfare 1
2
-approximation

algorithm [61], our result implies a 1
6+ε

-approximation algorithm for fairness, and constant

bifactor approximation schemes for both fairness and welfare, illustrated in the grid region

of Figure 3.1.

2Note that a subadditive function may require a representation that is exponential in the number of items.
There are in general two different ways to deal with this issue: value oracle (which returns the value v(S)
for any subset S) and demand oracle (which, for any given price vector, returns a subset that maximizes the
difference between the valuation and total price). In a polynomial time algorithm, we are allowed to ask the
given oracle at most polynomial times.
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Multiple Fractional Knapsack Problem In this model, there are a setN of n consumers,

each with a demand di, and a set M of m knapsacks, each with a capacity cj . The resources

are the knapsacks; an allocation consists of a mapping f : N → M from consumers to

knapsacks where every consumer is mapped to exactly one knapsack (i.e., unsplittable) and

an assignment vectorX = (x1, x2, . . . , xn), where xi is the amount that consumer i receives

from the corresponding knapsack. Note that within a knapsack, the assigned amount to each

mapped consumer can be fractional, and must satisfy the demand and capacity constraints.

The welfare of an allocation (f,X) is defined as
∑

i xi and fairness is defined as mini xi.

The multiple knapsack problem is a natural generalization of the classic knapsack and

bin packing problems, see, e.g., [35, 95] and the references within. Our specific model

is motivated from applications like, for instance, each consumer subscribes to and obtains

services (e.g., data usage) from one service provider (e.g., mobile phone or cable network

carriers). Our model can be considered as an unsplittable fractional flow (i.e., bandwidth

allocation) problem on a special network with two nodes s and t and m parallel edges be-

tween them, which is a basic resource allocation problem that involves fairness and welfare

questions.

Regarding fairness and welfare bifactor approximations, we show that when 0 < rf ≤ 1

and rw ≤ 1
rf+1

, there is an allocation that achieves rf and rw simultaneously. On the other

hand, we show that all points on this curve are the best we can achieve. Note that the curve

rw = 1
rf+1

coincides with the one in the indivisible-item allocation model, but there is a

slight difference: In both models our results are tight when 0 < rf ≤ 1
2
, but on the domain

1
2
< rf ≤ 1 we only have a tight result for the knapsack model.

It can be noticed that there is a huge fairness loss if one wants to achieve welfare opti-

mum. The reason of it is that one can (artificially) create many knapsacks with tiny capaci-

ties. For practical applications, in the literature it is commonly assumed that the knapsacks

are balanced, i.e., the smallest knapsack is at least the largest3 demand (see, e.g., the sur-

vey [86]). For such balanced settings, we show an improved approximation scheme: when

0 < rf ≤ 1 and rw ≤ 2
2rf+1

, there is an allocation that achieves rf and rw simultaneously.

Our results are illustrated in Figure 3.2.

We again give explicit algorithms to derive the above tight ratios. In the algorithm, we

3To derive our results, it is sufficient to assume that the smallest knapsack is at least the smallest demand,
as the latter gives an upper bound on the fairness optimum.
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Figure 3.2: Fairness and welfare bifactor approximations for multiple fractional knapsack.

1. The region including and below the curve given by rw = 1
rf+1 (0 < rf ≤ 1)

corresponds to allocations that can be achieved. The region above this curve
corresponds to bifactor ratios that cannot be approximated theoretically.

2. The region including and below the curves given by rw = 1 (0 < rf ≤ 1
2 ) and

rw = 2
2rf+1 (1

2 < rf ≤ 1) corresponds to allocations that can be achieved, pro-
vided that all knapsacks are balanced. The region above these curves corresponds
to bifactor ratios that cannot be approximated theoretically.

need to solve an optimal solution of fairness and welfare. In our knapsack model, com-

puting a fairness optimal allocation can be solved by a simple polynomial time algorithm;

but the computation of a welfare optimal solution is NP-hard. However, we show that if

welfare can be approximated within a ratio of α, there is a polynomial time algorithm to

compute bifactor approximations rw ≤ α
rf+1

and rw ≤ 2α
2rf+2

for the unbalanced and bal-

anced models, respectively. That is, the two curves in Figure 3.2 are scaled down by a factor

of α.

3.1.1 Related Work

In the indivisible resource allocation setting, the algorithmic study of maximizing fairness

or welfare has a rich history in the literature. For the fairness maximization problem, Woeg-

inger [132] studied additive functions and gave a polynomial time approximation scheme.

As any allocation maximizes social welfare for additive functions, this result immediately
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implies that there exist bifactor ratios rf = 1− ε and rw = 1 for additive functions. To the

best of our knowledge, our 1
6+ε

-approximation algorithm is the first constant approximation

algorithm to maximize fairness with a subadditive function. A more generalized model is

that different individuals may have different valuation functions. For this setting, the fair-

ness maximization problem becomes notoriously challenging, and all known approximation

ratios, e.g., additive functions [9, 15, 32, 50], submodular functions [66], and subadditive

functions [82], are either polynomial or polylogarithmic.

Computing a welfare maximizing allocation is a classic combinatorial optimization

problem. For submodular functions, Lehmann et al. [91] showed a 1
2
-approximation greedy

algorithm. Later, Dobzinski and Schapira [56] gave a (1 − 1
e
)-approximation algorithm

given a demand oracle. Finally, Vondrak [130] showed a (1− 1
e
)-approximation algorithm

in the value oracle model. When the valuation functions are subadditive, Mirrokni et al.

[100] gave a 1
m1/2−ε -approximation algorithm in the value query model, and Feige [61]

showed a 1
2
-approximation algorithm in the demand query model.

In bandwidth allocation, Megiddo [98] gave an allocation with optimal fairness and

welfare for single source networks with splittable fractional flows. If all sources and sinks

are not necessarily the same, one can easily show that there exist allocations that achieve

bifactor ratios rf and rw = 1 − rf , respectively, for any 0 ≤ rf ≤ 1 and these ratios

are tight. When flows are unsplittable, there is a rich body of literature on its algorithmic

studies, see, e.g., [83, 86] and the references within.

The tradeoff between fairness and welfare have been considered in many other prob-

lems, e.g., cake cutting [33, 43], congestion games [34], load balancing in job schedul-

ing [8, 65, 85, 125] and bandwidth allocation [40, 64, 85, 90]. Some of these works con-

sidered an even larger scope of simultaneous multi-objective optimizations; for instance, in

[64, 90] the goal is to compare with all possible feasible allocations, not only fairness and

welfare optimum. We comment that an important feature of our algorithms, of which most

previous work does not possess, is that the approximations consider all possible ratios of

rf and rw, given by the curves in Figure 3.1. Such approximation schemes explicitly reveal

the tradeoff between fairness and welfare, and provide a clear illustration for the centralized

authority to choose a desirable allocation.

49



3.2 Indivisible-Item Allocation

We are given a set M = {a1, . . . , am} of indivisible items. There is a function v(·) which

gives the valuation for any subset S ⊆M . For simplicity, we denote v(a) = v({a}) for any

single item a ∈ M . We assume that v(∅) = 0. In this section, we will consider monotone

subadditive functions, i.e., v(S) ≤ v(T ) for any S ⊂ T ⊆M , and v(A∪B) ≤ v(A)+v(B)

for all A,B ⊆ M . By subadditivity, we can assume that v(a) > 0 for any a ∈ M , since

otherwise, such items have no contribution to any subset and can be simply discarded.

An allocation of M is a partition into n disjoint subsets A = (A1, A2, . . . , An), i.e.,

Ai ⊆ M , A1 ∪ · · · ∪ An = M and Ai ∩ Aj = ∅ for any i 6= j. For any allocation

(A1, A2, . . . , An), its social welfare is defined as
∑

i v(Ai), and its fairness is defined as

mini v(Ai). For a given instance, let

Wopt = max

{∑
i

v(Ai)
∣∣∣ (A1, A2, . . . , An) is a valid allocation

}

Fopt = max

{
min
i
v(Ai)

∣∣∣ (A1, A2, . . . , An) is a valid allocation
}

denote the optimal welfare and optimal fairness value among all valid allocations, re-

spectively. By the definition, a simple observation is that Wopt ≥ n · Fopt. It is well

known that both welfare and fairness are NP-hard to optimize. We say an allocation

A = (A1, A2, . . . , An) approximates welfare with an approximation ratio of α if
∑

i(Ai) ≥
α · Wopt. Similarly, we say it approximates fairness with an approximation ratio of α if

mini v(Ai) ≥ α · Fopt. Note that 0 ≤ α ≤ 1, and our objective is to find allocations with as

large approximation ratio as possible.

We will study the interconnection (or tradeoff) between fairness and welfare in terms of

bifactor approximations rf and rw. That is, for any given two ratios rf and rw, 0 ≤ rf , rw ≤
1, does there always exist an allocation such that fairness and welfare can be simultaneously

approximated with ratios rf and rw, respectively? And what is the largest possible values

to which the question admits an affirmative answer? In the following subsections, we will

study the questions from both positive and negative sides. Note that we will only consider

those instances with Fopt > 0 (precisely, it should be Fopt ≥ mina∈M v(a) since every

subset will have at least one item), since if Fopt = 0 (which is easy to verify), the problem
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degenerates to a pure welfare maximization problem.

3.2.1 Existence

Our main theorem of this section is the following.

Theorem 3.1. For any subadditive valuation function v(·) and two positive constants rf , rw
satisfying one of the following conditions

• 0 < rf ≤ 1
2

and rw ≤ 1
rf+1

• 1
2
< rf ≤ 1 and rw ≤ 1

3rf

there always exists an allocation that approximates fairness and welfare simultaneously

with approximation ratios rf and rw, respectively.

Our proof is constructive: we will give an explicit algorithm that, starting from a welfare

optimal solution, computes an allocation with the desired approximations by a number of

reassignments. Note that the proof is about existence; thus, we will ignore computational

issues.

We first give two simple algorithms which will be used in the main algorithm. In both of

these two algorithms, we start with a given threshold t and an allocation with good welfare.

Then we give a reassignment procedure that converts the given allocation to another one

in which every agent’s value is no less than t, and the reassignment will only lose a small

fraction of welfare.

Given a threshold t, we can divide all the items in two categories: we call item a a big

item if v(a) ≥ t, otherwise we call it a small item. These two algorithms will deal with

large and small items, respectively.

Lemma 3.2. Given a threshold t and an initial allocation (A1, . . . , An), let k = |{a ∈
M | v(a) ≥ t}| be the number of big items with respect to t, and let Bi = {a ∈ Ai | v(a) ≥
t} and Si = Ai\Bi. Then ALG-BIG-ITEM can successfully return an allocation if and only

if |{Si | v(Si) < t}| ≤ k, and the returned allocation satisfies the following two properties:

• Every agent’s valuation is no less than t.

• The loss of welfare is no more than nt (compared to the initial allocation).
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Algorithm 1 ALG-BIG-ITEM(n, t,M,A)

Input:
number of agents n,
threshold t,
item set M = {a1, . . . , am},
initial allocation A = (A1, A2, . . . , An).

1: while there exists Ai such that v(Ai) < t do
2: if there exist Aj and a big item a ∈ Aj such that v(Aj\a) ≥ t then
3: Let Aj ← Aj\{a}.
4: Let Ai ← Ai ∪ {a}.
5: else
6: Return null.
7: end if
8: end while
9: Return (A1, A2, . . . , An).

Proof. First, notice that in the algorithm, items in each Si will never be moved and only

big items will be rearranged. If |{Si | v(Si) < t}| > k, since there are only k big items,

at any step of the algorithm, at least one Ai will have v(Si) < t and there are no big items

in it. Thus, v(Ai) < t. And according to the algorithm, it will never return an allocation

in this case. On the other hand, assume that |{Si | v(Si) < t}| ≤ k. Hence, at any step of

the algorithm, if there is Ai with v(Ai) < t, then there must exist another agent j such that

either Aj contains at least two big items or Aj contains one big item and v(Sj) ≥ t. By the

algorithm, it will move one big item from Aj to Ai. Therefore, at the end of the algorithm,

we will have v(Ai) ≥ t for all Ai, and the algorithm will not return null.

Next we analyze the loss of welfare during the reassignment. Notice that in the algo-

rithm, the only step that will change the allocation is the one where an item a is moved

from Aj to Ai. We will call Aj a big set and Ai a small set for this operation. Note that

after every such an operation, both the big and small set will have value no less than t. This

means that every set Ai can be picked at most once as a small set; thus, there will be at most

n operations performed in the course of the algorithm. And for each operation, our loss in

welfare is

(v(Ai) + v(Aj))− (v(Ai ∪ {a}) + v(Aj\{a}))

≤ (v(Ai) + v(Aj))− (v(a) + v(Aj\{a})) ≤ v(Ai) + v(Aj)− v(Aj) = v(Ai) ≤ t
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Hence the total welfare loss during the whole algorithm will be no more than nt.

As one can see, ALG-BIG-ITEM tries to produce our desired allocation from an arbitrary

allocation by only rearranging big items. This is the first step we will try in our main

algorithm. And if it does not successfully return an allocation, we will put all these big items

aside to a set of agents, each one with one big item. Then we will use another algorithm

ALG-SMALL-ITEM to allocate all remaining small items to the remaining agents. Thus, in

ALG-SMALL-ITEM, we require that every item has its single value less than t.

Algorithm 2 ALG-SMALL-ITEM(n, t,M,A)

Input:
number of agents n,
threshold t,
item set M = {a1, . . . , am} where v(ai) < t for all ai ∈M ,
initial allocation A = (A1, A2, . . . , An).

1: while there exists Ai such that v(Ai) < t do
2: if there exists Aj such that v(Aj) ≥ 3t then
3: Let S = ∅.
4: Add items from Aj to S one by one, until the point when t ≤ v(S) < 2t.
5: Let Aj ← Aj\S.
6: Let Ai ← Ai ∪ S.
7: else
8: Return an arbitrary fairness optimal allocation.
9: end if

10: end while
11: Return (A1, A2, . . . , An).

This algorithm has a similar flavor to ALG-BIG-ITEM for the part where items are

moved from a big set to a small set. Our next lemma, similar to Lemma 3.2, says that

when the threshold is small enough, algorithm ALG-SMALL-ITEM will always return a fair

allocation with good welfare.

Lemma 3.3. For any threshold t ≤ Fopt, ALG-SMALL-ITEM will always return an alloca-

tion such that

• every agent’s valuation is no less than t,

• the loss of welfare is no more than max{nt, n(3t − Fopt)} (compared to the initial

allocation).
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In addition, if the initial allocation (A1, A2, . . . , An) is an α-approximation of welfare and

t ≤ αFopt
3

, then ALG-SMALL-ITEM will always return an allocation at Step 11.

Proof. First it is obvious to see that in the returned allocation (either by Step 8 or 11), every

agent’s valuation must be no less than t for any threshold t ≤ Fopt.

We next examine at which step the reassignment procedure lose welfare. We focus on

the step where set S is moved from Aj to Ai. Similar to the proof of Lemma 3.2, again we

call Aj a big set and Ai a small set for this operation. After such an operation, we have

t ≤ v(S) ≤ v(Ai ∪ S) ≤ v(Ai) + v(S) < t+ 2t = 3t

and

v(Aj\S) ≥ v(Aj)− v(S) > 3t− 2t = t.

Thus, both of these two agents will have value no less than t. Further, since v(Ai∪S) < 3t,

a small set performed in an operation will never be picked again as a small set or a big set

in the future operations. Let δi = (v(Ai) +v(Aj))− (v(Ai∪S) +v(Aj\S)) denote the loss

in welfare during this operation. Notice that we can use such notation δi without ambiguity

because every Ai can be picked at most once as a small set. We have

δi = (v(Ai) + v(Aj))− (v(Ai ∪ S) + v(Aj\S))

≤ (v(Ai) + v(Aj))− (v(S) + v(Aj\S))

≤ v(Ai) + v(Aj)− v(Aj)

= v(Ai) ≤ t

and

δi + v(Ai ∪ S) = v(Ai) + v(Aj)− v(Aj\S) ≤ v(Ai) + v(S) < 3t.

On the other hand, if some set Ai has value at least t in the original allocation, we define

δi = 0 as it will never be chosen as a small set in any operation. Depending on the returned

allocation, there are the following two cases.

• Algorithm returns at Step 11. Notice that
∑

i δi is the total welfare loss between the

original allocation and the returned allocation. Since δi ≤ t for all 1 ≤ i ≤ n, we
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have
∑

i δi ≤ nt.

• Algorithm returns at Step 8. Let us consider the step right before the execution of

Step 8. Suppose the allocation at that moment is A′ = (A′1, A
′
2, . . . , A

′
n). By the

algorithm, we know that v(A′i) < 3t for all 1 ≤ i ≤ n; hence, we have δi+v(A′i) < 3t

for all 1 ≤ i ≤ n. This implies that
∑

i v(Ai) =
∑

i v(A′i) +
∑

i δi < 3t · n.

On the other hand, any fairness optimal allocation will have welfare no less than

nFopt. Thus, the social welfare loss from the original allocation will be no more than

3tn− nFopt = n(3t− Fopt).

Therefore, the total loss of welfare is upper bounded by max{nt, n(3t− Fopt)}.
Finally, from the above argument we know that if the algorithm returns at Step 8, we

have
∑

i v(Ai) < 3tn. Thus, if the original allocation A is an α-approximation of welfare,

we know t >
∑
i v(Ai)

3n
≥ αWopt

3n
≥ αFopt

3
. This means that if t ≤ αFopt

3
, the algorithm will

never return at Step 8. This completes the proof.

Having the above two algorithms handling different values of the items, now we can

construct our main algorithm, denoted by ALG-MAIN-ITEM. Again given a threshold t,

the main algorithm will transform a welfare optimal solution to an allocation such that

fairness is no less than t without losing much value in welfare. The algorithm is described

formally as follows.

Lemma 3.4. For any given threshold t, if t ≤ Fopt, ALG-MAIN-ITEM will always return

an allocation such that

• every agent’s valuation is no less than t,

• the loss of welfare is no more than max{nt, n(3t− Fopt)} compared with Wopt.

Proof. First, if |{Si | v(Si) < t}| ≤ k, the algorithm will use the output given by ALG-BIG-

ITEM. By Lemma 3.2, we know that in this case ALG-BIG-ITEM will always successfully

return an allocation which satisfies all the requirements. Thus, in the following it suffices

to consider the case where |{Si | v(Si) < t}| > k.

In ALG-MAIN-ITEM we will first reassign all small items to n − k agents such that

welfare is maximized (Step 7); let W ′
opt denote this maximum welfare value. Notice that

if we discard the smallest k sets in {S1, S2, . . . , Sn}, the remaining n − k sets will form a
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Algorithm 3 ALG-MAIN-ITEM(n, t,M)

Input:
number of agents n,
threshold t,
item set M = {a1, . . . , am}.

1: Let A = (A1, A2, . . . , An) be a welfare optimal allocation.
2: Let Bi = {a ∈ Ai | v(a) ≥ t} be the set of big items in Ai, and let Si = Ai\Bi be the

set of small items in Ai.
3: Suppose without loss of generality that

⋃
iBi = {a1, a2, . . . , ak}, where k = |{a ∈

M | v(a) ≥ t}| is the number of big items in M .
4: if |{Si | v(Si) < t}| ≤ k then
5: Return ALG-BIG-ITEM(n, t,M,A)
6: else
7: Let A′ = {A′1, . . . , A′n−k} be a welfare optimal allocation with item set

⋃
i Si and

n− k agents.
8: Let (A′′1, . . . , A

′′
n−k) = ALG-SMALL-ITEM(n− k, t,

⋃
i Si, A

′).
9: Return allocation ({a1}, . . . , {ak}, A′′1, . . . , A′′n−k).

10: end if

feasible allocation with items from a subset of
⋃
i Si into n− k agents. Since the values of

the k smallest sets in {S1, S2, . . . , Sn} are all less than t, the social welfare of this specific

allocation will be larger than
∑

i v(Si)−kt. Hence, if we allocate all items in
⋃
i Si to n−k

agents, the optimal welfare must have W ′
opt >

∑
i v(Si)− kt.

Since there are in total k big items with respect to threshold t, in a fairness opti-

mal allocation, there are at least n − k agents that only contain small items. Since the

value of each agent is no less than Fopt, when assigning all small items
⋃
i Si to n − k

agents, the optimal fairness value will be at least Fopt. Thus, when we run ALG-SMALL-

ITEM(n − k, t,
⋃
i Si, A

′), since t ≤ Fopt and the initial allocation A′ is a welfare optimal

allocation, by Lemma 3.3, the algorithm will always return an allocation such that: (i) each

agent’s valuation is no less than t; and (ii) the welfare of the allocation is no less than

W ′
opt − max{(n − k)t, (n − k)(3t − Fopt)}. Therefore, for the final returned allocation

({a1}, . . . , {ak}, A′′1, . . . , A′′n−k), every agent’s valuation is no less than t; and for welfare
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we have

k∑
i=1

v(ai) +
n−k∑
i=1

v(A′′i ) ≥
∑
i

v(Bi) +W ′
opt −max{(n− k)t, (n− k)(3t− Fopt)}

≥
∑
i

v(Bi) +
∑
i

v(Si)− kt− (n− k) ·max{t, 3t− Fopt}

≥
∑
i

v(Ai)−max{nt, n(3t− Fopt)}

= Wopt −max{nt, n(3t− Fopt)}.

This completes the proof.

Now we are ready to prove our main theorem.

Proof of Theorem 3.1. First, if nFopt ≥ rwWopt, then a fairness optimal allocation (whose

fairness approximation ratio is 1 by definition) will have welfare approximation ratio at least

rw, which is just an allocation that we need. It suffices to consider the case where nFopt <

rwWopt. We will run algorithm ALG-MAIN-ITEM(n, rfFopt,M) where the threshold t =

rfFopt. By Lemma 3.4, we know that it will always return an allocation with fairness

approximation ratio rf . For welfare, we consider the following two cases.

• 0 < rf ≤ 1
2
. In this case, we know that nrfFopt ≥ n(3rf − 1)Fopt = n(3t − Fopt).

Since rw ≤ 1
rf+1

, we have 1 − rfrw ≥ rw. Thus, by Lemma 3.4, the welfare is no

less than

Wopt − nrfFopt > Wopt − rfrwWopt = (1− rfrw)Wopt ≥ rwWopt.

• 1
2
< rf ≤ 1. In this case we have nrfFopt < n(3rf − 1)Fopt = n(3t−Fopt). Because

rf ≤ 1
3rw

, we have 1− 3rfrw ≥ 0. Thus, again by Lemma 3.4, the welfare is no less

than

Wopt − n(3rf − 1)Fopt > Wopt − (3rf − 1)rwWopt

= (1− 3rfrw + rw)Wopt ≥ rwWopt.

Therefore, in both cases, the allocation always has a welfare approximation ratio of at least

rw, which completes the proof of the theorem.
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3.2.2 Impossibility

In this subsection we will focus on upper bounds. We will show that actually rw ≤ 1
rf+1

is

the best that we can do in this setting. More specifically, we show the following theorem.

Theorem 3.5. For any given constants 0 ≤ rf , rw ≤ 1 that satisfy rw > 1
rf+1

, there exists

a subadditive valuation function v(·) such that no allocation can approximate fairness and

welfare simultaneously with approximation ratios rf and rw, respectively.

Proof. Let rw(rf + 1) = 1 + x, where x > 0. Pick n to be a sufficiently large num-

ber such that rf > 1
n−1

and n > 1+x
x

. Assume there are n agents and 2n − 1 items M =

{a1, a2, . . . , an−1, b1, b2, . . . , bn}. For any nonempty subset S ⊆M , if S∩{b1, b2, . . . , bn} =

∅, let v(S) = rf − 1
n−1

; otherwise, let v(S) = |S ∩ {b1, b2, . . . , bn}|. It is easy to verify that

v(·) is a subadditive function with following properties:

• The unique welfare optimal allocation is given by Ai = {ai} for 1 ≤ i ≤ n − 1 and

An = {b1, b2, . . . , bn}, with Wopt = (n− 1)(rf − 1
n−1

) + n = (n− 1)(rf + 1).

• A fairness optimal allocation is given by bi ∈ Ai for all 1 ≤ i ≤ n ({a1, a2, . . . , an−1}
can be arbitrarily assigned), with Fopt = 1.

In order to have an allocation (A1, A2, . . . , An) that approximates fairness by a factor of

rf , it needs to have v(Ai) ≥ rf for all 1 ≤ i ≤ n. In this case, we have v(Ai) ≥ 1, which

means that |Ai ∩ {b1, b2, . . . , bn}| = 1 and v(Ai) = 1 for all 1 ≤ i ≤ n. Hence, the welfare

of this allocation will be n, and the social welfare approximation ratio satisfies

n

(n− 1)(rf + 1)
=

n

(n− 1)(1 + x)
· rw =

1

(1− 1
n
)(1 + x)

· rw

<
1

(1− x
1+x

)(1 + x)
· rw = rw

This implies that there is no allocation that can approximate fairness and social welfare si-

multaneously within factor rf and rw, respectively, with respect to the constructed valuation

function.
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3.2.3 Polynomial Time Algorithms

While the existence result characterized by Theorem 3.1 illustrates interconnections be-

tween approximation ratios of fairness and welfare, one important problem left is whether

we can find such allocations in polynomial time for subadditive functions. Unfortunately,

Theorem 3.1 does not imply that we can find those allocations in polynomial time, as in

the ALG-MAIN-ITEM we need to compute welfare optimal solutions, which is NP-hard.

Further, in the algorithm, we use t = rfFopt as a threshold to distinguish big and small

items, but Fopt is NP-hard to compute as well.

To fix these problems, we will use approximate welfare and fairness solutions to replace

optimal allocations in the algorithm and to estimate the value of Fopt. Given an approxima-

tion algorithm for welfare as a black box, we can first use it to find a fairness approximation

value, and then use them together to get a polynomial time bifactor approximation algo-

rithm.

Theorem 3.6. For any subadditive function v(·), assume that there exists a polynomial

time α-approximation algorithm for welfare, where 0 < α ≤ 1 is a constant. Then for any

constants rf < α
3

and rw < α−3rf , there exists a polynomial time algorithm that computes

an allocation with fairness and social welfare approximation ratios rf and rw, respectively.

Proof. First, we make the following three changes to ALG-MAIN-ITEM and ALG-SMALL-

ITEM:

(1) At the first step of ALG-MAIN-ITEM, we start from an α-approximate welfare allo-

cation A instead of an optimal one.

(2) In Step 7 of ALG-MAIN-ITEM, instead of using a welfare optimal solution, we use

the one with larger welfare between the following two allocations:

• (S1∪S2∪· · ·∪Sk+1, Sk+2, . . . , Sn) (assume that v(S1) ≤ v(S2) ≤ · · · ≤ v(Sn)),

• an α-approximate welfare allocation.

(3) In Step 8 of ALG-SMALL-ITEM, return null instead of a fairness optimal allocation.

It’s easy to check that after making these changes, ALG-MAIN-ITEM can now be done

in polynomial time. Note that change (2) is to make sure that the initial allocation used
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to call ALG-SMALL-ITEM is not only an α-approximate welfare allocation, but also with

social welfare no less than
∑

i v(Si)−kt, as both of these two conditions are required in the

proof of Lemma 3.4. Thus, by Lemma 3.3 we know that for any given threshold t ≤ αFopt
3

,

ALG-SMALL-ITEM will never return null at Step 8. This further implies that, by a similar

argument to the proof of Lemma 3.4, in the returned allocation every agent’s valuation is

no less than t and the loss of welfare is no more than nt (compared to an optimal solution)

when t ≤ αFopt
3

.

The next step is to approximate the optimal fairness value Fopt. We can do a poly-

nomial time binary search to find the largest integer threshold t′ such that the modified

ALG-MAIN-ITEM always successfully returns an allocation4. It can be seen that through

the binary search, we can have t′ ≥ αFopt
3+ε

, where ε > 0 is any given small constant. Denote

the returned allocation for the final value of t′ by A′. Note that in the allocation A′, by

Lemma 3.4, every agent’s valuation is no less than t′; thus, its welfare is no less than nt′.

Having this t′ as an approximation of Fopt, we now let t =
(3+ε)rf t

′

α
, where we choose ε

to be sufficiently small such that t ≤ t′, and run the modified ALG-MAIN-ITEM again with

the following further change:

(1’) At the first step of ALG-MAIN-ITEM, we choose an initial allocation according to the

following rule:

• if αWopt ≥ nt′, use the α-approximate welfare allocation A,

• if αWopt < nt′, use the allocation A′.

By the defined value t and the above discussions, our algorithm will always successfully

return an allocation, and the fairness of the final returned allocation is no less than t =
(3+ε)rf t

′

α
≥ rfFopt. For welfare, if αWopt ≥ nt′, since allocation A has welfare no less than

αWopt, we will use A and the final returned allocation is no less than

αWopt − nt = αWopt −
(3 + ε)rfnt

′

α
≥ (α− (3 + ε)rf )Wopt ≥ rwWopt,

where the last inequality follows, again, by choosing ε to be sufficiently small. If αWopt <

4Note that the given subadditive function v(·) may have non-integer values. To implement the binary
search on the range [mina∈M v(a), v(M)], we can multiply a large number to the value of each subset to
ensure that the value of every subset is larger than a fixed integer; this can be done easily in the queries to the
oracle. It can be seen that the runtime of the binary search is bounded by log v(M), thus, in polynomial time.
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nt′, we will use A′ whose welfare is at least nt′ and the final returned allocation is no less

than

nt′ − nt = nt′
(

1− (3 + ε)rf
α

)
> (α− (3 + ε)rf )Wopt ≥ rwWopt.

In either case, we will have fairness at least rfFopt and welfare at least rwWopt; this yields

the desired allocation.

As a corollary from the proof of the above Theorem 3.6, we directly get a polynomial

time fairness approximation algorithm for any subadditive function.

Corollary 3.7. For any subadditive function v(·), assume that there exists a polynomial

time α-approximation algorithm for welfare. Then there exists a polynomial time α
3+ε

-

approximation algorithm for fairness for any constant ε > 0.

For welfare, there are a 1
2
-approximation algorithm for subadditive functions [61] and

a (1 − 1
e
)-approximation algorithm for submodular functions [56, 130], given a demand

oracle. Combining these algorithms with the above results, we have the following claim.

Corollary 3.8. For any given constant rf < 1
6
, there is a polynomial time algorithm that

has bifactor approximation ratios rf and any rw < 1
2
− 3rf for subadditive functions in the

demand query model. Further, the ratio is rf < e−1
3e

and rw < e−1
e
− 3rf for submodular

functions.

3.2.4 Heterogeneous Agents

A very natural generalization of our problem is to consider the case where all agents are

heterogeneous and have different valuation functions. Suppose that agent i has a valuation

function vi(·). Given an allocation A = (A1, A2, . . . , An), welfare is defined as
∑

i vi(Ai),

and fairness is mini vi(Ai)
5.

Next we present a negative result, showing that one cannot hope to have an allocation

that approximate both social welfare and fairness well, even for additive functions.

Theorem 3.9. For any given constants rf > 0 and rw > 0, there exist n additive functions

v1, v2, . . . , vn such that there is no allocation that approximates fairness and welfare with

approximation ratio rf and rw, respectively, even when all functions are normalized.
5Given that now the agents may have different maximum values vi(M) over all items, one may define the

measure of fairness as mini

{ vi(Ai)
vi(M)

}
. The negative result of Theorem 3.9 applies to this definition as well.
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Proof. Assume there are n items, i.e., M = (a1, a2, . . . , an). Since these n valuation

functions are all additive, we only need to define their values on each single item. For

1 ≤ i ≤ n − 1, let vi(ai) = ε, vi(ai+1) = 1 − ε, and vi(aj) = 0 for all other j 6= i, i + 1.

For i = n, let vn(an) = ε, vn(an−1) = 1− ε and vn(aj) = 0 for all other j 6= n, n− 1.

Since there are equal number of items and agents, the only way to have a positive

approximate fairness solution is to let each agent have exactly one item with positive value.

Thus, we must allocate item ai to agent i for all 1 ≤ i ≤ n− 2, and allocate items an−1 and

an to agents n−1 and n. Thus, the total welfare given by this solution will be no more than

(n− 2)ε+ 2. However, if we allocate item ai+1 to agent i for all 1 ≤ i ≤ n− 1, the welfare

is at least (n − 1)(1 − ε). Hence, if we want to have an allocation with positive fairness

approximation ratio, then welfare approximation ratio will be no more than (n−2)ε+2
(n−1)(1−ε) . Pick

n =
⌈

3
rf

+ 2
⌉

and ε = 1
n−1

, we have

(n− 2)ε+ 2

(n− 1)(1− ε)
=

n−2
n−1

+ 2

n− 2
<

3

n− 2
≤ rf .

This finishes the proof of the theorem.

3.3 Multiple Fractional Knapsack Problem

In this problem, we have a set N of n consumers, each with a demand di ∈ N+ for i =

1, . . . , n, and a set M of m knapsacks, each with a capacity cj ∈ N+ for j = 1, . . . ,m.

Each consumer is assigned to exactly one knapsack; within a knapsack, the allocation that

each assigned consumer obtains can be arbitrary and fractional, subject to the capacity

constraint. Formally, a valid allocation is an assignment function f : N → M and a vector

X = (x1, x2, . . . , xn) under the constraints that (i) xi ≤ di for all 1 ≤ i ≤ n, and (ii)∑
i:f(i)=j xi ≤ cj for all 1 ≤ j ≤ m. Here, f(i) denotes the knapsack that consumer i

is assigned to, and xi is the amount of resources that i receives from knapsack f(i). The

welfare of an allocation (f,X) is defined as
∑

i xi and fairness is defined as mini xi.

Similar to the previous section, define

Wopt = max

{∑
i

xi

∣∣∣ (f,X) is a valid allocation
}

62



Fopt = max
{

min
i
xi
∣∣ (f,X) is a valid allocation

}
to be the optimal welfare and optimal fairness values, respectively. Again given bifactor

ratios rf and rw, we will consider if there exists an allocation with fairness of at least rfFopt
and welfare of at least rwWopt.

3.3.1 Tight Ratios

We have the following result, which gives an upper bound on the existence of bifactor

approximations.

Theorem 3.10. For any given multiple fractional knapsack problem and two positive con-

stants 0 < rf , rw ≤ 1 satisfying rw ≤ 1
rf+1

, there always exists an allocation that approx-

imates fairness and welfare simultaneously with approximation ratios rf and rw, respec-

tively.

Similar to the previous section, our proof is by constructing an algorithm that produces

such an allocation. In the algorithm, similar to ALG-MAIN-ITEM, we again start with

a threshold and an initial allocation, then try to perform a sequence of reassignments to

convert this initial allocation to another one with desired fairness, but with only a small

fraction of welfare loss.

Algorithm 4 ALG-KNAPSACK(t, n,m, (f,X))

Input:
threshold t,
n agents each with demand at least t,
m knapsacks,
initial allocation (f,X).

1: while there exists xi < t do
2: if there exist xj ≥ 2t then
3: Let f(i) = f(j) and xi = t.
4: Let xj = xj − t.
5: else
6: Return an arbitrary fairness optimal allocation.
7: end if
8: end while
9: Return (f,X).
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Lemma 3.11. For any threshold t ≤ Fopt and initial allocation (f,X), ALG-KNAPSACK

always returns an allocation such that

• fairness is no less than t,

• the loss of welfare is no more than nt (compare to the initial allocation).

Proof. Given the initial allocation (f,X), let k = |{xi | xi < t}| be the number of con-

sumers whose initial allocation is less than t. Notice that during each reassignment proce-

dure (step 3 and step 4 of the algorithm), the number of such consumers will be reduced by

1, and the welfare loss during this reassignment procedure is exactly xi, which is less than

t. Hence, if algorithm returns at step 9, the total welfare loss will be less than kt, which is

no more than nt.

If ALG-KNAPSACK returns at step 6. Consider the step right before the execution of

step 6, let (f ′, X ′) be the allocation at that moment. According to the algorithm, no con-

sumer gets an allocation larger than 2t in (f ′, X ′). Let k′ be the number of consumers

whose assigned amount is larger than t in (f ′, X ′). Note that if a consumer receives an

allocation less than t in the initial allocation, she can never has an allocation strictly more

than t at any step of the algorithm. Thus we have k′ ≤ n− k, and the welfare of allocation

(f ′, X ′) satisfies
∑

i x
′
i < (n− k′) · t+ k′ · 2t = nt+ k′t. Further, since this allocation has

a welfare loss no more than kt compared to the initial allocation (f,X), we know that the

welfare of the initial allocation is no more than nt + k′t + kt ≤ 2nt. On the other hand,

any fairness optimal allocation has a welfare of at least nFopt ≥ nt. This means that if the

algorithm returns at step 6, the welfare loss will be no more than nt compared to the initial

allocation.

Finally, it is easy to check that in either case, the returned allocation has fairness at least

t. This completes the proof.

Given the above lemma, we are ready to prove Theorem 3.10.

Proof of Theorem 3.10. First, if nFopt ≥ rwWopt, then any fairness optimal allocation

yields the desired welfare approximation ratio. If nFopt < rwWopt, let (f,X) be a wel-

fare optimal allocation, we run ALG-KNAPSACK(rfFopt, n,m, (f,X)) where the threshold

t = rfFopt. By Lemma 3.11, the returned allocation of the algorithm must have a fairness
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approximation ratio no less than rf , and its welfare approximation ratio is no less than

Wopt − nrfFopt
Wopt

>
Wopt − rfrwWopt

Wopt

= 1− rfrw ≥ rw.

This completes the proof of the theorem.

On the other hand, we have the following lower bound result, which, together with

Theorem 3.10, gives tight approximation ratios.

Theorem 3.12. For any given constants 0 < rf , rw ≤ 1 that satisfy rw > 1
rf+1

, there exists

a multiple fractional knapsack problem instance such that no allocation can approximate

fairness and welfare with approximation ratios rf and rw, respectively.

Proof. For any given constants 0 < rf , rw ≤ 1 that satisfy rw > 1
rf+1

, let ε be a sufficiently

small constant such that rf − ε is a rational number. Let n =
⌊

1
ε

⌋
. Let p be an integer such

that (rf − ε)p is also integral. Assume that there are n consumers with demand d > np

each, and n knapsacks with capacities c1 = np, c2 = c3 = · · · = cn = (rf − ε)p. It is easy

to check the following observations.

• Welfare optimal allocation maps each consumer to a different knapsack and assigns

all capacities of the knapsack to that consumer. This gives Wopt = np+ (n− 1)(rf −
ε)p.

• Fairness optimal allocation maps all consumers to the first knapsack, which gives

Fopt = p.

In order for an allocation to approximate fairness by a factor of rf , i.e., each consumer

receives an allocation no less then rf ·p, no consumer can be mapped to any of the knapsacks

2, 3, . . . , n. Thus, the welfare of this allocation will be no more than c1 = np, which means

that the welfare approximation of this allocation is no more than

np

np+ (n− 1)(rf − ε)p
=

n

n+ (n− 1)(rf − ε)
≤ n

n+ (n− 1)(rf − 1/n)

where the last inequality is because ε ≤ 1
n

. Since rw > 1
rf+1

, the above formula is strictly

less than rw for a sufficiently large n. This implies that in the constructed knapsack instance,

no allocation can approximate fairness and social welfare simultaneously within factors rf
and rw, respectively.
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3.3.2 Balanced Knapsacks

In this subsection we consider a special case when all knapsacks are balanced, i.e., maxi di ≤
minj cj . (Technically, a weaker condition mini di ≤ minj cj suffices for our results in this

section.) This is a pretty common assumption used in the literature for practical applica-

tions [86]. For balanced knapsacks, we have a stronger upper bound on bifactor approxi-

mations.

Theorem 3.13. For any given balanced multiple fractional knapsack problem and two con-

stants 0 < rf , rw ≤ 1 satisfying rw ≤ 2
2rf+1

when rf ≥ 1
2
, there always exists an allocation

that approximates fairness and welfare simultaneously with approximation ratios rf and

rw, respectively.

Note that an implication of the above result is that there is an allocation with approxi-

mation ratios rf = 1
2

and rw = 1. Thus, the same existence result holds for all 0 < rf ≤ 1
2

and 0 < rw ≤ 1.

The proof is again constructive. Given an allocation (f,X), we first consider the fol-

lowing algorithm, which reassigns allocations within a given knapsack.

Algorithm 5 RELLOCATE-BIN(j, n, (f,X))
Input:

knapsack j,
n agents,
allocation (f,X).

1: Let Sj =
{
i ∈ N | f(i) = j

}
and d̂j = mini∈Sj di.

2: if cj
|Sj | ≤ d̂j then

3: Let xi =
cj
|Sj | for i ∈ Sj .

4: else
5: Let z = cj − |Sj| · d̂j .
6: for each i ∈ Sj do
7: Let y = min{di − d̂i, z}.
8: Let xi = d̂j + y and z = z − y.
9: end for

10: end if
11: Return (f,X).

In the reallocation, we first try to divide the whole capacity evenly among all consumers.

If this average share is larger than any demand, based on such a shared value we allocate
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the remaining capacity to consumers arbitrarily, subject to their demand constraints. Let X

be the allocation returned by RELLOCATE-BIN, since the size of each knapsack is at least

mini di which is always larger than or equal to Fopt, then for any i ∈ Sj , either xi ≥ Fopt or

xi =
cj
|Sj | . This observation is crucial to our analysis below.

Our main algorithm ALG-BALANCED-KNAPSACK is given below.

Algorithm 6 ALG-BALANCED-KNAPSACK(t, n,m, (f,X))

Input:
threshold t,
n agents each with demand at least t,
m knapsacks,
initial allocation (f,X).

1: for j = 1, . . . ,m do
2: RELLOCATE-BIN(j, n, (f,X)).
3: Let Sj =

{
i ∈ N | f(i) = j

}
.

4: end for
5: while there exists xi < t do
6: Pick a knapsack j that satisfies cj ≥ (|Sj|+ 1)t.
7: Let f(i) = j, Sf(i) = Sf(i) \ {i} and Sj = Sj ∪ {i}.
8: RELLOCATE-BIN(j, n, (f,X)).
9: RELLOCATE-BIN(f(i), n, (f,X)).

10: end while
11: Return (f,X).

Lemma 3.14. For any threshold t ∈
[Fopt

2
, Fopt

]
and an initial allocation (f,X), ALG-

BALANCED-KNAPSACK always returns an allocation such that

• fairness is no less than t,

• the loss of welfare is no more than n(2t−Fopt)
2

compared to the initial allocation.

Proof. For any given initial allocation (f,X), let k = |{xi | xi < t}| be the number of

consumers whose initial allocation is less than t. First we show that whenever the algorithm

gets to step 6, such a knapsack always exists.

Assume to the contrary that for any j 6= f(i), cj < (|Sj| + 1)t. Then we have
⌊ cj
t

⌋
<

|Sj|. Since xi < t ≤ Fopt, by the above observation, the allocation of all consumers in the
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knapsack f(i) equals xi. Therefore, we have xi =
cf(i)
|Sf(i)|

< t, which implies that

m∑
j=1

⌊cj
t

⌋
<

m∑
j=1

|Sj| = n.

On the other hand,
m∑
j=1

⌊cj
t

⌋
≥

m∑
j=1

⌊ cj
Fopt

⌋
≥ n,

where the second inequality is because a fairness optimal solution always exists. This gives

a contradiction.

In addition, for each run of the “while” loop from step 5 to step 10, the number of con-

sumers whose allocation is less than t is reduced by 1. Therefore, the algorithm terminates

in at most n steps with fairness at least t for each consumer.

Next we examine welfare loss in the algorithm. First, note that in step 8, since we

move consumer i to knapsack j, there is one more consumer to share the capacity cj and

no welfare loss. Thus, welfare loss can only occur in step 9 at knapsack f(i). Consider

any execution of step 9. Since xi < t ≤ Fopt, by the balanced condition and the above

observation, before running the corresponding “while” loop, we have

∑
i′∈Sf(i)

xi′ =
cf(i)

|Sf(i)|
· |Sf(i)| = cf(i) ≥ min

i∈N
di ≥ Fopt.

Therefore, at that moment Sf(i) contains at least two consumers.

After running step 9, if there is any welfare loss at knapsack f(i), then each consumer

in Sf(i)\ {i} will receive an allocation at least Fopt (otherwise their total allocation is still

cf(i)). Therefore, the amount of welfare loss at knapsack f(i) is at most

cf(i) − (|Sf(i)| − 1) · Fopt < t · |Sf(i)| − (|Sf(i)| − 1) · Fopt ≤ 2t− Fopt.

Finally, for each such knapsack f(i), welfare loss occurs at most once (the moment when

the total capacity cf(i) is not fully fulfilled). Further, each of these knapsacks contains at

least two consumers in the initial allocation, and at least one will never be moved to other

knapsacks in the algorithm. Thus, welfare loss at step 9 occurs at most n
2

times, which leads

to a total welfare loss of at most n(2t−Fopt)
2

.
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Now we are ready to prove the main result.

of Theorem 3.13. First, if nFopt ≥ rwWopt, then we can simply output a fairness optimal

allocation, which has the desired welfare approximation ratio. If nFopt < rwWopt, let (f,X)

be a welfare optimal allocation, we run ALG-BALANCED-KNAPSACK(rfFopt, n,m, (f,X))

with threshold t = rfFopt and rf > 1
2
. By Lemma 3.14, the returned allocation of the

algorithm must have a fairness approximation ratio no less than rf , and its welfare approx-

imation ratio is no less than

Wopt − n2rfFopt−Fopt
2

Wopt

>
Wopt − (rf − 1/2)rwWopt

Wopt

= 1− (rf − 1/2)rw ≥ rw.

This completes the proof of the theorem.

We finally give a lower bound on the bifactor approximation ratios, showing that the

ratios given in Theorem 3.13 are tight.

Theorem 3.15. For any given constant 0 < rw ≤ 1 that satisfies rw > 2
2rf+1

when rf > 1
2
,

there exists a balanced knapsack problem instance such that no allocation can approximate

fairness and welfare with approximation ratios rf and rw, respectively.

Proof. Consider any constants rf and rw satisfying rw > 2
2rf+1

. Let ε be a sufficiently

small constant such that 2rf − ε > 1 and is a rational number. Let 2rf − ε = p
q

where p and

q are two integers; note that 2q > p > q. Now consider the following balanced knapsack

instance: there are n = 3m + 2 consumers with demand q each, and m + 1 knapsacks

with capacities c1 = c2 = · · · = cm = p and cm+1 = (m + 1)q, It is easy to see that

the constructed instance is balanced. We have the following observations for fairness and

welfare optimum.

• If m consumers use the first m knapsacks and other consumers share the last one,

each consumer receives value q, we get Fopt = q.

• If 2m consumers use the first m knapsacks and other consumers share the last one,

we get Wopt = mp+ (m+ 1)q.

To approximate fairness by a factor of rf > 1
2
, each consumer will receive a value

no less than rf · q. Therefore at most 1 consumer can be allocated in each of the first
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m knapsacks. In this case, maximum welfare is obtained by allocating m consumers to

the first m knapsacks and others to the last knapsack, which is (2m + 1)q. Note that
(2m+1)q

mp+(m+1)q
= 2m+1

m(2rf−ε)+(m+1)
. Since rw > 2

2rf+1
, for sufficiently large m and sufficiently

small ε, we have rw > 2m+1
m(2rf−ε)+(m+1)

. This implies that for the above balanced knapsack

instance, no allocation can simultaneously approximate fairness and welfare within ratios

rf and rw, respectively.

3.3.3 Polynomial Time Computation

In our algorithms ALG-KNAPSACK and ALG-BALANCED-KNAPSACK, we use both fair-

ness and welfare optimum. In this subsection, we address the computational issue of these

two problems.

For fairness, its optimum can be computed in polynomial time using a standard binary

search approach: Suppose an instance has n consumers with demands d1, . . . , dn and m

knapsacks with capacities c1, . . . , cm. First, for any value t, the problem admits an alloca-

tion with fairness t if and only if t ≤ mini di and
∑m

j=1

⌊ cj
t

⌋
≥ n. Further, notice that Fopt

is always in the set
{ cj
i
| 1 ≤ i ≤ n, 1 ≤ j ≤ m,

cj
i
≤ mini di

}
∪{mini di}, which is of size

O(mn). Thus we can perform a binary search over this set to find the optimal fairness value

Fopt, and a fairness optimal allocation can be produced accordingly. The total running time

is O((n+m) · logmn).

For welfare, its optimum is NP-hard to compute. This can be seen by a simple reduction

from the partition problem: There are two knapsacks with capacity
∑

i di/2 each. Then

the optimal value of social welfare is
∑

i di if and only if the partition instance given by

d1, . . . , dn has a positive answer. However, one can show that a simple greedy algorithm

gives 0.5-approximation. Thus, similar to previous section, given a welfare approximation

algorithm as a blockbox, we are able to get a polynomial time bifactor approximations

algorithm.

Theorem 3.16. If there is a polynomial time α-approximation algorithm for welfare, then

• for any unbalanced knapsack instance, and any constants 0 < rf , rw ≤ 1 satisfying

rw ≤ α
rf+1

;

• for any balanced knapsack instance, and any constants rf ≥ 1
2

and 0 < rw ≤ 1

satisfying and rw ≤ 2α
2rf+1

,
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there exists a polynomial time algorithm that computes an allocation with fairness and

welfare approximation ratios rf and rw, respectively.

Proof. We only prove the the first claim, and the second one follows similarly. For any con-

stants rf and rw satisfying rw ≤ α
rf+1

, in order to have polynomial runtime, we use a wel-

fare α-approximation allocation (f,X) and run ALG-KNAPSACK(rfFopt, n,m, (f,X)). In

addition, after the algorithm returns an allocation, we add one more step to compare the

returned allocation to a fairness optimal allocation, and use the one with larger welfare as

the final output.

It is easy to check that the whole process can be done in polynomial time and the output

allocation always has fairness approximation ratio no less than rf . Regarding welfare, if

nFopt ≥ rwWopt, it is obvious that the output allocation has a welfare approximation ratio

no less than rw. If nFopt < rwWopt, by Lemma 3.11, the returned allocation has a welfare

approximation ratio no less than

αWopt − nrfFopt
Wopt

>
αWopt − rfrwWopt

Wopt

= α− rfrw ≥ rw.

This completes the proof.

3.4 Concluding Remarks

We consider the resource allocation problem in two domains, indivisible-item allocation

and multiple fractional knapsack, and give nearly optimal bifactor approximation schemes

for fairness and welfare. As mentioned in Introduction, our approximation schemes con-

sider all possible ratios of rf and rw, and explicitly reveal the tradeoff between fairness

and welfare. It is an intriguing future direction to study the tradeoff between fairness and

welfare using such approximation schemes in other resource allocation problems, e.g., load

balancing, facility location and bandwidth allocation.

Our focus is on existence, that is, for given ratios rf and rw, if there is an allocation

achieving these ratios for fairness and welfare, respectively; thus, randomization cannot

help. In particular, notice that one can easily have a random allocation with expected fair-

ness α · Fopt and expected welfare (1 − α
2
) ·Wopt for any 0 ≤ α ≤ 1, i.e., the straight line

between (0, 1) and (1, 0.5) in Figure 3.2; but such a (fixed) allocation does not exist.
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In addition, we also consider computational complexity of finding fairness and welfare

bicriteria allocations. The two lines of Figure 3.1 indicate the gap between efficient com-

putation and theoretical limit. Closing the gap is an interesting question; specifically, what

is the extreme one can achieve to approximate fairness and welfare in polynomial time?

Finally, we remark that the fairness considered in our work is the least allocation, a

concrete quantity. A more generalized fairness notion is that of max-min allocation vector.

That is, considering an allocation as a vector, ordering all coordinates non-decreasingly,

a fairness optimal allocation is one that maximizes this vector lexicographically. In other

words, we cannot increase one’s allocation without decreasing those who already have a

smaller allocation. In our indivisible-item allocation model, it can be shown that any allo-

cation vector with Fopt being the least allocation is a coordinate-wise 2-approximation to

this stronger fairness. Hence, our algorithms still yield constant approximations. A further

question for future study is to consider different fairness measures and their tradeoffs with

welfare using the approximation scheme framework.
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Chapter 4

Divisible Resource Allocation without
Payment

4.1 Introduction

Fairness and efficiency together are among the most critical factors considered in many re-

source allocation problems. An ideal solution is to have an optimum for both, but this may

not necessarily be achievable. In this chapter, we will consider economic efficiency opti-

mization given the required fairness condition. Specifically, we address following question

which captures economic efficiency and fairness simultaneously:

What is the computational complexity of computing an efficiency optimal allo-

cation while ensuring fairness?

We will study this question in an divisible resource allocation model – cake cutting,

where the resource is a continuous cake and can be divided into pieces and allocated to n

individuals. Cake cutting has been a central problem studied in computer science and social

science; see, e.g., [118]. An important feature of cake cutting is that the cake is divisible

and individuals may have different values for different portions of the cake. The problem is

therefore represented by a valuation measure function for each of the individuals.

Our interest is to find a division of the cake that maximizes efficiency given fairness.

As we see in Chapter 1, there are mainly several notions that captures fairness in resource

allocations: proportionality, envy-freeness, exact division, equitable division and max-min

fairness. We will focus on proportionality in this chapter.
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Cake cutting to maximize efficiency given fairness was first considered in [43] where

the authors gave a linear program to compute an envy-free allocation with the maximum

possible efficiency for piecewise constant measure functions. Their algorithm can be gen-

eralized easily to a polynomial time approximation scheme for any functions that can be

represented concisely1, and immediately implies the same result for proportional fairness.

The solution generated by the linear program, however, involves a large number of

cuts and the allocation to each participant consists of many separate ‘tiny’ pieces, which

is not desirable in some applications (e.g., division of a territory). We therefore focus on

divisions with exactly n − 1 cuts, that is, everyone obtains a connected region. Note that

with n− 1 cuts, a proportional allocation always exists, e.g., the well known moving knife

procedure [58] generates a fair allocation with n− 1 cuts for n participants.

Our Results

We will study two types of measure functions: linear and piecewise constant. For linear

functions, we give a polynomial time approximation scheme (PTAS) that computes an (1−
ε)-approximate efficiency optimal allocation. That is, for any constant ε > 0, the solution

given by the scheme is within a factor of (1 − ε) to the optimum. Note that this is the

best we can hope for as for linear functions, an optimal solution may involve irrational

numbers. Our algorithm is based on a critical ingredient of determining an optimal order of

participants to cut the cake: While the intuition is that the optimal order would be according

to the slopes of the linear functions, we show that this is actually not the case and give a

precise characterization of the order.

For piecewise constant functions, finding an efficiency optimal allocation turns out to

be much harder. While for any given fixed order of participants, an exactly optimal solution

can still be found using a dynamic programming approach, the problem is NP-hard to solve

without knowing an optimal order, even for normalized valuations. For general piecewise

constant functions, we show that it is even NP-hard to find an allocation whose efficiency

is within a factor of Ω
(

1√
n

)
to the optimum. (We refer to [109] as a classic textbook for

computational complexity and approximations.)

1We can divide the cake into small pieces and approximate each small piece by a constant; this leads to
piecewise constant functions.

74



Related Work

Maximizing efficiency in cake cutting with fairness has been studied extensively in the past.

[116] studied the computation of a Pareto-efficient envy-free allocation. [106] provided an

envy-freeness preserved procedure to improve social efficiency. [33] introduced the concept

of price of fairness to characterize the loss of efficiency at a cost of fairness. [7] followed

the notion of price of fairness and focused on divisions with only connected pieces. In

contrast with our work which is to find exact allocations, the work [7, 33] addressed on

the worst case ratio between the optimum efficiency without and with fairness conditions.

Note that their benchmark is optimum efficiency without fairness, whereas in our efficient

algorithm design the benchmark is optimum efficiency with fairness. The work closest to

ours was by [43], where the authors considered efficiency optimization given the envy-free

fairness condition, and studied several valuation functions. Note that in the work of [43],

there is no restriction on the number of cuts, whereas in ours we only allow n− 1 cuts.

4.2 Preliminaries

There are n consumers to share a cake, which is represented by the interval [0, 1]; we

will call ‘0’ the left side and ‘1’ the right side. Each consumer i has a density function

fi(·) : [0, 1] → R+ ∪ {0}. The valuation of consumer i for the interval [a, b] ⊆ [0, 1] is

denoted by vi(a, b) =
∫ b
a
fi(x) dx. Assume without loss of generality that vi(0, 1) > 0

(otherwise, we can simply remove such consumers). For any S ⊆ [0, 1], let vi(S) denote

the valuation of consumer i for S, i.e., the sum of the valuations over disjoint intervals in S.

An allocation (i.e., division) of the cake is a partition into n disjoint subsets, denoted

by A = (A1, A2, . . . , An). We require allocations to be fair, captured by proportionality:

vi(Ai) ≥ 1
n
vi(0, 1) for any i, i.e., every consumer gets at least an average share with re-

spect to its own measure. Our objective is to find a proportional allocation that maximizes

efficiency, defined as
∑

i vi(Ai). We will restrict our attention on exactly n − 1 cuts. That

is, we can divide the cake by only n− 1 cuts; thus, each consumer will obtain a connected

interval.

Our interest is to study efficiency maximization from an algorithmic viewpoint. We say

an algorithm is an α-approximation if the efficiency of its solution is always within a factor

of α to the optimum efficiency, both conditioned on proportionality. In other words, the
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compared benchmark of an algorithm is the maximum efficiency among all proportional

allocations with n− 1 cuts.

In this chapter we will consider two special families of density functions that can be

represented concisely: linear valuations and piecewise constant valuations.

4.3 Linear Functions

In this section we will consider linear density functions, i.e., each fi(·) can be represented

as fi(x) = ai ·x+bi, where ai, bi are two given numbers. We assume that fi(x) ≥ 0 for any

x ∈ [0, 1]; this implies in particular that bi ≥ 0. Further, we have vi(0, 1) = ai
2

+ bi > 0.

Linear function is one of the most fundamental and well studied valuation functions. It

reflects gradually increasing or decreasing interests of consumers for the resource.

We will give a polynomial time approximation scheme (PTAS) to compute an efficiency

optimal allocation. First we will characterize the order of allocations to the consumers in an

optimal solution. Having this characterization, we will then use a dynamic programming

algorithm to compute a nearly optimal solution.

4.3.1 Optimal Order

As there are in total n − 1 cuts, an allocation corresponds to a permutation of the n con-

sumers. To design an algorithm to compute an efficiency optimal allocation, we first need

to decide what order of the consumers should be. For the considered linear functions, one

might expect that the optimal order, from left to right, would be according to the increasing

order of the slope ai. Counter-intuitively, this is not the case, as the following example

shows.

Example 4.1. Consider two consumers {1, 2}with density functions f1(x) = x and f2(x) =

2x + 10000. Clearly, in an optimal allocation, consumer 2 will get as much as he can to

maximize efficiency. If the order is 1, 2 from left to right according to slope, then consumer

1 needs to get
[
0,
√

2
2

]
to ensure his proportional share and consumer 2 gets the rest. The

efficiency in this order is

1

4
+

∫ 1

√
2

2

(2x+ 10000) dx = 10000 +
3

4
− 5000

√
2 ≈ 2930.75.
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If the order is reversed, then consumer 1 gets
[√

2
2
, 1
]

due to proportionality, and consumer

2 gets the rest. The efficiency in this order is

1

4
+

∫ √
2

2

0

(2x+ 10000) dx =
3

4
+ 5000

√
2 ≈ 7070.75,

which is larger. Thus, ordering consumers according to their slopes does not yield an

optimal solution.

As we show in the following, the optimal order is actually determined by a quantity di,

called order determinant: for consumer i with density function fi(x) = aix+ bi, define

di =
ai

ai + 2bi
.

We first have the following claim.

Proposition 4.2. For any consumers i and j and any 0 ≤ p < q < r ≤ 1, the order

determinant di < dj if and only if vi(p,q)
vi(p,r)

>
vj(p,q)

vj(p,r)
.

Proof. We first prove the case where p = 0 and r = 1. For consumer i, we have vi(0, 1) =
1
2
ai + bi and vi(0, q) =

∫ q
0
aix+ bi dx = 1

2
aiq

2 + biq. Thus, we have

vi(0, q)
vi(0, 1)

=
1
2aiq

2 + biq
1
2ai + bi

= q + (q2 − q) ai
ai + 2bi

= q + (q2 − q)di.

Similarly, we have vj(0,q)

vj(0,1)
= q + (q2 − q)dj . Because q2 − q < 0, it is obvious that di < dj

if and only if vi(0,q)
vi(0,1)

>
vj(0,q)

vj(0,1)
.

For the case where p 6= 0 or r 6= 0, we apply a transformation to the density function

fi(·): let {
a′i = ai · (r − p)
b′i = aip+ bi

and define a new density function f ′i(x) = a′ix+ b′i. Let y = q−p
r−p ; one can verify that

vi(p, q)
vi(p, r)

=
1
2ai(q

2 − p2) + bi(q − p)
1
2ai(r

2 − p2) + bi(r − p)
=

1
2a
′
iy

2 + b′iy
1
2a
′
i + b′i

=
v′i(0, y)
v′i(0, 1)

.

Using a similar transformation to fj(·), we can reduce the problem to the case where p = 0
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and r = 1. Hence, we have

vi(p, q)
vi(p, r)

>
vj(p, q)
vj(p, r)

⇔ v′i(0, y)
v′i(0, 1)

>
v′j(0, y)
v′j(0, 1)

⇔ a′i
a′i + 2b′i

<
a′j

a′j + 2b′j

⇔ ai(r − p)
ai(r + p) + 2bi

<
aj(r − p)

aj(r + p) + 2bj

⇔ ai
ai + 2bi

<
aj

aj + 2bj
⇔ di < dj

This completes the proof.

The order determinant precisely characterizes the order of the consumers in an optimal

allocation, shown by the following lemma.

Lemma 4.3. There exists an efficiency optimal allocation in which the allocation (from left

to right) is according to the non-decreasing order of di.

Proof. Given an efficiency optimal allocation, assume that the allocation to the consumers

are in the order 1, 2, . . . , n. Then for any 1 ≤ i < n, it suffices to show the following:

• di ≤ di+1;

• if di = di+1, then switching the order of i and i+ 1 will lead to an efficiency optimal

allocation as well.

We will prove the claims by considering each i = 1, . . . , n in the sequence.

Suppose that in an efficiency optimal allocation, consumer i is assigned interval [p, q],

and consumer i + 1 is assigned to [q, r]. Let αi = vi(p,q)
vi(p,r)

and αi+1 = vi+1(q,r)
vi+1(p,r)

denote the

ratio of the valuation of consumer i and i + 1 between their own allocation and the union

of their allocations, respectively. We next consider two cases.

(1) αi ≥ αi+1. We can find a point q′ ∈ [p, q], such that vi(p,q
′)

vi(p,r)
= αi+1. Now we consider

a new allocation, in which consumer i+ 1 gets [p, q′], consumer i gets [q′, r], and the
allocation of all other consumers remains unchanged. The social welfare difference
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between the original allocation and the new one is

δ , (vi(p, q) + vi+1(q, r))− (vi+1(p, q′) + vi(q′, r))

= (vi+1(q, r)− vi+1(p, q′)) + (vi(p, q′)− vi(q, r))

If di > di+1, by Proposition 4.2, we have vi+1(p,q′)
vi+1(p,r)

> vi(p,q
′)

vi(p,r)
= αi+1. Hence

vi+1(p, q′) > αi+1 · vi+1(p, r)

=
vi+1(q, r)
vi+1(p, r)

· vi+1(p, r) = vi+1(q, r).

Similarly, because vi+1(p,q)
vi+1(p,r)

> vi(p,q)
vi(p,r)

, we have

vi(q, r)
vi(p, r)

= 1− vi(p, q)
vi(p, r)

> 1− vi+1(p, q)
vi+1(p, r)

=
vi+1(q, r)
vi+1(p, r)

= αi+1.

Hence, vi(q, r) > αi+1 · vi(p, r) = vi(p, q
′). This means that δ < 0, i.e., the new

allocation has larger efficiency than the original allocation, which contradicts the fact

that the original one is an efficiency optimal allocation. Thus, we have di ≤ di+1.

On the other hand, if di = di+1, then by the calculation same as above, we can get

vi(q, r) = vi(p, q
′) and vi+1(p, q′) = vi+1(q, r), which implies that δ = 0. Hence, we

get another optimal allocation with the order of i and i+ 1 switched.

(2) αi < αi+1. In this case we can find a point q′ ∈ [q, r] such that vi+1(q′,r)
vi+1(p,r)

= αi. The

remaining details of the proof are similar to the first case and are omitted.

Therefore, by considering each i = 1, . . . , n sequently, the lemma follows.

4.3.2 Polynomial Time Approximation Scheme

Having a characterization of the order of allocations in an optimal solution, we will next

compute such an allocation. However, there is one issue: For linear functions, a fair allo-

cation may require to cut the cake at irrational points. For instance, in Example 4.1, the

unique fair allocation requires to cut the cake at point
√

2
2

. This barrier prevents us from

finding a tractable algorithm that always outputs a precisely fair allocation. As a result, we
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relax our requirement by considering (1 − ε)-fair allocation, in which each consumer gets

no less than 1−ε
n

share of its value for the entire cake.

We will use the approach of dynamic programming. For any given ε > 0, we divide

the interval [0, 1] evenly into K =
⌈

2n
ε

⌉
subintervals; and we will keep each subinterval

as a whole in the allocation. Let H(i, k) denote the maximum efficiency one can get if

we allocate the interval [0, k
K

] to the first i consumers in the given optimal order, under the

condition that each consumer j, 1 ≤ j ≤ i, gets a share of at least 1−ε
n

. The dynamic

programming algorithm is described as follows.

ALG-LINEAR

1: Sort all consumers in a non-decreasing order with respect to their order determinant di.
2: Let H(0, 0) = 0 and H(0, k) = −∞ for all 0 < k ≤ K.
3: for 1 ≤ i ≤ n, 1 ≤ k ≤ K do
4: Among all 0 ≤ k′ ≤ k such that vi( k

′

K
, k
K

) ≥ (1−ε
n

)vi(0, 1), let

H(i, k) = max
k′

{
H(i− 1, k′) + vi

( k′
K
,
k

K

)}
.

5: end for
6: Return H(n,K) and its corresponding allocation.

Theorem 4.4. When all consumers have linear density functions, for any ε > 0, ALG-

LINEAR runs in time polynomial in the input size and 1
ε
, and outputs an (1 − ε)-fair allo-

cation with efficiency within a factor of (1− ε) to the optimum.

Proof. It is easy to check that this algorithm can be done in O(n3(1
ε
)2) time, and it will al-

ways output an efficiency maximal ε-fair allocation in which the cake is cut only at the

given separations, assuming there exists one. Let A = (A1, . . . , An) be an efficiency

optimal fair allocation. If we round each cutting point of A to the closest smaller sepa-

ration given by K, in the new allocation every consumer i will get a value no less than

vi(Ai)− ε
2n

(ai + bi) ≥ vi(Ai)− ε
n
vi(0, 1) ≥ (1− ε)vi(Ai). Thus, it is an ε-fair allocation,

and the efficiency of this allocation will be at least (1−ε)
∑

i vi(Ai), which is always within

a factor of (1− ε) to the optimum. This finishes the proof of the theorem.
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4.4 Piecewise Constant Functions

In this section, we consider piecewise constant functions. A density function f(·) is called

piecewise constant if one can partition the whole interval [0, 1] into subintervals such that

f has a constant value on each subinterval. Piecewise constant functions are a represen-

tative class because it is easy to describe algorithmically and can approximate any density

functions with arbitrarily good accuracy.

For a given piecewise constant function f(·), we say it contains k segments if there exist

0 ≤ a1 < b1 ≤ a2 < b2 ≤ · · · ≤ ak < bk ≤ 1

such that (i) f has a constant positive value on each [ai, bi], (ii) f has value 0 on all remaining

regions, and (iii) for each [ai, bi] and [ai+1, bi+1], either bi < ai+1 or f has different values

on these two segments. We say [ai, bi] a segment and ai, bi its endpoints.

Next we will consider computational complexity of computing an efficiency optimal

allocation for piecewise constant functions. As can be seen, its complexity is completely

different from the linear function case.

4.4.1 Fixed Order

For a piecewise constant function, its input consists of its value and two endpoints (rational

numbers) of all of its (finite) segments. It can be seen (below) that there always exists

an optimal solution whose cutting points are rational. Indeed, if the winning order of the

consumers is explicitly given, such an optimal solution can be found in polynomial time.

Suppose the order of the consumers, from left to right, is fixed as 1, 2, . . . , n. Let 0 ≤
p1 ≤ p2 ≤ . . . ≤ pK ≤ 1 be the lists of endpoints of all segments of all consumers.

While in an optimal allocation, the points of cuts are not necessarily in {p1, . . . , pK}, those

cutting points that are not in the set can be nicely characterized. This leads to the following

dynamic programming, which computes an exactly optimal allocation.

Let H(i, pk) denote the maximum efficiency one can get if we allocate the interval

[0, pk] to the first i consumers. The dynamic programming is described as follows.

Theorem 4.5. Given a fixed winning order of consumers, ALG-PIECEWISE-CONSTANT

computes an efficiency optimal proportional allocation in polynomial time.
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ALG-PIECEWISE-CONSTANT

1: Let H(0, pk) = 0 for all 1 ≤ k ≤ K.
2: for 1 ≤ i ≤ n, 1 < k ≤ K do
3: Let

H(i, pk) = max
1≤j≤i

1≤k′<k

{
H(j − 1, pk′) + S(j, i, pk′ , pk)

}
,

where S(j, i, pk′ , pk) is the maximum efficiency of proportional allocation one can
get by allocating interval [pk′ , pk] to consumers j, j + 1, . . . , i under the condition
that at most one consumer can have valuation more than 1/n of its share (if no such
allocation exists, define it to be 0).

4: end for
5: Return H(n, pK) and its corresponding allocation.

Proof. In order to prove correctness of the algorithm, we first show the following charac-

terization, which immediately implies that the dynamic programming always outputs an

optimal solution. That is, to allocate interval [pk′ , pk] to consumers j, j + 1, . . . , i under

the fairness condition, there always is an efficiency optimal allocation such that one of the

following holds:

• Some consumer’s allocation is cut at one endpoint of its own segments.

• At most one consumer has valuation more than 1/n of its total share.

To prove this, given an optimal allocation, assume that no consumer’s allocation is cut

at any endpoint of its segments and there are two consumers x, y both getting more than

1/n of their total share. If we keep the allocation valuations of all other consumers fixed,

except x, y, and add a disturbance ∆x to consumer x’s valuation, it will sequentially result

in a −∆y change in consumer y’s valuation, where ∆x,∆y > 0. (That is, slightly move

the cutting points between x and y.) Similarly, if we disturb x’s valuation by −∆x, y’s

valuation will be changed by ∆y. This means that if ∆x 6= ∆y, we can always perform such

a disturbance to get a proportional allocation with larger efficiency. If ∆x = ∆y, we can

keep performing this disturbance, until either one of x and y has reached exactly 1/n of its

share, or one consumer has reached an endpoint cut. In this process, the efficiency of the

allocation remains unchanged. The claim then follows by applying this process repeatedly

until the number of consumers whose share is more than 1/n is 1 in the final allocation.

Finally we prove that the algorithm runs in polynomial time. It suffices to show that
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S(j, i, pk′ , pk) can be polynomially computed. In fact, one can just enumerate the consumer

whose valuation is (potentially) more than 1/n of its total share. Once that consumer is

fixed, all other consumers should have exactly 1/n of their total shares. Thus the allocation

can be uniquely determined, and can be computed in polynomial time. This finishes the

proof of the theorem.

4.4.2 NP-Hardness

While the above algorithm gives a hope to find an optimal solution in polynomial time, we

do not necessarily know the optimal order of the consumers in an optimal allocation. In gen-

eral, we have the following hardness result, which says that computing an allocation whose

efficiency is within a factor of Ω
(

1√
n

)
to the optimum, conditioned on proportionality, is

NP-hard.

Theorem 4.6. When all consumers have piecewise constant density functions, it is NP-hard

to approximate the optimum efficiency within a ratio of Ω
(

1√
n

)
, even if all functions have at

most 2 segments.

Proof. Our reduction is from the partition problem. Consider the following partition prob-

lem instance: Given a setA′ of 2k positive integersA′ = (a′1, a
′
2, . . . , a

′
2k); let 2m′ =

∑
i a
′
i.

It is NP-complete to decide whether A′ can be divided into two subsets such that both of

them have exactly k integers, and the sum of the numbers in each subset equals m′ [62].

Without loss of generality, we assume that all a′i are even numbers. Further, we add an

integer 2km′ to each a′i and get a new set A = (a1, a2, . . . , a2k) where ai = a′i + 2km′ for

each i. It is easy to see that A has a partition of size

m , 2k2m′ +m′

if and only if A′ has a partition of size m′. Let M = maxi ai.

For the instance A, we have the following observations, which can be verified easily.

1. If A can be partitioned into A1 and A2 with equal sums, then |A1| = |A2| = k.

2. If the absolute value of the difference between the total values of A1 and A2 is less

than 1, then they have the same total value (as all numbers are even).

83



We next construct a cake-cutting instance from the partition instanceA. Assume that the

cake is modeled as an interval [0, 3m(2k−1) + 2k(n+ 1)] (which can be easily normalized

to [0, 1]). There are in total n = 4k2 consumers, divided into 3 groups: A,B,C.

• Group A has 2k − 1 consumers. We label them by

1, 1 + (2k + 1), 1 + 2(2k + 1), ..., 1 + (2k − 2)(2k + 1),

and define their valuation density functions to be

f1+t(2k+1)(x) =

{
1 x ∈

[
m+ 3mt,m+ 3mt+ 1

]
0 otherwise

for t = 0, 1, 2, ..., 2k − 2. Note that the total value of each consumer is 1.

• Group B has in total 2k(2k − 1) consumers, which are further divided into 2k − 1

subgroups B0, B1, . . . , B2k−2. For each subgroup Bt, there are 2k consumers, which

are labeled by

1 + t · 2k, 2 + t · 2k, 3 + t · 2k, ..., 2k + t · 2k.

Define two intervals on the cake as follows:

I1 ,
[
3mt, 3mt+ 2m+ 1

]
and

I2 ,
[
3m(2k − 1) + t(n+ 1) + n, 3m(2k − 1) + t(n+ 1) + n+ 1

]
The valuation functions of the consumers in Bt are defined to be

fi+t·2k(x) =


1 x ∈ I1

nai − (2m+ 1) x ∈ I2

0 otherwise

where i = 1, 2, ..., 2k. Note that it is guaranteed that nai − (2m+ 1) > 0.

It can be seen that the total value of each consumer i + t(2k − 1) is nai; thus, in

a proportional allocation, its share is at least ai. In addition, the positive valuation
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intervals are disjoint for consumers in different subgroupsBt. For eachBt, it contains

exactly one consumer from A.

• Group C contains only one consumer, and his valuation density function is

fn(x) =


M c x ∈

[
3m(2k − 1),

3m(2k − 1) + 2k(n+ 1)− 1
]

0 otherwise

where c is a large integer.

The figure below shows the construction of the cake-cutting instance. Note that all con-

sumers have piecewise constant valuations and at most two segments.

0

M c

nai − (2m+ 1)

x

y

1

m+ 3mt+ 1

2m+ 3mt+ 1m+ 3mt

3mt

· · · · · ·

3m(2k − 1) + 2k(n+ 1)− 1

3m(2k − 1) 3m(2k − 1) + t(n+ 1) + n

3m(2k − 1) + t(n+ 1) + n+ 1

· · · · · ·

Player C Players in group Bt Players in group A

Figure 4.1: Construction of the cake-cutting instance.

For each consumer in group Bt, he can get at least 1/n of his total valuation only if he

gets an allocation in T1 of length at least ai or in I2 of at least certain length. If there is a

valid partition in the partition instance A, then, for each t, consumers in subgroup Bt can

share the interval [3mt, 3mt+m] and [3mt+m+ 1, 3mt+ 2m+ 1] completely to get 1/n

of their total valuation. Thus, we can allocate consumers in group A and group C all their

interested intervals. The total valuation in this case is therefore

M c(2k(n+ 1)− 1) + (2k − 1)(2m+ 1).
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On the other hand, if the partition instance does not have a valid solution, by the two
observations established above, we cannot partitionA to two subsets such that the difference
between their sums is less than 1. This means that each subgroup Bt has at least one
consumer allocated inside the interval I2. As there are 2k − 1 subgraphs and the allocation
must be continuous, consumer C can get only one of the 2k leftover segments:

[3m(2k − 1), 3m(2k − 1) + n]

[3m(2k − 1) + n+ 1, 3m(2k − 1) + 2n+ 1]

· · · · · ·

[3m(2k − 1) + (2k − 2)(n+ 1) + n+ 1, 1in3m(2k − 1) + 2k(n+ 1)− 1]

where each segment has length n. The total valuation in this case is then at most

M c(n+ 1) + (2k − 1)(2m+ 1) + (2k − 1)nM,

where the first term is an upper bound on the valuation for the consumer in group C, and the

last two terms are for the consumers in groups A and B (note that nai − (2m+ 1) < nM ).

Therefore, we have

M c(n+ 1) + (2k − 1)(2m+ 1) + (2k − 1)nM
M c(2k(n+ 1)− 1) + (2k − 1)(2m+ 1)

<
M c(n+ 1) + (2k − 1)(2m+ 1) + (2k − 1)nM

M c(2k(n+ 1)− 1)

=
n+ 1

2k(n+ 1)− 1
+

(2k − 1)(2m+ 1) + (2k − 1)nM
M c(2k(n+ 1)− 1)

≤ Ω
( 1

2k

)
= Ω

( 1√
n

)
where the last inequality follows from the observations that m ≤ kM and we can pick c to

be a sufficiently large number. Therefore, it is NP-hard to approximate efficiency within a

ratio of Ω
(

1√
n

)
.
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4.4.3 Normalized Valuations

We say a density function f normalized if
∫ 1

0
f(x) dx = 1. For such functions, computing

an efficiency optimal allocation is NP-hard as well2.

Theorem 4.7. When all consumers have normalized piecewise constant density functions, it

is NP-hard to compute the optimum efficiency, even if all functions have exactly 1 segment.

Similar to the proof of Theorem 4.6, the proof of the above result uses a reduction from

partition as well. But here, because all functions are normalized, we have to balance the

valuation and length of a segment in the constructed instance, and cannot obtain a stronger

hardness of approximation result.

Proof. Consider the following partition instance: There are a set of 2k positive integers

A′ = {a′1, a′2, ..., a′2k} with
∑2k

i=1 a
′
i = 2m′. The problem is to partition these integers to

two subsets such that both sets have total value m′. Without loss of generality, we assume

that a′1 ≤ a′2 ≤ · · · ≤ a′2k and each a′i is a multiple of 3. We construct a new set A =

{a1, a2, ..., a2k}, where each ai = a′i + (4k + 8)m′. It is easy to see that A has a partition

of total value m , m′ + k(4k + 8)m′ each if and only if A′ has a valid partition. Denote

a1 = a and ∆ = a2k − a. Note that ∆ = a′2k − a′1 and ka ≤ m ≤ k · (a+ ∆).

We have the following observations.

1. If A can be partitioned into A1 and A2 with equal sums, then |A1| = |A2| = k.

2. If the absolute value of the difference between the total values of A1 and A2 is less

than 2, then they have the same total value (as all numbers are multiples of 3).

3. (2k + 3)a1 > 2m+ 2. This is because

(2k + 3)a1 = (2k + 3)(a′1 + (4k + 8)m′)

> (2k + 3)(4k + 8)m′

≥ 2(m′ + k(4k + 8)m′) + 2

= 2m+ 2

2Note that Theorem 4.6 does not imply the claim here, as in its proof consumers’ valuations are not
normalized. On the other hand, the NP-hardness result established by Theorem 4.7 applies to non-normalized
setting as well; but the statement of Theorem 4.6, Ω

(
1√
n

)
-hardness, is much stronger.
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4. ∆
a
< 2k−1

2k(2k+4)
. This is because

∆
a

=
∆

a′1 + (4k + 8)m′
<

∆
(4k + 8)m′

<
1

4k + 8
<

k

2k(2k + 4)
<

2k − 1
2k(2k + 4)

5. ∆
a
< 1

2k+3
. To see this, we have

∆
a

<
2k − 1

2k(2k + 4)

=
1

2k + 4
− 1

2k(2k + 4)
<

1
2k + 4

<
1

2k + 3

6. Let bi = 1
ai(2k+3)

, for i = 1, . . . , 2k, and

b =
1

a2k(2k + 3)− (2m+ 2)
.

It can be seen that b > b1 ≥ b2 ≥ · · · ≥ b2k. Further, the above inequalities and a

careful calculation show that 2m(b1 − b2k) < a1(b− b1) (details omitted).

The Figure 4.2 below shows the construction of the reduction.

0 x

y

m m+ 1 2m+ 1

2m+ 2

1

a2k(2k + 3)

b

a1(2k + 3)

b1

b2k

First 2k players Player 2k + 3 Players 2k + 1 and 2k + 2

Figure 4.2: Construction of the cake-cutting instance (normalized valuations).

Now we construct a cake-cutting instance with 2k + 3 consumers. For the first 2k

consumers, their density functions are
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vi(x) =

{
bi x ∈ [0, ai(2k + 3)]

0 otherwise

For the last three consumers, let

v2k+1(x) =

{
1 x ∈ [m,m+ 1]

0 otherwise

v2k+2(x) =

{
1 x ∈ [2m+ 1, 2m+ 2]

0 otherwise

v2k+3(x) =

{
b x ∈ [2m+ 2, a2k(2k + 3)]

0 otherwise

In this construction, note that each consumer has the same unit total valuation, and each of

the first 2k consumers need a length of ai to get its proportional share. Moreover, the two

intervals [m,m + 1] and [2m + 1, 2m + 2] are ‘reserved’ to consumers 2k + 1 and 2k + 2

due to their large density values and the second observation above.

It can be seen that (detailed omitted) if the partition instance has a valid solution, the
total valuation Vyes is at least

Vyes =
2k∑
i=1

aibi + 2 + 1 ≥ 2mb2k + 3.

And if the partition instance does not have a valid solution, the total valuation Vno is at most

Vno < 2mb1 + 2 + a1b1 + (a2k(2k + 3)− (2m+ 2)− a1)b.

Therefore,

Vyes − Vno

> 1− a1b1 − [a2k(2k + 3)− (2m+ 2)− a1]b− 2m(b1 − b2k)

= b[a2k(2k + 3)− (2m+ 2)]− a1b1

−[a2k(2k + 3)− (2m+ 2)− a1]b− 2m(b1 − b2k)

= a1(b− b1)− 2m(b1 − b2k) > 0
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Since the partition problem is NP-complete and Vyes > Vno, computing an optimal alloca-

tion for the constructed normalized cake-cutting problem is NP-hard.

4.5 Concluding Remarks

We study efficiency optimization in cake cutting. The solution conditions are that of propor-

tional fairness and n− 1 cuts. While the fairness condition is relatively easy to handle (see,

e.g., [43]), the requirement on the number of cuts makes the problem much more difficult to

analyze. For instance, some powerful tools like convex programming do not apply. We give

an optimal design for linear valuation functions, and show hardness results for piecewise

constant functions. A natural direction for future research is to design (approximate) al-

gorithms, especially for (normalized) piecewise constant functions, to maximize efficiency

given fairness and n− 1 cuts.
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Chapter 5

Conclusions

Resource allocation is an extraordinarily crucial and broad topic in computer science and

economics. It covers a wide range of topics including computer scheduling, portfolio selec-

tion, load distribution, social welfare distribution, production control, product pricing, tax

policy making and so on. In this thesis, we select several typical resource allocation prob-

lems in different social welfare distribution scenarios, including indivisible resource allo-

cation with payment, indivisible and divisible resource allocation without payment. We try

to make different parties happy in different scenarios. These results can be adopted to dif-

ferent resource allocations: the indivisible resource allocation problem with payments can

be applied to electronic commerce such as online auctions; the indivisible and the divisible

resource allocation problem without payments can be applied to social goods distribution.

Problems in divisible resource allocation with payment is the famous market equilibrium

problem, which has been sufficiently studied in recent years; we do not include this part in

the thesis.

In the combinatorial market (indivisible resource allocation problem with payment), the

market maker will suffer from a revenue loss if envy-freeness is required [69]. On top

of that, if Pareto efficiency is also required, the market maker will lose even more. The

social welfare is maximized though in this case, which makes the results desirable to the

society. My hope of finding a good approximation scheme for optimal Envy-free Pareto-

efficient pricing is smashed by the establishing of the inapproximability results; however,

when items are rare and all items can be sold out, an optimal Envy-free Pareto-efficient

pricing can be output in polynomial time. In the future, discovering the domains in which
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optimal Envy-free Pareto-efficient pricing can be computed or approximated in polynomial

time is a quite attractive and practical direction.

Open Question 5.1. Is there any domain of the combinatorial market in which optimal

Envy-free Pareto-efficient pricing can be computed or approximated in polynomial time?

Moreover, in the indivisible-item allocation problem with subadditive valuations and

the multiple fractional knapsack problem, bifactor approximations and upper bounds are

constructed, which provides a clear illustration of the tradeoff between fairness and welfare.

In the case of the indivisible-item allocation problem with subadditive valuations, there

are gaps indicated among efficient computation, theoretical existence and the upper bound.

Closing the gaps will be a natural direction for future research. In fact, the bifactor approach

in Chapter 3 is also an intriguing future direction to study the tradeoff between fairness

and welfare. Applying such approximation schemes in other resource allocation problems,

(e.g., cake cutting, load balancing, facility location and bandwidth allocation) will be very

interesting. We leave the following open questions:

Open Question 5.2. In the indivisible-item allocation problem with subadditive valuations

and the multiple fractional knapsack problem, what is the best bifactor approximation that

we can achieve in polynomial time?

Open Question 5.3. For these problems, if we consider other fairness criteria (e.g. envy-

free), what can we achieve for efficiency (in polynomial time)?

Open Question 5.4. How can this bifactor scheme be applied to other resource allocation

problems?

Additionally, in the cake-cutting problem, the complexity to obtain an efficient pro-

portional solution is considered. We identify that when consumers have linear density

functions, a nearly optimal solution can be output in polynomial time. Although an inap-

proximability result for general case is established, we still hope to find an approximation

algorithm for (normalized) piecewise constant density functions case in the future.

Open Question 5.5. Is there any approximation scheme to maximize efficiency, given fair-

ness and n− 1 cuts?
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As a conclusion, we can observe the tradeoff among fairness, welfare and revenue. In

most of the cases, we cannot simultaneously optimize all the three factors. In both the com-

binatorial market and the general case of cake cutting, we have strong inapproximability

results. Fortunately, in both cases, there are some special cases, in which optimal solu-

tions can be output in polynomial time. Hence, it greatly increases the applicability of our

solution concepts.

From a higher-level point of view, our work purely focuses on efficiency and fairness—

we do not attempt to consider strategic behaviors of the consumers in the model. How-

ever, in many applications, individual consumers are likely to maximize there own utilty

by adapting certain strategies (e.g. by reporting a fraud valuation function). Taking this

into consideration, the research will go into a new dimension–designing a incentive com-

patible, efficient and fair protocal for resource allocation problems. We leave this for future

research.
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