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Abstract
Graphical models, which can be viewed as a marriage of graph theory and probability theory, provide a powerful formalism for multivariate statistical modeling of
complex systems. Graphical models harness the complexity of large-scale systems by
representing the statistical relations among a large number of variables in a compact
manner. This compact structure can in turn be leveraged to derive highly efficient
techniques for data analysis. However, research on graphical models for continuous
variables so far mostly focuses on Gaussian statistics. Unfortunately, this limitation
severely handicaps the utility of graphical models in real-world applications that
are often associated with non-Gaussian variables. Physics and earth sciences, for instance, are often characterized by all positive quantities (e.g., amplitude, energy and
magnitude), and thus cannot be described accurately by Gaussian distributions. In
addition, the behavior of extreme events, such as hurricanes and floods, are theoretically governed by extreme-value distributions with fat tails instead of by Gaussian
distributions. In this thesis, we move beyond Gaussian graphical models, and propose a portfolio of novel graphical models for non-Gaussian data. Such graphical
models are powerful tools to solve real-life inference problems, while avoiding restrictive assumptions of Gaussian statistics, hence yielding more reliable solutions.
The first part of the thesis copes with “nominal” (non-extremal) data. This type
of data follows neither Gaussian nor fat-tailed distributions. Gaussian copulas are
employed here to tie any kind of marginal distributions (Gaussian, non-Gaussian and
even non-parametric) together to form a joint distribution. Through the language of
graphical models, we further impose constraints of sparse dependence structure on
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the resulting non-Gaussian distribution, leading to sparse copula Gaussian graphical
models (CGGM). Such models have the same mathematical convenience of Gaussian
graphical models, yet are applicable to marginally non-Gaussian data. Along this
line, we proceed to construct hidden variable copula Gaussian graphical models
(HVCGGM) and discrete copula Gaussian graphical models (DCGGM). The two
models are applicable to different practical scenarios. Specifically, the HVCGGM
yields sparse graphical models when data is unavailable for some relevant variables;
the DCGGM extends CGGM to discrete data in a straightforward manner. Since
real data are often non-stationary and statistical models designed for stationary
data may not yield accurate results, we further consider learning graphical models
for piecewise-stationary data. In other words, we first detect change points in the
time series, and then infer graphical models within each stationary segment.
Besides modeling nominal data, we also build graphical models to handle extreme
events. Extreme events are often modeled in two stages: first the extreme-value
marginal distributions are estimated, and then the joint distribution of extreme
values is constructed based on the marginals. The second part of the thesis aims
to exploit graphical models to estimate the marginal distributions accurately. The
main difficulty of fitting extreme-value marginal distributions to measurements is
the lack of data, as extreme events are by definition rare. To improve the accuracy of
the estimated parameter values, we utilize graphical models to couple together the
marginal parameters with similar values of covariates. For instance, extreme wave
heights vary smoothly across an ocean, and such prior knowledge can be expressed
by graphical models; in this example, the spatial coordinates are covariates. Additionally, we also propose to utilize graphical model to capture the spatio-temporal
dependence among marginal parameters, and further forecast the trend of extreme
events in the future.
The last part of the thesis is devoted to the second stage of extreme events modeling, that is, coupling all the marginals to form a joint distribution. We first
investigate the performance of CGGMs on extreme-value data and propose an efficient interpolation algorithm to predict the extreme events at unmonitored locations
Nanyang Technological University
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in a spatial domain. The CGGM, however, does not possess tail dependence, and
it is therefore theoretically unfavorable for quantifying extreme events. This motivates us to build a graphical model on based extreme-value copulas. As multivariate
extreme-value copulas are intractable, we aim to construct pairwise copula graphical
models. In particular, the ensemble-of-trees of pairwise copulas (ETPC) is introduced. Concretely, extreme-value marginal distributions are stitched together by
means of pairwise copulas, which in turn are the building blocks of the ensemble of
trees. We further prove that, under mild conditions, the ETPC model exhibits the
favorable property of tail-dependence between an arbitrary pair of sites (variables);
consequently, the model is able to reliably capture statistical dependence between
extreme values at different sites.
The proposed models have been successfully applied in such diverse areas as computational biology and neuroscience, geophysics and earth science, and sociology,
indicating that the portfolio of graphical models provides a powerful toolbox to
tackle real-world problems with non-Gaussian variables.
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Chapter 1
Introduction
1.1

Motivation and Related Works

Graphical models [1], also known in different scenarios as Bayesian networks, Markov
random fields, and factor graphs, provide a refined language to describe complicated
systems with large numbers of random variables. Despite the great quantities of
variables involved, graphical models allow efficient representation of such systems
with few parameters by learning or imposing a sparse dependency structure among
these variables. Furthermore, such structure can in turn be utilized to derive highly
efficient computational algorithms for making inference about likely values of some
variables given observations of others. As a result, graphical models have found
applications and permeated the literature in a wide variety of domains, such as
signal processing [2, 3], image processing and computer vision [4, 5, 6], genetics and
computational biology [7, 8, 9, 10], geophysics and remote sensing [12, 11, 13], and
communication and coding theory [14].
However, despite their benefits and utility, most techniques of graphical models
for continuous variables are only applicable to Gaussian variables. In other words,
continuous graphical models have yet to be explored in the realm of non-Gaussian
statistics. On the other hand, many real-world problems exhibit non-Gaussian behaviors. For example, this is the case of all positive quantities (amplitude, energy,
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magnitude), which are commonplace in physics and earth sciences. In addition, extreme events such as hurricanes and floods, which are of special interest in natural
hazards and risk analysis, cannot be described accurately by means of Gaussian distributions. Although statistical models have been developed for such data, they are
often limited to tens of variables, and therefore are typically infeasible for practical
large-scale problems. To bridge the gap, we propose a portfolio of new graphical
models for non-Gaussian data in this thesis. Such graphical models enable us to
solve large-scale real-life inference problems efficiently, while relaxing the assumption of Gaussianity, and allowing us to better quantify uncertainties and trade-offs
in model parameters.
To move toward this goal, we apply copula theory (cf. [15]) when devising graphical models. Copulas are powerful tools which aid in flexible construction of the
joint probability distribution by “gluing” together arbitrary families of marginal distributions (Gaussian, non-Gaussian and even non-parametric). To integrate both
graphical models and copulas, we construct copula-based joint distributions whose
dependency structures are specified through the language of graphical models. The
resulting copula graphical models can capture the interactions between a multitude
of non-Gaussian random variables in an accurate and compact manner. We then
develop a set of algorithms to learn the model structure and parameters, and also
to complete a variety of inference tasks, including i) imputing missing data; ii) interpolation; and iii) forecasting future values. More concretely, we broadly divide
non-Gaussian data into two classes: nominal (non-Gaussian and non-extremal) and
extremal data, and then employ different families of copulas as the building blocks
of the corresponding graphical models. In the remainder of this section, we review
related works for both types of data, point out their disadvantages, and further
motivate our research.
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3

Graphical Models for Nominal Data

For nominal data, the building blocks are Gaussian copulas. The resulting graphical
models are referred to as copula Gaussian graphical models (CGGM). Such models
enjoy the same advantages of Gaussian graphical models (GGM), while being applicable to non-Gaussian data. Here, we focus on learning the CGGM, in particular,
the dependency structure, from the non-Gaussian data. As CGGMs can be built
upon Gaussian graphical models (GGM), we first review GGMs without and with
hidden variables, and further consider the corresponding CGGMs. We will develop
models with constant parameters first, and next extend them to include abruptly
time-changing parameters.
A GGM is directly defined by its precision matrix (inverse covariance matrix): a
zero element corresponds to the absence of an edge in the graphical model or the
conditional independence between two variables. When learning a graphical model,
sparsity is a priority since a sparse graph can display the most significant dependence
and provide a clear direction for follow-up analysis. For instance, inferring the gene
regulatory networks (i.e., which genes may have correlation and which are expressed
independently) is currently en vogue, since it is an effective strategy to detect novel
disease mechanisms [16]. Now suppose one has a collection of one million genes
and a graphical model is used to represent the network where the nodes denote the
genes and there exists an edge between two nodes if the corresponding two genes
are conditionally dependent. Under this setting, we only need to detect the most
significant correlated pairs among the genes, which can then be characterized by the
limited number of edges in a sparse graphical model. Such a graphical model will
greatly reduce the time and effort for further analysis. A dense graphical model, on
the contrary, buries the important connections by massive false positives, and thus
hinders the interpretation of the gene network.
As such, for a standard GGM, we aim to estimate a sparse precision matrix. One
common method of finding the sparse precision matrix given a certain number of
Gaussian variables is to maximize the Gaussian log-likelihood with an `1 penalty
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(a)

(b)

(c)

Figure 1.1: A graphical model with hidden variables (yellow nodes): (a) the joint
graphical model; (b) the marginal graphical model of observed variables (green
nodes); (c) the conditional graphical model of observed variables.
on the elements of the precision matrix [17]. The convex optimization problem
can be solved by a simple and fast algorithm, namely the graphical lasso or glasso
algorithm [18].
However, glasso can produce an interpretable network only when all the relevant
variables are available, i.e., none of them are missing. Unfortunately, there may exist
some hidden variables. In the example of gene networks, one typically measures the
expression of a limited subset of genes (green nodes in Fig. 1.1(a)), chosen among the
large number of genes of an organism; the observed genes may be strongly affected
by genes that have not been measured. The latter may then be treated as hidden
variables in a statistical model (yellow nodes in Fig. 1.1(a)). In this case, glasso
would yield a dense gene network (see Fig. 1.1(b)) since the observed genes are related to the common set of hidden variables and therefore integrating out the hidden
variables introduces a large number of interactions between the observed variables.
Instead, considering the hidden variables can lead to a simple explanation for the
statistical relations between the observed genes (see Fig. 1.1(c)). Therefore, sparse
graphical models with hidden variables are quite powerful models for a large variety of real-life data sets. When the observed variables zO and hidden variables zH
are jointly Gaussian distributed, the structure of the Gaussian graphical model can
be defined by the precision matrix of the observed and hidden variables. Recently,
Chandrasekaran et al. [19] decomposed the (marginal) precision matrix of zO into a
sparse matrix KOO (conditional precision matrix) and a low-rank matrix L, which
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describes the coupling between the observed and hidden variables. The conditional
precision matrix KOO and the number of hidden variables, measured by the rank of
L, are inferred by solving a convex regularized maximum likelihood problem. The
conditional precision matrix KOO corresponds to Fig. 1.1(c). This graph visualizes
the dependence among the observed variables conditioned on the hidden variables.
In other words, such graph shows the interactions between observed variables that
cannot be explained by hidden variables alone.
From the above discussion, there seems to be a proper model for all kinds of largescale Gaussian distributed data. However, all these Gaussian graphical models are
limited on the assumption of Gaussianity. On the other hand, existing models for
non-Gaussian nominal data are restricted to low dimensions. The climate system,
for example, can be defined as the coupled system of ocean, atmosphere, cryosphere,
biosphere, lithosphere and anthroposphere. This overall system is described by physical quantities such as precipitation, wind speed, cloud cover, and humidity, which
can be regarded as non-Gaussian random variables [20]. So far, standard copulas
have been used in meteorological and climate research, as they can deal with those
non-Gaussian physical variables [21]. However, standard copula models are limited
to about 50 variables, and hence are of limited use in climate modeling where a
huge number of variables are involved. To alleviate this issue, we develop a set of
CGGMs as a non-Gaussian counterpart of the aforementioned set of GGMs. Specifically, non-Gaussian observed variables is transformed to Gaussian latent variables
according to the definition of Gaussian copulas, and next a sparse graphical model
is learned from the Gaussian data. Moreover, as shown in [22], conditional independence between non-Gaussian variables is characterized by the precision matrix of
the latent Gaussian variables. Consequently, such models can handle non-Gaussian
variables, and are applicable to large-scale systems, therefore, making them highly
suitable for practical applications.
We now turn our attention to discrete data. Existing structure learning algorithm
for discrete graphical models can only tackle binary variables, such as the Ising
model [23, 24], and may be extended to the case where all the variables take the
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same set of ordinal values [25, 26]. When variables are heterogeneous (i.e., take different sets of values), we can resort to Gaussian copula based approaches. However,
when mapping the discrete observed variables to the corresponding Gaussian latent
variables, the situation is more convoluted; discrete data cannot be transformed directly into Gaussian data, since the mapping is one-to-many. A common approach
is to apply Markov chain Monte Carlo method (MCMC) to simulate both the latent
Gaussian variables and the posterior distribution of the precision matrix [27, 28, 29].
Different priors have been selected for the precision matrix (or the covariance matrix), including covariance selection prior [27], the inverse-Wishart distribution [28]
and the G-Wishart distribution [29]. On the other hand, the framework of factor
model is also used to learn the dependence structure with the generalized double
Pareto prior [30]. All these models based on MCMC methods suffer from the issue
of a significant amount of computational cost. In this thesis, we develop a novel
learning method of discrete copula Gaussian graphical models (DCGGM). The proposed method is reliable yet much more efficient than the full MCMC approach,
as it avoids the costly Monte Carlo simulations for the posterior distribution of the
precision matrix.
So far, we only consider stationary i.i.d. (independent and identically distributed)
data. However, real data are often non-stationary, and statistical models designed
for stationary data may not yield accurate results. For example, during epileptic
seizures, functional brain networks are shown to evolve through a sequence of distinct
topologies [32]. Inferring such evolving networks in the framework of graphical
models has received little attention until now. A reasonable approach is to detect
change points, and then infer graphical models in the stationary segments between
the change points. Xuan et al [33] employed the Bayesian change point detection
approaches: they adopt a geometric prior on the time segment lengths, and then
iterate between maximum a posteriori (MAP) segmentation and graphical model
inference. The main restriction, however, is that the graph for all segments must
be decomposable. On the other hand, a greedy binary segmentation scheme is
proposed in [34]. A change point is inserted such that the Bayesian Information
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Criterion (BIC) score of the two graphical models of the data before and after the
change point is minimized; this procedure is repeated until no further splits reduce
the BIC score. Unfortunately, besides the high computational complexity, the binary
segmentation can be misleading and overestimate the number of change points, as
pointed out in [35]. To address this concern, dynamic programming is applied in [36],
resulting in joint estimation of all the change points. Unfortunately, the method has
computational complexity of order O(N 3 ) in the length of a time series N , which is
impractical for most real-life time series with tens or hundreds of change points. In
order to reduce the computational complexity, we disentangle the process of change
point detection and graphical model inference in our approach. Specifically, we first
detect the change points by minimizing a cost function defined on covariance matrix
using low-complexity Pruned Exact Linear Time (PELT) method [37], and next
learn the graphical model based on the covariance of each stationary time segment
using methods we have developed before. Another limitation of the aforementioned
methods is the assumption of Gaussian distributed data, which is not always fulfilled
in practice. To overcome the limitation, we learn CGGMs instead of GGMs from
each stationary time segment.

1.1.2

Graphical Models for Marginal Analysis of Extremal
Data

The second type of data we analyze in this thesis is extreme-value data. Different from nominal data, extreme-value data usually follows fat-tailed distributions.
In practice, extreme events such as heat waves, cold snaps, tropical cyclones, hurricanes, heavy precipitation and floods, droughts and wild fires, have possibly tremendous impact on people’s lives and properties. There are plenty of such examples. To
name a few, China experienced massive flooding of parts of the Yangtze River in the
summer of 1998, resulting in about 4,000 dead, 15 million homeless and 26 billion
USD in economic loss [38]; Hurricane Katrina in 2005 was the costliest and deadliest
Atlantic hurricane, with a death toll of at least 1,833 and a total loss of 108 billion
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USD [39]. To make matters worse, both observational data and computer climate
models suggest that the occurrence and sizes of such catastrophes will increase in
the future [40]. It is therefore imperative to model such events, assess the risk, and
further take precaution measurements.
Literature on extreme events can be broadly divided into two classes: marginal
and joint analysis. The objective of marginal analysis is to accurately estimate the
marginal extreme-value distributions. Extreme-value theory provides closed-form
distribution functions for the extremes of single variables (marginals). Specifically,
regardless of the underlying distribution, peaks over a sufficiently high threshold can
be described by a Generalized Pareto (GP) distribution, while the block maxima
(e.g., annual maxima) can be characterized by a Generalized Extreme Value (GEV)
distribution [41]. The main challenge in fitting such distributions to measurements
is the lack of data, as extreme events are by definition very rare. The problem can
be alleviated by assuming that all the collected data (e.g., extreme wave heights
at different measuring sites [42]) are stationary and follow the same distribution.
After combining all the data, the resulting sample size may be sufficiently large to
yield reliable estimates. However, there usually exists clear heterogeneity in the
extreme-value data caused by the underlying mechanisms that drive the weather
events. Extreme temperature, for example, is greatly influenced by the altitude of
the measuring site. The latter can be regarded as a covariate. Accommodating
heterogeneity in the model is essential since the estimated model will be unreliable
otherwise [43]. In order to handle both heterogeneity as well as the problem of
small sample size, the interactions among extreme events with different covariate
values are often exploited. For instance, extreme temperatures at similar altitudes
behave similarly, implying that the parameters of the corresponding extreme-value
distributions vary smoothly with the covariate (i.e., altitude). Such prior knowledge
may help to improve the fitting of extreme-value distributions.
Studies on modeling covariates can be further divided into two categories: models
with single [44]-[48] and multiple covariates [49]-[52]. Approaches of the first group
usually treat the parameters of the marginal extreme-value distributions as a funcNanyang Technological University
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tion of the covariate. In [44]-[46], directional and seasonal effects are considered
when describing the marginal behavior of extreme wave heights. The dependence of
the parameters on the single covariate is captured by a Fourier expansion. Spatial
effects are investigated in [47]: the parameters are assumed to be Legendre polynomials of the location; extreme-value threshold is determined through quantile
regression. Although these parametric models offer a simple framework to capture
the covariate effect, they are prone to model misspecification. A more appealing
approach is to incorporate the covariate in a non-parametric manner. The work
in [48] employs a Gaussian process to induce spatial dependence among the parameters of extreme-value distributions in a spatial domain. This also enables the
use of the MCMC algorithm to learn the model. However, such procedures are
computationally complex and can be prohibitive for large-scale systems.
On the other hand, few attempts have been made to model multiple covariates. A
standard method is to predefine the distribution parameters as a function of all the
covariates [41]. Unfortunately, the function can be quite complicated as the number
of covariates increases, whereas only linear or log-linear model are used in [41] for
simplicity. The resulting estimates may be biased due to the misspecification of
the functional form. As an alternative, Eastoe et al. [49] proposed to remove the
heterogeneity of the entire data set, both extreme and non-extreme through preprocessing, and then model the extremal part of the preprocessed data using the
above mentioned standard approach. They found that the preprocessing technique
can indeed remove almost all the heterogeneity, and consequently, simple linear or
log-linear models are capable of expressing the residual heterogeneity. Motivated by
this success, Jonathan et al. [50] proposed to process two different covariates individually. They removed the effect of the first covariate by whitening the data using
a linear location-scale model and then employed the methods for a single covariate
to accommodate the second one. A setback of their method, however, is that the
dependence on the first covariate may be nonlinear and therefore the whitening step
cannot completely remove the effect of the first covariate. Furthermore, capturing
the two covariates independently fails to consider the possible correlation between
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them. To accommodate all the covariates at the same time, a spline-based generalized additive model is introduced in [51], where the spline smoothers for each
covariate are added to the original likelihood function and then the penalized likelihood is maximized. Similarly, Randell et al. [52] addressed the problem by means
of penalized tensor products of B-splines so as to obtain a smooth dependence of
the distribution parameters w.r.t. all the covariates. The spline-based methods have
the virtue of extending the methods for single covariates to the case of multiple covariates. Unfortunately, directly maximizing the complex penalized likelihood has
several problems. First, the algorithm can be time-consuming. Typically, Newton’s
method is first employed and the iterative back fitting is then used to solve each
Newton step. Thus, the algorithm has at least two loops, and the inner loop, i.e.,
the iterative back fitting, usually has a slow rate of convergence. Moreover, good
initial points are essential for the algorithm to find the global optimum. Finally,
choosing the smoothness parameters can be problematic as pointed out in [53]. The
aforementioned shortcomings spark our interest in exploiting graphical models to
incorporate multiple covariates in the extreme-value model. The interdependencies
between extreme values with different covariates are often highly structured, and
such structure renders efficient inference possible.
Next, let us turn our attention to the marginal analysis of multiple extreme-value
time series. As an example, extreme precipitation can characterize climate change [40]
and cause flood or flash-flood related hazards [54]. Therefore, assessing the temporal pattern of such events and making reliable predictions of future trends is crucial
for risk management and disaster prevention. For stationary data, one of the most
common approaches for describing the extreme events of stationary data is the block
maximum approach, which models the maxima of a set of contiguous blocks of observations using the GEV distribution [41]. It has been shown that block maxima
of stationary time series that are sufficiently separated (e.g., annual maxima) are
almost independent [41]. However, increasing the block size to well separate the
block maxima often leads to a small sample size, and thus, the resulting estimates
of GEV parameters are unreliable. The problem can be alleviated by considering
Nanyang Technological University
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the dependence between multiple GEV distributed variables (e.g., annual maximum
precipitation at multiple locations) [47, 48]. As an alternative, instead of using one
single sample (i.e., the maximum) in a large block, we can shrink the size of the
blocks and introduce temporal dependence to the extreme-value samples so as to
utilize the data more effectively. The resulting analysis often copes with GEV distributions whose parameters varying smoothly across both space and time. Apart
from stationary time series, non-stationarity in the underlying process such as seasonality, trend, regime changes and dependence on external factors are often the
rule rather than the exception. Hence, when modeling block maxima of this process, such covariate effects also need to be taken into account, and this again leads
to a spatio-temporal model. Unfortunately, under both settings, only one sample
is available at each measuring site and time point, whereas the corresponding GEV
distribution has three parameters to be estimated.
Due to the abovementioned challenge, there are only a handful of spatio-temporal
models for extreme events at present. In the following, we review the literature
on spatio-temporal extreme events. A clear account of temporal dependence is
presented in [41], which defines the temporal changes of GEV parameters through
deterministic functions, such as linear, log-linear and quadratic functions. However, the restrictive functional forms pose a serious limitation in practice. A more
satisfactory approach is to replace the deterministic function with a linear combination of suitable basis functions, such as splines, and add a penalty to guard against
overfitting [55]. The smoothness parameters (i.e., penalty parameters) are chosen
through cross validation or AIC. The tuning process is usually computationally
burdensome since numerous candidate values of the smoothness parameters have
to be tested before the proper amount of smoothness is determined. Moreover, the
computational complexity increases exponentially with the number of smoothness
parameters. To overcome this deficiency, a Bayesian approach is advanced in [56],
in which the smoothness parameters are regarded as random variables and Gamma
priors are imposed on them. Nevertheless, such Bayesian models are often inferred
by the Monte Carlo Markov chain (MCMC) algorithm, and the latter can be unacNanyang Technological University
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ceptably slow for large-scale problems. On the other hand, Neville et al. [57] apply
the mean field variational Bayes method to learn the model. Similarly as in [58],
the GEV distributions are approximated by Gaussian mixtures for a set of shape
parameters, in order to avoid the complex functional form of the GEV distributions. Closed-form update rules for the parameters of the variational distributions
are derived. As a consequence, the algorithm needs to be run once for each possible
value of the shape parameter in the predefined set before the one associated with
the largest likelihood is selected.
Another line of research investigates the application of dynamic linear models (DLM)
to extreme-value time series, cf. [59]-[63]. DLMs relate the present GEV parameters
to the historical estimates while embedding the spatial dependence implicitly in the
evolution matrix. Such models are often estimated via MCMC methods [59]-[61, 63]
or generalized expectation maximization [62]. Unfortunately, the computational cost
of learning a DLM is O(N P 3 ), where P is the number of measuring stations and N
is the number of block maxima observed at each station (i.e., length of time series).
As a result, such models are prohibitive for the cases where P is large. Furthermore,
DLMs use directed acyclic graphs to represent the dependence from past to present,
and hence, the estimates of GEV parameters at time t only depend on extreme-value
samples up to t. Obviously, it is more tempting to take full advantage of all the
observed samples, both before and after t, to yield more reliable estimates of GEV
parameters. This indicates that GEV parameters at different time points depend
on each other, thus constituting an undirected cyclic graph.
Apart from the above mentioned issues, the previous works [55]-[62] often restrict
the shape (and the scale) parameters of the GEV distributions to be constant across
the spatio-temporal domain. This assumption stems from the analysis on spatial
extremes in [64], which shows that varying the shape parameter across the space
only slightly improves the model fitting, but the resulting score of the deviance
information criterion (DIC) [65] is larger than that with a constant shape parameter.
Moreover, it also simplifies the corresponding learning algorithms. However, as
pointed out in [63], treating the shape (and the scale) parameter as a constant is
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inappropriate for modeling monthly maxima.
To break through the limitations of those previous works, we propose to exploit undirected graphical models (i.e., Markov random fields) to capture the highly structured
spatio-temporal dependencies among all the three GEV parameters (i.e., shape, scale
and location). We aim to estimate the temporal pattern of extreme events, such
as the trend or seasonality of the data in time. Furthermore, we intend to predict
the distribution of extreme events in the future based on the current trend. In the
example of extreme rainfall, forecasting whether the size of extremes will increase
in the future is crucial for flood warning and strategic planning.

1.1.3

Graphical Models for Joint Analysis of Extremal Data

Let us focus on joint analysis of extreme events now. The objective of joint analysis is to build a joint distribution of extreme events. It is often concerned with
spatial extremes, since the extreme values (rather than the parameters of extremevalue distributions) at different locations are related to each other. The work of
Cooley et al. [66], which surveys the different approaches that have been taken in
incorporating spatial dependence when modeling extreme events, finds that recent
literature have dealt with a two-stage approach. The first stage involves accurate
marginal estimation, which has the same objective as marginal analysis, and thus
the methods of marginal analysis can be directly applied. In the second stage, one
couples the extreme-value marginals together to form a joint distribution via tools
such as copulas and max-stable processes. Sang et al. [67] performed a two-stage
analysis where a Gaussian copula connects the marginal distributions to form a
joint distribution in the second stage. However, the resulting Gaussian covariance
matrix is dense which renders extreme-value inference computationally complex, especially for domains with numerous sites. To address this concern, we propose to
use a CGGM with a sparse precision matrix, and thus, that model can represent
large-scale extreme-value data in a compact manner. The sparse graphical model
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structure also greatly aids in the interpolation of extreme values on an unobserved
location given data at other locations.
Although Gaussian copulas are computationally attractive, they are asymptotically
tail independent, and therefore, they are not able to capture the statistical dependence between extremes (e.g., extreme wind gusts at different locations). This
shortcoming has sparked interest in the statistics community in models that are
asymptotically tail dependent, including max-stable processes and extreme-value
(max-stable) copulas [68, 69]. Unfortunately, such models are defined by distribution functions with complicated functional forms. The corresponding likelihood
function involves differentiation with respect to all the variables, resulting in a combinatorial explosion. As an example, the likelihood of a 10-dimensional extremevalue copula would include a sum of over 100,000 different terms [69]. Consequently,
when fitting max-stable copulas or processes to extreme-value data, composite likelihoods are often employed [70]. This approach replaces the original likelihood by a
pseudo-likelihood constructed from pairwise likelihoods. The main drawback, however, is that only one single class of copulas can be used in this framework, thus
seriously limiting the modeling power. Vine copula models [71] address this shortcoming by using various types of pairwise copulas as building blocks to construct
large multivariate models. More specifically, in such models, one decomposes the
joint density as a product of conditional densities and further approximates the latter by products of pairwise copulas. It has been proven in [72] that vine copulas can
capture tail dependence by properly selecting the base pairwise copulas. However,
the biggest hurdle in applying vine copulas to large-scale data arises due to the
quadratically increasing number of parameters with respect to the number of variables. Furthermore, both composite likelihood models and vine copulas suffer from
the limitation that there is no principled approach to impose interpretable structure
on these models. Consequently, different configurations have to be tested before
the best structure can be determined. The problem is exacerbated in the setting of
high-dimensional data, since the number of possible configurations increases factorially with the dimension. Again, as opposed to the aforementioned models, graphical
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models are highly structured statistical models in which conditional independence
can be easily defined given the location of the measuring stations. We therefore
construct a graphical model by using pairwise copulas as building blocks, and prove
that the tail dependence can be preserved under mild conditions.

1.2

Thesis Organization and Overview of Contributions

The thesis is organized as follows. Chapter 2 provides an overview of the background
knowledge that is essential to the following chapters. Specifically, we begin this
chapter with an introduction of graphical models. We review the corresponding
learning and inference algorithms with a special focus on Gaussian graphical models.
Next, we introduce extreme value theory, which involves two fundamental extremevalue families of distributions, i.e., the Generalized Pareto distribution and the
Generalized Extreme Value distributions. We outline the relevant theorems and
properties. Lastly, we present the copula theory, and introduce different families of
copulas and their properties.
The remainder of the thesis, presenting our main contributions, can be divided
into three parts: Part I (Chapter 3-5) is concerned with copula Gaussian graphical
models for nominal non-Gaussian data, Part II (Chapter 6-7) deals with graphical
models for marginal analysis of extreme events, and Part III (Chapter 8-9) focuses
on graphical models for joint analysis of extreme events. In the sequel, we outline
the content of each chapter.
Part I: Graphical Models for Nominal Data
In Chapter 3, we first give a brief introduction to the standard copula Gaussian
graphical model and its learning algorithm. We also prove that the conditional independence between observed non-Gaussian variables can be characterized by the
precision matrix of latent Gaussian variables. We then consider the case where there
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exist hidden variables with no observations available, and propose hidden variable
copula Gaussian graphical models. Such models capture dependencies between observed variables by introducing a suitable number of hidden variables. We also
present an algorithm for automatically choosing the proper amount of regularization when learning those graphical models. The proposed model is then applied to
both synthetic data and cell signaling data.
In Chapter 4, we extend copula Gaussian graphical models to deal with discrete
variables. The proposed model can handle an arbitrary combination of heterogeneous discrete variables. We develop a low-complexity learning algorithm. More
precisely, instead of sampling the precision matrix from its posterior distribution
based on MCMC algorithm, we propose to generate MAP estimates using MonteCarlo expectation maximization. In the E-step, an efficient Gibbs sampler is applied.
In the M-step, the sparse graphical model is inferred by solving a penalized maximum likelihood problem. The regularization parameter is determined through the
BINCO method. Numerical results for both synthetic and real social survey data
are presented at the end of this chapter.
In Chapter 5, we study the case where the data are non-stationary. Techniques
are proposed to infer graphical models from piecewise stationary time series; first
change points are detected in the time series, and then graphical models are inferred for each stationary segment. Specifically, a low-complexity algorithm based
on Pruned Exact Linear Time method is proposed to identify change points. Copula
Gaussian graphical models (with and without hidden variables) are then generated
for each stationary segment. The key advantage of the proposed approach is that
it determines the number and location of the change points as well as the graphical
models in a fully automated manner. We then validate the proposed algorithms on
synthetic data. Finally, the model is employed to infer the time varying functional
brain networks based on scalp electroencephalograms of epileptic seizure patients.
Part II: Graphical Models for Marginal Analysis of Extremal Data
We turn our attention to marginal analysis of extreme events in Chapter 6. Extreme
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events often display heterogeneity; their statistics varying continuously with a number of covariates. Previous studies suggest that models considering covariate effects
lead to reliable estimates of extreme value distributions. As such, we develop a novel
model to incorporate the effects of multiple covariates. Concretely, we analyze as
an example the extreme sea states in the Gulf of Mexico, where the distribution of
extreme wave heights changes systematically with location and wind direction. The
block maxima at each location and sector of wind direction are assumed to follow
the Generalized Extreme Value (GEV) distribution. The GEV parameters are coupled across the spatio-directional domain through a graphical model, particularly, a
multidimensional thin-membrane model. Efficient learning and inference algorithms
are then developed based on the special characteristics of the thin-membrane model.
We further show how to extend the model to incorporate an arbitrary number of covariates in a straightforward manner. Numerical results for both synthetic and real
data indicate that the proposed model can accurately describe marginal behaviors
of extreme events.
In Chapter 7, we study the spatio-temporal variation of marginal extremes. The
model can be used, for instance, to estimate extreme-value temporal pattern such
as seasonality and trend, and further to predict the distribution of extreme events
in the future. Such model usually involves thousands or even millions of variables
in the spatio-temporal domain, whereas only one single observation is available for
each location and time point. To address this challenge, previous works usually
employ learning and inference methods that are computationally burdensome, and
therefore are prohibitive for large-scale data. Moreover, they assume that the shape
(and the scale) parameters of the extreme-value distributions are constant across
the spatio-temporal domain, which is often too restrictive in practice. In this chapter, we break through the limitations by exploring graphical models to capture the
highly structured dependencies among the parameters of extreme-value distributions. Furthermore, we develop an efficient stochastic variational inference (SVI)
algorithm to learn the parameters of the resulting non-Gaussian graphical model.
The computational complexity of the SVI algorithm is sublinear in the number of
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variables, thus enabling the proposed model to tackle large-scale spatio-temporal
data in real-life applications. Results of both synthetic and real data demonstrate
the effectiveness of the proposed approach.
Part III: Graphical Models for Joint Analysis of Extremal Data
We proceed to the second stage of extreme events modeling in Chapter 8. In this
Chapter, we develop copula Gaussian graphical models to model extreme-value data.
In particular, after smoothing the GEV parameters across the space using thinmembrane models, we further couple the extreme values through a copula Gaussian
graphical model with a lattice structure. We then derive learning and interpolation
algorithms for the proposed model. As a result, this model can be used to estimate
extreme values at unmonitored sites. In addition, we further extend the model to
the case of irregular grids. The approach is validated on synthetic data as well as
real data related to hurricanes in the Gulf of Mexico. Numerical results indicate
that it can accurately describe extreme events in spatial domain, and can reliably
interpolate extreme values at arbitrary sites.
In Chapter 9, we address the tail independent problem of copula Gaussian graphical
models by using tail dependent copulas as the building blocks of graphical models.
In particular, we introduce an ensemble-of-trees of pairwise copulas (ETPC). In
the proposed graphical model, extreme-value marginal distributions are stitched
together by means of pairwise copulas, which in turn are the building blocks of the
ensemble of trees. In addition, novel stochastic smoothing-based optimization (SSO)
algorithms are proposed for inferring missing data in the ETPC model, which are
applicable to large-scale statistical problems involving extreme values. We further
prove that, under mild conditions, the ETPC model exhibits the favorable property
of tail dependence between an arbitrary pair of sites (variables); consequently, the
model is able to reliably capture statistical dependence between extreme values
at different sites. Experimental results for extreme precipitation data of Japan
demonstrate the advantages of the ETPC model.
Chapter 10 concludes the thesis by summarizing our contributions and suggesting
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possible directions for future works.
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Chapter 2
Preliminaries
In this chapter, we present the background knowledge necessary for the subsequent
chapters. We begin Section 2.1 by formalizing the concept of graphical models, and
then focus on Gaussian graphical models and their learning and inference methods.
In Section 2.2, we outline the basics of univariate extreme value theory, and discuss
two fundamental extreme-value distributions and their properties. Finally, in Section 2.3, we present copula theory along with different families of copulas and their
properties.

2.1

Graphical Models

A graphical model consists of two parts: (1) a graph (including nodes and edges)
whose connectivity characterizes the dependency relations in an underlying probability model, and (2) functions defined on local neighborhoods of nodes on the graph
that parameterize local components of the overall joint probability model [3, 73]. We
therefore introduce graphical models by first reviewing the fundamentals of graph
theory, and then illustrating how to decompose the joint probability according to
the graph.

Nanyang Technological University

Singapore

22

2.1.1

2.1. GRAPHICAL MODELS

Basic Graph Theory

Let G = (V, E) be a graph with a collection of nodes (or vertices) V and edges
E ⊂ V × V (i.e., E is a subset of all pairs of nodes). Two nodes i and j are said
to be neighbors if there is an edge (i, j) ∈ E connecting them. As a result, the
neighborhood of a node i can be defined as the set N (i) = {j ∈ V|(i, j) ∈ E},
and the degree of the node i is the number of its neighbors |N (i)|. A subgraph
Gs = (Vs , Es ) of G is defined by a subset of nodes Vs ⊂ V and edges Es ⊂ E such
that Es ⊂ Vs × Vs . A clique C is a fully connected subgraph, that is, a subgraph in
which each node is a neighbor of every other node. A path is a sequence of nodes
and edges such that no node or edge is repeated and each pair of consecutive nodes
i and i + 1 is connected by an edge (i, i + 1) ∈ E. A graph is said to be connected
if there is a path between two arbitrary nodes in the graph.
We now define some basic graphs. A chain is a connected graph where two of the
nodes have one neighbor each, and all rest vertices have two neighbors. A cycle is a
connected graph, where every node has exactly two neighbors. A tree is a connected
graph which contains no cycles as subgraphs. In a tree, nodes with degree 1 are
called leaf nodes. The distance between two arbitrary nodes is the number of edges
in the path between them. Particularly, in an undirected tree, we can choose any
node as the root node, and further define the parent-child relationships with respect
to the root: for a pair of neighboring nodes i and j, if i is closer to the root (with a
smaller distance), then i is said to be the parent of j, and j is called the child of i.
One interesting property for a tree graph is that the root node does not have any
parent, and there is only one parent for all other nodes in the tree. On the other
hand, for a connected undirected graph G, a spanning tree of the graph G is the
tree that includes all the nodes.
Finally, we introduce graph separation, which is closely related to the definition of
graphical models. Suppose that A, B and S are subsets of V. Then, S separates
A and B if there is no path connecting A and B that does not pass through S, as
shown in Fig. 2.1. Also, S is said to be a separator of the graph G if removing these
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A

S

Figure 2.1: S separates the nodes sets A and B. The Markov property in the
undirected graph model indicates that xA and xB are independent conditioned on
xS .
nodes (and all edges that contain any of these nodes) disconnects some part of the
graph such that the number of connected components increases.

2.1.2

Probability Factorization and Graphical Models

Graphical models are a family of multivariate distributions that factorizes according
to the graph G = (V, E). More explicitly, the joint density of a collection of random
variables can be decomposed as a product of several factors, each depending only
on a small subset of the variables. Such factorizations can be represented by graphs
in various ways; Bayesian networks [74, 75], Markov random fields (MRF) [76, 77],
and factor graphs [3, 78] employ directed, undirected and hyper graphs respectively.
In this thesis, we restrict our attention to Markov random fields (i.e., undirected
graphical models).
Now suppose that we have a random vector x = [x1 , x2 , · · · , xP ]T and each random
variable xi corresponds to a node i in the graph G. A probability distribution p(x)
is said to be Markov with respect to the undirected graph G if it satisfies the global
Markov property, that is, for any subsets A, B ⊂ V that are separated by a certain
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S ⊂ V, xA and xB are independent conditioned on xS :
p(xA , xB |xS ) = p(xA |xS )p(xB |xS ).

(2.1)

Note that the above conditional independence is often denoted by xA ⊥⊥ xB |xS in
the literature of graphical models. We can then obtain the local Markov property
from the global one, that is, a random variable xi is independent of all other variables
conditioned on its neighbors:
p(xi |xV|i ) = p(xi |xN (i) ),

(2.2)

where xV|i denotes all the variables except xi . In addition, we can also derive the
pairwise Markov property, i.e., an edge (i, j) is absent in the graph G if the corresponding two variables xi and xj are conditionally independent given the remaining
variables:
p(xi , xj |xV|i,j ) = p(xi |xV|i,j )p(xj |xV|i,j ).

(2.3)

In the subsequent chapters, unless otherwise specified, we will say that xi and xj
are conditionally independent when xi ⊥⊥ xj |xV|i,j .
Hammersley and Clifford further summarize the relation between the Markov properties implied by G and the factorization of the probability distribution p(x) in the
following theorem [79]:
Theorem 2.1. (Hammersley-Clifford Theorem) If p(x) > 0 for all x, and
p(x) is Markov with respect to the graph G, then p(x) can be expressed as a product
of factors corresponding to cliques of G:
p(x) =

1 Y
ψC (xC ),
Z C∈C

(2.4)

where ψC (xC ) is a compatibility function defined on a clique C, C is the set of all
cliques in G, and Z is a normalization term called the partition function. Conversely,
Nanyang Technological University

Singapore

2.1. GRAPHICAL MODELS

25

if p(x) can be factorized as in (2.4) with ψC (xC ) ≥ 0, then p(x) is Markov with
respect to the corresponding graph G.
In this thesis, we restrict our attention to MRFs with pairwise interactions. In other
words, the cliques are chosen as the nodes and edges in the graph, resulting in a
pairwise MRF with the probability density function (PDF):
p(x) =

Y
1Y
ψi (xi )
ψij (xi , xj ),
Z i∈V

(2.5)

(i,j)∈E

where ψi (xi ) is a node potential and ψij (xi , xj ) is an edge potential.
As mentioned in Section 2.1.1, if an undirected graph does not include any loops, it is
called a tree (i.e., an acyclic graph). The corresponding joint distribution factorizes
as:
p(x) =

Y

pi (xi )

i∈V

Y
(i,j)∈E

pij (xi , xj )
.
pi (xi )pj (xj )

(2.6)

Note that the above equation can be easily derived by choosing an arbitrary node
as the root and expressing the joint distribution as the product the conditional
distributions based on the parent-child relationships in the tree. For example, for a
three-node Markov chain, we can select the first node as the root and the resulting
joint distribution is factorized as:
p(x) = p(x1 )p(x2 |x1 )p(x3 |x2 )
h p(x , x ) ih p(x , x ) i
1
2
2
3
= p(x1 )
p(x1 )
p(x2 )
h p(x , x ) ih p(x , x ) i
2
3
1
2
= p(x1 )p(x2 )p(x3 )
p(x1 )p(x2 ) p(x2 )p(x3 )

(2.7)
(2.8)
(2.9)

Additionally, we can tell from Eq. (2.6) that the node marginals pi (xi ) and the
pairwise joint distributions on edges pij (xi , xj ) fully describe a tree graphical model.
In this case, the node potential ψi (xi ) = pi (xi ), the edge potential ψij (xi , xj ) =
pij (xi , xj )/pi (xi )/pj (xj ), and the partition function Z = 1.
Nanyang Technological University

Singapore

26

2.1. GRAPHICAL MODELS

For general cyclic graphs, computing the partition function Z is known as an NPhard problem [80]. One exception is the Gaussian graphical model (GGM) in which
all the variables are Gaussian distributed, which will be the subject of Section 2.1.3.

2.1.3

Gaussian Graphical Models

If the random variables x corresponding to the nodes in G are jointly Gaussian,
then the undirected graphical model is called a Gaussian graphical model (GGM)
(or Gauss-Markov random filed (GMRF)). Let x ∼ N (µ, Σ) with mean vector µ
and positive-definite covariance matrix Σ. The GGM can be written equivalently as
N (K −1 h, K −1 ) with a precision matrix K = Σ−1 and a potential vector h = Kµ.
The resulting PDF can be expressed as:
P
1
1
p(x) = (2π)− 2 |K| 2 exp{− xT Kx + hT x}.
2

P

(2.10)

1

where (2π)− 2 |K| 2 is the closed-form partition function. The corresponding node
and edge potentials are:
1
ψi (xi ) = exp{− Kii x2i + hi xi },
2
ψij (xi , xj ) = exp{−xi Kij xj }.

(2.11)
(2.12)

Obviously, Kij = 0 implies that xi and xj are conditionally independent in a GGM.
We emphasize that Kij = 0 does not mean xi and xj are uncorrelated. Instead,
Σij usually is nonzero, since the inverse of a sparse precision matrix is often a full
covariance matrix.

2.1.4

Learning Gaussian Graphical Models

2.1.4.1

Structure Learning

Since the structure of a GGM is well characterized by the precision matrix, we only
need to infer the precision matrix when learning the GGM. Moreover, as mentioned
Nanyang Technological University

Singapore

2.1. GRAPHICAL MODELS

27

in Section 1.1.1, a sparse graphical model is usually preferable in practice. We
therefore aim to learn a sparse precision matrix given the N multivariate Gaussian
distributed observations x(1:N ) . The resulting optimization problem can be formulated as [17]:
K̂ := argmin tr(SK) − log det K + λ||K||1 ,

(2.13)

K0

where S is the empirical covariance matrix defined as:
N
1 X (i) (i) T
S=
x x
,
N i=1

(2.14)

|| · ||1 is the `1 norm (i.e., the sum of the absolute value of all the elements in
the matrix), and λ is the regularization or penalty parameter. Note that the term
tr(SK)−log det K can be interpreted as the divergence between the estimated distribution and the empirical distribution or the negative log-likelihood of the observed
data x(1:N ) . As such, the problem minimizes the divergence between the estimated
and original distribution with an `1 -norm penalty on the elements of the precision
matrix K, resulting in a sparse GGM approximation. It is a tradeoff between the
data fidelity and the model sparsity, which is determined by the regularization parameter λ. As shown in [18], if λ is small, then K̂ tends to be dense; otherwise,
K̂ tends to be sparse. Actually, when λ is sufficiently large, all the off-diagonal
elements of K̂ are forced to be zero. To recover the correct matrices K, the parameter λ needs to be chosen appropriately, which is a critical issue that will be
addressed in the following chapters. After selecting a proper λ, (2.13) can be solved
efficiently using interior-point methods, block coordinate descent methods, or the
graphical lasso (glasso) algorithm [18]. It has been proven in [81] that solving (2.13)
can consistently yield the true graphical model structure (i.e., the sparsity pattern
of the precision matrix) under certain conditions. However, it is not guaranteed to
provide a consistent estimator of the nonzero elements in the precision matrix.
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Parameter Learning

When the structure of the GGM is given, the parameters can be learned reliably
by iterative proportional fitting (IPF) [82] (also known as iterative scaling [83]). In
principle, IPF can be applied to general graphical models. It is a simple procedure
that iteratively cycles over each clique in the graphical model, and updates the
corresponding potential function such that the marginal distribution of the variables
in the clique p(xC ) equals the corresponding empirical distribution. For GGMs with
zero mean vector, IPF replaces the covariance of xC by the empirical one in each
iteration. Specifically, we can represent the current precision matrix K (κ) after
permutation as:

K (κ) = 

(κ)

(κ)

KCC

KC,V|C

(κ)
KV|C,C

(κ)
KV|C,V|C


,

(2.15)

where C is a clique. The covariance matching procedure then updates the precision
matrix as [84]:

K (κ+1) =

S −1
 CC

+

(κ)
KCC

−

[(K (κ) )−1 ]−1
CC

(κ)

KV|C,C



(κ)
KC,V|C
,
(κ)
KV|C,V|C

(2.16)

where SCC is the empirical covariance of xC , and [(K (κ) )−1 ]CC is the covariance of
xC in iteration κ. When the algorithm converges, the resulting K̂ is the maximum
likelihood estimation of K with the given structure as proven in [1]. For an improved
IPF with low complexity, readers may consult [85] and references therein.

2.1.5

Inference in Gaussian Graphical Models

Probabilistic inference in graphical models is concerned with inferring the unobserved variables xU given observed ones xO . More concretely, one often would like
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to obtain the posterior marginals of each unobserved variable:
p(xi |xO ) =

X

p(xU |xO ),

(2.17)

xU |i

or compute the maximum a posterior (MAP) estimate:
x̂U = argmax p(xU |xO ).

(2.18)

xU

In the case of GGMs, we only need to compute the mean and variance of each
unobserved variable.
The most popular tool used in this area is the belief propagation (BP) algorithm [86].
It provides an efficient linear-complexity algorithm for exact inference in tree graphs.
However, cyclic graphs compare favorably with tree graphs in practice due to their
richer modeling power. To deal with the complex estimation problem in cyclic
graphs, various algorithms have been and are still being proposed. A straightforward
method is to extend BP to cyclic graphical models, resulting in loopy belief propagation (LBP) [87, 88]. Unfortunately, the LBP is not guaranteed to converge or give
accurate results. Alternatively, the embedded subgraphs (ES) algorithm [89, 90, 91]
employs the idea of performing inference iteratively on tractable subgraphs. In
the following, we review the BP and the ES algorithm, which will be used in the
subsequent chapters.

2.1.5.1

Belief Propagation

Here, we introduce the BP algorithm sequentially for tree graphical models, cyclic
graphical models, and Gaussian graphical models.
Recall from Section 2.1.2 that the partition function of a tree equals one and hence
the corresponding PDF can be expressed as the product of node and edge potentials:
p(x) =

Y

ψi (xi )

i∈V
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Singapore

30

2.1. GRAPHICAL MODELS
j
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Figure 2.2: Message from node i to its neighbor j. The subtree in the blue circle is
the one rooted at node i away from j.
We can further define the posterior distribution of xU conditioned on xO as:
p(xU |xO ) ∝

Y

ψ̃i (xi )

i∈V

Y

ψij (xi , xj ),

(2.20)

(i,j)∈E

where ψ̃i (xi ) = ψi (xi ) for i ∈ U , while ψ̃i (xi ) = ψi (xi )δ(xi , ci ) for i ∈ O. In the
latter expression, ci is the observed value of xi and δ(xi , ci ) = 1 if xi = ci and 0
otherwise. The marginal distribution of each unobserved variable can be computed
by integrating over all other variables. Such marginalization can be performed
efficiently via message passing between neighboring nodes in a tree [86]. Concretely,
the message from node i to its neighbor j is given by:
Z
mi→j (xj ) =

ψij (xi , xj )ψ̃i (xi )
xi

Y

mk→i (xi )dxi .

(2.21)

k∈N (i)|j

This message mi→j (xj ) captures the effect of eliminating (i.e., marginalizing) all
variables in the subtree rooted at node i away from j (cf. Fig. 2.2). The belief
propagation algorithm can then be proceeded in a tree as follows. We select an
arbitrary node as the root and specify the parent-child relationships as described in
Section 2.1.1. Next, we begin the upward pass by passing messages from each of
the leaf nodes to its parent. The latter collects messages from all its children and
further sends a message to its parent. Finally, when we reach the root, a downward
pass starts by passing the messages in the opposite direction from the root to the
leafs. After this one upward-downward pass, every node receives messages from all
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its neighbors and the resulting marginal distribution can be computed as:
p(xj |xO ) ∝ ψ̃j (xj )

Y

mi→j (xj ).

(2.22)

i∈N (j)

Alternatively, instead of passing messages sequentially (upward followed by downward), we can also pass messages in parallel from all nodes to their neighbors by
setting all the initial messages to 1. Both of the two message passing methods have
the linear complexity. Note that the LBP algorithm adopts the parallel message
passing scheme regardless of the graph structure, thus extending the BP to cyclic
graphs in a straightforward manner. Similarly, the MAP estimates can be obtained
by replacing the integrations with max operation.
For GGMs with node and edge potentials defined in (2.11) and (2.12), the message
can be computed in a closed form as:
1
mi→j (xj ) = exp{ ∆Ki→j x2j + ∆hi→j xj }.
2

(2.23)

In practice, it is the parameters (∆Ki→j , ∆hi→j ) that serve as the actual messages
in Gaussian belief propagation. We initialize these parameters to 0, corresponding
to uninformative initial messages ui→j (xj ) = 1. To calculate ∆Ki→j and ∆hi→j , we
first combine messages gathered at node i with the node potential ψ̃i (xi ). In terms
of parameters, this becomes:
K̂i|j = Kii +

X

∆Kk→i ,

(2.24)

k∈N (i)|j

ĥi|j = hi +

X

∆hk→i .

(2.25)

k∈N (i)|j

Then, by multiplying with the edge potential ψij (xi , xj ) and integrating out xi , we
have:
−1
∆Ki→j = −Kji K̂i|j
Kij ,

(2.26)

−1
∆hi→j = −Kji K̂i|j
ĥi|j .

(2.27)

Nanyang Technological University

Singapore

32

2.1. GRAPHICAL MODELS

After every node receives messages from its neighbors, the corresponding marginal
parameters can be obtained by combining the node potential with the messages
from all neighbors:
K̂ii = Kii +

X

∆Kk→i ,

(2.28)

k∈N (i)

ĥi = hi +

X

∆hk→i .

(2.29)

k∈N (i)

The resulting marginal mean and variance are given by:

2.1.5.2

µ̂i = K̂ii−1 ĥi ,

(2.30)

Σ̂ii = K̂ii−1 .

(2.31)

Iterative Methods and Embedded Subgraphs

If we partition the vector of all random variables as x = [xTU , xTO ]T , the resulting
joint PDF can be written as:

 1h
p(x) ∝ exp − xTU
 2


 
i KU U KU O
h
xU
T 



xO
+ hTU
KOU KU U
xO

 
i xU 
hTO   .
xO 

(2.32)

It follows that the posterior distribution of xU conditioned on xO is:
1
p(xU |xO ) ∝ exp{− xTU KU U xU + (hU − KU O xO )T xU }.
2

(2.33)

Therefore, the MAP estimates as well as the mean of the posterior distribution can
be computed as:
x̂U = argmax p(xU |xO ) = E[xU |xO ] = KU−1U (hU − KU O xO ).

(2.34)

xU

In other words, inference in GGMs is equivalent to solving a linear system. If
KU U does not correspond to a tree graphical model, directly solving the system is
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computationally prohibitive due to the O(P 3 ) complexity. Instead, we can solve the
linear system iteratively following the idea of matrix splitting [89, 90, 91]. These
methods often decompose KU U into two parts, that is, KU U = K1 +K2 . Furthermore,
there is a fast algorithm to solve K1 xU = b for xU given b = hU − KU O xO . Then,
(0)

starting from an initial guess x̂U , the algorithm proceeds by updating the estimate
of xU as:
(κ+1)

x̂U

(κ)

= K1−1 (b − K2 x̂U ).

(2.35)

Note that (2.35) corresponds to preconditioned Richardson iterations [92]. To guarantee that each iteration can be performed efficiently, K1 can be chosen to correspond to a spanning tree [89], or a set of disconnected small subgraphs [90].

2.2

Univariate Extreme Value Theory

In this section, we briefly introduce univariate extreme value theory. The foundations of univariate extreme value theory are shaped by the two distributions: Generalized Extreme Value distributions and Generalized Pareto distributions. They
are normally employed as marginal distributions in extreme events modeling. We
will closely follow [41] when discussing the two distributions.

2.2.1

Generalized Extreme Value Distribution

Oftentimes, applications of extreme events modeling are centered on the distribution of the maximum of a set of data over a time period (i.e., block maxima). More
explicitly, if X (1) , . . . , X (n) is a sequence of n i.i.d. random variables with distribution G, the focus is on the distribution of the block maxima denoted as Mn =
max(X (1) , . . . , X (n) ), which can be expressed explicitly as P (Mn ≤ x) = {G(x)}n .
If we define xF = sup{x : G(x) < 1}, we can find that the distribution of the block
maxima P (Mn ≤ x) = {G(x)}n → 0 as n → ∞ for all x < xF . In other words,
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P (Mn ) converges to a degenerate distribution. Instead, we consider the distribution of Mn after shift and scale transformations, since it can be non-degenerate in
the same spirit as the Gaussian distribution, which is the limit of sums of random
variables under a suitable renormalization. It turns out that the only possible nondegenerate limit laws of renormalized maxima are max-stable distributions; such
distributions F (x) must satisfy
F ((x − µ)/σ)n = F (x),

(2.36)

for any n ∈ N. The interpretation is that max-stability is satisfied by distributions
for which the operation of taking sample maxima results in the same distribution,
apart from the shift and scale transformations. It can be proven that the class
of all possible non-degenerate limit laws for (properly renormalized) maxima of
i.i.d. random variables coincides with the class of max-stable distributions [93].
Specifically, the class of max-stable distributions can only have three parametric
functional forms as stated by the following theorem:
Theorem 2.2. (Extremal Types Theorem or Fisher-Tippett-Gnedenko
Theorem) Suppose that ∃ {σ > 0} ⊂ R and {µ} ⊂ R such that P ((Mn − µ)/σ ≤
x) → F (x) when n → ∞ with F being a nondegenerate distribution function. Then
F belongs to either one of the families specified below:
Type I (Gumbel):



x−µ
F (x) = exp − exp −
, x ∈ R,
σ

(2.37)

Type II (Fréchet):



0,

( 
−α )
F (x) =
x
−
µ


,
exp −
σ
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Figure 2.3: PDF of the Gumbel (blue), the Fréchet (red) and the Weibull (black)
distribution.
Type III (Reversed Weibull):
  
α 

x−µ

exp − −
,
σ
F (x) =


1,

x<µ
,

(2.39)

x≥µ

where σ > 0, µ ∈ R, and α > 0
The abovementioned three families can be unified into the so-called Generalized
Extreme Value (GEV) distribution which has the following cumulative distribution
function (CDF):
( 

− 1ξ )

ξ


, ξ 6= 0
exp − 1 + σ (x − µ)
F (x) =





1

exp − exp − (x − µ) , ξ = 0.
σ

(2.40)

The support of the above distribution function is {x : 1 + ξ(x − µ)/σ > 0} if ξ 6= 0
and is R if ξ = 0. µ ∈ R is the location parameter, σ > 0 is the scale parameter,
and γ ∈ R is the shape parameter. The key parameter is the shape parameter,
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determining the type of the limit distribution. Specifically, the Weibull, Gumbel,
and Fréchet distributions correspond respectively to ξ < 0, ξ = 0, and ξ > 0. The
three classes of distributions have distinct tail behaviors. Concretely, the upperend point of the Weibull density function is finite, whereas that of the Gumbel and
Fréchet distributions is infinite. Moreover, the density function decays exponentially
for the Gumbel distribution and polynomially for the Fréchet distribution. In other
words, the Weibull, Gumbel and Fréchet distributions have bounded, light and heavy
tails respectively. Any of the three families mentioned above can be recovered from
the GEV distribution.
Figure 2.3 illustrates the Gumbel, the Fréchet and the Weibull density. Note that the
domain of the Gumbel, Fréchet, and Weibull distribution is infinite, lower bounded,
and upper bounded respectively.

2.2.2

Generalized Pareto Distribution

An alternative approach is to consider extreme events above a certain threshold [41].
Theorem 2.3. (Pickands-Balkema-de Haan Theorem) Let X (1) , . . . , X (n) be
i.i.d samples of distribution G, and let Fu be the conditional excess distribution
function, that is,
Fu (x) = P (X > x|X > u) =

G(x) − G(u)
,
1 − G(u)

x > u.

(2.41)

If the distribution of the block maxima Mn = max(X (1) , . . . , X (n) ) as n → ∞ after
shift and scale transformations is non-degenerate, then for u  1, the conditional
excess distribution Fu is well approximated by the generalized Pareto (GP) distribution:
Fu (x) → F (x; u, σ, γ), as u → ∞,
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where F (x; u, σ, γ) is the GP distribution:


− 1ξ

ξ


, ξ=
6 0
1 − 1 + (x − u)
σ
F (x) =



x
−
u


,
ξ=0
1 − exp −
σ

(2.43)

which is valid for x ≥ u and 1 + ξ/σ(x − u) > 0. Here, u is denoted as the threshold
while ξ and σ are the shape and scale parameters, respectively.
As an example, we may assume G to be a GEV distribution. By substituting
the CDF of the GEV distribution into (2.41), we obtain the GP distribution. On
the other hand, let Mn = max(X1 , . . . , Xn ), where Xi are i.i.d GP distributed
samples and n has a Poisson distribution. Then Mn essentially follows a GEV
distribution [94]. Furthermore, the shape parameter of the GEV distribution is
equal to that of the GP distribution. The above discussion implies a close connection
between GP and GEV distributions.
A notable feature of the GP distribution is that if X follows the GP distribution
for a fixed threshold u and a scale parameter σ, then the conditional distribution of
X − t given X ≥ t, corresponding to a higher threshold t > u, is also GP distributed
with the same shape parameter [94]. The scale parameter σt , on the other hand, is
a linear function of u, i.e., σt = σ + ξ(t − u). This property, called the “threshold
stability” property, is often used to test the goodness-of-fit of the GP distribution.
Figure 2.4 illustrates the PDF of the GP distribution with different values of shape
parameters.
In practice, instead of using GEV distributions, another popular method to describe
block maxima is the peak (i.e., block maxima) over threshold approach [95]. It
consists of three components:
1. Determination of the threshold value u.
2. Number of occurrences of exceedances over the threshold u over a given period
of time which is assumed to be governed by a Poisson process.
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Figure 2.4: PDFs of the Generalized Pareto Distributions with the shape parameter
ξ > 0, ξ = 0 and ξ < 0.
3. The excess values (i.e., the amount by which the threshold is exceeded) following a GP distribution.

2.3

Copulas

In the following, we give a brief introduction to copulas. A copula C(u1 , . . . , uP )
can be defined as a distribution function mapping from the unit P -cube [0, 1]P to
the unit interval [0, 1] (i.e., a distribution with uniform marginals), satisfying the
following conditions [96]:
1. C(1, . . . , 1, ai , 1, . . . , 1) = ai for every i ≤ P and all ai in [0, 1];
2. C(a1 , ..., aP ) = 0 if ai = 0 for any i ≤ P ;
3. C is P -increasing.
The term copula was first introduced by Sklar [97]. Thus, we next present the
Sklar’s Theorem:
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Theorem 2.4. (Sklar’s Theorem) Suppose that x1 , . . . , xP are random variables
with marginal CDFs F1 , . . . , FP and joint CDF F , then there exists a copula C such
that for all x = [x1 , . . . , xP ]T :
F (x1 , . . . , xP ) = C(F1 (x1 ), . . . , FP (xP )).

(2.44)

Furthermore, if the marginals F1 , . . . , FP are continuous, then the copula C can be
uniquely determined. Conversely, given any marginals F1 , . . . , FP and an arbitrary
copula C, F defined through (2.44) is a P -dimensional distribution function with
marginals F1 , . . . , FP .
Note that ui = Fi (xi ) follows a uniform distribution in [0, 1]. According to Sklar’s
Theorem, the joint distribution can be specified via its marginals and a copula that
“glues” the marginals together. As such, copulas allow us to construct joint distributions when only marginals are known with certainty. As explained in Section 2.2, the
extreme value theory provides closed-form marginals for extreme events. However,
such closed-from expressions are not available for multivariate extreme events. As a
result, copulas can be powerful tools which aid in constructing the joint probability
distribution for extreme events.
It is worthy noticing that copulas separate the marginal specification from dependence modeling. On the other hand, the intricate dependencies between numerous
variables can be captured effectively and efficiently by graphical models (cf. Section 2.1). Therefore, as demonstrated in this thesis, copula-based graphical models
can tackle data with various families of marginal distributions in a compact and
flexible fashion.
Assuming that the partial derivatives of C exist, the PDF of the joint distribution (2.44) can be written as [96]:
f (x1 , . . . , xp ) =

∂ p F (x1 , . . . , xp )
∂x1 · · · ∂xp

= c(F1 (x1 ), . . . , Fp (xp ))

(2.45)
p
Y

fi (xi ),

(2.46)

i=1
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where c is the copula density function. In particular, for the bivariate case, we have:
c(Fi (xi ), Fj (xj )) =

f (xi , xj )
.
fi (xi )fj (xj )

(2.47)

Also, from the fact that the marginals of a copula distribution are uniformly distributed we obtain:
Z

1

c(ui , uj ) duj = 1.

(2.48)

0

This important identity will be used to prove the propositions in Chapter 9.
Because copulas are primarily applied to analyze the dependence between random
variables, several measures of dependence within the copula framework have been
formulated, including the likes of Kendall’s tau and Spearman’s rho [15]. We are primarily concerned with tail dependence in this study as it is the most relevant for the
analysis of extremes. Upper tail dependence coefficient, denoted by λU , quantifies
the probability that one random variable takes on large values given that another
random variable assumes large values. Mathematically, this can be expressed as [96]:
λU = lim− P (U1 > u|U2 > u),

(2.49)

u→1

where U1 = F1 (X1 ) and U2 = F2 (X2 ) are uniformly distributed. If we couple U1
and U2 by a copula C, Eq. (2.49) can be rewritten as follows:
1 − P (U1 ≤ u) − P (U2 ≤ u) + P (U1 ≤ u, U2 ≤ u)
u→1
1 − P (U2 ≤ u)
1 − 2u + C(u, u)
= lim−
.
u→1
1−u

λU = lim−

(2.50)
(2.51)

Lower tail dependence coefficient, on the other hand, is defined similarly [96]:
λL = lim+ P (U1 < u|U2 < u) = lim+
u→0
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After providing an outline of copulas and some of their properties, we give a survey
of specific examples of copulas considered in this thesis. The copulas listed below
occur commonly in the extreme-value literature and other statistical fields, cf. [69]
and [98]. They can be categorized into three major types: elliptical, Archimedean,
and extreme-value copulas.

2.3.1

Elliptical Copulas

Elliptical copulas are aptly named because they embody the copulas of elliptical
distributions. This type of copulas is derived from multivariate distributions. Provided that the inverse of the marginal functions Fi−1 exists, (2.44) can be written in
the following form:
C(u1 , . . . , uP ) = F (F1−1 (u1 ), . . . , FP−1 (uP )).

(2.53)

In addition, the radial symmetry of elliptical distributions implies that upper and
lower tail dependence of elliptical copulas are equal [99]. The two most common
elliptical copulas are the Gaussian copula and the t copula.

2.3.1.1

Gaussian Copula

Gaussian copulas have the form:

C(u1 , . . . , uP ) = Φ Φ−1 (u1 ), . . . , Φ−1 (uP ); Σ ,

(2.54)

where Φ(·, Σ) represents a zero-mean multivariate Gaussian distribution with covariance matrix Σ (with normalized diagonal), while Φ is the standard normal distribution. The Gaussian copula can also be constructed by introducing a vector of
latent Gaussian variables z = [z1 , · · · , zP ]T that are related to the observed variables
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Figure 2.5: Densities of elliptical copulas. Note that the density of the t copula has
been cut at a level of 15.
x = [x1 , · · · , xP ]T . The two-layer model can be formulated as:
z ∼ N (0, Σ)

(2.55)

xi = Fi−1 (Φ(zi )).

(2.56)

The correlation matrix Σ is the dependence parameter for Gaussian copulas; it
can easily be determined once the latent variables z are inferred. The flexibility
and analytical tractability of Gaussian copulas make them a handy tool in many
applications. Their popularity is due to the fact that they describe dependence
between variables in much the same way that Gaussian distributions do.
However, the Gaussian copula is less suitable for extreme-value analysis due to the
asymptotic tail independence property. Particularly, for pairwise Gaussian copulas,
the tail dependence coefficients λU = λL = 0 unless the correlation coefficient of the
latent Gaussian variables equals 1.

2.3.1.2

t Copula

To remedy the limitations of the Gaussian copula, studies in the field of financial
risk often resort to the t copula. The t copula has fatter tails than the Gaussian
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copula, and consequently, it is capable of modeling tail dependence. The t copula
is characterized by

C(u1 , . . . , uP ) = Tν Tν−1 (u1 ), . . . , Tν−1 (uP ); Σ ,

(2.57)

with Tν (·; Σ) and Tν being the joint and marginal t distributions, respectively, where
ν is the parameter for the degrees of freedom and Σ is the correlation matrix [69].
As was mentioned regarding elliptical copulas, the t copula exhibit equivalent upper
and lower tail dependence, cf. Fig. 2.5(b). We further show the bivariate Gaussian
copula with the some correlation coefficient in Fig. 2.5(a) as a comparison. We can
observe that the behavior of the two types of copulas in the center are quite similar,
however, they are different at the four corners, especially in the upper right and
lower left corners. The more pronounced peaks at (0, 0) and (1, 1) indicate that the
t copula is able to model extreme cases where the values of both variables are very
large or small. Therefore, the upper and lower tail dependence coefficients are larger
than zero. In particular, for the bivariate t copula, if ρ is the correlation between
the two variables, the upper and lower tail dependence coefficients can be computed
as [100]:
 √

√
ν+1 1−ρ
√
λU = λL = 2tν+1 −
.
1+ρ

(2.58)

We note however that the t copula is not an extreme-value copula, meaning that
the t copula is not derived from block maxima of multivariate distributions, cf.
Section 2.3.3. In [100], the authors further discuss other copulas which can be
derived from the t copula including the t-EV copula, an extreme-value variant of
the t copula.

2.3.2

Archimedean Copulas

The second type of copulas considered in this thesis is the Archimedean copula; it
has a closed-form expression with typically only one parameter. The general form
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of Archimedean copulas is:
C(u1 , . . . , uP ) = ψ −1 (ψ(u1 ) + · · · + ψ(uP )),

(2.59)

where ψ(t) is called the generator of the copula that maps [0, 1] into [0, ∞].
Theorem 2.5. [15, Ch. 4] Consider a continuous and strictly decreasing function
ψ : [0, 1] :→ [0, ∞] with ψ(1) = 0. Then

C(u1 , u2 ) =


ψ −1 (ψ(u1 ) + ψ(u2 )) if ψ(u1 ) + ψ(u2 ) ≤ ψ(0),
0

(2.60)

otherwise

is a copula, if and only if ψ is convex.
If ψ(0) = ∞, the generator is said to be strict and C(u1 , u2 ) = ψ −1 (ψ(u1 ) + ψ(u2 )).
Note that Theorem 2.5 can be easily generated to multivariate cases [15]. Unlike
the elliptical family, this family of copulas can describe asymmetric tail behaviors,
and thus, it may be of benefit to various applications [99].

2.3.2.1

Clayton Copula

The generator for Clayton copulas is given by
ψ(u) = u−θ − 1,

(2.61)

where θ ∈ (0, ∞). As shown in Fig. 2.6(a), this type of copulas has different behavior
at the left lower and right upper corners. Specifically, it shows an extremely uprising
peak at (0, 0) but a much less pronounced one at (1, 1). Correspondingly, λU = 0
while λL = 2−1/θ , where θ is the parameter of the distribution [15]. As such, Clayton
copulas can only accommodate lower tail dependence.
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Figure 2.6: Densities of the Clayton (a) and the Frank (b) copula. Note that the
density of the Clayton copula has been cut at a level of 15.
2.3.2.2

Frank Copula

The generator for Frank copulas is defined by:



exp(−θu) − 1
ψ(u) = − ln
,
exp(−θ) − 1

θ ∈ (−∞, ∞).

(2.62)

Franks copulas are similar to Gaussian copulas. First, unlike other Archimedean
copulas, Frank copulas can capture both positive and negative dependence, corresponding respectively to θ > 0 and θ < 0. Second, as shown in Fig. 2.6(b),
dependence is symmetric in both tails. Lastly, they do not possess upper nor lower
tail dependence. However, dependence in the tails of Frank copulas tends to be relatively weak compared to Gaussian copulas. This type of copulas are often utilized
in financial risk applications [98].

2.3.2.3

Gumbel Copula

Finally, the last type of Archimedean copula considered in this thesis is the Gumbel
copula. The generator of this copula can be expressed as:
ψ(u) = − ln(u)θ ,
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As shown in Fig. 2.7(a), in contrast to the Clayton copula, the Gumbel copula
exhibits upper tail dependence but no lower tail dependence. Concretely, λU =
2 − 21/θ and λL = 0, where θ is the underlying parameter[15].
An advantage of the Gumbel copula is that it is also an extreme-value copula. Such
type of copulas can be categorized to the class of Archimax copulas, which containing
both the Archimedean and the extreme-value copulas as a special case [101], and
are useful for extreme value analysis.

2.3.3

Extreme-Value Copulas

Let X = [X1 , · · · , XP ]T be a P -dimensional random vector with marginals G1 , · · · ,
GP , and let X (1:n) be n i.i.d random vectors distributed as X. We further use a
copula CF to couple the marginals together to construct the joint distribution G of
X. Now let us focus on the vector of componentwise maxima:
Mn = [Mn1 , · · · , MnP ]T ,
(1:n)

where Mnj = max(Xj

(2.64)

). Since the joint distribution functions of Mn can be

expressed as G(X)n while the marginal distribution of each component Mnj is given
by Gj (Xj )n , it follows from (2.53) that the copula for Mn is [102]:


1
n

1
n

Cn (u1 , · · · , uP ) = CF u1 , ·, uP

n

.

(2.65)

The limiting distributions of these copulas Cn as n → ∞ define the family of
extreme-value copulas. Specifically, a copula C is categorized as an extreme-value
copula if there exists a copula CF such that [102]:
 1
1 n
CF u1n , . . . , uPn → C(u1 , . . . , uP ),

(2.66)

as n → ∞, ∀(u1 , . . . , uP ) ∈ [0, 1]P . CF is said to be in the domain of attraction of
C, while C is said to be attracted by CF . This definition offers an effective approach
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to construct an extreme-value copula C from an existing copula CF .
On the other hand, it is straightforward to extend the results of univariate extreme
value theory to the multivariate case. It turns out that the limiting joint distribution
F of the renormalized componentwise maxima (Mn − µ)
σ)n = F (Mn ) [68], where

i.e., F ((Mn − µ)

σ must be max-stable,

denotes componentwise division.

This leads to the family of max-stable copulas that satisfy:
 1
1 n
C(u1 , . . . , uP ) = C u1n , . . . , uPn ,

∀n ∈ N.

(2.67)

As proven in [102, 103], there is a one-to-one correspondence between max-stable
copulas and extreme-value copulas. From the above discuss, we can see that extremevalue copulas arise as a natural tool for capturing dependence between multiple
extreme-value variables.
The general form of extreme-value copulas can be written as [102]:
C(u1 , · · · , uP ) = exp {−V (− log u1 , · · · , log uP )} ,

(2.68)

where the exponent measure V is defined as [102]:
Z
V (z1 , · · · , zP ) =

max(w1 z1 , · · · , wP zP )dH(w1 , · · · , wP ),

(2.69)

SP

for (z1 , · · · , zP ) ∈ [0, ∞)P , and dH(w1 , · · · , wP ) is a measure on the unit simplex
SP in RP , satisfying the mean constraints:
Z
wj dH(w1 , · · · , wP ) =
SP

1
,
D

j = 1, · · · , P.

(2.70)

More often, extreme-value copulas are equivalently formulated as:
(
C(u1 , . . . , uP ) = exp

P
X

!
log ui

A

i=1
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PP
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i=1 log ui
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Figure 2.7: Densities of extreme-value copulas. Note that all copulas been cut at a
level of 15.
where the Pickands dependence function A is related to exponent measure V via

V (x1 , . . . , xP ) =

P
X

!
xi

i=1

A

x1
PP

i=1 xi

xP
, . . . , PP

i=1 xi

!
.

(2.72)

Fig. 2.7 shows the densities of several extreme-value copulas. We can observe that
there exists a high peak at (1, 1), implying that all extreme-value copulas have upper
tail dependence. In particular, bivariate copulas under this family share a common
expression of upper tail dependence coefficient, i.e.,

 
2t − 1 + C(1 − t, 1 − t)
1
λu = lim+
= 2 − V (1, 1) = 2 1 − A
.
t→0
t
2
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The above identity can be easily obtained by substituting (2.72) into the definition
of upper tail dependence coefficient (2.51).
As can be observed from (2.71), the complexity of the expression for the maxstable copula stems from the Pickands dependence function which usually takes on
a complicated form. As mentioned in Section 1.1.3, this poses a challenge when
applying multivariate extreme-value copulas. Instead, pairwise copulas are used
more frequently in practice. Consequently, we only present the bivariate Pickands
dependence function of commonly used extreme-value copulas below based on [100]
and [69].
As mentioned in the last section, the Gumbel copula belongs to the family of the
extreme-value copulas. The Pickands dependence function of a bivariate Gumbel
copula is given by:
A(w) = (wθ + (1 − w)θ )1/θ ,

θ ∈ [1, ∞).

(2.74)

We next briefly discuss the other copulas under this family that are considered in
this thesis.

2.3.3.1

Galambos Copula

Let C(u1 , u2 ) be a bivariate Clayton copula. Its survival copula C̄ can be defined
as [96]:
C̄(u1 , u2 ) = u1 + u2 − 1 + C(1 − u1 , 1 − u2 ).

(2.75)

Then, the Galambos copula can be constructed by specifying CF in (2.66) as the
survival Clayton copula. The resulting Pickands dependence function is represented
by:
A(w) = 1 − (w−θ + (1 − w)−θ )−1/θ ,

(2.76)

where θ ∈ [0, ∞).
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t-EV Copula

By definition, the t-EV copula is attracted by the t copula [100]. The Pickands
dependence function is formulated as:
"
A(w) = wTν+1

w/(1 − w)1/ν − ρ
(1 − ρ2 )/(ν + 1)1/2

#

"
+ (1 − w)Tν+1

#

1 − w/w1/ν − ρ
(1 − ρ2 )/(ν + 1)1/2

, (2.77)

where ρ ∈ (−1, 1) is the correlation parameter, and ν is the degree of freedom. As
can be observed, due to the complicated functional form, the t-EV copula might be
difficult to implement in practice. Instead, we may apply Gumbel and Galambos
copulas, which are proven to be good approximations of the t-EV copula in [100].
On the other hand, since the t-EV copula has two parameters, it is a more flexible
model than other extreme-value copulas [69].

2.3.3.3

Hüsler-Reiss Copula

Finally, the Pickands dependence function of the Hüsler-Reiss Copula is as follows:

A(w) = (1 − w)Φ

θ
+ θ−1 log
2



1−w
w




+ wΦ

θ
+ θ−1 log
2



w
1−w


, (2.78)

where θ ∈ (0, ∞). The Hüsler-Reiss copula can be derived in two ways. First,
it is attracted by a bivariate Gaussian copula Cρn whose correlation coefficient ρn
increases with n such that ρn → 1 as n → ∞. More precisely, given that (1 −
1/n

1/n

ρn ) log n → λ ∈ [0, ∞] as n → ∞, one can show that Cρn (u1 , u2 )n converges
to the Hüsler-Reiss copula [102]. The other approach rests on the fact that the t
distribution converges to the normal distribution as the degrees of freedom ν → ∞.
Consequently, we can obtain the Hüsler-Reiss copula from the expression of the tEV copula. As demonstrated in [69], given θ > 0 and setting ρ = exp(−θ2 /2ν) ∼
1 − θ2 /2ν, the limit as ν → ∞ of the t-EV copula yields the Hüsler-Reiss copula.
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Graphical Models for Nominal
Data

Chapter 3
Copula Gaussian Graphical
Models with Hidden Variables
As mentioned in the introduction, the first part of this thesis focuses on copula
Gaussian graphical models for nominal data. The three chapters in this part deal
with continuous data, discrete data, and piecewise-stationary data respectively.
In this chapter, we present a novel type of copula Gaussian graphical models for
continuous data. In particular, we consider copula Gaussian graphical models with
hidden variables. The resulting learning algorithm can infer a sparse graphical model
given non-Gaussian data when some variables are unobserved. Specifically, in Section 3.1, we first introduce standard copula Gaussian graphical models (CGGM)
and show how they characterize the conditional independence between variables. In
order to cope with hidden variables, we propose hidden variable copula Gaussian
graphical models (HVCGGM) in Section 3.2. We then explain how we learn the
structure and parameters of the proposed model in Section 3.3. In Section 3.4, we
assess the proposed model and benchmark it with other models, by means of synthetic and real cell signaling data. Finally, we summarize this chapter in Section 3.5.
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3.1

3.1. STANDARD COPULA GAUSSIAN GRAPHICAL MODELS

Standard Copula Gaussian Graphical Models

We denote the observed non-Gaussian variables and latent Gaussian variables as
x = [x1 , . . . , xP ]T and z = [z1 , . . . , zP ]T respectively. Following from the two-layer
construction of Gaussian copulas (cf. Eq. (2.55) and (2.56)), a standard Copula
Gaussian graphical model can be defined as [29]:
z ∼ N (0, K −1 )

(3.1)

xi = Fi−1 (Φ(zi )),

(3.2)

where K is the precision matrix whose inverse (the covariance matrix) has normalized diagonal, Φ is the CDF of the standard Gaussian distribution, and Fi is the
CDF of xi . The latter is often approximated by the empirical distributions F̂i . The
pseudo-inverse Fi−1 of Fi is defined as:
Fi−1 (y) = inf {Fi (xi ) ≥ y},
xi ∈X

(3.3)

where X is the domain of xi such that Fi (xi ) ≤ 1 for all xi ∈ X . Note that we use
a precision matrix as the dependence parameter of the Gaussian copula instead of
the correlation matrix in (2.55). Next, we prove that for a CGGM, the conditional
independence between variables is specified by the zero elements in the precision
matrix K [22].
Proposition 3.1. Define zi = hi (xi ) = Φ−1 (F̂i (xi )) and let K be the precision
matrix of the latent Gaussian variables z. If the functions hi (xi ) are differentiable
with respect to xi , then p(xi , xj |xV|i,j ) = p(xi |xV|i,j )p(xj |xV|i,j ) if and only if Kij = 0.
Proof. If the functions hi (xi ) are differentiable, it follows from Eq. (2.54) and (2.45)
that the PDF of the CGGM is given by:
P
Y
1
0
T
p(x) ∝ exp{− h(x) Kh(x)}
hi (xi ).
2
i=1
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The first factor corresponds to a GGM, and thus can be further decomposed as the
product of node and edge potentials as defined in Eq. (2.11) and (2.12). Thus, the
CGGM only modifies the node potentials of the corresponding GGM. By applying
the Hammersley-Clifford Theorem (i.e., Theorem 2.1), we can find that the conditional dependence between variables is characterized by the precision matrix.
As a result, we aim to estimate a sparse precision matrix (so as to learn a sparse
graphical model) from the observed non-Gaussian data x. To move forward this
objective, we first map the non-Gaussian variables x to the latent Gaussian layer:
zi = Φ−1 (F̂i (xi )).

(3.5)

We then learn the sparse precision matrix based on the latent Gaussian variables z,
by solving the `1 -norm penalized optimization problem introduced in Section 2.1.4 [22]:
K̂ := argmin tr(SK) − log det K + λ||K||1 ,

(3.6)

K0

where S is the empirical covariance of z.

3.2

Hidden Variable Copula Gaussian Graphical
Models

As mentioned in Section 1.1.1, standard graphical models are only applicable to the
case where all the relevant variables are observed. In other words, unobserved or
missing variables are not allowed. However, in practice, it is very difficult to observe all the relevant variables (cf. the example of gene networks in Section. 1.1.1).
We therefore propose a novel hidden variable copula Gaussian graphical model
(HVCGGM). Before presenting the proposed model, we first introduce hidden variable Gaussian graphical models.
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(a)

(b)

(c)

Figure 3.1: A graphical model with hidden variables (yellow nodes): (a) the joint
graphical model; (b) the marginal graphical model of observed variables (green
nodes); (c) the conditional graphical model of observed variables.

3.2.1

Hidden Variable Gaussian Graphical Model

Here, we consider the simplest case of hidden variable graphical models, where
both the observed variables and hidden variables are Gaussian. Suppose we have
observable variables zO (green nodes in Fig. 3.1(a)) and hidden variables zH (yellow
nodes in Fig. 3.1(a)) which are jointly Gaussian distributed. The joint precision
matrix of zO ∪ zH , KO∪H , which characterizes the graphical model in Fig. 3.1(a),
can be expressed as:

KO∪H = 

KOO KOH
KHO KHH


.

(3.7)

Then according to the Schur complement [104], the marginalized precision matrix
K̃OO of zO can be written as:
−1
K̃OO = KOO − KOH KHH
KHO = KOO − L,

(3.8)

−1
where L = KOH KHH
KHO . Note that given the joint covariance matrix ΣO∪H , the

marginal precision matrix of observed variables K̃OO = ([ΣO∪H ]OO )−1 .
The two components of K̃OO have their own properties [19]. KOO is the conditional
precision matrix of zO , conditioned on zH (see Fig. 3.1(c)). It is supposed to be
sparse as it describes the interactions only between observed variables. L summarizes
the effect of marginalization over the hidden variables. The rank of L is equal to
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the number of hidden variables, and it is assumed to be low since the number of
hidden variables is supposed to be small. Since zH are connected to many of zO ,
KOH and KHO are not sparse, thus making the product matrix dense. Resulting
from the subtraction, K̃o is also dense, as shown in Fig. 3.1(b). CGGMs cannot
yield a sparse graph in this case because they can only estimate K̃o .
Given i.i.d. samples of zO , our objective is to estimate KOO and L; we are especially
interested in the rank of L since it equals the number of hidden variables. Those
matrices may be recovered by solving the convex relaxation [19]:
(K̂OO , L̂) = argmin tr((KOO − L)SOO ) − log det(KOO − L) + λ(γkKOO k1 + tr(L)).
KOO 0,L0

(3.9)
where K̂OO and L̂ are estimates of KOO and L respectively, and SOO is the empirical
marginal covariance of zO .
Note that similar to (3.6), tr((KOO − L)SOO ) − log det(KOO − L) is the divergence
between the observed data and the estimated model. The two regularization parameters λ and γ can be interpreted as follows. The product of λ and γ is the regularization parameter of the `1 norm; it controls the trade-off between the sparsity
of KOO and the fidelity of the data. On the other hand, λ alone is the regularization parameter of the nuclear norm (which reduces to the trace norm for symmetric,
positive-semidefinite matrices), and therefore it penalizes the rank of L. In addition,
γ alone balances the trade-off between the rank of L and the sparsity.
The convex problem (3.9) can be solved efficiently by the Newton-CG primal proximal point algorithm [105]. To recover the correct KOO and L, the parameters λ and
γ need to be chosen properly, and this will be discussed in Section 3.3.
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Copula Gaussian Graphical Models with Hidden Variables

We now present the proposed hidden variable copula Gaussian graphical model. The
observed (continuous) variables x (blue nodes in Fig. 3.2) are non-Gaussian, and
each of them is associated with a Gaussian distributed latent variable zO i (green
nodes in Fig. 3.2), as in the standard copula Gaussian graphical model. However,
besides the latent variables zO , there exist several hidden variables zH (yellow nodes
in Fig. 3.2) that are not associated with observed variables. In the corresponding
graphical model, the nodes zH are only connected to latent variables zO ; they are
not connected to observed variables x.

Latent Gaussian Layer

Observed Non-Gaussian Layer

Figure 3.2: A copula Gaussian graphical model with hidden variables: blue nodes
denote observed non-Gaussian variables, green nodes denote latent Gaussian variables and yellow nodes denote hidden variables in the latent layer.

In other words, the variables x and zO constitute a Gaussian copula, while the
variables zO and zH form a hidden variable Gaussian graphical model. Together,
the variables (x, zO , zH ) form a hidden variable copula Gaussian graphical model
with associated conditional precision matrix KOO and product matrix L (cf. (3.8)).
Given i.i.d. samples of the non-Gaussian variables x, we wish to infer the conditional
precision matrix KOO of zO conditioned on zH (corresponding to the red edges in
Fig. 3.2), and the product matrix L, associated with the HVCGGM.
As a first step, we transform the non-Gaussian observed variables x into Gaussian
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distributed hidden variables zO associated with the observed variables x:
zO i = Φ−1 (F̂i (xi )),

(3.10)

where Φ is the CDF of the standard Gaussian distribution and F̂i is the empirical
CDF of xi . As a result, we are dealing with Gaussian variables zO which together
with zH constitute a HVGGM.
In the second step, we follow the procedure of (3.9) to infer the sparse conditional
precision matrix KOO of zO and the low-rank product matrix L:
(K̂OO , L̂) = argmin tr((KOO − L)SOO ) − log det(KOO − L) + λ(γkKOO k1 + tr(L)).
KOO 0,L0

(3.11)
The theoretical computational complexity of the proposed method is O(P 3 ), where
P is the number of variables. The computational bottleneck stems from solving the
above convex problem. In practice, the algorithm proposed in [105] can efficiently
deal with problems of dimension up to several thousands. Note that the selection
of regularization parameters λ and γ in Eq. (3.11) needs special attention, as will
be discussed in Section 3.3

3.3

Learning and Inference

A suitable choice of regularization parameters λ and γ in (3.11) can recover the
underlying true graphical model. Standard approaches for regularization selection,
including cross validation (cv), the Akaike information criterion (AIC), and the
Bayesian information criterion (BIC), are known to overfit the data, and they typically result in graphs that are too dense [106]. As an alternative, we circumvent
the delicate issue of regularization selection by first learning the graph structure
and next inferring the parameters. Specifically, stability selection [107] is used to
learn the structure (sparsity pattern) of the conditional precision matrix KOO . We
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further specify KOO and L by solving a convex problem subject to the structure
constraints. The estimated number of hidden variables equals the rank of L.

3.3.1

Structure Learning: Stability Selection

The objective of stability selection is to estimate a stable graph from the data. It
generates multiple sample sets by resampling the original data, and then determines
the graphical model that appears consistently over those sample sets.
Suppose we have a P -dimensional dataset S with sample size N . We denote the
undirected graphical model associated with KOO as GOO = (VOO , EOO ).
First, we randomly draw M sample sets S1 , S2 , . . . , SM without replacement from
the dataset S, each of size bN/2c. In our case, we choose M = 100.
Second, we select a range of λ and γ (cf. (3.11)). Now let us concentrate on one pair
of parameters (λ, γ) in that range. For each sample set Sm (for m = 1, . . . , M ), we
estimate one conditional precision matrix KOO using (3.11), resulting in M precision
matrices K1 , . . . , KM . For each element (i, j) in the matrix Km , the number of times
it is nonzero ([Km ]ij 6= 0) among the M matrices is counted and divided by M ; as a
result, we obtain the probability (referred to as “stability”) that this edge exists in
the graphical model associated with (λ, γ). By varying λ and γ through the chosen
range, we can draw a surface of the stability for each edge.
At last, we include edge (i, j) in the edge set EOO , if the probability of that edge,
for at least one pair (λ, γ) in the selected range, is larger than a threshold πthr . It
has been proven in [107] that given the expected number of falsely selected edges
E, the threshold πthr is upper bounded by:
πthr ≤

p2
+ 0.5.
P (P − 1)E

(3.12)

The parameter p is the average number of edges in the graphs associated with each
pair (λ, γ) in the selected range, inferred from the entire data set S through (3.11).
In practice, the threshold πthr is often set to be the upper bound (3.12).
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We also applied a randomized approach suggested in [107]. When inferring the
matrices Km , we replace the parameter pair (λ, γ) by a random pair (λ/α1 , γ/α2 ),
where α1 and α2 are different for each sample set and are uniformly distributed on
[0.2, 1]. In the following, we will only report results for the randomized approach,
since it yields the best results.

3.3.2

Parameter Learning

With the learned sparsity pattern of KOO , we proceed to estimate KOO and L.
Specifically, we solve a problem similar to (3.11), subject to the learned graphical
model structure EOO :
(K̂OO , L̂) = argmin log det(KOO − L) − tr((KOO − L)SOO ) + λ tr(L)

(3.13)

KOO 0,L0

s.t. [KOO ]ij = 0 ∀(i, j) 6∈ EOO ,
The parameter λ is selected as the mean of the values of λ in the chosen range in the
second step of stability selection. The number of hidden variables can be estimated
easily as the rank of L. The convex problem (3.13) can be solved using the solver
LogdetPPA [105].

3.4

Numerical Results

We test on a synthetic and two real datasets our proposed graphical model and
existing graphical models, including Gaussian graphical models, copula Gaussian
graphical models, and hidden variable Gaussian graphical models. We also compare
the performance of stability selection and cross validation for learning the graphical
model structure.

3.4.1

Synthetic Data

We generate non-Gaussian synthetic data as follows:
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1. Generate a random precision matrix by the method of [22]: we first uniformly
sample r1 , ..., rn from a unit square. The precision matrix is initialized as a
unit matrix. Next, we set the elements Kij and Kji of precision matrix equal
√
to a constant ρ with probability ( 2π)−1 exp(−4kri − rj k2 ), and equal to zero
otherwise. We follow [22] to set ρ = 0.245 in order to guarantee the positive
definiteness of the precision matrix.
2. Add a few variables and connect each of them to at least 80% of other variables.
The corresponding elements in precision matrix are nonzero.
3. Generate samples from the Gaussian distribution with the above precision matrix and discard all the samples of variables added in Step 2 (hidden variables).
4. Transform the Gaussian variables to continuous non-Gaussian variables via
Eq. (3.10) by means of different marginals, e.g., beta, exponential, and chisquare marginal distributions.

We apply the following graphical models to the synthetic data:
• the Gaussian graphical model (GGM), cf. Section 2.1.4;
• the copula Gaussian graphical model (CGGM), cf. Section 3.1;
• the hidden variable Gaussian graphical model inferred by cross validation
(HVGGM(cv));
• the hidden variable Gaussian graphical model inferred by stability selection
(HVGGM(ss)), cf. Section 3.2.1;
• the hidden variable copula Gaussian graphical model inferred by cross validation (HVCGGM(cv));
• the proposed hidden variable copula Gaussian graphical model learned by
stability selection (HVCGGM(ss)), cf. Section 3.2.2;
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Table 3.1: Quantitative comparison of different methods
20-dimensional dataset

Methods

60-dimensional dataset

Precision

Recall

F1 -score

Prm No.

Precision

Recall

F1 -score

Prm No.

GGM

0.1195

0.9048

0.2111

179

0.0238

0.9655

0.0465

1723

CGGM

0.1105

1.0000

0.1990

210

0.0194

1.0000

0.0381

1761

HVGGM(cv)

0.1324

0.4286

0.2023

488

0.0336

0.1379

0.0540

2130

HVGGM(ss)

0.0000

0.0000

0.0000

0

0.0000

0.0000

0.0000

0

HVCGGM(cv)

0.2877

1.0000

0.4468

173

0.1677

1.0000

0.2858

576

HVCGGM(ss)

0.8750

1.0000

0.9333

64

0.9667

1.0000

0.9831

95

GGM(m)

1.0000

0.6737

0.8050

179

0.9466

0.7737

0.8515

1723

CGGM(m)

1.0000

1.0000

1.0000

210

0.9792

0.9739

0.9765

1761

We evaluate those methods through various criteria including precision, recall, F1
score and number of parameters (Prm No.). Their definitions are as follows:
1. Precision is defined as the proportion of correctly estimated edges to all the
edges in the estimated graph;
2. Recall is defined as the proportion of correctly estimated edges to all the edges
in the true graph;
3. F1 -score is defined as 2·precision·recall/(precision+recall), which is a weighted
average of the precision and recall.
The results for a 20-dimensional dataset and a 60-dimensional dataset are summarized in Table. 3.1, Fig. 3.3, and Fig. 3.4.
The results show that HVCGGM(ss) achieves the best performance with the least
number of parameters. On the other hand, the HVCGGM(cv) generates a dense
graph, whereas the HVGGM(ss) produces an empty graph without edges.
The rank of the inferred L in the HVCGGM(ss) equals the number of hidden variables. However, the rank estimated by the HVCGGM(cv) is about four times larger
than the true value, while the HVGGM(cv) yields a full-rank matrix L.
The GGM and CGGM infer the marginal precision matrix K̃OO (3.8) instead of the
conditional precision matrix KOO ; we also list the results for that inference problem
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(b) GGM

(c) CGGM

(d) HVGGM(cv)

(e) HVGGM(ss)

(f) HVCGGM(cv)

(g) HVCGGM(ss)

(a) true graph

Figure 3.3: Results of different methods on the 20-dimensional synthetic dataset.

(b) GGM

(c) CGGM

(d) HVGGM(cv)

(e) HVGGM(ss)

(f) HVCGGM(cv)

(g) HVCGGM(ss)

(a) true graph

Figure 3.4: Results of different methods on the 60-dimensional synthetic dataset.
under GGM(m) and CGGM(m) in Table 3.1, where “m” refers to marginal. The
performance of CGGM is the best, since the latter is designed for Gaussian data.
However, the marginal precision matrix K̃OO is much denser than the conditional
precision matrix KOO , and therefore, it is a more complicated model with more
parameters.
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Figure 3.5: Histogram of the cell signaling data

3.4.2

Cell Signaling Data

We now apply the aforementioned methods to a real dataset. This dataset is composed of 11 variables, corresponding to 11 proteins. The amounts of the 11 proteins
contained in 7466 different cells are measured [108]. Therefore, the sample size is
7466. Two proteins (PKA and PCA) seem to interact with most of the 9 other proteins, and they can be considered as “hubs” (see Fig. 3.6(a), indicated in yellow).
We remove those proteins from the dataset. The graphical models should infer those
two proteins as hidden variables. The histogram of three cell signals are shown in
Fig. 3.5. As can be seen from this figure, the protein amounts clearly do not follow
Gaussian distribution, and therefore, one would expect the copula Gaussian model
with hidden variables to perform well on this dataset.
The results are shown in Fig. 3.6. The connectivity of the 11 proteins has been
inferred by experiments in [108]; we consider this graph as the ground truth. The
HVCGGM(cv) approach overfits the data. Both the GGM and the CGGM are trying
to estimate the marginalized dense graph. The HVGGM(cv) generates an incorrect
full graph, and the HVGGM(ss) leads to a fully disconnected graph. In contrast,
the proposed method yields the most accurate conditional graph. Moreover, the
rank of the inferred matrix L equals 2, which is indeed the true number of hidden
variables (PKA and PCA).
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(a) true graph

(b) GGM

(c) CGGM

(d) HVGGM(cv)

(e) HVCGGM(cv)

(f) HVCGGM(ss)

Figure 3.6: Results of different methods on the cell signaling data.

3.4.3

Electroencephalogram (EEG) Data

In this section, we aim to infer functional brain networks from brain signal recordings. Inferring the interactions between different brain areas is an important step
towards understanding brain activity. Most often, signals can only be measured from
some specific brain areas (e.g., cortex in the case of scalp electroencephalograms).
However, those signals may be affected by brain areas from which no measurements
are available (e.g., deeper areas such as hippocampus). Therefore, introducing hidden variables in this case often leads to simpler models (networks) than standard
graphical models without hidden variables.
Our EEG data set consists of 24 healthy control subjects (age: 69.4 11.5 years old;
10 males) and 17 patients with mild AD (age: 77.6 10.0 years old; 9 males) [109].
The patient group underwent full battery of cognitive tests (Mini Mental State
Examination, Rey Auditory Verbal Learning Test, Benton Visual Retention Test,
and memory recall tests). The EEG time series were recorded using 19 electrodes
positioned according to Maudsley system, similar to the 10-20 international system,
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(a) AD1

(b) AD2

(c) AD3

(d) CTR1

(e) CTR2

(f) CTR3

Figure 3.7: Conditional precision matrix K0 (HVCGGM) of first three AD patients
and control subjects.
at a sampling frequency of 128 Hz. All recording sessions were conducted with the
subjects in an awake but resting state with eyes closed, and the length of the EEG
recording was about 5 minutes, for each subject. Only those subjects were retained
in the analysis whose EEG recordings contained at least 20s of artifact-free data.
We only consider EEG signals between 4 and 30Hz to filter the noise.
It is well known that the EEG of AD patients is generally less synchronous (less
correlated) [110]. Therefore, we would expect the (functional) brain networks to
be sparser in AD patients. Indeed, we found that the conditional precision matrix
KOO in HVCGGM is sparser for AD EEG than healthy EEG (p = 0.0121 for MannWhitney test; see Fig. 3.7). Based on sparsity only as input feature, we can classify
the two populations with a success rate of about 80% (linear discriminant analysis
with leave-one-out cross validation). In other words, conditioned on the hidden
factors, the AD EEG signals are substantially less mutually dependent than healthy
EEG signals. The correlations between the AD EEG signals are to a larger extent
due to hidden factors.
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Figure 3.8: Boxplots for the sparsity measure of HVCGGM and HVGGM (The
corresponding p-value are 0.0121, 0.9048, 0.9894 and 0.1561)
Interestingly, the number of hidden variables is not significantly different in healthy
subjects and AD patients (typically between 3 and 6). No significant differences
were observed for HVGGM, which seems to suggest that modeling the non-Gaussian
nature of the data with a copula is crucial. Likewise, no significant differences (see
Fig. 3.8) between the AD patients and healthy subjects were found for graphical
models without hidden variables, i.e., monoscale Gaussian graphical models (GGM)
and copula monoscale Gaussian graphical models (CGGM). Those models are also
much denser (and hence more complicated) than the models with hidden variables,
as can be seen from Fig. 3.8.

3.5

Summary

In this chapter, we introduced the copula Gaussian graphical model with hidden
variables; such model can provide a simple description of high-dimensional nonGaussian data, where correlations can be captured through a few hidden variables.
We used stability selection to learn the structure of the model and inferred the
parameters of model and the number of hidden variables by solving a convex problem. Both synthetic and real data on cell signaling show that the model can handle
non-Gaussian data with unobserved hidden variables.
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Chapter 4
Copula Gaussian Graphical
Models for Discrete Data
In this chapter, we consider learning copula Gaussian graphical models from discrete
data. So far, structure learning algorithm of discrete graphical models can only deal
with binary data [23, 24], and may be extended to the case where all the variables
take on values in the same alphabet [25, 26]. To remedy the issue, we explore discrete
copula Gaussian graphical models (DCGGM), which are applicable to an arbitrary
combination of heterogeneous discrete variables (i.e., variables with different alphabets). Previous works related to DCGGMs [27, 28, 29] often employ full MCMC
approaches, sampling both the Gaussian latent variables and the precision matrix
for the corresponding posterior distributions. However, such models can be quite
computationally intensive, and thus are prohibitive for large-scale problems. In this
chapter, we propose an algorithm to directly infer point estimates of the precision
matrix; we apply Monte Carlo expectation maximization (MCEM) [111]. In the
E-step, we draw samples for the latent Gaussian variables by efficient Gibbs sampling [112]. In the M-step, we learn the sparse Gaussian graphical model through
the glasso method [18]. The proposed method is reliable yet much more efficient
than the full MCMC approach, as it avoids the costly Monte Carlo simulations for
the posterior distribution of the precision matrix.
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4.1. DISCRETE COPULA GAUSSIAN GRAPHICAL MODELS

We begin this chapter by introducing the DCGGM in Section 4.1. We further outline
the proposed learning algorithm for this model in Section 4.2. In Section 4.3, we
deal with the problem of regularization selection, and in Section 4.4, we present
numerical results on synthetic and real datasets. We offer concluding remarks in
Section 4.5.

4.1

Discrete Copula Gaussian Graphical Models

Let us now revisit the definition of CGGMs. For non-Gaussian observed variables
x and Gaussian latent variables z, the CGGM is defined as:
z ∼ N (0, K −1 )

(4.1)

xi = Fi−1 (Φ(zi )),

(4.2)

where K is the precision matrix whose inverse (the covariance matrix) has normalized diagonal, Φ is the CDF of the standard Gaussian distribution, Fi is the CDF
of Yi , and Fi−1 is the pseudo-inverse of Fi , that is,
Fi−1 (y) = inf {Fi (xi ) ≥ y}.
xi ∈X

(4.3)

According to the above definition, Fi−1 is a one-to-one mapping for a continuous
variable. However, it is a one-to-many mapping if xi is discrete [28]. Therefore,
unlike the case in the previous chapter, zi cannot be determined uniquely from the
observed discrete xi .
The overall statistical model can be written as:
p(x, z, K; F ) =

P
Y

p(xi |zi ; Fi ) N (z; 0, K −1 )p(K).

(4.4)

i=1

The cumulative distributions Fi are unknown, but they can be approximated by the
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empirical distributions F̂i . Model (4.4) then simplifies as:

p(x, z, K; F̂ ) =

P
Y

p(xi |zi ; F̂i ) N (z; 0, K −1 )p(K).

(4.5)

i=1

4.2

Monte-Carlo Expectation Maximization Algorithm

In the section, we develop the MCEM algorithm to learn the discrete copula Gaussian graphical model. In order to learn the graphical model, our objective is to
infer K from N independent observations x(1:N ) = [x(1) , . . . , x(N ) ]. We denote the
associated latent variables as z (1:N ) = [z (1) , . . . , z (N ) ]. A reasonable approach to
infer K is maximum a posteriori (MAP) estimation:
K̂ = argmax p(K|x(1:N ) ),

(4.6)

K0

where the marginal p(K|x(1:L) ) is given by:
p(K|x

(1:N )

Z

p(x(1:L) , z (1:L) , K; F̂ )dz (1:L)
z
#
" P
N Z
Y
Y
(n) (n)
= p(K)
p(xi |zi ; F̂i )N (z (n) ; 0, K −1 ) dz (n) .

)∝

n=1

z (n)

(4.7)

i=1

In contrast, in a full Bayesian approach one would infer the posterior distribution
of K numerically [27, 28, 29]. Due to the large number of entries in K when the
dimension is high, a great quantity of samples has to be drawn in order to well
approximate the posterior distribution. The resulting MCMC algorithm is therefore
computationally expensive.
Let us return to the main thread. If the observed variables x are continuous, the
conditional distributions p(xi |zi ; F̂i ) are Dirac deltas, and the integrals in the right
hand side (RHS) of (4.7) are trivial. If x are discrete, those integrals are intractable,
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and instead we solve (4.6) by expectation maximization [111]:
K̂ (κ+1) = argmax log p(K) + Q(K; K̂ (κ) ),

(4.8)

K

where the Q-function can be computed as:

Q(K; K̂ (κ) ) =

"

N Z
X
n=1

#
p(z (n) |y (n) ; K̂ (κ) ) log N (z (n) ; 0, K −1 ) dz (n) ,

(4.9)

z (n)

and κ is the iteration number.
Since the integrals in the RHS of (4.9) are intractable, we calculate them numerically
by Monte Carlo integration:
Z
p(z

(n)

|x

(n)

; K̂

(κ)

) log N (z

(n)

; 0, K

−1

z (n)

)dz

(n)

M
1 X
log N ((ẑ (n,m) )(κ) ; 0, K −1 ),
≈
M m=1
(4.10)

where the M samples (ẑ (n,m) )(κ) with m = 1, . . . , M , are drawn from p(z (n) |x(n) ; K̂ (κ) ).
The latter is a truncated Gaussian in the case of discrete x. Efficient block Gibbs
sampling methods have been developed for truncated Gaussian distributions [112].
When some components of x(n) are missing, we can still handle them by drawing Gibbs samples from the entire domain of Gaussian distribution: (−∞, +∞).
Substitute (4.13) into (4.9), we obtain the following approximation of Q(K; K̂ (κ) ):

Q̂(K; K̂

(κ)

N
M
1 XX
)≈
log N ((ẑ (n,m) )(κ) ; 0, K −1 )
M n=1 m=1

N
log det K − tr(S (κ) K) + C,
=
2

(4.11)

where C summarizes all irrelevant constants, and S (κ) is the empirical covariance
matrix:
S

(κ)

N
N
M
1 X (n) (κ)
1 X X (n,m) (κ) (n,m) (κ) T
=
S
=
(ẑ
) (ẑ
)
,
N n=1
N M n=1 m=1

(4.12)

where (S (n) )(κ) may be viewed as the empirical covariance matrix computed from
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the n-th observation x(n) .
A common choice for the prior p(K) is the Laplace distribution:

p(K) =



λ̃P
exp −λ̃kKk1 ,
2

(4.13)

since it favors a sparse precision matrix K and hence a sparse latent Gaussian
graphical model. With that choice of prior, the update rule (4.8) boils down to:
K̂ (κ+1) = argmax log det K − tr(S (κ) K) − λkKk1 ,

(4.14)

K0

where λ = 2λ̃/N . The resulting Monte-Carlo EM algorithm is summarized in Table 4.1.
1. Initialize K̂ (0) .
2. Iterate the following steps till convergence:
(a) Draw M samples (ẑ (n,m) )(κ) with m = 1, . . . , M
from p(z (n) |x(n) ; K̂ (κ) ).
(b) Compute the empirical covariance matrix S (κ) :
S

(κ)

N
M
1 X X (n,m) (κ) (n,m) (κ) T
=
(ẑ
) (ẑ
)
.
N M n=1 m=1

(c) Update the estimate of K:


K̂ (κ+1) = argmax log det K − tr(S (κ) K) − λkKk1 .
K0

Table 4.1: Monte-Carlo EM algorithm for learning the discrete copula Gaussian
graphical model.
Convergence of the EM algorithm for penalized likelihood problems (4.14) has been
proven in [113]. In our numerical experiments, the algorithm usually converges in
less than 10 iterations. Note that the regularization parameter λ needs to be chosen
appropriately to recover the correct precision matrix K̂ (κ+1) in each EM iteration,
which is a critical issue to be addressed in the following section.
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Regularization Selection

A suitable choice of regularization parameter λ in (4.14) can produce the graphical
model with true sparsity pattern of K. However, standard procedures for selecting
λ are known to overfit the data and result in graphs that are too dense [106]. As
an alternative, we employ a two-step procedure of structure learning and parameter
learning. We first apply the BINCO method [114] to structure learning, resulting
in the sparsity pattern of K (κ+1) . Next, we adopt IPF (cf. Section 2.1.4) to learn
the specific value of nonzero entries in K (κ+1) . Note that we do not use stability
selection (cf. Section 3.3.1) here, since it only provides an upper bound of the
threshold (3.12) for selecting “stable” edges. As a consequence, the estimated graph
is often more sparse than the true one. On the other hand, the BINCO algorithm
cannot handle the case of multiple regularization parameters, and hence, we resort
to stability selection when solving the HVCGGM in Chapter 3.

4.3.1

Structure Learning

We apply the BINCO procedure [114] to infer the sparsity pattern of the precision
matrix K (κ+1) , from L = N M Gibbs samples drawn in the E-step. This method
is motivated by stability selection [107], however, a more reasonable criterion is
proposed to determine which edge in the candidate graph is chosen.
We randomly divide all the L samples into M sample sets Sm , m = 1, · · · , M , of
size N . For each λ, we estimate one precision matrix Km for each sample set Sm
by solving (4.14), resulting in M precision matrices. For each element (i, j) in the
matrix Km , the number of times it is nonzero for each sample set Sm is counted
and divided by M . As a result, we obtain the selection frequency (or stability) p̂ij
of the corresponding edge associated with λ. Note that p̂ij can only take values in
{0, 1/M, 2/M, · · · , 1}. Typically, a proper selection of λ will result in a U-shaped
empirical density function f λ (x) of selection frequencies of all the candidate edges,
as illustrated in Fig. 4.1(a).
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Figure 4.1: The distribution of selection frequencies based on a simulated dataset
(a) all the edges; (b) null edges and true edges separately.
The selection frequencies fall into two categories, i.e., “true” or “null”, depending
on whether the edge exists in the true graphical model. Consequently, the density
function f λ (x) can be decomposed as
λ

f (x) = (1 −

π)f0λ (x)

+

πf1λ (x),


x∈


1 2
0, , , · · · , 1 ,
M M

(4.15)

where π is the proportion of true edges, and f0λ and f1λ are the density functions
of selection frequencies when the edge belongs to the “null” and “true” category
respectively. As illustrated in Fig. 4.1(b), the distribution of f0λ is monotonically
decreasing and it almost equals f λ when the selection frequencies are small. In other
words, we can obtain the following proper condition:
Proper Condition 1. [114] There exists V1 and V2 , 0 < V1 < V2 < 1, such that,
1. f1λ → 0 on (V1 , V2 ];
2. f0λ is monotonically decreasing on (V1 , 1].
This proper condition is satisfied by a class of procedures as described in the theorem
below:
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Theorem 4.1. [114] A selection procedure satisfies the proper condition if, as the
sample size increases, p̂ij tends to one uniformly for all true edges and has a limit
superior strictly less than one for all null edges.
It has been verified in [114] that all consistent procedures for graphical model selection (e.g., the glasso algorithm) satisfy the condition in Theorem 4.1.
The proper condition motivates us to estimate f0λ and π using the empirical distribution of selection frequencies f λ in the region (V1 , V2 ]. Specifically, we posit a
parametric model over f0λ [114]:
f0λ

Z

1

b1 (x|τ )b2 (τ |a, b)dτ,

=

(4.16)

0

where b1 (x|τ ) is a binomial distribution, and b2 (τ |a, b) is a Beta distribution that
is conjugate to the binomial distribution. It is intuitive to model the selection
frequency by a rescaled binomial distribution, since whether an edge is selected
can be described by a binomial distribution, and a beta distribution can have the
shape with f0λ in the region (V1 , 1]. We then estimate the parameters a, b and π by
minimizing the Kullback-Leibler (KL) divergence between (1 − π)f0λ and f λ in the
region (V1 , V2 ].
Next, we extrapolate the parametric model (4.16) of f0λ to the region (V2 , 1], and
compute the False Detection Error (FDR) for possible threshold c ∈ (V2 , 1] as:
P
λ
x≥c f0 (x)
FDR (c) = P
.
λ
x≥c f (x)
λ

(4.17)

For each λ, we choose the threshold c that minimizes the FDR.
We then find the optimal λ that maximizes the estimated number of true edges
whose definition is:
X λ
Ne (λ) = 1 − FDRλ (c)
f (x).

(4.18)

x≥c
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Eventually, the sparsity pattern K is obtained by retaining those edges with selection
frequencies above threshold c. The selected edges are then stored in the edge set EK
of the graphical model associated with K.

4.3.2

Parameter Learning

After learning the structure of the graphical model, the problem of learning the
nonzero elements in the precision matrix K (κ+1) can be formulated as:
K (κ+1) = argmax log det K − tr(S (κ) K),

(4.19)

K0

s.t. Kij = 0 ∀(i, j) 6∈ EK .
This parameter learning problem can be solved efficiently by Iterative Proportional
Fitting [85].

4.4

Numerical Results

In this section, we benchmark the proposed learning method with existing methods
on both synthetic and real data.

4.4.1

Synthetic Data

We generate synthetic discrete data as follows:

1. We generate a random 15 by 15 precision matrix through the method described
in Section 3.4.1.
2. From the resulting precision matrix, we generate Gaussian data and then apply
Beta marginals with different shape parameters to transform each Gaussian
variable to the corresponding non-Gaussian continuous variable (4.2).
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Table 4.2: Quantitative comparison of Gaussian graphical models (GGM), copula
Gaussian graphical models (CGGM), and discrete copula Gaussian graphical models
(DCGGM).

binary
3-ary
5-ary
10-ary

Methods

Precision

GGM

0.96(0.09)

0.24(0.08) 0.37(0.11)

CGGM

0.96(0.09)

0.25(0.09) 0.38(0.11)

DCGGM

0.96(0.07)

0.40(0.10) 0.56(0.10)

GGM

0.99(0.03)

0.54(0.17) 0.68(0.17)

CGGM

0.99(0.04)

0.54(0.17) 0.69(0.16)

DCGGM

0.99(0.04)

0.69(0.18) 0.79(0.15)

GGM

0.99(0.02)

0.83(0.09) 0.90(0.05)

CGGM

1.00(0.01)

0.85(0.10) 0.91(0.06)

DCGGM

1.00(0.01)

0.92(0.08) 0.95(0.04)

GGM

1.00(0.01)

0.93(0.05) 0.96(0.03)

CGGM

1.00(0.01)

0.95(0.05) 0.97(0.03)

DCGGM

Recall

F1 -score

1.00(0.007) 0.97(0.04) 0.99(0.02)

3. We partition the domain of each continuous variable into d equidistant intervals, where d is the number of discrete values for each variable. We replace
the samples within the i-th interval (i = 1, · · · , d) by the value i, leading to
discrete data.
We generate four groups of 100 datasets with 2, 3, 5, 10 discrete values respectively,
all generated from the same precision matrix. The sample size for each dataset is
750. In our experiment, the number of burn-in iterations in the Gibbs sampler is set
to 12,000, and we use the last 1,000 Gibbs samples. Our results are summarized in
Table 4.2. We list the mean value and standard deviation (in brackets) for all the
criteria (including precision, recall and F1 -score as defined in Section 3.4.1) averaged
over 100 datasets.
The proposed the DCGGM always outperforms the GGM (cf. Section 2.1.4) [18]
and the CGGM (cf. Section 3.1) [22], especially when the alphabet is small. The
performance of all three methods improves, when the alphabet size increases and
Nanyang Technological University

Singapore

4.4. NUMERICAL RESULTS

79

hence more information about the precision matrix is contained in the discrete data.
When the number of discrete values increases to 10 and beyond, the discrete distribution becomes a pseudo-continuous distribution, which may explain why the GGM
and the CGGM perform well for 10-ary data. We also considered smaller sample
sizes (not shown here), and observed that the performance gain of the DCGGM over
the other two methods becomes larger. We also tested the MCMC algorithm of [29]
on the 100 binary data sets (first group). The resulting mean value (standard deviation) for the three criteria are 0.76(0.11), 0.48(0.09), and 0.58(0.09) respectively.
We can see that the precision of the MCMC algorithm is much smaller than that
of the proposed method, indicating that the MCMC algorithm involves more false
positives in the estimated graph. On the other hand, the recall of the MCMC algorithm is slightly larger, implying that the MCMC algorithm successfully infers
few more true edges than the proposed algorithm. In other words, in comparison
with the MCMC algorithm, the proposed method yields a relatively sparse graph,
greatly reducing the false detection rate at the cost of slightly lower recall. Additionally, in our simulations, the running time of the proposed algorithm (MATLAB
implementation) is about 5 times shorter than the MCMC approach of [29] (C++
implementation).

4.4.2

Real Data

4.4.2.1

General Social Survey Data

Here we consider data from the 1994 General Social Survey (GSS), concerning 1002
males in the U.S. labor force [115]. There are 6 relevant variables: income of the
respondent in 1000s of dollars (INC), highest degree ever obtained (DEG), number
of children ever had (CHILD), financial status of respondent’s parents when respondent was 16 (PINC), maximum of mother’s or father’s highest degree (PDEG), and
number of siblings of the respondent plus one (PCHILD). Therefore, P = 6 in this
case. Missing data rates among each of the non-income variables was less than 4%.
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(a)

(b)

(c)

(d)

Figure 4.2: Results of different methods on the GSS data: (a) Hoff’s method [28];
(b) the GGM; (c) the CGGM; (d) DCGGM.
The missing data rates for INC and PINC were 10% and 48% respectively. However,
the question PINC was asked on only half of the surveys, and so missing values for
this variable can reasonably be considered as missing at random. Age of the survey
respondent is additionally included, as it is typically strongly related to income and
number of children.
The results for all three methods are shown in Fig. 4.2, in addition to results for
Hoff’s method [28], which is a discrete copula Gaussian graphical model learned by
standard MCMC. The networks inferred by the GGM and the CGGM are quite
different from that by Hoff’s method [28]. In contrast, the graphical model obtained
through the proposed DCGGM is identical to the one via Hoff’s method (apart
from one edge). Hoff’s method [28], however, is much more computationally complex than the proposed method. In each iteration, the computational complexity
of Gibbs sampling in Hoff’s algorithm is O{LP 4 }, compared to O{LP 2 } in our algorithm. The complexity of learning dependence structure is not comparable due
to different method used in those two algorithms. Moreover, Hoff’s method needs
25,000 iterations to simulate the stable posterior distribution while the MCEM algorithm for the DCGGM only needs to iterate 5 times until the dependence structure
has converged.
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(d)

Figure 4.3: Results of different methods on the Rochdale data: (a) Whittaker’s
method [116]; (b) the GGM; (c) the CGGM; (d) the DCGGM.
4.4.2.2

The Rochdale Data

Here we consider a social survey data set previously analyzed in [116]. This observational study was conducted in Rochdale and attempted to explore factors affecting
women’s economic activity. The corresponding eight variables are as follows: a) Wife
economically active (no, yes); b) Age of wife > 38 (no, yes); c) Husband unemployed
(no, yes); d) Number of children ≤ 4 (no, yes); e) Wife’s education, high-school+
(no, yes); f) Husband’s education, high-school+ (no, yes); g) Asian origin (no, yes);
h) Other household member working (no, yes). The results are shown in Fig. 4.3
for the GGM, the CGGM, and the proposed DCGGM, in addition to a log-linear
model with minimum sufficient statistics, proposed by Whittaker [116].
The result of the proposed DCGGM (see Fig. 4.3(d)) is almost identical to Whittaker’s result (see Fig. 4.3(a)), as only the edge (d, h) is missing. However, the GGM
and the CGGM fail to infer the graphical model, probably because both models are
mostly designed for continuous data.
Interestingly, in the DCGGM, the variables connected to a (“Wife economically
active”) are c (“Husband unemployed”), d (“Number of children ≤ 4”), e (“Wife’s
education”), and g (“Asian origin”), which is identical to Whittaker’s results [116]
and results in [29, 117]. In the latter, full MCMC approaches are employed to infer
all variables and hence are computationally complex.
We also investigated the partial correlations for pairs of variables. Whittaker [116]
observed that the strongest pairwise interaction is {b, d}, followed by {b, h}, {e, f }
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and {a, g}. The order of those pairs is identical in the proposed DCGGM and the
models of [29, 117]. The latter two models learn the order of interactions based on
the Cramér’s V statistic [31].
The results for this dataset seem to suggest that the proposed DCGGM method
yields very similar results as Whittaker’s log-linear model and the approach of [29,
117]. Whittaker’s log-linear model, however, is not able to learn the sparsity structure automatically in contrast to the proposed method. The MCMC approach
of [29, 117] is computationally much more complex than the proposed approach.

4.4.2.3

US Senate Voting Records Data

We close our numerical experiments by validating our DCGGM on the voting records
of US Senate [118]. This dataset involves the voting records of 102 senators for 645
bills from the 109th congress (2004 - 2006). Therefore, the sample size is 645 and
the number of variables is 102. The votes are recorded as 1 for “yes” and -1 for
“no”. We further regard “not voting” and “absence” as missing data. Note that
there exist some missing records for each bill, thus, approaches such as the GGM
and CGGM are not applicable directly under this scenario, since they cannot tackle
missing components in every sample.
Our objective is to infer the network between the 102 senators. We depict the estimated graphical model resulting from the DCGGM in Fig 4.4. The red, blue,
and yellow nodes correspond to Democratic, Republican, and Independent senators respectively. Interestingly, the proposed DCGGM can well distinguish between Democrats and Republicans in an automated manner: except for the Independent senator (the yellow node), Democrats (red nodes) only have connections
with Democrats, while Republicans (blue nodes) only have other Republicans as
neighbors.
Banerjeeet al. [17] applied the GGM to the dataset after replacing all missing votes
by -1. However, the resulting graphical model includes some edges between Demo-
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Figure 4.4: Network of US senators: Democratic, Republican, and Independent
senators are respectively represented by red, blue, and yellow nodes.
cratic and Republican senators. Again, the proposed DCGGM outperforms the
GGM when analyzing discrete data with missing values.

4.5

Summary

We proposed novel learning algorithms for discrete copula Gaussian graphical models
in this chapter, which can be applied to any combinations of heterogeneous variables.
Numerical results for synthetic data show that the proposed method can produce
better estimates than the GGM and CGGM. Moreover, results on real data suggest
that the proposed method yields similar results as for existing methods, while being
more computationally efficient and more generally applicable.
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Chapter 5
Network Inference and Change
Point Detection for
Piecewise-Stationary Time Series
This chapter is concerned with piecewise-stationary data. The resulting model may
be applied to real-world data in different regimes, such as stock indices, biomedical
signals, and climate measurements. In particular, we extend copula Gaussian graphical models with and without hidden variables to model piecewise stationary data.
To this end, we first detect abrupt change points in the time series using the method
proposed in Section 5.1. In Section 5.2, we further describe a method to determine
the number and position of the change points in an automatic manner. We then
infer the graphical model for each stationary time segment using the learning methods described in previous sections. Specifically, we employ the stability selection
(cf. Section 3.3.1) learn the structure of HVCGGMs, since it can deal with multiple
regularization parameters. However, stability selection often leads to a graphical
model that is too sparse. As a consequence, we exploit the BINCO method (cf. Section 4.3.1) for CGGMs with one single regularization parameter, since it determines
the edge selection threshold reasonably by minimizing the false detection rate. We
present the numerical results for both synthetic and real data in Section 5.3. We
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finally offer concluding remarks in Section 5.4.

5.1

Change Point Detection

In this section, we address the problem of detecting change points in piecewise
stationary multivariate time series. Specifically, we aim to detect changes in the
statistical dependence (a.k.a. connectivity or network structure) among the time
series. The data between the change points is assumed to be stationary, and will be
modeled by copula Gaussian graphical models.
Let us assume that we have an ordered sequence of N samples for each of the P
(n)

variables, xi , where n = 1, · · · , N and i = 1, · · · , P . We wish to infer an unknown
number M of change points τ1:M = (τ1 , · · · , τM ). Each change point is an integer
between ` and N − `, where ` is minimum length of one segment. We further define
τ0 = 0 and τM +1 = n, and thus the M change points will split the data into M + 1
(τ

segments, where the kth segment is given by x1:Pk−1

+1:τk )

.

As a first step, we transform the non-Gaussian observed variables xi into Gaussian
latent variables zi (associated with the observed variables xi ), i.e., zi = Φ−1 (F̂i (xi )).
We next solve the problem of identifying all the change points together in the Gaussian latent layer. Concretely, we minimize a cost function with a penalty on the
number of change points, as suggested in the literature [37, 119]:
M
+1
X



(τ
+1:τ )
Lk z1:Pk−1 k + βM,

(5.1)

k=1

where β is the cost associated with each change point, in order to limit overfitting.
The negative log-likelihood Lk is defined as:
(τ

Lk (z1:Pk−1

+1:τk )

)=

τk − τk−1
log det Sk ,
n

(5.2)

where Sk is the empirical covariance of segment k. We apply the Pruned Exact
Linear Time (PELT) method [37] to efficiently find the global minimum of (5.1).
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(1:t)

Specifically, let FM (t) denote the global minimum of (5.1) for data z1:P and let
Tt = {τ : 0 = τ0 < τ1 < · · · < τM < τM +1 = t} be the set of candidate change points
at time t. It therefore follows that [120]:

FM (t) = min
τ ∈Tt

M
+1 h
X


i

(τ
+1:τ )
L z1:Pk−1 k + β

(5.3)

k=1

(

M h 

i
X
(τ
+1:τ )
(s+1:t)
L z1:Pk−1 k + β + L(z1:P ) + β
= min min
τ ∈Ts

s

h

)
(5.4)

k=1
(s+1:t)

= min FM −1 (s) + L(z1:P
s

i
)+β .

(5.5)

The interpretation is that the optimal value FM (t) of the cost function at time t
can be derived using the optimal partition of the data prior to the last change point
plus the cost for the segment from the last change point to t. In other words, the
(1:t)

expression (5.5) offers a recursion expressing the minimum for data z1:P in terms of
(1:s)

the minimum for z1:P for s < t. We then set F (0) = −β so that the penalty equals
βM in (5.3), and (5.5) can be solved in turn for t = ` + 1, · · · , N by finding the most
recent change point s before t. The computational cost of solving (5.5) is linear in
t, since we need to consider all candidate positions of the last change point before
time t, namely, s ∈ {` + 1, ` + 2, · · · , t − `}. Therefore, the overall computational
complexity of finding the optimal partition is O(N 2 ).
The computational complexity can be further reduced by pruning the candidate set
of last change points at time t as t increases. Such pruning can be done by removing
those candidates that can never be change points after t. The following theorem
asserts a condition to determine which time points to be pruned:
Theorem 5.1. [37] We assume that when introducing a change point into a sequence
of observations, the cost L of the sequence reduces. More formally, for all r < s < t,



L z (r+1:s) + L z (s+1:t) ≤ L z (r+1:t) .
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Therefore, if it holds that

F (r) + L z (r+1:s) ≥ F (s),

(5.7)

then at a future time t > s, r can never be the optimal last change point prior to t.
By discarding time points satisfying the above condition in each iteration, such
procedure successfully removes computations that are irrelevant to obtaining the
final set of change points and accelerates the algorithm. The resulting computational
cost the PELT method can be reduced to be linear under certain conditions as proven
in [37]. In summary, the PELT method is proceeded as follows:
1. Initialize F (0) = −β. The set cp(t) of previous change points at t ≤ ` is
initialized as cp(t) = ∅, and the set R`+1 of candidate change points at t = `+1
is initialized as R`+1 = {0}.
(τ +1:t)

2. Compute F (t) = minτ ∈Rt [F (τ ) + L(z1:P

) + β] and let τ ∗ = argminτ ∈Rt F (t).

3. Update the set cp(t) of previous change points at time t: cp(t) = cp(τ ∗ ) ∪ τ ∗ .
(τ +1:t)

4. Prune the set Rt by removing {τ ∈ Rt : F (τ ) + L(z1:P

) > F (t)}. If

t ≥ 2` − 1, then update Rt+1 of candidate change points at the next time
position t + 1: Rt+1 = Rt ∪ {t + 1 − `}.
5. Return to Step 2 if t < N and increase t by 1.
The resulting cp(N ) is the optimal set of change points.

5.2

Regularization Selection

Another issue with solving (5.1) is the selection of regularization parameter β, which
determines the final number of change points. There is no uniform rule to compute β
for all kinds of data. An adaptive method to determine the number of change points
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is introduced in [119], which keeps increasing the number of change points until the
negative log-likelihood of the entire time series ceases to decrease significantly. In
the example of Fig. 5.1(a), the optimal number of change points is three, as the
negative log-likelihood starts decreasing more slowly for larger number of change
points. Since we implicitly infer the number of change points by tuning the value
of β, we modify the abovementioned approach to choose β in the same spirit.
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(a) L vs m.

1

β

1.5

2

(b) m vs β.

Figure 5.1: Adaptive regularization selection.

Let L =

PM +1
k=1

Lk and define a general penalty f (M ), which equals M in our case.

It is apparent that the estimated number of change points M̂ (β) is a piecewise
constant function of β. As such, if M̂ (β) = a, L(a) + βf (a) < minb6=a (L(b) + βf (b)).
Therefore, β satisfies the following condition [119]:
max
b>a

L(a) − L(b)
L(b) − L(a)
< β < min
.
b<a f (a) − f (b)
f (b) − f (a)

(5.8)

In the example of Fig. 5.1, for β such that m̂(β) = 3, L(3)−L(4) < β < L(2)−L(3).
There hence are ordered sequences 1 = m1 < m2 < ... and ∞ = β0 > β1 ... defined
as [119]:
βi =

L(mi ) − L(mi+1 )
, i ≥ 1,
f (mi+1 ) − f (mi )

(5.9)

such that m̂(β) = mi , ∀β ∈ [βi , βi−1 ) (as marked by the red circles in Fig. 5.1(b)).
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To find the m for which L ceases to decrease significantly, we need to look for a
break in the slope of the function L(f ), which is defined by β according to (5.9).
Therefore, the change of the slope is determined by the length hmi of the interval
[βi , βi−1 ). As a result, the regularization selection procedure can be executed as
follows:
1. Select an arithmetic sequence of β = (β1 , β2 , · · · ) (denoted by black plus signs
in Fig. 5.1(b)). In practice, we set the interval between two β values to be:
c log(N )P (P + 1)/4N,

(5.10)

where c = 0.02 is a user-defined constant and log(N )P (P + 1)/4N is the regularization parameter when the BIC is employed for regularization selection.
2. For each βi , estimate the number of change points M̂ (βi ) by solving (5.1) using
the PELT method.
3. Compute the length hMj of the interval by counting the number of βi that
generates Mj change points, which is represented by the length between two
circles with the same number of change points in Fig. 5.1(b).
4. Choose the smallest value of β such that hMj  hMk , for k > j. In Fig. 5.1(b),
as an example, β corresponding to hM̂ (β)=3 is optimal since hM̂ (β)=3  hM̂ (β)=4 .
Once we obtain the optimal segmentation of the time series, we can learn graphical
models based on the empirical covariance Sk for each time segment. Here we consider
copula Gaussian graphical models without and with hidden variables (i.e., CGGMs
and HVCGGMs), which are inferred by solving (3.6) and (3.11) respectively.

5.3

Numerical Results

In this section, we validate the proposed model on both synthetic and real data.
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Synthetic Data

The piecewise stationary non-Gaussian data are generated as follows:
1. We generate M + 1 random precision matrices Kk (k = 1, · · · , m + 1) with
P = 25 as in previous chapters, where M = 3 is the predefined number of
change points. Specifically, first we uniformly sample x1 , ..., xn from a unit
square. The precision matrix is initialized as a unit matrix. Next, we set the
element [Kk ]jk = [Kk ]jk of precision matrix equal to ρ = 0.245 with probability
√
( 2π)−1 exp(−4kxi − xj k2 ), and equal to zero otherwise. For assessing the
hidden variable graphical models (cf. Section 3.4.1), we add a few variables
and connect each of them to at least 80% of other variables; the corresponding
elements in precision matrix are nonzero.
2. From each precision matrices Kk , we generate Nk Gaussian samples. Consequently, Nk is the length of the kth segment. We then concatenate the
Gaussian data corresponding to all the precision matrices. For assessing the
hidden variable graphical models, we discard all the samples of variables added
in Step 1 (hidden variables).
3. Transform the P Gaussian variables to continuous non-Gaussian variables following (3.2), where Fi can be any non-Gaussian continuous marginal. Normalize the non-Gaussian data set to have unit variance, so that its empirical
covariance becomes more tractable.
We generate 100 25-dimensional data sets with 2220 non-Gaussian samples for each
variable. The common true values of change points are (661, 1561, 1861). In order to
assess both the copula Gaussian graphical models with and without hidden variables,
the first half of 100 data sets does not contain hidden variables while the other half
does.
We first test the accuracy of change point detection. Specifically, we benchmark
the proposed copula PELT method with adaptive regularization selection (denoted
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Table 5.1: Comparison of different methods for accuracy of change point (cp) detection
Methods

Distribution of detected cp no.
0

1

2

3

CPELT-A

0%

0%

0%

100%

CPELT-B

100%

0%

0%

0%

PELT-A

0%

31%

1%

68%

PELT-B

91%

9%

0%

0%

MAE (cp no. = 3)
1.4

2.8

as “CPELT-A”) against three other approaches: copula PELT method with the
regularization parameter selected via the BIC (denoted as “CPELT-B”), the original
PELT method with adaptive regularization selection (“PELT-A”), and the original
PELT method with the BIC (“PELT-B”). The results are listed in Table 5.1, where
we show the distribution of the detected number of change points. We also report
the mean absolute error (MAE) between the estimated position of change points
and the ground truth, for the cases where the correct number of change points is
inferred.

Clearly, the proposed CPELT-A method greatly outperforms other

methods, reliably identifying the number and the position of change points. On the
other hand, CPELT-B and PELT-B seriously underestimate the number of change
points; the BIC does not seem to be suitable here for regularization selection. The
PELT-A method can often detect the correct number of change points (in 68% of
the cases), but the inferred position of change points is not as accurate compared
to CPELT-A. We also validated the graphical models inferred from the stationary
segments between change points obtained from CPELT-A. From our results (not
shown here for the sake of conciseness), we observe that the proposed methods can
reliably recover the true graph (precision matrices generated in Step 1), as reported
in Section 3.4.1 and Section 4.4.1.
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Real Data

We now apply the proposed model to scalp electroencephalograms (EEG) recorded
during epilepsy seizures [121]. The EEG time series were collected from 23 pediatric
patients (5 males, ages 3-22; and 17 females, ages 1.5-19) with intractable seizures,
using the international 10-20 system at a sampling frequency of 256 Hz. During
the recordings, the patients experienced 173 events that were judged to be clinical
seizures by experts. Here, we randomly select five events and extract EEG data
starting 60s before seizure onset and ending 30s after seizure termination. The
EEGs are band-pass filtered with a digital third-order Butterworth filter between 3
and 40Hz. We then down sample the signal to retain one fourth of all the samples,
to limit the computational complexity.
Table 5.2: Results for seizure data
No. Seizure period

Estimated results: change points and network density
change points

1 60

76

no. of edges (CGGM)

142

106

104

101

130

no. of edges (HVCGGM) 34

12

40

23

23

change points
2 60

109

no. of edges (CGGM)

100

131

111

119

126

no. of edges (HVCGGM) 18

50

18

33

29

no. of edges (CGGM)

123

108

149

135

125

no. of edges (HVCGGM) 25

26

28

33

33

no. of edges (CGGM)

142

61.48 117.02 118.48 120.25 122.66 141.05
137

135

59

48

52

106 91

no. of edges (HVCGGM) 23

34

32

3

22

50

change points
5 60

60.88 69.42 98.52 119.52
146

change points
4 60

35.23 60.78 72.69 110.44
140

change points
3 60

64.34 72.09 77.45 90.75

no. of edges (CGGM)

24

30.00 59.16 66.63 94.20 141.47
104

90

62

105

123

114

no. of edges (HVCGGM) 16

30

16

19

54

19

The results are summarized in Table. 5.2. We observe that the proposed method
detects change points near the start and end of seizures, as one would expect. Typically there is change point within two seconds from the start or end of a seizure,
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Figure 5.2: Results of functional networks resulting from graphical models without hidden variables (a)-(g) and with hidden
variables (h)-(n) (with the vertical lines denoting the onset and end of one example seizure)
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indicating that the proposed method may be further developed for detecting the
onset and ending of seizures.
We also inferred the functional network in each stationary time segment by using
the Gaussian copula graphical models with and without hidden variables. As an
illustration, we show the networks without and with hidden variables for the 4th
data set in Fig. 5.2. Kramer et al. [32] analyzed the dynamics of functional networks
through the entire seizure in intracranial electrocorticogram (ECoG) recordings.
They found that the networks are dense at seizure onset and termination, but sparse
during the middle portion of the seizure. Interestingly, although scalp EEG is more
noisy than intracranial ECoG recordings, the proposed method can find the same
pattern as observed in [32]. Moreover, the inferred number of stationary segments for
all 5 data sets are similar, implying that seizures undergo characteristic progressions
that can be stretched or compressed in time, as assumed in [32]. It is noteworthy
that, in contrast to [32], the proposed method allows us to infer the number and
location of change points in an automated fashion.

5.4

Summary

An effective method is proposed to infer abruptly changing network structures from
piecewise-stationary time series. A low-complexity PELT-based algorithm is introduced to detect change points. Next graphical models (with and without hidden
variables) are inferred for each stationary time segment. Numerical results for synthetic and real data demonstrate the utility of the proposed model.
As an illustration, we have shown that the proposed model can be an effective tool to
determine “when” and “how” the functional brain networks change during epileptic
seizures, which may lead to novel insights in the phenomenology of seizures. The
proposed method may find use in other biomedical applications and beyond.
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Part II
Graphical Models for Marginal
Analysis of Extreme-Value Data

Chapter 6
Extreme-Value Graphical Models
with Multiple Covariates
In this chapter, we shift our attentions from nominal events to marginal analysis of
extreme events. Extreme events often display heterogeneity (i.e., non-stationarity),
depending continuously on a number of covariates. Previous studies have suggested
that models considering covariate effects lead to reliable estimates of extreme events
distributions. In this chapter, we develop a novel statistical model to incorporate the
effects of multiple covariates. More explicitly, we aim to model extreme events with
multiple covariates by means of graphical models. Our model is theoretically significant because it is among the first approaches to exploit the framework of graphical
models to analyze the marginal behavior of extreme events. As an example, we
model the storm-wise maxima of significant wave heights in the Gulf of Mexico (see
Fig. 6.6), where the covariates are longitude, latitude, and wind direction. Note
that the significant wave height is a standard measure of sea surface roughness; it
is defined as the mean of the highest one third of waves (typically in a three-hour
period). Theoretically, significant wave heights are affected by dominant wave direction (i.e., storm direction). However, we use wind direction as a surrogate since
wind and wave direction are generally fairly well correlated, especially for extreme
events.
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The proposed model is derived from the following ideas: Motivated by the extreme
value theory [41], the extreme events are assumed to follow the fat-tailed Generalized
Extreme Value (GEV) distributions. The parameters of those GEV distributions
are further assumed to depend smoothly on the covariates. To facilitate the use of
graphical models, we discretize the continuous covariates within a finite range. In
the example of extreme wave heights in the Gulf of Mexico, space is discretized as
a finite homogeneous two-dimensional lattice, and the wind direction is discretized
in a finite number of equal-sized sectors. More generally, the GEV distributed
variables (and hence also the GEV parameters) are defined on a finite number of
points indexed by the (discretized) covariates. We characterize the dependence
between the GEV parameters through a graphical model prior, in particular, a multidimensional thin-membrane model where edges are only present between pairs of
neighboring points (see Fig. 6.1). We demonstrate that the multidimensional model
can be constructed flexibly from one-dimensional thin-membrane models for each
covariate. The proposed model can therefore easily be extended to cope with an
arbitrary number of covariates. We follow the empirical Bayes approach to learn the
parameters and hyper-parameters. Specifically, both the smoothed GEV parameters and the smoothness parameters are inferred via Expectation Maximization. A
major challenge lies in the scalability of the algorithm since the dimension of the
model is usually quite large. Instead of using the aforementioned algorithms for
solving cyclic graphical models (cf. Section 2.1.5), we take advantage of the special
pattern of the eigenvalues and eigenvectors corresponding to the one-dimensional
thin-membrane models, and derive an efficient inference algorithm specialized for
the proposed model.
This chapter is organized as follows. In Section 6.1, we introduce thin-membrane
models and their properties. In Section 6.2, we first construct the 3D thin-membrane
model based on simple 1D thin-membrane models to model extreme wave heights,
and then illustrate how to generalize the model to incorporate any number of covariates. In Section 6.3, we discuss the efficient learning and inference algorithms
at length and provide theoretical guarantees. Numerical results for both synthetic
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and real data are presented in Section 6.4. Lastly, we end this chapter with some
concluding remarks in Section 6.5.

6.1

Thin-membrane models

In this section, we first give a brief introduction to thin-membrane models, and
then analyze two concrete examples of thin-membrane models that will be used as
building blocks in the proposed extreme-value graphical model: chain and cycle
models.
The thin-membrane model [122] is a Gaussian graphical model that is commonly
used as smoothness prior, as it minimizes the difference between values at neighboring nodes:
1 X X
(zi − zj )2 }
P (z) ∝ exp{− α
2 i∈V

(6.1)

j∈N (i)

1
∝ exp{− αz T Ktm z},
2

(6.2)

where N (i) denotes the neighboring nodes of node i, Ktm is a graph Laplacian matrix
such that [Ktm ]i,i is the number of neighbors of the ith node while the off-diagonal
elements [Ktm ]i,j are equal to −1 if nodes i and j are adjacent and 0 otherwise, and
α is the smoothness parameter which controls the smoothness across the domain
defined by the thin-membrane model. By comparing (6.2) with (2.10), we can see
that the precision matrix of the thin-membrane model is K = αKtm . Since Ktm is a
Laplacian matrix, K is rank deficient, i.e., det K = 0. As such, the thin-membrane
model is classified as a partially informative normal prior [123] or intrinsic Gaussian
Markov random field [77]. To make the distribution well-defined, the improper
density function is usually applied in practice:
1 T
P (z) ∝ |K|0.5
+ exp{− z Kz}
2
1 T
= |αKtm |0.5
+ exp{− αz Ktm z},
2
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where |K|+ denotes the product of nonzero eigenvalues of K. Note that Ktm 1 =
0, where 1 is a vector of all ones, indicating the eigenvalue associated with the
eigenvector 1 equals 0. Thus, the thin-membrane model is invariant to the addition
of c1, where c is an arbitrary constant, and it allows the deviation from any overall
mean level without having to specify the overall mean level itself. As an illustration,
we can easily find that the conditional mean of variable zi is [77]
E(zi |zV|i ) = −

1
[Ktm ]i,i

X

[Ktm ]i,j zj ,

(6.5)

j∈N (i)

i.e., the mean of its neighbors, but it does not involve an overall level. This special
behavior is often desirable in applications.
We now turn our attention to the thin-membrane models of the chain and the cycle
graph, as shown in Fig. 6.1(a) and Fig. 6.1(b) respectively. The former can well
characterize the dependence structure of nonperiodic covariates (e.g., longitude and
latitude), while the latter is highly suitable for periodic covariates (e.g., directional
and seasonal patterns). The corresponding Laplacian matrices are denoted as KB
and KC respectively. It is easy to prove that the eigenvalues and eigenvectors of KB
and KC have the following special pattern [124]:


λBk
vBk
λCk
vCk


kπ
= 2 − 2 cos
,
PK
 




T
kπ
3kπ
(2PK − 1)kπ
, cos
, · · · , cos
,
= cos
2PK
2PK
2PK


2kπ
= 2 − 2 cos
,
PK

T
= 1, ω k , ω 2k , · · · , ω (PK −1)k ,

for k = 1, · · · , PK , where PK is the dimension of KB and KC , ω = exp(2πi/PK )
and i is the imaginary unit. An important property of the eigenvectors is as follows:
Let VB be the eigenvector matrix of KB , i.e., VB = [vB1 , vB2 , · · · , vBPK ], and x be
a PK × 1 column vector, then VB x is identical to the discrete cosine transform of
x [124, Ch. 1]. Similarly, let VC denote the eigenvector matrix of KC , then VC x
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can be computed as the discrete Fourier transform of x [124, Ch. 1]. Note that
other smoothness priors, such as thin-plate models (cf. Section 7.1), do not have
such nicely structured eigendecomposition. This motivates us to use thin-membrane
models for the sake of computational convenience.

6.2

Modeling Multiple Covariates

In this section, we present a novel extreme-value statistical model that incorporates
multiple covariates. We assume that the block maxima (e.g., monthly or annual
maxima) associated with every possible set of values for the covariates follow the
Generalized Extreme Value (GEV) distribution, according to the Fisher-TippettGnedenko theorem in extreme value theory [41]. The GEV parameters z are assumed to vary smoothly with the covariates. The latter are discretized within a
finite range. Therefore, the GEV parameters can be indexed as zi1 i2 ···im , where m
is the number of covariates, and i1 corresponds to a discretized value of the first
covariate and likewise for the other indices i2 , · · · , im . In summary, the GEV parameters are defined on a finite number of points (i1 , i2 , ..., im ) and those parameters
are supposed to vary smoothly from one point to a nearby point. The resulting dependence structure can be well represented by a multidimensional thin-membrane
model. Furthermore, we show that the multidimensional model can be constructed
from one-dimensional thin-membrane models for each covariate, thereby making the
proposed model generalizable to accommodate as many covariates as required. We
employ the multidimensional thin-membrane model as the prior and estimate the
GEV parameters through an empirical Bayes approach.
As an illustration, we present in detail the spatio-directional model to quantify the
(n)

extreme wave heights. Suppose that we have N samples xijk (block maxima) at
each location, indexed by its longitude and latitude (i, j), and directional sector k,
where n = 1, · · · , N , i = 1, · · · , P , j = 1, · · · , Q, k = 1, · · · , D and P , Q, D are the
number of longitude indices, latitude indices and directional sectors respectively.
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Consequently, the dimension M of the proposed model is given by M = P QD.
Hence, our objective is to accurately infer the GEV parameters with the consideration of both spatial and directional dependence. Specifically, we first locally fit the
GEV distribution to block maxima at each location and in each directional sector.
The local estimates are further smoothed across the spatio-directional domain by
means of 3D thin-membrane models.

6.2.1

Local estimates of GEV parameters

We assume that the block maxima xijk follow a Generalized Extreme Value (GEV)
distribution [41], whose cumulative probability distribution (CDF) equals:

ξijk
−ξ 1


exp{−[1 + σ (xijk − µijk )] ijk }, ξijk 6= 0
ijk
F (xijk ) =
1


exp{− exp[−
(xijk − µijk )]}, ξijk = 0,
σijk
for xijk satisfying 1 + ξijk /σijk (xijk − µijk ) ≥ 0 if ξijk 6= 0 and xijk ∈ R if ξijk = 0,
where µijk ∈ R is the location parameter, σijk > 0 is the scale parameter and
ξijk ∈ R is the shape parameter.
The Probability-Weighted Moment (PWM) method [125] is employed here to yield
the estimates of GEV parameters µ̂ijk , σ̂ijk and ξˆijk locally at each location (i, j)
and each direction k. The goal of the PWM method is to match the PWMs
E[xijk (F (xijk ))r ] with the empirical ones br , where r is a real number. For the
GEV distribution, E[xijk (F (xijk ))r ] can be written as:
1
σijk
{µijk −
[1 + (r − 1)ξijk Γ(1 − ξijk )]},
r+1
ξijk

(6.6)

where ξijk < 1 and ξijk 6= 0, and Γ(· ) is the gamma function. Here we choose to
compute the PWMs for r = 0, 1, 2, and the resulting PWM estimates µ̂ijk , σ̂ijk and
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ξˆijk are the solution of the following system of equations:


b0






2b1 − b0






 3b2 − b0
2b1 − b0

= µijk −

σijk
(1 − Γ(1 − ξijk )),
ξijk

σijk
Γ(1 − ξijk )(2ξijk − 1),
ξijk
3ξijk − 1
.
= ξijk
2 −1
=

(6.7)

In practice, since solving the last equation in (6.7) is time-consuming, it can be
approximated by [125]:
ξˆi = −(7.859c + 2.9554c2 ),

(6.8)

where c = (2b1 − b0 )/(2b2 − b0 ) − log 2/log 3. The PWM method generates good
estimates even when the sample size is small, as demonstrated in [125]. Therefore,
the method is suitable for extreme-events modeling, especially in our case where
the number of samples with the same values of covariates is limited. However,
the linear approximation (6.8) is accurate only when |ξijk | < 0.5. Moreover, the
moments in (6.6) do not exist when ξijk ≥ 1.
To address these concerns, we utilize the two-stage procedure proposed by Castillo et
al. [126], which is referred to as the median (MED) method, when the PWM estimates |ξˆijk | ≥ 0.5 or is not a number (NAN). In the first stage of the MED method,
(1)

(2)

(N )

the extreme-value samples can be ordered xijk ≤ xijk ≤ · · · ≤ xijk . A set of GEV
(n)

estimates is obtained by equating the GEV CDF F (xijk ) to its corresponding em(n)

pirical CDF P (xijk ) = (n − c0 )/N , where c0 ∈ (0, 1) and we choose c0 = 0.35 as
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in [126]. More explicitly, for each n such that 2 ≤ n ≤ N − 1 in turn, we have:



(1)


xijk








(n)
xijk








(N )



xijk

(n)

=

σijk

(1)

(n)

(n)

{[− log P (xijk )]−ξijk − 1} + µijk ,
(n)

ξijk

(n)

=

=

σijk

(n)
(n)
(n)
{[− log P (xijk )]−ξijk − 1} + µijk ,
(n)
ξijk
(n)
σijk
(n)
(N )
(n)
{[− log P (xijk )]−ξijk − 1} + µijk .
(n)
ξijk

(6.9)

(1)

Note that the equations associated with the first and last sample, i.e., xijk and
(N )

xijk , will be used multiple times. By solving the three equations in (6.9) w.r.t.
the GEV parameters independently for each n (2 ≤ n ≤ N − 1) in turn, we can
(n)

(n)

(n)

(n)

obtain a set of (ξijk , σijk , µijk ) for each of the N − 2 occurrences xijk . In the second
stage, we determine the median of the sets of GEV parameters as the final MED
estimates (µ̂ijk , σ̂ijk , ξˆijk ). As shown in [126], although the MED method is more
computationally demanding than the PWM method, it yields reliable estimates
when the shape parameter |ξijk | ≥ 0.5.

6.2.2

Prior distribution

We assume that each of the three parameter vectors µ = [µijk ]T , ξ = [ξijk ]T and
σ = [σijk ]T has a 3D thin-membrane model (see Fig. 6.1(d)) as prior. Since the thinmembrane models of µ, ξ, and σ share the same structure and inference methods, we
present the three models in a unified form. Let z denote the true GEV parameters,
that is, z is either µ, σ, or ξ.
We next illustrate how to construct the 3D thin-membrane model priors from the
constituent chain and cycle graphs. As a first step, we build a regular lattice (see
Fig. 9.1(a)) from Markov chains. Since both the longitude and the latitude of the
measurements are nonperiodic, either of them can be characterized by the chain
graph shown in Fig. 6.1(a). Let KBx and KBy denote the Laplacian matrices corresponding to the graph of one row (i.e., the longitude) and one column (i.e., the
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x



y

(a)

(b)

(c)

(d)

Figure 6.1: Thin-membrane models: (a) chain graph; (b) cycle graph; (c) lattice;
(d) spatio-directional model.
latitude) of sites respectively. We further assume that the smoothness across the
longitude and the latitude are the same, thus, they can share one common smoothness parameter αz . The resulting precision matrix of the regular lattice is given
by:
Kp = (αz KBx ) ⊕ (αz KBy ) = αz (KBx ⊕ KBy ) = αz KL ,
where ⊕ represents the Kronecker sum. It is easy to show that KL = KBx ⊕KBy is the
graph Laplacian matrix of the lattice. According to the property of the Kronecker
sum [127, Ch. 13], the eigenvalue matrix ΛL = ΛBx ⊕ ΛBy and eigenvector matrix
VL = VBy ⊗ VBx , where ⊗ denotes the Kronecker product.
In the second step, we accommodate the effect of wind direction. We discretize
the wind direction into D sectors and assume that the true GEV parameters are
constant in each sector. As GEV parameters of neighboring sectors are similar, the
directional dependence can be encoded in a cycle graph (see Fig. 6.1(b)), whose
Laplacian matrix is KC . Another smoothness parameter βz is introduced to dictate
the directional dependence since the smoothness across wind direction and space
can be different. We can then seamlessly combine the lattice and the cycle, leading
to the 3D thin-membrane model (see Fig. 6.1(d)) with precision matrix:
Kprior = (αz KL ) ⊕ (βz KC ) = αz Ks + βz Kd .
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Interestingly, Ks = KL ⊗ IC and Kd = IL ⊗ KC corresponds to the lattices and
cycle graphs in the graph respectively, indicating that the former only characterizes
the spatial dependence while the latter the directional dependence. Note that I∗ is
an identity matrix with the same dimension as K∗ . Based on the property of the
Kronecker sum [127, Ch. 13], the eigenvalue matrix of Kprior equals:
Λprior = (αz ΛL ) ⊕ (βz ΛC ) = αz Λs + βz Λd ,

(6.11)

where Λs = ΛL ⊗ IC and Λd = IL ⊗ ΛC . The eigenvector matrix equals:
Vprior = VL ⊗ VC = VBx ⊗ VBy ⊗ VC .

(6.12)

By substituting (6.10) into (6.3), the density function of the 3D thin-membrane
model becomes:
1 T
P (z) ∝ |Kprior |0.5
+ exp{− z Kprior z}
2
1
0.5
= |αz Ks + βz Kd |+
exp{− z T (αz Ks + βz Kd )z}.
2

(6.13)
(6.14)

The specific structure of the model is extendable to any number of covariates. Specifically, the precision matrix can be generalized as:
Kprior = (αKa ) ⊕ (βKb ) ⊕ (γKc ) ⊕ · · ·

(6.15)

= αKa ⊗ Ib ⊗ Ic ⊗ · · · + βIa ⊗ Kb ⊗ Ic ⊗ · · · + γIa ⊗ Ib ⊗ Kc ⊗ · · · + · · · ,
(6.16)
where Ki ∈ {KB , KC } for i ∈ {a, b, c, · · · } is the graph Laplacian matrix associated
with the dependence structure of covariate i, and where α, β and γ are corresponding
smoothness parameters. The eigenvalue and eigenvector matrix of Kprior can be
computed as:
Λprior = (αΛa ) ⊕ (βΛb ) ⊕ (γΛc ) ⊕ · · ·

(6.17)
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= αΛa ⊗ Ib ⊗ Ic ⊗ · · · + βIa ⊗ Λb ⊗ Ic ⊗ · · · + γIa ⊗ Ib ⊗ Λc ⊗ · · · + · · · ,
(6.18)
= αΛ̃a + β Λ̃b + γ Λ̃c + · · · ,
Vprior = Va ⊗ Vb ⊗ Vc ⊗ · · · ,

(6.19)
(6.20)

where Λi ∈ {ΛB , ΛC } and Vi ∈ {VB , VC } are the eigenvalue and eigenvector matrix
of Ki . The dependence structure of nonperiodic and periodic covariates can usually
be described by chain and cycle graphs respectively, thus it is easy to calculate Λi
and Vi as discussed in Section 6.1.

6.2.3

Posterior distribution

Let y denote the local estimates of z, where y is either µ̂, σ̂, or ξ̂, and z denotes the
true GEV parameters. We further assume that local estimates for some locations
(i, j) and directions k are missing, probably due to the two reasons listed below:
1. There are insufficient observations of extremes in some direction sectors or
at some sites. Note that the PWM method needs at least three samples to
solve (6.7). In practice, for data collected by satellites, there are always missing parts in satellite images due to the limited satellite path or the presence of
clouds. For data collected by sensors, the sensors may fail during the extreme
events, resulting in missing measurements of extreme-value samples. On the
other hand, the rate of occurrence of events with respect to direction in particular is non-uniform. For example, for locations sheltered by land, the number
of extreme events emanating from the direction of the land will be smaller
than from other directions in general.
2. There exist unmonitored sites where no observations are available. For instance, the measuring stations are often irregularly distributed across space,
whereas the proposed method is more applicable to the case of regular lattice
(see Fig. 9.1(a)). As a result, we can introduce unmonitored sites such that
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all the sites, including both observed and unobserved ones, are located on a
regular lattice. In addition, in the case of wave heights analysis, people may
have particular interest in some unmonitored locations since it is easy and
convenient to build offshore facilities there.

We therefore only have measurements (i.e., the local estimates y) at a subset of
variables z in the 3D graphical model. Furthermore, the local estimates given by
the PWM method are asymptotically Gaussian distributed with respect to the sample size [125], thus motivating us to employ a Gaussian approximation. In other
words, we assume that the local estimates are corrupted by Gaussian noise due
to the limited number of samples available in each site and directional sector. To
summarize, the local estimates are modeled as y = Cz + b, where b ∼ N (0, Rz )
is zero-mean Gaussian random vector (Gaussian white noise) with diagonal covariance matrix Rz , and C is the selection matrix that only selects z at which the noisy
observations y are available. C has a single nonzero value (equal to 1) in each row.
If there are adequate observations available at all the locations and directions, C
would simply be an identity matrix. As a consequence, the conditional distribution
of the observed value y given the true value z can be written as:
1
P (y|z) ∝ exp{− (y − Cz)T Rz−1 (y − Cz)}.
2

(6.21)

Since we assume that the prior distribution of z is the 3D thin-membrane model (6.14),
the posterior distribution is given by:
P (z|y) ∝P (z)P (y|z)
1 T
T T −1
∝|Kpost |0.5
+ exp{− z Kpost z + z C Rz y},
2

(6.22)
(6.23)

where Kpost = Kprior + C T Rz−1 C is the precision matrix of the posterior distribution.
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Learning and Inference

We describe here the proposed learning and inference algorithm. Concretely, we
discuss how the smoothed GEV parameters, the noise covariance matrix Rz , and
the smoothness parameters αz and βz for each of the three parameters µ, ξ, and σ
are computed.

6.3.1

Inferring smoothed GEV Parameters

Given the covariance matrix Rz and the smoothness parameters αz and βz , the
maximum a posteriori estimate of z is given by:
−1
ẑ = argmax P (z|y) = Kpost
C T Rz−1 y.

(6.24)

The dimension M of Kpost is equal to M = P QD. In most practical scenarios, it
is intractable to compute the inverse of Kpost due to the O(M 3 ) complexity. In the
following, we explain how we can significantly reduce the computational complexity
by exploiting the special configuration of the eigenvectors of Kprior . When the diagonal matrix C T Rz C can be well approximated by a scaled identity matrix cIz , we
have:
Kpost ≈ Kprior + cIz
T
= Vprior
(αz Λs + βz Λd + cIz )Vprior

(6.25)
(6.26)

As a result, ẑ can be computed as:
T
ẑ = Vprior
(αz Λs + βz Λd + cIz )−1 Vprior C T Rz−1 y.

(6.27)

We propose a fast thin-membrane model (FTM) solver to evaluate (6.27) in three
steps.
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1. Let z0 = C T Rz−1 y, and the first step computes z1 = Vprior z0 . Note that
Vprior = VBx ⊗ VBy ⊗ VC (6.20), thus, z1 = Vprior z0 is a three-dimensional
integration transform as defined in [129]. More explicitly, we can first reshape
the vector z0 into a P × Q × D array Z0 such that z0 = vec(Z0 ), where
vec(Z0 ) denotes the vectorization operation. In the spatio-directional model,
the three dimensions represent longitude, latitude and direction respectively.
Next, we perform the fast cosine transform (FCT) in the first and second
dimension (corresponding to VBx and VBy ) and the fast Fourier transform
(FFT) in the third one (corresponding to VC ). The detailed derivation is shown
in Appendix A.1. The resulting computational complexity is O(M log(M )).
Moreover, the computation is amenable to parallelization.
2. In the second step, (αz Λs + βz Λd + cIz ) is a diagonal matrix, so the complexity
of the operation z2 = (αz Λs + βz Λd + cIz )−1 z1 is linear in M .
T
z2 in the final step amounts to performing the inverse FCT
3. The operation Vprior

and FFT in the proper dimensions of the P × Q × D array reshaped from z2 ,
and the computational effort is the same with the first step.
In summary, the computational complexity of evaluating z is O(M log(M )). A similar algorithm can easily be designed for the general case of multiple covariates. Since
the generalized Vprior = Va ⊗ Vb ⊗ Vc ⊗ · · · for Vi ∈ {VB , VC } (i ∈ {a, b, c, · · · }) (6.20),
we can perform FFT in the i-th dimension if Vi belongs to the VB family, and
perform FCT otherwise.
When cIz is not a good approximation to C T Rz C, we decompose Kpost into two
parts K1 and K2 as follows:
K1 = Kprior + cIz ,

K2 = Kpost − K1 ,

where c is chosen as the largest entry in C T Rz C. The Richardson iteration [92]
is then used to solve z (κ+1) = K1−1 (C T Rz−1 y − K2 z (κ) ) until convergence. In each
iteration, computing the inverse of K1 can be circumvented by using the FTM
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solver mentioned above. The following two theorems guarantee the convergence of
the proposed method.
Theorem 6.1. Given Kpost = Kprior + C T Rz−1 C, K1 = Kprior + cIz and K2 =
Kpost − K1 , where c equals the largest diagonal element in C T Rz−1 C,
1. Kpost is strictly positive definite,
2. the spectral radius ρ(K1−1 K2 ) < 1 and the resulting Richardson iterations
−1
z (κ+1) = K1−1 (C T Rz−1 y − K2 z (κ) ) are guaranteed to converge to Kpost
C T Rz−1 y.

Proof. See Appendix C.1.
Theorem 6.2. The convergence rate of the proposed algorithm ρ(K1−1 K2 ) is bounded
below and above by:
max(C T Rz−1 C) − min(C T Rz−1 C)
,
max(Λprior ) + max(C T Rz−1 C)
max(C T Rz−1 C) − min(C T Rz−1 C)
−1
ρ(K1 K2 ) ≤
,
min(Λprior ) + max(C T Rz−1 C)
ρ(K1−1 K2 ) ≥

(6.28)
(6.29)

where max(K) and min(K) denote the maximum and minimum diagonal element
of the matrix K respectively.
Proof. See Appendix A.3.
According to Theorem 6.2, decreasing the difference between the largest and smallest
diagonal entries of matrix C T Rz−1 C will reduce the upper bound on ρ(K1−1 K2 ), resulting in faster convergence. In the limit case where min(C T Rz−1 C) = max(C T Rz−1 C),
that is, C T Rz−1 C = cIz , the Richardson iteration converges in one step as in (6.27).
Note that the MAP estimate of z is dependent on the covariance matrix Rz and the
smoothness parameters, the calculation of which is described in the sequel.
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6.3.2

Estimating Covariance Matrices Rz

We use the parametric bootstrap approach to infer the (diagonal) noise covariance
matrices Rµ , Rξ and Rσ ; this method is suitable when the number of available
samples is small [128]. Concretely, we proceed as follows:
1. We generate the local GEV estimates µ̂ijk , σ̂ijk and ξˆijk using the method
discussed in Section 6.2.1.
2. We draw M sample sets S1 , · · · , SM , each with N GEV distributed samples
based on the local estimates of GEV parameters (µ̂ijk , σ̂ijk , ξˆijk ). We set M =
3000 in our experiments.
3. For each Sm , where m = 1, · · · , M , we estimate the GEV parameters locally
again using the method in Section 6.2.1. The resulting GEV estimates are
[m]

[m]

[m]

denoted as (µ̂ijk , σ̂ijk , ξˆijk ).
[m]

4. The variance of µ̂ijk (m = 1, · · · , M ) at site (i, j) and wind direction k is
our estimate of the corresponding diagonal element in Rµ . Similarly, we can
obtain estimates of the diagonal covariance matrices Rξ and Rσ .

6.3.3

Learning Smoothness Parameters

Since αz and βz are usually unknown, we need to infer them based on the local
estimates y. However, since z is unknown, directly inferring αz and βz is impossible,
and instead we solve (6.23) by Expectation Maximization (EM):
(κ)
(α̂z(κ) , βˆz ) = argmax Q(αz , βz ; α̂z(κ−1) , β̂z(κ−1) ).
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In Appendix A.4, we derive the Q-function:
Q(αz , βz ; α̂z(κ−1) , β̂z(κ−1) )


−1 
T
(κ−1)
∝ − tr Kprior Kpost
− z (κ−1) Kprior z (κ−1) + log |Kprior |+ + c,

(6.31)

= − c1 αz − c2 βz + log |Kprior |+ + c,

(6.32)

where



−1 
T
(κ−1)
c1 = tr Ks Kpost
+ z (κ−1) Ks z (κ−1) ,
 
−1 
T
(κ−1)
c2 = tr Kd Kpost
+ z (κ−1) Kd z (κ−1) ,
(κ−1)

z (κ−1) is computed as in (8.4) with α̂z

(κ−1)

and β̂z

(6.33)
(6.34)

obtained from the previous

iteration, and c stands for all the unrelated terms. In (6.31), we need to evaluate
log |Kprior |+ . Since Kpiror can be regarded as a generalized Laplacian matrix corresponding to the connected graph of the 3D thin-membrane model, according to
the properties of Laplacian matrices, |Kprior |+ = M det S(Kprior ), where S(Kprior )
denotes the first M − 1 rows and columns of the M × M matrix Kprior and S(Kprior )
is positive definite [130]. As a result,
log |Kprior |+ = log det S(Kprior ) + log M,
= log det(αz S(Ks ) + βz S(Kd )) + c.

(6.35)
(6.36)

Taking the partial derivatives of Q function with regard to αz and βz , we can obtain:
∂Q
= −c1 + tr(S(Kprior )−1 S(Ks )),
∂αz
∂Q
= −c2 + tr(S(Kprior )−1 S(Kd )),
∂βz
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where the Jacobi’s formula is applied, i.e.,


∂ log det K
−1 ∂K
= tr K
.
∂x
∂x

(6.39)

By equating the partial derivatives (6.37) and (6.38) to zero, we have the following
two identities:
c1 = tr(S(Kprior )−1 S(Ks )),

(6.40)

c2 = tr(S(Kprior )−1 S(Kd )).

(6.41)

As a consequence, we obtain:
αc1 + βc2 = α tr(S(Kprior )−1 S(Ks )) + β tr(S(Kprior )−1 S(Kd ))
= tr{S(Kprior )−1 (αz S(Ks ) + βz S(Kd ))}

(6.42)

Recall that αz S(Ks ) + βz S(Kd ) = S(Kprior ), and therefore,
αc1 + βc2 = M − 1.

(6.43)

By substituting (6.43) into the Q-function (6.31), it follows:
Q(αz , βz ; α̂z(κ−1) , β̂z(κ−1) ) = log |Kprior |+ − (M − 1) + c.

(6.44)

At this point, the expression (6.30) can be succinctly formulated as:
(αz(κ) , βz(κ) ) = argmax log |Kprior |+ ,

(6.45)

s.t. c1 αz + c2 βz = M − 1, αz ≥ 0, βz ≥ 0,
where the constants c1 and c2 are computed using (6.33) and (6.34) respectively.
Since the eigenvalue matrix Λprior of Kprior equals Λprior = αz Λs + βz Λd as in (6.19),
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Table 6.1: The learning and inference algorithm for modeling multiple covariates.
1. Estimate the GEV parameters locally using the combination of PWM and
MED estimator.
2. Approximate the relation between locally fitting and true GEV parameters
by a Gaussian model, that is, y = Cz + b. Estimate the diagonal noise
covariance Rz using the parametric bootstrap approach.
(0)

(0)

3. Initialize the smoothness parameters α̂z and β̂z . Iterate the following
steps till convergence:
(a) E-step: update the MAP estimates of GEV parameters z using the
methods described in Section 6.3.1:
n
o−1
(κ−1)
ẑ (κ−1) = Kpost
C T Rz−1 y,
(κ−1)

(κ−1)

(κ−1)

(κ−1)

where Kpost = Kprior + C T Rz−1 C = (α̂z
Ka ) ⊕ (β̂z
Kb ) ⊕
(κ−1)
T
−1
(ξˆz
Kc ) ⊕ · · · + C Rz C. The last expression follows from (6.15).
(b) M-step: update the estimate of smoothness parameters by solving (6.47).

we can further simplify the objective function (6.45) as:
log |Kprior |+ = log |Λprior |+ =

X

log(αz λsk + βz λdk ),

(6.46)

kλsk +λdk >0

Consequently, the constrained convex optimization problem (6.45) can be solved
efficiently via the bisection method [131].
In the scenario of multiple covariates, (6.45) can be extended as:
(αz(κ) , βz(κ) , ξz(κ) , · · · ) = argmax

X

log(αz λ̃ak + βz λ̃bk + γz λ̃ck + · · · ),

(6.47)

k

s.t. c1 αz + c2 βz + c3 ξz + · · · = M − 1, αz ≥ 0, βz ≥ 0, γz ≥ 0, · · ·
where λ̃ik (i ∈ {a, b, c, · · · }) is the k-th diagonal element of λ̃i in (6.19). The overall learning and inference algorithm for the generalized model is summarized in
Table 6.1.
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6.3.4

Bootstrapping the uncertainty of GEV estimates

In addition to the point estimates of GEV parameters, we also have particular
interest in the uncertainty of the estimates. As demonstrated in [42], nonparametric
bootstrapping provides a reliable tool to quantify the uncertainty associated with
extreme-value models. The bootstrap procedure consists of the following steps:
1. Generate a large number M of sample sets S1 , · · · , Sm , each with N occurrences, by resampling at random with replacement from the original N observations. M = 1000 in our experiments.
2. For each Sm , where m = 1, · · · , M , apply the algorithm in Table 6.1 to yield
smoothed GEV parameters z (m) , which denotes either ξ, σ, or µ.
3. The 95% confidence interval for GEV estimates is computed as the values
corresponding to the 2.5% and 97.5% quantiles of z (m) with m = 1, · · · , M .

6.4

Numerical Results

In this section, we test the proposed spatio-directional model (SDM) on both synthetic and real data against 5 other models, that is, a locally fit model (LFM) (i.e.,
assuming αz = 0 and βz = 0), a directionally constant model (DCM) (assuming
GEV parameters to be constant across different directions, i.e., βz = ∞), a directionally independent model (DIM) (only considering possible spatial dependence
and assuming GEV parameters corresponding to different directional sectors are
independent, i.e., βz = 0), a spatially constant model (SCM) (i.e., αz = ∞), and a
spatially independent model (SIM) (i.e., αz = 0).

6.4.1

Synthetic Data

Here we draw samples from GEV distributions with parameters that depend on both
location and direction. Concretely, we select 256 sites arranged in a two-dimensional
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Figure 6.2: Estimates of scale parameter σ across all sites in one directional sector.
16×16 lattice. We then discretize the direction into 15 directional sectors. Next, we
predefine GEV parameters for each site and each direction sector. More explicitly,
we characterize the spatial dependence and directional dependence by a quadratic
polynomial and a Fourier series expansion respectively, as suggested in [47] and [44].
Finally, we randomly generate 50 GEV distributed occurrences for each site and
direction sector.
Our results are listed in Fig. 6.2, Fig. 6.3 and Table 6.2. Fig. 6.2 shows the scale
parameters estimated by the aforementioned 6 models across space, while Fig. 6.3(a)
shows the estimated shape parameters with 95% confidence interval across different
wind directions. We further magnify the section in the black square in Fig. 6.3(a)
and show it in Fig. 6.3(b). For other GEV parameters in the spatial or directional
domain, the results are qualitatively similar, so we omit them. We can see that
estimates resulting from the proposed SDM follow the ground truth closely, across
both space and wind direction. On the contrary, local estimates (resulting from
the LFM) fluctuate substantially and exhibit the largest uncertainty among the 6
models, since the limited number of occurrences at each location and direction is
insufficient to yield reliable estimates of GEV parameters.
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Figure 6.3: (a) Estimates of the shape parameters (solid lines) with 95% confidence
intervals (dashed lines) across different directions at a randomly selected site; (b)
magnified image corresponding to the part in the black square.
Next, let us focus on the DCM and the SCM, which ignore one of the two covariates. The DCM is able to infer the varying trend of GEV parameters across space,
but generates biased results; specifically, it overestimates the scale parameters (see
Fig. 6.2(c)). Moreover, the DCM mistakenly ignores the directional variation of
GEV parameters as shown in Fig. 6.3(a). Similarly, the SCM can capture the overall trend across different directions (cf. Fig. 6.3(a)) but fails to model the spatial
variation (cf. Fig. 6.2(e)). Note that the confidence intervals of the DCM and the
SCM are narrower than that of the SDM due to the larger sample size by combining
the data from different directions (or sites) after ignoring the possible variation.
On the other hand, the DIM and the SIM perform much better, yielding similar
results to that of the SDM. This implies the necessity of accommodating the heterogeneity in the data. However, since these two models only capture one of the
two types of dependence (i.e., directional and spatial dependence) and mistakenly
assume the other independent, we can find in Fig. 6.3(b) that the DIM estimates
fluctuate more across direction, and in Fig. 6.2(f) that the estimates across space
given by the SIM are not as smooth as that of the SDM.
Table 6.2 summarizes the overall mean square error (MSE) for each of the three
GEV parameters and the Akaike Information Criterion (AIC) of model fitting. The
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Figure 6.4: Mean square error (MSE) of the GEV estimates as a function of sample
size (averaged over 100 data sets).
Table 6.2: Quantitative comparison of different models
Models

Mean Square Error (MSE)

AIC

ξ

σ

µ

LFM

0.0119

0.1002

0.1539

1.0327×106

DCM

0.0090

0.0626

0.3659

9.0111×105

DIM

0.0021

0.0276

0.0505

8.7767×105

SCM

0.1033

0.6405

3.9919

1.0065×106

SIM

0.0026

0.0235

0.0487

8.9400×105

SDM

0.0016

0.0192

0.0436

8.7524×105

proposed model yields the smallest MSE and AIC score. The latter implies that
the SDM fits the data best notwithstanding the penalty on the effective number of
parameters. Note that the effective number of parameters (i.e. the degree of freedom) in the AIC score can be computed as tr{(C T Rz−1 C +αz Ks +βz Kd )−1 C T Rz−1 C}
in the proposed spatio-directional model, according to the definition given in [132]
and [133]. By comparing the SDM with the other 5 models, we can tell that the proposed model can capture the proper amount of spatial and directional dependence
in an automatic manner.
Next, we investigate the impact of sample size on the 6 models. In this set of
experiments, we consider the MSE of the GEV estimates for varying sample size.
Concretely, we consider sample size 10, 30, 50, 100, 150, and 200 per location per
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Figure 6.5: MSE for varying proportion of observed sites (averaged over 100 trials).
The MSE decreases with increasing number of observed sites, as expected.
directional bin. For each sample size, we generate 100 data sets with the same
parameterization as before. We then compute the MSE of GEV estimates averaged
over the 100 sets, as shown in Fig. 6.4. The proposed SDM usually performs the best.
The only exception is for the scale parameter when the number of samples is 10.
In this case, the DCM slightly outperforms the SDM, whereas the SDM generates
significantly better results in other cases. The proposed model yields reasonably
accurate estimates even when the sample size is as small as 10, which demonstrates
the utility of the proposed model in the case of small sample size.
Finally, we test the performance of the proposed model when dealing with randomly
distributed unmonitored sites and wind directions, i.e., sites and directional sectors
for which no observations are available. The selection matrix C is not an identity
matrix in this case. We depict in Fig. 7.8 the MSE for each GEV parameter and for
the observed and unobserved variables respectively as a function of the percentage
of missing variables across 100 trials. We can see that the MSE increases with the
number of unmonitored sites and directional sectors, in agreement with our expectation. However, the MSE is still small even when only 10% variables are observed in
the 3D graphical models. In conclusion, the proposed model can successfully tackle
missing data.
Nanyang Technological University

Singapore

6.4. NUMERICAL RESULTS

123

16
14
Wave Height (m)

12
10
8
6
4
2
0
1

2

3

4

5

6

7

8

9

10 11 12 13 14 15 16 17 18 19 20
Site Index

(a) Distribution of extreme wave heights at 20 randomly selected sites.
18
16
Wave Height (m)

14
12
10
8
6
4
2
0
0

50

100

150
200
Wind Direction

250

300

350

(b) Scatter plot of wave height w.r.t direction.

Figure 6.6: Heterogeneity in GOMOS data. The wave heights clearly depend on the
location in the Gulf of Mexico and the wind direction.

6.4.2

Real Data

We now investigate the extreme wave heights in the Gulf of Mexico. Such analysis
could be beneficial when constructing oil platforms in the gulf to withstand extreme
waves. The GOMOS (Gulf of Mexico Oceanographic Study) data [134] is used in
this study, which cover the period from September 1900 to September 2005 inclusive,
at thirty-minute intervals. It measures the significant wave heights. The hindcasts
are produced by a physical model, calibrated to observed hurricane data. We isolate
315 maximum peak wave height values; each corresponds to a hurricane event in
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Figure 6.7: Scatter plots of wave height at pairs of sites.
the Gulf of Mexico. We also extract the corresponding vector mean direction of
the wind at the time of the peak significant wave height. We then select 176 sites
arranged on a 8 × 22 lattice with spacing 0.5◦ (approximately 56km), which almost
covers the entire U.S. Gulf of Mexico.
An initial analysis (as shown in Fig. 6.6) shows the heterogeneity of the data w.r.t.
location and direction. We can also see from Fig. 6.6 that the distribution of stormwise maxima at each site and direction has a heavy tail, supporting the use of the
GEV marginals. We further depict in Fig. 6.7 the scatter plot of extreme wave
heights from two neighboring sites and two distant sites in the lattice. Strong
spatial dependence exists between two nearby sites, however, the dependence is
clearly weaker between sites that are far apart. This observation provides support
for the choice of thin-membrane models, since the latter only capture the direct
dependence between neighbors. In summary, the preliminary study suggests that
the proposed model is well suited for this data set.
We next apply the 6 models to the data. To test the influence of the selected number
of directional sectors on the results, we consider different numbers of sectors, i.e., 6,
8, 10, 12, 15 and 18 in sequence. We then compute the AIC score of the 6 models
for each number of directional sectors. The results are summarized in Fig. 6.8.
Again, the SDM always achieves the best AIC score. Moreover, the performance of
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Figure 6.8: AIC score as a function of the selected number of directional sectors.
this model is not sensitive to the chosen number of directional sectors. In practice,
we propose to choose the number that minimizes the AIC score, which is 12 for
the GOMOS data. In this case, the estimated shape parameters ξijk resulting from
the SDM ranges from −0.30 to 0.34, hence, all the three classes of extreme-value
distributions are employed to describe the extreme wave heights. Interestingly, the
DIM performs well when the number of directional sectors is small (≤ 10). However, the performance deteriorates significantly as the number of directional sectors
increases. This indicates the need to capture the directional dependence, especially
when there is a relatively large number of directional sectors and thus the directional
dependence between neighboring sectors is strong. On the other hand, the SIM fails
to model the spatial dependence as shown in Fig. 7.10(a). In contrast with the SIM,
the SCM mistakenly ignores the spatial variation, which is essential to model the
extreme wave heights in the Gulf of Mexico [47] (see Fig 6.6(a) and 7.10(b)). Similarly, the DCM does not properly consider the strong directional variation visible in
Fig. 6.6(b), and therefore leads to the highest AIC score. Finally, the LFM overfits
the data by introducing too many parameters. This can be concluded from the fact
that its AIC increases with the number of directional sectors. Taken together, it is
evident that the proposed SDM is preferred for this GOMOS data since it models
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the proper amount of dependence across space and wind direction simultaneously.

6.5

Summary

In this chapter, we proposed a novel extreme-value graphical model to accommodate
the effects of multiple covariates. More explicitly, we assume that marginal extreme
values follow GEV distributions. The GEV parameters are then coupled together
through a multidimensional thin-membrane model. The multidimensional thinmembrane model can be constructed flexibly from one-dimensional thin-membrane
models, and thus, the proposed model is generalizable to incorporate any number
of covariates. Furthermore, the special eigendecomposition corresponding to thinmembranes simplifies the learning and inference process. As a result, the proposed
method scales gracefully with the problem size. Numerical results for both synthetic
and real data support the proposed model; it achieves the most accurate estimates
of GEV parameters, and models the data best. Therefore, the approach may prove
to be a practical tool for modeling extreme events with covariates.
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Chapter 7
Modeling Spatio-Temporal
Extreme Events using Graphical
Models
In this chapter, we construct a spatio-temporal model for marginal extreme events.
Such model usually involves thousands or even millions of variables in the spatiotemporal domain, whereas only one single observation is available for each location
and time point. Previous works usually employ learning and inference methods that
are computationally burdensome, and therefore are prohibitive for large-scale data.
Moreover, they assume that the shape and the scale parameters of the extreme-value
distributions are constant across the spatio-temporal domain, which is often too restrictive in practice. By contrast, we aim to exploit undirected graphical models
to describe the highly structured dependencies among all three GEV parameters
(the shape, scale, and location parameter) across both space and time, and to further develop efficient learning and inference algorithms that are applicable to large
datasets.
To move forward to this goal, we first assume that the single monthly maximum at
each site and time position (i.e., each month) follows a GEV distribution. We further
stipulate that each of the three GEV parameters (the shape, scale, and location
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parameter) corresponding one site and time point consists of two components: a
spatial and a temporal component. The proposed model is therefore similar in
spirit to the generalized additive models that are popular in the literature of extreme
events modeling, cf. [55, 57, 51]. Next, we impose Gaussian graphical model priors,
particularly, thin-plate model priors, respectively on the spatial components across
space and the time components across time. The amount of dependence is then
determined by the smoothness parameters of the thin-plate models. In order to
infer all the parameters, we follow the empirical Bayes approach: we generate point
estimates of the smoothness parameters while inferring the posterior distribution of
the GEV parameters. Specifically, we approximate the posterior distribution of the
GEV parameters by a variational multivariate Gaussian distribution with a diagonal
covariance, and exploit efficient stochastic optimization methods [135, 136] to learn
both the smoothness parameters and the parameters of the variational distribution.
As only noisy gradients (rather than the exact ones) are required in each iteration
of the stochastic variational inference algorithm, the computational complexity can
be reduced to be sublinear in the number of variables. Numerical results show
that the proposed model can automatically recover the underlying pattern of GEV
parameters across both space and time, given one single sample observed at each
location and time point. Moreover, it also provides an effective tool to predict the
future distribution of extreme events.
The chapter is organized as follows. In Section 7.1, we review thin-plate models,
since those models play a central role in our approach. In Section 7.2, we present the
proposed spatio-temporal model for extreme events in detail. The efficient stochastic
variational inference algorithm is then developed in Section 7.3. We also explain
how to predict the distribution of extreme events in the future in this section. In
Section 7.4, we assess the proposed model and benchmark it with other models by
means of synthetic and real data. We conclude in Section 7.5 with a discussion.
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Thin-Plate Models

In this section, we first give a short description of thin-plate models. In particular,
we introduce thin-plate models with zero curvature and zero gradient boundary
conditions respectively. The former is useful to predict future trend while the latter
can deal with multi-dimensional data. As a result, we utilize the former to capture
temporal dependence among GEV parameters and the latter for modeling spatial
dependence.
In an undirected graphical model (i.e., a Markov random field), the probability
distribution is represented by an undirected graph G which consists of P nodes V
and edges E ⊂ V × V. Each node i is associated with a random variable zi . An
edge (i, j) is absent if the corresponding two variables zi and zj are conditionally
independent: P (zi , zj |zV|i,j ) = P (zi |zV|i,j )P (zj |zV|i,j ), where zV|i,j denotes all the
variables except zi and zj .
The thin-plate model [77, 137] is a GMRF that is commonly used as smoothness
prior as it penalizes the second-order difference. In other words, we model the
second-order differences as a Gaussian distribution:
∆2 zi ∼ N (0, αz−1 ).

(7.1)

For a one-dimensional problem where the variables zi ’s are evenly located on a chain,
the second-order difference at zi can be defined as ∆2 zi = zi−1 − 2zi + zi+1 . As a
result, the density function of a thin-plate model with a chain structure can be
written as [77]:
(

P −1
αz X
p(z) ∝ exp −
(zi−1 − 2zi + zi+1 )2
2 i=2
n α
o
z
= exp − z T Ktp z ,
2

)
(7.2)
(7.3)

where the smoothness parameter αz controls the curvature, and Ktp has the following
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form:
Ktp = AT A,


1 −2 1


 .. .. .. 
A=
. . . .


1 −2 1

(7.4)

(7.5)

Note that A is a P − 2 × P matrix. Apparently, the precision of a thin-plate model
K = αz Ktp . It is easy to tell from (7.2) that the thin-plate model is invariant to the
addition of a constant, and more importantly, a linear function along the Markov
chain. In other words, Ktp 1 = 0 and Ktp s1 = 0, where 1 is a column vector of all
ones, and s1 = [1, 2, ..., P ]T . As such, this prior can accommodate the linear trends
without penalty. We can also conclude that Ktp is rank deficient with two zero
eigenvalues. As a result, the improper density is often used in practice [77, 123],
that is,
p(z) ∝

0.5
|K|+



1 T
exp − z Kz ,
2

(7.6)

where |K|+ denotes the product of the positive eigenvalues of the precision matrix K.
We can also read from (7.4) that the conditional mean of one variable zi conditioned
on other variables zV|i is [77]:
1
4
E(zi |zV|i ) = (zi+1 + zi−1 ) − (zi+2 + zi−2 ),
6
6

(7.7)

which can be regarded as second-order polynomial interpolation based on four
nearby variables zi−2 , zi−1 , zi+1 , and zi+2 without an overall level. Therefore, the
thin-plate model allows the deviation from any overall mean level without having to
specify the overall mean level itself. Such property is often favored in practice. Furthermore, the zero curvature boundary condition of (7.2) (i.e., ∆2 z1 = ∆2 zP = 0)
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aids in predicting (or extrapolating) future values [77], i.e.,
E(zP +1 |z1 , · · · , zP ; αz ) = zP + (zP − zP −1 ).

(7.8)

Therefore, the conditional mean of zP +1 is simply the linear extrapolation based
on the last two observations zP −1 and zP . Such models will be exploited to model
temporal trend of GEV parameters.
A zero gradient boundary condition is also often applied in thin-plat models, i.e.,
z0 = z1 and zP +1 = zP . Consequently, we can simplify the second-order difference
at the boundary variable z1 and zP respectively as:
∆2 z1 = z0 − 2z1 + z2 = z2 − z1 ,

(7.9)

∆2 zP = zP −1 − 2zP + zP +1 = zP −1 − zP .

(7.10)

Hence, the resulting thin-plate model with constant boundary condition is [137]:


P
 αX

X
2
p(z) ∝ exp −
(|N (i)|zi −
zj ) ,
 2

i=1

(7.11)

j∈N (i)

where N (i) denotes the neighboring nodes of zi and |N (i)| is the number of neighbors
zi have. In (7.11), each node is modeled to be close to the average of its neighbors.
Note that the resulting Ktp has rank P − 1. This model can be easily extended
to the case of multiple dimensions, and coincides with the boundary conditions
proposed in [138] to address the problem of extending (7.2) to a two-dimensional
spatial domain. Moreover, it is shown in [139] that such models perform better
when modeling spatial dependence of spatial data than thin-membrane models that
penalize gradient (cf. Section 6.1). As a result, we will employ this type of thin-plate
models to capture spatial dependence among GEV parameters in the sequel.
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Spatio-Temporal Models for Extreme Events

In this section, we present the proposed spatio-temporal graphical model for extreme
events. Suppose that we have N block maxima xij at each of the P locations, where
i = 1, · · · , N and j = 1, · · · , P . The resulting number of dimensions of the spatiotemporal model is D = N P . We further assume the observations are missing at
random, in order to demonstrate that the proposed model is capable of dealing with
missing data. The set of observed spatio-temporal indices is denoted as VO .

7.2.1

Likelihood: Generalized Extreme Value Distributions

Motivated by the extreme value theory, we assume that each observed xij follows a
Generalized Extreme Value (GEV) distribution with cumulative distribution function (CDF) [41]:
( 

− ξ1 )
ij
xij − µij
F (xij |ξij , σij , µij ) = exp − 1 + ξij
,
σij

(7.12)

where µij ∈ R is the location parameter, σij > 0 is the scale parameter and ξij 6= 0
is the shape parameter. We further use ζij = log σij to parameterize the GEV
distribution such that ζij ∈ R and a Gaussian prior can be imposed on ζij . Taking
derivatives of (7.12) with regard to xij yields the probability density function (PDF):

− ξ1 −1

ij
1
xij − µij
f (xij |ξij , ζij , µij ) =
1 + ξij
exp (ζij )
exp (ζij )
( 

− ξ1 )
ij
xij − µij
· exp − 1 + ξij
.
exp (ζij )

(7.13)

Note that the support of both (7.12) and (7.13) is {xij : 1 + ξij (xij − µij )/ exp(ζij ) >
0}. For ξij = 0, the above functions are undefined, and thus are replaced by the
results obtained by taking the limit as ξij → 0. In this case, the resulting CDF and
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PDF are:



xij − µij
F (xij |0, ζij , µij ) = exp − exp −
,
(7.14)
exp (ζij )





1
xij − µij
xij − µij
f (xij |0, ζij , µij ) =
exp −
exp − exp −
, (7.15)
exp (ζij )
exp (ζij )
exp (ζij )
where xij is defined in R.
Note that the key parameter of GEV distributions is the shape parameter, which
determines the subfamily. Specifically, ξij = 0 yields Gumbel distributions with
light upper tails, ξij > 0 corresponds to Fréchet distributions with heavy upper
tails, while ξij < 0 corresponds to Weibull distributions with bounded upper tails.

7.2.2

Prior: Thin-plate Models

We now turn our attention to the prior distributions of the GEV parameters. Since
the three parameters share the same dependence structure, we present them in a
unified form. Let zij denote either ξij , ζij or µij . We assume that each parameter
zij at time instant i and site j can be decomposed as zij = zT i + zSj , where zT i
is the temporal component at time instant i and zSj is the spatial component at
site j. Note that we construct the model in a similar fashion to the generalized
additive models that have seen broad applications in the literature of extreme value
analysis due to their simplicity, flexibility and utility, cf. [55, 57, 51] and references
therein. However, different from the generalized additive models that are often
decomposed as the deterministic (spline) functions for the spatial and the temporal
component plus a noise term, we only put smoothness priors on the spatial and
temporal component without specifying their functional form. Thus, the resulting
model can be more flexible. In addition, we include the noise term implicity in
zS and zT . In the following, we describe the priors on zS = [zS1 , · · · , zSP ]T and
zT = [zT 1 , · · · , zT N ]T individually. Such priors are constructed according to the
highly structured dependence between the GEV parameters.
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Figure 7.1: Neighborhood structure of the graphical model for spatial components.
Without loss of generality, we assume that the measuring stations are deployed on a
regular lattice as shown in Fig. 7.1. As a result, we employ the thin-plate model with
zero gradient boundary condition (7.11) to capture the spatial dependence among
the sites (variables) in the spatial component zS :


P
 α X

X
z
p(zS |αz ) ∝ exp −
(|N (i)|zSi −
zSj )2
 2

i=1
j∈N (i)
o
n α
z T
z
K
z
∝ |αz KS |0.5
exp
−
S S .
+
2 S

(7.16)

Here, N (i) typically includes four neighbors (two vertical and two horizontal) of
node i.
Next, we consider the temporal dependence. We first deal with the periodicity
and the trend separately, and then integrate them together to construct the temporal graphical model. More specifically, we partition zT according to the period
as (zT 1 , zT 2 , · · · , zT τ ), (zT τ +1 , zT τ +2 , · · · , zT 2τ ), · · · , where τ is the period. Since we
focus on block maxima, τ is automatically determined by the block size. For example, if we analyze monthly maxima, τ = 12, whereas for seasonal maxima, τ = 4.
For variables in each group, e.g., (zT 1 , zT 2 , · · · , zT τ ), we couple them together via
a cycle graph as shown in Fig. 7.2(a) to accommodate the periodicity in the time
series. In this case, the thin-plate model with zero curvature and zero gradient
boundary condition takes on the same form; we use βz Kpr to denote the precision
matrix of the thin-plate model, where βz is the smoothness parameter. On the other
hand, we capture the trend by coupling zT i , zT i+τ , zT i+2τ , · · · together via a chain
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(c)

Figure 7.2: (a) cycle graph to describe periodicity; (b) chain graph to describe trend;
(c) neighborhood structure of the graphical model for temporal components.
graph (see Fig. 7.2(b)), for i = 1, · · · , τ . Here, we utilize the thin-plate model with
zero curvature boundary condition for the sake of future forecast, and represent
the corresponding precision matrix as γz Ktr . As a consequence, the neighborhood
structure of the temporal model can be specified as in Fig. 7.2(c), and the overall
precision matrix is given by:
KT = (γz Ktr ) ⊕ (βz Kpr )

(7.17)

= γz Ktr ⊗ Ipr + βz Itr ⊗ Kpr

(7.18)

= γz K̃tr + βz K̃pr ,

(7.19)

where ⊕ and ⊗ denote the Kronecker sum and Kronecker product respectively, I∗
is an identity matrix with the same dimension as K∗ , K̃pr = Ipr ⊗ Kpr characterizes
the dependence within each period (corresponding to the blue edges in Fig. 7.2(c)),
and K̃tr = Ktr ⊗ Itr characterizes the dependence between contiguous periods (corresponding to the green edges in Fig. 7.2(c)).
As mentioned in Section 7.1, thin-plate models do not specify the overall mean
level for zS and zT , and thus, there can be an infinite number of combinations
(zT i , zSj ) with zij = zT i + zSj unchanged. To remedy the problem, we explicitly add
P
a constraint in the prior of zT that i zT i = 0. Taken together, the prior density of

Nanyang Technological University

Singapore

136

7.3. LEARNING AND INFERENCE

zT can be written as:
p(zT |βz , γz ) ∝ |γz K̃tr +

βz K̃pr |0.5
+



 
1 T
T
exp − zT γz K̃tr + βz K̃pr + 11 zT , (7.20)
2

where 1 is a column vector of all ones. Recall that the eigenvalue of KT corresponding to eigenvector 1 is 0 (see Section 7.1). By adding 11T to KT , we only modify
the eigenvalue to 1 with other eigenvalues unchanged. Therefore, |γz K̃tr + βz K̃pr |+
equals |γz K̃tr + βz K̃pr + 11T |+ in Eq. (7.20).

7.2.3

Spatio-Temporal Graphical Models for Extreme Values

The joint PDF of the overall spatio-temporal model can be written as:
p(x, ξS , ξT , ζS , ζT , µS , µT |αξ , βξ , γξ , αζ , βζ , γζ , αµ , βµ , γµ )
Y
Y
=
f (xij |ξT i + ξSj , ζT i + ζSj , µT i + µSj )
p(zS |αz )p(zT |βz , γz ), (7.21)
{i,j}∈VO

z∈{ξ,ζ,µ}

where f (xij |ξT i + ξSj , ζT i + ζSj , µT i + µSj ) is the GEV density function (i.e., the likelihood of the GEV parameters, cf. (7.13) and (7.15)) introduced in Subsection 7.2.1.
Since the GEV densities are non-Gaussian, the resulting overall graphical model
is non-Gaussian as well. Therefore, we exploit variational inference methods to
estimate both the GEV parameters and the smoothness parameters given observed
extreme values x = [xij ]T , which is explained in the next section.

7.3

Learning and Inference

In this section, we first elaborate on how to learn both the GEV and smoothness
parameters given the extreme-value observations. We then employ the model to
predict future GEV distributions.
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Learning GEV and Smoothness Parameters

Here, we estimate all the parameters through an empirical Bayes approach [140].
Specifically, we infer the smoothness parameters by maximum likelihood estimation. Let y = [ξS ; ξT ; ζS ; ζT ; µS ; µT ] and θ = [αξ ; βξ ; γξ ; αζ ; βζ ; γζ ; αµ ; βµ ; γµ ]. The
likelihood is given by:
Z

Z
p(x, y|θ)dy =

p(x|θ) =
y

p(x|y)p(y|θ)dy,

(7.22)

y

where p(x|y) are the GEV densities, and p(y|θ) are the thin-plate model priors.
Since maximizing p(x|θ) (7.22) directly is intractable, we instead find q(y) and θ
to maximize the lower bound of log p(x|θ):
Z
q(y) log

L=
y

p(x|y)p(y|θ)
dy ≤ log p(x|θ).
q(y)

(7.23)

Ideally, we choose q(y) = p(y|x, θ) such that the lower bound L is maximized.
However, in our case, we cannot obtain the closed-form expression of the posterior
distribution p(y|x, θ) due to the complicated functional form of the GEV densities.
Alternatively, we resort to the variational inference algorithm [141], in which we
find the variational distribution q(y) with a fixed but tractable functional form that
maximizes L. More precisely, we set q(y) to be a multivariate Gaussian distribution
with a diagonal covariance matrix. Specifying q(y) to such a simple function can
dramatically speed up the learning process. At the same time, each factor q(yi ) can
reliably approximate the corresponding marginal posterior distribution p(yi |x, θ)
given by Gibbs sampling, especially the mean, as shown in our numerical experiments.
We estimate both the smoothness parameters and the parameters of q(y) via stochastic optimization [142], which is discussed below at length. Since the variational
distribution q(y) is given by N (y; m, CC T ), where m is the mean vector, and C is
a diagonal matrix with the standard deviation vector ν on the diagonal, y can be
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equivalently parameterized as [135]:
y = Cye + m,

(7.24)

where ye is a random vector drawn from a multivariate Gaussian distribution with
zero mean and unit variance φ(ye ) = N (ye ; 0, I). By changing variables according
to ye = C −1 (y − m), L can be expressed as [135]:
Z
L=

φ(ye ) log
ye

p(x|Cye + m)p(Cye + m|θ)|C|
dye
φ(ye )

=Eφ(ye ) [log p(x|Cye + m)] + Eφ(ye ) [log p(Cye + m|θ)] + log |C| + c,

(7.25)

where c is a constant that summarizes all irrelevant terms. Since p(Cye + m|θ)
corresponds to a Gaussian graphical model, we can obtain the closed-form expression
of the second term in (7.25):
Eφ(ye ) [log p(Cye + m|θ)] =

X

Eφ(zSe ) [log p(zS |αz )] + Eφ(zT e ) [log p(zT |βz , γz )] ,

z∈{ξ,ζ,µ}

and
1
αz
αz
Eφ(zSe ) [log p(zS |αz )] = log |αz KS |+ − mTzS KS mzS − νzTS diag(KS )νzS ,
2
2
2
(7.26)
1
1
Eφ(zT e ) [log p(zT |βz , γz )] = log |βz K̃pr + γz K̃tr |+ − mTzT (KT + 11T )mzT
2
2
1 T
− νzT diag(KT + 11T )νzT ,
(7.27)
2
where diag(K) is a diagonal matrix whose diagonal equals that of K.
Our objective is to find the smoothness parameters θ and the variational parameters
m and ν to maximize the lower bound L (7.25). To this end, we consider the
gradients with respect to those parameters. For the spatial smoothness parameter
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αz , the gradient is given by:
∂L
P −1 1 T
1
=
− mzS KS mzS − νzTS diag(KS )νzS .
∂αz
2αz
2
2

(7.28)

For the smoothness parameters βz and γz that characterize the temporal dependence, the gradient appears to be complicated because of the log-determinant term.
However, recall that βz K̃pr + γz K̃tr = KT = (γz Ktr ) ⊕ (βz Kpr ) (7.17). Due to the
properties of Kronecker sum [127, Ch. 13], the eigenvalue matrix ΛT of KT boils
down to:
ΛT = (γz Λtr ) ⊕ (βz Λpr ) = βz Λ̃pr + γz Λ̃tr ,

(7.29)

where Λtr and Λpr are the eigenvalue matrices corresponding respectively to Ktr and
Kpr , Λ̃pr = Itr ⊗ Λpr , and Λ̃tr = Λtr ⊗ Ipr . Consequently, the log-determinant term
in (7.27) can be simplified as:
log |βz K̃pr + γz K̃tr |+ = log |βz Λ̃pr + γz Λ̃tr |+ =

X

log(βz λ̃pri + γz λ̃tri ),

{i:λ̃pri +λ̃tri >0}

and therefore the gradient of L with regard to βz and γz equals:
∂L 1
=
∂βz 2
∂L 1
=
∂γz 2

X
{i:λ̃pri +λ̃tri >0}

X
{i:λ̃pri +λ̃tri >0}

λ̃pri
1
1
− mTzT K̃pr mzT − νzTT diag(K̃pr )νzT , (7.30)
2
βz λ̃pri + γz λ̃tri 2
λ̃tri
1
1
− mTzT K̃tr mzT − νzTT diag(K̃tr )νzT . (7.31)
2
βz λ̃pri + γz λ̃tri 2

On the other hand, the gradient w.r.t the variational mean and standard deviation
corresponding to the spatial components zS of the GEV parameters can be computed
as:

∇mzS L =Eφ(ye ) ∇zS

h X

log f xij |ξT i + ξSj , ζT i + ζSj , µT i + µSj


i

{i,j}∈VO

− αz KS mzS ,
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h X
i
∇νzS L =Eφ(ye ) ∇zS
log f xij |ξT i + ξSj , ζT i + ζSj , µT i + µSj
zSe
{i,j}∈VO

− αz diag(KS )νzS + 1
where
Q

and

z∈{ξ,ζ,µ}

νzS ,

(7.33)

denote componentwise product and division respectively, and φ(ye ) =

φ(zSe )φ(zT e ). The detailed derivation is presented in Appendix B.1. Sim-

ilarly, for the temporal components,


h X
i
∇mzT L =Eφ(ye ) ∇zT
log f xij |ξT i + ξSj , ζT i + ζSj , µT i + µSj
− KT mzT
{i,j}∈VO

−

X



mzT 1,

h X
i
∇νzT L =Eφ(ye ) ∇zT
log f xij |ξT i + ξSj , ζT i + ζSj , µT i + µSj

(7.34)

zT e

{i,j}∈VO

− diag(KT + 11T ) · νzT + 1

νzT .

(7.35)

The gradient of the logarithm of the GEV densities log f (xij |ξT i +ξSj , ζT i +ζSj , µT i +
µSj ) in the above expressions is listed in Appendix B.2.
Since the expectations in (7.32)-(7.35) are intractable, we approximate them stochastically using Monte Carlo integration. The resulting unbiased stochastic approximation of the gradients are called stochastic gradient. Replacing the exact gradients
in (7.32)-(7.35) leads to a stochastic optimization algorithm for inferring the optimal
variational parameters [142]. Concretely, in each iteration κ, we use one realization
of the exact gradients, namely, we draw one sample ŷe from φ(ye ) and evaluate the
gradients at ŷ (κ) = ν (κ)

ŷe + m(κ) , where a(κ) denotes the value of parameter a in

iteration κ. Therefore,
˜ m L|m=m(κ) =∇y log p(x|y)
∇

y=ŷ (κ)

˜ ν L|ν=ν (κ) =∇y log p(x|y)
∇

y=ŷ (κ)



+ ∇m Eφ(ye ) log p(y|θ) m=m(κ) ,
(7.36)


ŷe + ∇ν Eφ(ye ) log p(y|θ) ν=ν (κ) + 1 ν (κ) ,
(7.37)

˜ m L and ∇
˜ ν L represent the stochastic gradients. Only the first terms on
where ∇
Nanyang Technological University

Singapore

7.3. LEARNING AND INFERENCE

141

the right hand side of the above two equations are approximated stochastically,
whereas the second terms can be computed in closed form. We then update all the
parameters following a gradient ascent approach:
˜ m L|m=m(κ) ,
m(κ+1) = m(κ) + ρ(κ) ∇

(7.38)

˜ ν L|ν=ν (κ) ,
ν (κ+1) = ν (κ) + ρ(κ) ∇

(7.39)

θ (κ+1) = θ (κ) + ρ(κ) ∇θ L|θ=θ(κ) ,

(7.40)

where ρ(κ) is the learning rate (or step size) in iteration κ.
When the learning rate schedule follows the Robbins-Monro conditions [142]:
∞
X

(κ)

ρ

= ∞,

κ=1

∞
X

ρ(κ)

2

< ∞,

(7.41)

κ=1

the stochastic optimization algorithm converges to a local maximum of L. Due
to the noisy gradient used in each iteration, the SVI algorithm can easily escape
from shallow local maxima of the complex objective function, and converges to
at least a significant local maximum. The proposed algorithm can be viewed as
a stochastic variational extension of the expectation conjugate gradient algorithm
proposed in [143].
The computational complexity of the SVI algorithm is now linear in |VO |, where |VO |
denotes the number of nodes in VO , and it equals O(D) when there is no missing
data. As pointed out in [136], the stochastic gradient can be obtained using a minibatch of M ≤ |VO | factors of the joint distribution p(x, y|θ) (7.21). The resulting
computational cost can be further reduced to be sublinear. As an example, let us
focus on the stochastic gradient of mzSj (j = 1, · · · , P ):

N
X
∂ log f xij |ξT i + ξSj , ζT i + ζSj , µT i + µSj
∂L
=
− αz [KS ]j,: mzS ,
∂mzSj
∂z
Sj
i=1

(7.42)

where [KS ]j,: is the jth row of matrix KS . The first term on the right hand side of
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the above equation can be equivalently expressed as:

N Ep(i)

∂ log f xij |ξT i + ξSj , ζT i + ζSj , µT i + µSj
∂zSj


,

(7.43)

where p(i) is a discrete uniform distribution on the set {1, · · · , N }. Thus, we randomly draw a mini-batch of i from the set, compute the corresponding partial derivatives, and approximate the expectation in (7.43) by the mean value of the partial
derivatives. The stochastic gradients w.r.t other parameters can be computed in a
similar fashion. In the most extreme case, to compute all the required stochastic
gradients, we only need to draw M = max(N, P ) samples xij uniformly from VO
such that all the indices i (i = 1, · · · , N ) and j (j = 1, · · · , P ) appear at least
once. Then the computational complexity is only O(max(N, P )). Our numerical
experiments demonstrate that using a mini-batch of VO can greatly accelerate the
algorithm, reducing the computational time from hours to minutes.

7.3.1.1

Selecting the Step Size

One challenge with stochastic optimization methods is setting the learning rate. As
the parameters in our problem have completely different scales, if we use a unified
step size to update all the parameters, the step size has to be small enough to tackle
the smallest scale. The resulting algorithm would converge slowly. To address this
concern, we exploit the ADADELTA method [144], which adaptively sets individual dynamic step size for each component of the parameter vector. Specifically,
ADADELTA defines the step size as:
ρ

(κ)

= ρ0

q

Ẽ[(∇L)2 ](κ) + ,

(7.44)

where  is a small constant that servers the purpose to better condition the denominator, and Ẽ[(∇L)2 ] is an exponentially decaying moving average of the squared
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gradients which can be updated as:
Ẽ[(∇L)2 ](κ) = η Ẽ[(∇L)2 ](κ−1) + (1 − η)(∇L(κ) )2 ,

(7.45)

where (∇L(κ) )2 denotes componentwise square of ∇L(κ) . Since the denominator
employs the squared gradient information, large gradients have smaller learning
rates and vice versa. The ADADELTA method has the nice property as in secondorder methods (e.g., Newton’s method) that the progress along each dimension
evens out over time. On the other hand, as shown in [145, 146], the moving average
of squared gradient Ẽ[(∇L)2 ] is a good approximation to E[(∇L)2 ], which can be
further decomposed as:
E[(∇L)2 ] = E[∇L]2 + V [∇L],

(7.46)

where V [∇L] is the variance of the gradient. As a result, the step size decreases
with the growing of the variance of the gradient, thus mitigating the risk of taking
a large step in a wrong direction.
In our experiments, we follow [144] to set η = 0.95 and  = 10−6 . Additionally, we
initialize ρ0 = 10−3 and scale it every 1000 iterations by a factor of 0.99 in a similar
manner as in [135], so as to guarantee the convergence of the algorithm.

7.3.1.2

Reducing the Variance of the Gradient

In order to increase the step size and improve the convergence rate, one has to
design methods that can reduce the variance of the stochastic gradient. It has
been demonstrated in [147]-[149], both empirically and theoretically, that utilizing
a fixed-window moving average of stochastic gradients can effectively reduce the
variance and highly speed up the stochastic gradient algorithm both empirically and
theoretically. Here, we further extend the idea and employ an exponentially decaying
moving average in which the decaying rate depends on the variance of the gradient.
As in [149], we only compute the moving average of the Monte Carlo approximation
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part of the stochastic gradient (e.g., the first terms in Eq. (7.32)-(7.35)), since other
terms are deterministic values that have no influence on the variance. Specifically,
let E[g] denote the exact value of the first terms in Eq. (7.32)-(7.35), g the Monte
Carlo approximation of E[g], and Ẽ[g] the exponentially decaying moving average.
Ẽ[g] can be updated as:
(κ)

Ẽ[g]

(κ)

where τg


=


1
1 − (κ) Ẽ[g](κ−1) + (κ) g (κ) ,
τg
τg
1

(7.47)

can be viewed as the window size of the moving average in iteration κ.

We want the window size to increase when the variance is large, and to decay if
the variance becomes small. Note that a good measure of the variance given the
stochastic gradients in each iteration is:
P
P
Ẽ[∇L]2
E[∇L]2
P
ω=P
,
≈P
E[∇L]2 + V [∇L]
Ẽ[(∇L)2 ]

(7.48)

where Ẽ[∇L] and Ẽ[(∇L)2 ] are the exponentially decaying moving average of the
gradient and the squared gradient respectively with the decaying rate η as defined
in (7.45). It is evident that ω grows with the inverse of the variance. Given the
(κ+1)

current measure of the variance ω (κ) , we update the window size τg

for the next

iteration as:
τg(κ+1) = (1 − ω (κ) )τg(κ) + 1.

(7.49)

As such, τg ≥ 1 as the algorithm proceeds, and it changes with the variance of the
gradient as desired. Interestingly, it can be observed that the length of the moving
window will decrease if we take a big step (i.e., ∇L is large and E[∇L] increases)
in the current iteration. In this case, the gradients in the previous iterations are
unreliable, and we can see that they will contribute less to Ẽ[g] in the next iteration
according to the proposed method. Therefore, such mechanism makes Ẽ[g] approximate E[g] more accurately. Note that similar methods are applied in [145, 146] for
step size selection. We find that this method works as well for variance reduction.
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Moreover, it is straightforward to combine the method with ADADELTA to achieve
better performance. The method can be further extended to yield different τg for
different sets of parameters, cf. [145]. Here we only compute a unified τg for sim(1)

plicity. In our experiments, we initialize τg

= 1. We then replace g (κ) by Ẽ[g](κ)

when computing the stochastic gradient in each iteration.

7.3.1.3

Bounding the GEV Parameters

Note that when the shape parameter ξij = 0, the expression of the PDF (7.15) does
not involve ξij . In order to obtain the partial derivatives with respect to ξij , we
approximate it by a small value, e.g., ξij = 10−6 , and use the PDF in (7.13) instead.
Additionally, given an observation xij , the GEV parameters must satisfy the constraint 1 + ξij (xij − µij )/ exp(ζij ) > 0, so as to guarantee that the log-likelihood and
the corresponding gradient are well defined. However, the variational distribution
q(y) is defined in R. To address this issue, we borrow the idea of Lagrangian multipliers, and extend the domain of the likelihood of the GEV parameters to R as
follows:




xij −µij
f (xij |ξij , ζij , µij )
if 1 + ξij exp(ζ
> 0,
ij )
f˜(xij |ξij , ζij , µij ) =
n
h

i
o

exp c1 1 + ξij xij −µij − c2
otherwise,
exp(ζij )

(7.50)

where c1 and c2 are sufficiently large positive constants. According to the above
definition, when a sample ŷ from the variational distribution q(y) fails to satisfy the
constraint, the corresponding stochastic gradient will move the mean vector of q(y)
in the direction where the constraints can be satisfied, since in this case the gradient
of f˜(xij ) always points to the direction in which the value of 1+ξij (xij −µij )/ exp(ζij )
increases. Moreover, when the constraint is not satisfied, f˜(xij ) is close to zero due to
the large positive constant c2 . Therefore, the shape of the original and the extended
likelihood are almost the same.
After replacing f (xij ) with f˜(xij ) in (7.21), the value y ∗ that maximizes log p̃(x, y|θ)
is the same as before, as indicated by the following proposition:
Nanyang Technological University

Singapore

146

7.3. LEARNING AND INFERENCE
Table 7.1: Stochastic variational inference of the spatio-temporal model.

Initialize E[∇θ L2 ](0) = 0, E[∆θ 2 ](0) = 0. Iterate the following steps until m
and ν converge.
1. Draw one sample ŷ (κ) from the multivariate Gaussian distribution
N (y; m(κ) , C (κ) (C (κ) )T ):
ŷe ∼φ(ye ),

ŷ (κ) = ν (κ)

ŷe + m(κ) .

2. Compute the gradient w.r.t the smoothness parameters ∇θ L|θ=θ(κ) (cf.
Eq. (7.28), (7.30) and (7.31)) and the stochastic gradients w.r.t the variational parameters(cf. Eq. (7.32)-(7.35)):


˜ m L|m=m(κ) =∇y log p(x|y)
∇
+ ∇m Eφ(ye ) log p(y|θ) m=m(κ) ,
y=ŷ (κ)


˜ ν L|ν=ν (κ) =∇y log p(x|y)
∇
ŷ
+
∇
E
log
p(y|θ)
e
ν
φ(y
)
(κ)
e
y=ŷ
ν=ν (κ)
+1

ν (κ) .

3. Compute the moving average the first terms of the above two equations
to reduce the variance of the stochastic gradients, as described in Section 7.3.1.2.
4. Set the componentwise step size ρ(κ) as described in Section 7.3.1.1.
5. Update m, ν, θ following Eq. (7.38)-(7.40)

Proposition 7.1. Let y ∗ correspond to a local maximum of log p̃(x, y|θ). If the
positive constant c1 is sufficiently large, then y ∗ satisfies the constraint that 1 +
ξij (xij − µij )/ exp(ζij ) > 0, ∀{i, j} ∈ VO , and log p(x, y|θ) also attains a local
maximum at y ∗ .
Proof. See Appendix B.3.
As a result, we can safely replace log p(x, y|θ) with log p̃(x, y|θ) during the learning
process. We summarize the overall algorithm in Table 7.1.
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Prediction of Future GEV Parameters

A primary goal of the spatio-temporal model is to predict future GEV distributions.
Since the spatial component of each GEV parameter is time invariant, we only need
to extrapolate the temporal component to time points N + 1, N + 2, · · · . Recall that
the thin-plate model with the zero curvature boundary condition serves as a natural
tool to predict the future by means of the current trend (cf. Section 7.1). We thus
incorporate the future temporal components of GEV parameters at the right end of
the neighborhood structure of the temporal model (see Fig. 7.2(c)). As a result, the
future parameters zT f and the observed parameters zT o together form a Gaussian
graphical model with precision matrix K̃T . According to Schur complement, we can
obtain the MAP estimates:
zT f = −[K̃T ]−1
f f [K̃T ]f o zT o .

(7.51)

Due to the special structure of the temporal thin-plate model, the expression (7.51)
boils down to:
zT N +(i−1)τ +1:N +iτ = γz (βz Kpr + γz Ipr )−1

· 2zT N +(i−2)τ +1:N +(i−1)τ − zT N +(i−3)τ +1:N +(i−2)τ ,

(7.52)

for i = 1, 2, · · · . Since (βz Kpr +γz Ipr ) is a sparse matrix, the computational complexity of solving the linear system is linear in τ , when applying algorithms such as the
belief propagation [87] and the embedded subgraphs [91]. Therefore, the proposed
model provides an efficient tool for forecasting future GEV distributions. The final
estimation of GEV parameters at time point N +i and site j is zN +i,j = zT N +i +zSj .

7.4

Numerical Results

In this section, we apply our model to synthetic and real data. We first show the sublinear computational complexity of the proposed SVI algorithm. We then compare
Nanyang Technological University

Singapore

148

7.4. NUMERICAL RESULTS

the SVI algorithm with Gibbs sampling when learning the spatio-temporal model.
In addition, we also benchmark the proposed spatio-temporal model (STM) against
a spatial model (SM; without considering the temporal variation) [47], a temporal
model (TM; without considering the spatial variation) [55], and a model with the
same shape and scale parameter for all locations and time points (SSSM) [57]. The
proposed SVI algorithm is employed to learn the parameters of all four models. We
compare the four models using the deviance information criterion (DIC) [65]:
DIC = D̄ + p,

(7.53)

where
D̄ = Eq(y) [−2 log p(x|y)]
p = Eq(y) [−2 log p(x|y)] + 2 log p(x|Eq(y) [y]).

(7.54)
(7.55)

The first term D̄ is defined as the posterior expectation of the deviance. It can
be regarded as a Bayesian measure of model fit, which attains smaller values for
better models. The second term p measures the model complexity by the effective
number of parameters. The DIC is a hierarchical model generalization of the AIC
and the BIC, and it is particularly useful in Bayesian model selection problems [60,
61, 64]. In addition, for synthetic data, we compute mean squared error (MSE)
between the estimated GEV parameter and the ground truth for both observed
time series and future GEV distributions in the next year. For real data, we assess
the predictive performance by evaluating the averaged absolute fractional prediction
errors (AAFPE) [63]. More concretely, let x̂N +i,j be the median of the M samples
(1:M )

x̂N +i,j drawing from the estimated future GEV distribution at time instant N + i
and location j. Then, the AAFPE is given by [63]:
Nf P
1 X X x̂N +i,j − xN +i,j
AAFPE =
,
Nf P i=1 j=1
xN +i,j
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Figure 7.3: Estimates of the spatial component of a scale parameter w.r.t. number
of iterations using a proportion of all the observations.
where xN +i,j is the observed block maximum at time point N + i and location j,
and k · k denotes the absolute value.

7.4.1

Synthetic Data

We generate synthetic data by first specifying the GEV parameters in the spatiotemporal domain and then drawing one single sample at each location and time
instant. The GEV parameters are defined as quadratic Legendre polynomials of
the latitude and longitude of the measuring stations. We then specify the temporal
variation by means of trigonometric functions with period τ = 12. Finally, we add
an overall polynomial trend to the GEV parameters across time. Concretely, we
consider 256 sites arranged on a 16 × 16 regular lattice with 360 monthly maximum
observations for each site. We use the data of the first 348 months to learn the model,
and retain the rest 12-month data to test the prediction algorithm. Therefore,
D = 89, 088 in this case.
We first explore how the performance of the SVI algorithm changes when using a
smaller mini-batch of samples from VO to compute the stochastic gradient. ConNanyang Technological University
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Table 7.2: Performance of the SVI algorithm when the size of the mini-batch
changes.
Size of

MSE

Computational

No. of

time (s)

iterations

1.24×10−1

4.93×102

80000

2.00×10

−1

1.25×10

7.09×102

75000

6.22×10−4

1.95×10−3

1.25×10−1

1.23×103

55000

10%

6.01×10−4

1.93×10−3

1.25×10−1

2.45×103

55000

30%

−4

5.97×10

−3

1.92×10

−1

1.25×10

3

6.11×10

55000

50%

6.07×10−4

1.92×10−3

1.25×10−1

1.09×104

60000

70%

6.03×10−4

1.91×10−3

1.25×10−1

1.51×104

65000

90%

−4

−3

−1

4

65000

mini-batch

ξ

ζ

1%

6.08×10−4

1.98×10−3

2%

−4

6.71×10

−3

5%

6.21×10

µ

1.92×10

1.25×10

1.94×10

cretely, we use 1%, 2%, 5%, 10%, 30%, 50%, 70%, and 90% of all the samples
sequentially. We show how the spatial component of a randomly selected scale parameter ζSj varies as the algorithm proceeds in Fig 7.3. Other related information,
such as the accuracy of estimation, the computational time, and the total number of
iterations, is listed in Table 7.2. It can be seen that the SVI algorithm converges to
the same optimal point regardless of the size of the mini-batch. More importantly,
although gradients resulting from a very small minibatch (i.e., 1% and 2%) are very
noisy and therefore it takes more iterations before the algorithm can converge, the
small computational complexity in each iteration successfully shortens the overall
computational time, from hours to minutes. Therefore, unless otherwise stated, we
only use 1% of observations to compute the stochastic gradient in the following
simulations.
Next, we compare the proposed SVI algorithm with Gibbs sampling to investigate
how well the variational distribution can approximate the simulated true posterior
distribution. The Gibbs sampling procedure is outlined in Appendix B.4. Similar
methods are employed in [56]. Here, we draw 500, 000 samples. We discard the first
5000 samples as burn-in iterations, and further thin the rest samples by a factor
20. We depict in Fig. 7.4 the estimated distributions of randomly selected spatial
and temporal components of GEV parameters resulting from the two methods. As
shown in the figure, although the variances of the variational distributions are less
consistent with those of the simulated posterior distributions, the mean values are
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Figure 7.4: Comparison the results from the MCMC method and the SVI method:
the distribution of the spatial component of a shape (a), a scale (b), and a location
parameter (c) and the distribution of the temporal component of a shape (d), a
scale (e), and a location parameter (f).
almost identical. Indeed, the MSE between the mean value of the Gibbs samples and
the ground truth for the three GEV parameters (ξ, ζ, µ) is 2.87 × 10−4 , 1.45 × 10−3
and 1.10 × 10−1 respectively, while the corresponding MSE for the SVI algorithm
is 6.08×10−4 , 1.98×10−3 , and 1.24×10−1 respectively (see Table 7.2), indicating
that the SVI algorithm performs comparably with the Gibbs sampling algorithm in
terms of MSE. However, it takes 4.09×105 seconds to generate all the Gibbs samples,
whereas the SVI algorithm only runs for 4.93×102 seconds. The computational time
of the proposed SVI algorithm is three orders of magnitude shorter than that of the
Gibbs sampling. Indeed, the MSE between the mean value of the Gibbs samples and
the ground truth for the three GEV parameters (ξ, ζ, µ) are 2.87 × 10−4 , 1.45 × 10−3
and 1.10 × 10−1 respectively. In comparison with Table 7.2, we can find that the
SVI algorithm performs comparably with the Gibbs sampling algorithm in terms of
MSE. However, it takes 4.09×105 seconds to generate all the Gibbs samples, whereas
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Figure 7.5: Estimates of GEV parameters across time: (a) estimates of scale parameter σ across time; (b) estiamtes of location parameter µ across time.
the SVI algorithm only takes 4.93 × 102 seconds (see Table 7.2). The computational
time of the proposed SVI algorithm is several orders of magnitude shorter than that
of the Gibbs sampling.
Now we compare the proposed model with three other models, including a SM,
a TM, and a SSSM. The results are summarized in Fig. 7.5 to Fig. 7.7 and in
Table 7.3. Specifically, Fig. 7.5 shows the estimated scale and location parameters
across time resulting from the four models, while Fig. 7.6 and Fig. 7.7 shows the
estimated scale and location parameters respectively across space. The results of
the shape parameters are qualitatively similar to that of the scale parameters, so
we omit them. Table 7.3 lists the DIC scores, and the MSE for the estimated GEV
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Figure 7.7: Estimates of location parameter µ across all sites at one time point.
parameters with respect to the observed monthly maxima as well as for the predicted
GEV parameters in the next year.
As shown in Table 7.3, the proposed STM outshines the competing models in terms
of the MSE and the DIC score, and also provides a reliable tool to forecast the GEV
distributions in the future. Moreover, we can observe from Fig. 7.6(e), Fig. 7.7(e),
and Fig. 7.5 that the STM yields estimates that closely follow the true temporal
and spatial pattern. By contrast, the SM mistakenly ignores the temporal variation
(see Fig. 7.5), and yields biased estimates of the scale and location parameters
across space at the randomly selected time instant (see Fig. 7.6(b) and Fig. 7.7(b)).
Similarly, the TM fails to explain the spatial variation of the GEV parameters
(see Fig. 7.6(c) and Fig. 7.7(c)), while wrongly estimating the location and scale
parameters in time domain (see Fig. 7.5). In addition, since the location parameters
are assumed to be the same across time and space respectively in the SM and the TM,
the observations are more different from the corresponding location parameters in
these two models than in other models. In order to capture such large deviance from
the location parameters, the scale parameters are overestimated, as demonstrated
in Fig. 7.6 and Fig. 7.5(a). The SSSM, on the other hand, performs better than
the above mentioned two models when describing the spatio-temporal dependence
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Table 7.3: Quantitative comparison of different models for spatio-temporal extremevalue data
MSE (observed)

Models
ξ

ζ

MSE (predicted)
µ

ξ

ζ

DIC
µ

SM

1.68×10−2

2.30×10−1

6.44×101

3.05×10−2

2.98×10−1

6.24×101

6.93×105

TM

−2

−1

1

−2

−1

1

5.22×10

7.11×105

2.76×10

2.70×10

SSSM

3.18×10−2

6.63×10−2

STM

6.08×10−4

1.98×10−3

5.23×10

2.29×10

3.31×10

1.01

5.43×10−2

8.67×10−2

1.38

6.29×105

1.24×10−1

2.51×10−3

3.22×10−3

6.93×10−1

6.15×105
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Figure 7.8: MSE for varying proportion of missing data (averaged over 100 trials).
The MSE increases with growing proportion of missing data, as expected.
among the location parameters. Unfortunately, the assumption that the shape and
scale parameters are constant seriously limits the modeling power, and therefore,
the resulting DIC score is larger than that of the STM. In addition, the assumption
influences the estimation of the location parameters as well. As a consequence, the
corresponding estimates are less accurate than that of the STM, which can be seen
from Fig. 7.7(d), Fig. 7.5, and Table 7.3. In summary, we can conclude that it is
essential to consider the spatio-temporal variation for all the three GEV parameters
when modeling the synthetic data at hand.
Finally, we investigate whether the proposed SVI algorithm can yield accurate estimates of GEV parameters when observations are missing at random. Here, we
use the first data set whose GEV parameters vary across both space and time. In
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this case, |VO | < D. Fig. 7.8 shows the MSE for each GEV parameter and for the
observed variables ({i, j} ∈ VO ) and the unobserved ones ({i, j} 6∈ VO ) respectively
as a function of the percentage of missing variables across 100 trials. We can see
that the MSE increases with the number of unmonitored sites and time points, in
agreement with our expectation. However, the MSE is still small even when only
10% variables are observed. In conclusion, the proposed model is applicable to cases
with missing data.

7.4.2

Real Data

7.4.2.1

Nigeria Precipitation Data

We now consider the extreme precipitation in south Nigeria. The daily rainfall data
available at measuring stations from 1979-2005 is merged into the full gridded data
set with resolution 0.1◦ in [150]. We choose 256 sites arranged on a 16 × 16 lattice,
and extract the monthly maxima for each site. We fit the four models (i.e., the SM,
the TM, the SSSM, and the STM) to the first 26-year data, and retain the monthly
maxima in 2004 to check the predictive performance.
We first conduct an exploratory study on the data. Fig. 7.9 illustrates the nonstationarity of the data across space and time. We can see that the distribution of
monthly maximum rainfall amount varies significantly more across time than across
space. Additionally, Fig. 7.10 shows that there exists strong spatial association in
monthly maximum rainfall amount for pairs of nearby sites, but less strong dependence for pairs of sites situated at opposite points of the lattice. This indicates that
the GEV distributions, or equivalently the GEV parameters, are similar at nearby
sites.
We next estimate parameters of the four models using the SVI algorithm developed
in Section 7.3. The DIC scores of the four models are respectively 7.6654 × 105 ,
5.6087 × 105 , 6.2440 × 105 , and 5.5151 × 105 . It is obvious that the proposed STM
fits the data the best. We further depict in Fig. 7.11 the estimated shape parameters
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Figure 7.9: Non-stationarity in extreme rainfall data: (a) Distribution of monthly
maximum rainfall of all months in 26 years at 12 randomly selected sites; (b) Distribution of monthly maximum rainfall from January to December of all 26 years at
a random site. The distribution of extreme rainfall clearly depends on the location
and the month.
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Figure 7.10: Scatter plots of monthly maximum rainfall amount at pairs of sites:
(a) two contiguous sites; (b) two distant sites.
given by the STM for different months at the same site as in Fig. 7.9(a). It can
be seen that shape parameters tend to be larger than zero (i.e., the extreme values
follow Fréchet distributions) only in January, February, July, August, and December,
which correspond to those months with heavy-tailed distributions in Fig. 7.9(a). The
remaining months are more likely to have distributions with bounded upper tails.
As different months exhibit different tail behaviors, it is improper to assume that
the shape parameter is constant across time. This results in the relatively large
DIC score of the SSSM in comparison with the STM. Moreover, since there is less
heterogeneity across space than across time as demonstrated in Fig. 7.9, the TM that
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Figure 7.11: Estimated shape parameters in different months.
ignores the spatial variation performs the second best. The spatial model, however,
cannot capture well the temporal non-stationarity, leading to the worst fitting. On
the other hand, the AAFPEs for the four models are 1.3522, 0.8271, 0.7996, and
0.7651. The proposed model attains the smallest prediction error, suggesting that
it can forecast extreme-value distributions in the future more reliably.

7.4.2.2

Japan Precipitation Data

We next analyze a real data set of the monthly maximum rainfall amount in Japan.
The daily rainfall data from 1900-2011 is compiled and interpolated onto a grid with
resolution 0.05◦ [151]. We select one 32 × 32 regular grid in central Japan, where
heavy rainfall is often the cause of floods. Once again, we extract the monthly
maxima from 1900 to 2009 to learn the model and hold out the data in 2010 to 2011
for validation purpose. Note that the number of dimensions in this case is D = 1024
sites ×110 years ×12 months = 1, 351, 680. The computational time of the proposed
SVI algorithm for such large-scale data is only 2.22 × 104 seconds. Similar to the
results of the Nigeria data, the DIC scores of the four models are 1.22 × 107 (SM),
1.18 × 107 (TM), 1.07 × 107 (SSSM), and 1.01 × 107 (STM) respectively, while the
AAFPEs are 2.07, 2.02, 1.72, 1.68. Hence, the proposed STM achieves the best
performance.
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7.5. SUMMARY

Summary

In this chapter, a novel statistical model is proposed to describe the spatio-temporal
extreme-value data. This model allows all the three GEV parameters (shape, location, and scale) to change in the spatio-temporal domain, thus characterizing the
spatial and temporal dependence in a flexible manner. More explicitly, we assume
each GEV parameter can be decomposed as the sum of a spatial and a temporal component, as in a generalized additive model. Graphical models, particularly,
thin-plate models, are then imposed on the spatial and the temporal components
to capture the spatial and temporal dependence. A stochastic variational inference
algorithm is developed to learn the model parameters. Due to the stochastic nature
of the algorithm, the computational complexity is sublinear in the number of variables. Thus, as demonstrated in the numerical experiments, the model can handle
thousands or even millions of variables in the spatio-temporal domain. Results of
both synthetic and real data show that the proposed model can recover the underlying spatio-temporal pattern in an automatic manner, given one single observation
at each site and time point. Furthermore, it can reliably predict distributions of
extreme events in the future.
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Part III
Graphical Models for Joint
Analysis of Extreme-Value Data

Chapter 8
Modeling Spatial Extremes by
Copula Gaussian Graphical
Models
Let us turn our attention to joint modeling of extreme events, in particular, spatial
extreme events. Besides spatial dependence between GEV parameters (as discussed
in the previous two chapters), there also exists spatial dependence between extreme
values; extreme values at nearby locations are similar to each other.
In this chapter, we employ the method proposed in Chapter 6 to couple the GEV
parameters across space by regarding the location of the measuring sites as the
only covariate. Furthermore, we couple the extreme values across space using a
copula Gaussian graphical model (CGGM). We refer to the proposed model here
as the copula MRF-GEV model. In addition, we derive interpolation algorithms
from the copula MRF-GEV model. The resulting interpolation schemes strongly
resemble inverse distance weighted (IDW) interpolation [152], and are quite simple
and efficient, due to the sparse thin-membrane structure.
More explicitly, we first generalize thin-membrane models to irregular grids in Section 8.1. This allows us to handle the situation where measurements are collected at
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random locations. In Section 8.2, we discuss the GEV marginals, and describe algorithms to infer the spatial dependent GEV parameters. In Section 8.3, we describe
how we incorporate dependencies among the extreme events by means of a copula Gaussian graphical model. In Section 8.4, we explain how our proposed model
can be used for interpolating extreme values at sites without observations. In Section 8.5, we assess the proposed model and benchmark it with other spatial models
by means of synthetic and real data. We offer concluding remarks in Section 8.6.

8.1

Thin-Membrane Models

Let us first review the definition of thin membrane models. The thin-membrane
model is a Gaussian graphical model that is commonly used as smoothness prior as
it minimizes the difference between values at neighboring nodes. The thin-membrane
model is usually defined for regular grids (i.e., lattice), as illustrated in Fig. 8.1(a),
and its PDF can be written as:
1 X X
P (z) ∝ exp{− α
(zi − zj )2 }
2 i∈V

(8.1)

j∈N (i)

1
∝ exp{− α z T Ktm z},
2

(8.2)

where N (i) denotes the neighboring nodes of node i, and α is the smoothness parameter. The matrix Ktm is a Laplacian matrix with its diagonal elements [Ktm ]ii
equal to the number of neighbors of site i, while its off-diagonal elements [Ktm ]ij
are −1 if the sites i and j are adjacent and 0 otherwise. Note that K = αKtm is
the precision matrix of P (z) (8.2). The parameter α controls the smoothness of the
whole thin-membrane model, imposing the same extent of smoothness for all pairs
of neighbors.
Thin-membrane models can be extended to irregular grids, as illustrated in Fig. 8.1(b).
The adjacency structure Etm may be generated automatically by Delaunay triangulation [153], which maximizes the minimum angle for all the triangles in the grid.
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(b)

Figure 8.1: Generalized thin-membrane model: (a) Regular grid; (b) Irregular grid.
In this case, N (i) denotes all the nodes that have direct connection with node
i. As a natural extension of (8.2), the nonzero entries in Ktm may be defined as
[Ktm ]ij = −1/d2ij , where dij is the distance between node i and j. The diagonal
P
elements in the adjacency matrix are given by [Ktm ]ii = − pj=1,j6=i [Ktm ]ij . We refer to this model as the irregular thin-membrane model, and its PDF can still be
expressed by (8.2). Note that the regular thin-membrane model is a special case
of the irregular thin-membrane model, where all the nodes are located on a regular
grid, and all distances dij are identical.

8.2

GEV Marginals

In this section, we describe how we infer the marginal GEV distribution at each site
(i.e., the first stage of spatial extremes modeling). Here, we consider maxima over
a particular time period, e.g., annual maxima. Suppose that we have N samples
(n)

xi

at each of P sites, where i = 1, · · · , P and n = 1, · · · , N . We assume that the

block maxima at each site follow a GEV distribution with shape parameter ξi , scale
parameter σi , and location parameter µi . As in Section 6.2.1, we can produce local
estimates of GEV parameters µ̂, σ̂, and ξ̂ via the PWM method.
To improve the accuracy of the estimated GEV parameters, we couple those local
estimates in space by means of a thin-membrane model; we utilize regular or irregular
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thin-membrane models, depending on the arrangement of the measuring stations.
Let y = [y1 , . . . , yP ]T denote the local estimates of z, that is, y is either µ̂, σ̂, or ξ̂
and z is either µ, σ, or ξ after considering spatial dependence. We assume that local
estimates can be estimated as y = z + b, where b ∼ N (0, Rz ) is zero-mean Gaussian
random vector with diagonal covariance matrix Rz . We estimate both the smooth
GEV parameters and the smoothness parameter αz via EM (cf. Section 6.3.3). In
the E-step, we compute:
Q(αz , α̂z(κ) ) = Ep(z|y,α̂z(κ) ) [log P (y, z|αz )]
1
1
= − αz {tr[Ktm (α̂z(κ) Ktm + Rz−1 )−1 ] + (ẑ (κ) )T Ktm ẑ (κ) } + log det(αz Ktm ), (8.3)
2
2
where ẑ (κ) is computed as in (8.4). Since the posterior distribution of z is Gaussian,
the MAP estimate is also the mean of the posterior, which is given by:
ẑ = argmax p(z|y) = (αz Ktm + Rz−1 )−1 Rz−1 y.

(8.4)

The noise covariance Rz can be estimated by the bootstrap approach described in
Section 6.3.2. Note that ẑ in (8.4) can be evaluated efficiently with complexity
O(P log P ) as shown in Section 6.3.1.
(κ+1)

In the M-step, we select the value α̂z
(κ+1)

form expression of α̂z

α̂z(κ+1) =

(κ)

of αz that maximizes Q(αz , α̂z ). A closed

exists:
P −1

(κ)
tr[Ktm (α̂z Ktm

+ Rz−1 )−1 ] + (ẑ (κ) )T Ktm ẑ (κ)

,

(8.5)

where P is the number of sites.

8.3

Copula Gaussian Graphical Models
(n)

We capture the spatial dependence between the extreme values (block maxima) xi

at the each of the P locations by means of a copula Gaussian graphical models
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with the thin-membrane model structure Etm . The nonzero entries of the precision
matrix K of latent Gaussian variables are inferred from the data. An equivalent
interpretation is that we impose a thin-membrane model on the latent Gaussian
variables, but the smoothness parameter αij in this case varies for each pair of
neighbors (i, j) ∈ Etm in the grid, thus adding extra flexibility to the model. We refer
to such models as generalized thin-membrane models, as opposed to the standard
thin-membrane models (both regular and irregular) in which only one smoothness
parameters is used to describe the spatial dependence.
In the following, we denote the observed GEV variables and hidden Gaussian variables as x and z respectively. As introduced in Section 2.3.1.1, the copula Gaussian
graphical model can be expressed as:
z ∼ N (0, K −1 )

(8.6)

xi = Fi−1 (Φ(zi )).

(8.7)

In other words, the copula Gaussian graphical model is determined by the marginals
Fi and the precision matrix K. The marginals Fi are GEV distributions, as described
in Section 8.2.
In order to infer the precision matrix K, we first transform the non-Gaussian observed variables x into Gaussian distributed latent variables z:
zi = Φ−1 (Fi (xi )).

(8.8)

In the second step, for the given thin-membrane model sparsity structure Etm , the
precision matrix K is estimated from the latent Gaussian variables z:
K̂ = argmax log det K − tr(SK),

(8.9)

K0

s.t. Ki,j = 0 ∀(i, j) 6∈ Etm ,
where S is the empirical covariance of latent variables z. The convex optimization
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problem (8.9) can be solved efficiently by the Newton-CG primal proximal point
algorithm [105] or iterative proportional fitting [85].

8.4

Interpolation

Here we explain how extreme values can be inferred at any location L0 in space,
including sites without observations. We assume that the surface of the extreme
values is smooth across space. Since both spatial-dependent GEV parameters µ,
ξ, σ (cf. Section 8.2) and the latent variables z in (8.6) (cf. Section 8.3) share
a (generalized) thin-membrane structure, we will first formulate the interpolation
problem in a unified form, and then describe the minor differences.
Let s represent the parameter vectors µ, ξ, σ, or hidden variables z, associated
to the sites with measurements, and let s0 denote the interpolated value at site L0
(without measurements). The random variables s and s0 are assumed to form a
thin-membrane model with joint precision matrix:

K0 = 

Ks0 ,s0 Ks0 ,s
Ks,s0 Ks,s


.

(8.10)

The conditional expected value of s0 therefore equals:
E[s0 |s] = −Ks−1
Ks0 ,s s.
0 ,s0

(8.11)

Since we consider thin-membrane models, s0 is conditionally dependent on its neighbors only. For a standard thin-membrane model (on regular or irregular grid) as
illustrated in Fig. 8.2, the expected value (8.11) can be simplified as:
E[s0 |s] =

Ks0 ,s1 s1 + Ks0 ,s2 s2 + Ks0 ,s3 s3 + Ks0 ,s4 s4
.
Ks0 ,s1 + Ks0 ,s2 + Ks0 ,s3 + Ks0 ,s4

(8.12)

Clearly, due to the sparse precision matrix corresponding to a thin-membrane model,
the expression (8.12) is quite simple. It is natural to choose Ks0 ,sj = −α/d20,j in stanNanyang Technological University

Singapore

8.4. INTERPOLATION

167

x1
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d3, 3
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Figure 8.2: Illustration of the modified interpolation method
dard thin-membrane models (both on regular and irregular grids). Consequently,
the weighted average (8.12) boils down to inverse distance weighted (IDW) interpolation [152]. We therefore use IDW to interpolate the GEV parameters.
For the latent Gaussian variables z, however, the thin-membrane precision matrix
is not a function of distance. On the other hand, for interpolation purposes, we
need to consider the distance from sites with observations, and potentially also
other parameters. Here we propose a modified inverse distance weighted (MIDW)
interpolation method, where Ks0 ,sj is not only a function of distance but of direction
as well. We assume that Ks0 ,sj changes linearly with direction when the distance
remains unchanged and is proportional to the inverse square distance when the
direction remains unchanged. As illustrated in Fig. 8.2, Ks0 ,s1 for instance can be
computed as:
αs0 ,s1 =

1
π
2

Ks0 ,s1 = −

Nanyang Technological University



α1 θ4 + α4 θ1 ,

αs0 ,s1
.
d2s0 ,s1

(8.13)
(8.14)
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After interpolating the parameters µ0 , ξ0 , σ0 , and the value of the hidden variable
z0 for site L0 , we obtain the GEV distributed value of site L0 through (8.7).

8.5

Numerical Results

In this section, we benchmark the proposed copula MRF-GEV model against a
MRF-GEV model (without modeling the extreme value dependence), a copula GEV
model (without modeling the GEV parameter dependence), and a Gaussian graphical model (GGM) with the same thin-membrane model structure, both on synthetic
and real data sets. We compare all four models by means of three criteria: the
mean square error between the interpolated extreme value and the true value, the
KL-divergence, and the number of parameters.
For synthetic data, we also compute the mean square error (MSE) for inferring the
GEV parameters. Specifically, we report the MSE for (i) local PWM estimates; (ii)
spatial-dependent estimates from copula MRF-GEV model; (iii) IDW interpolation
resulting from the copula MRF-GEV model at unobserved sites.

8.5.1

Synthetic Data

We generate spatially dependent GEV distributed synthetic data as follows:
1. We generate the coordinates of the 256 observed and 400 unobserved sites. We
consider two cases: First, the observed sites are arranged in a regular grid (e.g.,
wave height measuring stations in the Gulf of Mexico [134]) while unobserved
sites are randomly distributed across the grid. Second, both observed and
unobserved sites are randomly distributed in the same spatial domain (e.g.,
precipitation measuring stations in South Africa [67]).
2. We generate 315 samples from a zero-mean multivariate Gaussian distribution, both at observed and unobserved sites. The covariance matrix of that
distribution is defined as Σi,j = exp(−d2i,j /φ), where φ is the range parameter.
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Figure 8.3: True GEV parameters for synthetic data: (a) Location parameter surface; (b) Scale parameter surface.
3. We select GEV parameters for each site. All GEV parameters vary smoothly
across space.

For both case studies, the location parameter surface is a

quadratic Legendre polynomial, as shown in Fig. 8.3(a). The other parameters are chosen differently in each case, as we will explain later.
4. We transform the Gaussian samples generated in Step 2 to GEV distributed
samples with the GEV parameters chosen in Step 3 using (2.56).

8.5.1.1

Case Study 1

The observed sites are located on a 16x16 grid, whereas the unobserved sites are randomly distributed, as shown in Fig. 8.4. The shape and scale parameters ξ and σ are
chosen to be constant, and are equal to 0.4 and 2 respectively. The results for GEV
parameter estimation are summarized in Table 8.1. As mentioned earlier, we report
the MSE for (i) local PWM estimates; (ii) spatial-dependent estimates given by the
copula MRF-GEV model; (iii) IDW interpolation given by the copula MRF-GEV
model at unobserved sites. The GEV estimates by the copula MRF-GEV model are
slightly more accurate than the local PWM estimates. The corresponding smoothness parameter αµ = 0.3370 while αξ and ασ converge to infinity. As a consequence,
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Figure 8.4: Coordinates of observed and unobserved sites for Case Study 1.
Table 8.1: Mean square estimation error for GEV parameters in Case Study 1
GEV parameter

PWM

copula MRF-GEV
9.0334 × 10

−4

IDW interpolation
9.0334 × 10−4

shape parameter ξ

0.0013

scale parameter σ

0.0093

0.0084

0.0084

location parameter µ

0.0114

0.0113

0.0260

the shape and scale parameter do not depend on location, in agreement with the
true parameter values. As can also be seen from Table 8.1, IDW parameter interpolation, based on estimates from the copula MRF-GEV model, generates accurate
estimates of the GEV parameters at unobserved sites.
Table 8.2 summarizes the performance of the four methods for inferring extreme
values. The proposed copula MRF-GEV model has the smallest MSE and KL
divergence. Both the MRF-GEV and the copula GEV model fail to describe the
spatial extreme values suitably, since they only capture one of the two types of
spatial dependence, motivating our approach to model the spatial dependence both
for the parameter and extreme values. Interestingly, the GGM has the second best
performance in terms of MSE, probably due to the smooth nature of the extreme
value surface. However, the KL divergence for the GGM is large compared to the
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Table 8.2: Comparison for Case Study 1
Models

MSE

KL-divergence

No. of Parameters

copula MRF-GEV

0.0497

301.8436

738

MRF-GEV

81.0440

646.8706

258

copula GEV

116.0777

302.3067

1248

Gaussian

0.7025

804.4967

736

other models, since GGMs are not capable of capturing extreme events; such models
mostly describe fluctuations around the mean value. Compared with the copula
GEV model, the copula MRF-GEV model achieves a smaller KL divergence with
fewer parameters, suggesting that it is beneficial to model the spatial dependence
of the GEV parameters.
We further set the scale parameter surface to be quadratic instead of constant, as
shown in Fig. 8.3(b). The results are qualitatively similar. The only difference is that
ασ is now finite (4.9831), implying that the estimates of σ are no longer independent
of location. This is not surprising since the true parameter σ follows a quadratic
surface. In other words, by inferring smoothness parameters, the smoothness of the
GEV parameters can be automatically and suitably adjusted.

8.5.1.2

Case Study 2

In the second scenario, both the observed and unobserved sites are randomly distributed in space, as shown in Fig. 8.5. The adjacency structure of the corresponding
irregular thin-membrane model is generated automatically using Delaunay triangulation [153], indicated by the blue lines in the figure.
As in the first scenario, we first set the shape and scale parameters ξ and σ to be
constant, and equal to 0.4 and 2 respectively. The results of parameter estimation
are presented in Table 8.3. The proposed copula MRF-GEV model yields smaller
estimation error than the PWM local estimates. The smoothness parameters αξ
and ασ converge to infinity while αµ is finite (0.2188), in agreement with the true
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Figure 8.5: Coordinates of observed and unobserved sites for Case Study 2.
Table 8.3: Mean square estimation error for GEV parameters in Case Study 2
GEV parameter

PWM

copula MRF-GEV

IDW interpolation

shape parameter ξ

2.8527 × 10−4

9.9447 × 10−5

9.9447 × 10−5

scale parameter σ

0.0126

0.0126

0.0084

location parameter µ

0.0157

0.0155

0.0650

underlying model. Table 8.4 summarizes the comparison of the four models. It can
be seen that the proposed copula MRF-GEV outperforms the other methods both
in terms of MSE and KL divergence, which suggests that the method is also suitable
for irregular grids.
Comparing the results with Case Study 1, we notice that by introducing more parameters, the KL-divergence between the copula MRF-GEV model and the data is
reduced. Meanwhile, due to the random location of the observed sites, there is a
lack of information in some areas compared to the regular grid, resulting in a larger
mean square error of interpolation.
Next, as in the first scenario, we set the scale parameter surface to be a quadratic
Legendre polynomial as shown in Fig. 8.3(b). Consistent with the true model, the
resulting ασ is finite (2.8716).
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Table 8.4: Comparison for Case Study 2
Models

MSE

KL-divergence

No. of Parameters

copula MRF-GEV

0.1869

150.7595

1009

MRF-GEV

95.0509

652.2792

258

copula GEV

99.1437

151.0429

1519

Gaussian

0.2283

690.6725
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Figure 8.6: The maximum wave height corresponding to one storm for 256 sites
located on 16x16 lattice.

8.5.2

Real Data

In this section, we consider the GOMOS (Gulf of Mexico Oceanographic Study)
data [134], which consists of 315 maximum peak wave height values; each corresponds to a hurricane event in the Gulf of Mexico. The distance between each pair
of neighbors is 0.125◦ (approximately 14km). As can be seen from Fig. 8.6, the extreme wave heights vary smoothly over space, indicating strong spatial dependence
between extreme values at neighboring sites.
First we analyze a 31x31 lattice in a central region of the Gulf of Mexico (see
Fig. 8.7(b)). The nodes of a 16x16 regular lattice are chosen as locations with
observations (indicated by black circles in the figure), while the other nodes in the
31x31 lattice are treated as sites without observations. The interpolation results for
one storm event are shown in Fig. 8.7. The figure suggests that the copula MRFNanyang Technological University
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Figure 8.7: Interpolation of the maximum wave heights caused by a storm (in small
regular grid). (a) True graph; (b) Observed sites (black) and unobserved sites (red)
on the grid; Interpolation by (c) the copula MRF-GEV model; (d) the MRF-GEV
model; (e) the copula GEV model; (f) the GGM.
Table 8.5: Comparison for regular grid in the Gulf of Mexico
Models

MSE

KL-divergence

No. of Parameters

copula MRF-GEV

0.0011

238.3892

993

MRF-GEV

17.0022

513.9034

258

copula GEV

1.3863

240.3537

1248

Gaussian

0.0023

506.9120

736

GEV model outperforms the other three models in terms of interpolation accuracy.
Results for all 315 storms are summarized in Table 8.5, listing the interpolation mean
square error (MSE), KL divergence, and number of parameters for each model. The
proposed copula MRF-GEV model achieves the smallest KL divergence and MSE
with a relatively small number of parameters. The resulting values of smoothness
parameters are αξ = ∞, ασ = 127.1875 and αµ = 78.5047. The shape parameter
ξ is constant, whereas both the scale parameter σ and the location parameter µ
change across space.
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Figure 8.8: Interpolation of the maximum wave heights caused by a storm (irregular
grid covering the Gulf of Mexico). (a) True graph; (b) Observed sites (black) and
unobserved sites (red) on the grid; Interpolation by (c) the copula MRF-GEV model;
(d) the MRF-GEV model; (e) the copula GEV model; (f) the GGM.
Now we consider the irregular grid with all 4363 measuring sites in the Gulf of
Mexico. We randomly select 1000 sites as the locations with measurements, while
the remaining sites are regarded as locations without measurements. Fig. 8.8 shows
the interpolation by all four methods, for one storm. Again, the copula MRF-GEV
model seems to yield the lowest interpolation error. The GGM also performs well
but its contour plot fluctuates more than the copula MRF-GEV model, suggesting
that the estimates are less reliable. On the other hand, the other two methods
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Table 8.6: Comparison for irregular grid in the Gulf of Mexico
Models

MSE

KL-divergence

No. of Parameters

copula MRF-GEV

0.0130

524.4927

5944

MRF-GEV

7.6933

1.7159 × 103

3000

copula GEV

1.6094

529.2659

5944

Gaussian

0.0254

791.1372

3944

cannot correctly interpolate the values for the unobserved sites, since they fail to
capture the spatial dependencies among the GEV parameters or the wave heights
at different locations.
Table 8.6 shows quantitative results of all four models, computed from all hurricane
events. The corresponding smoothness parameters for the copula MRF-GEV model
are αξ = 4.8860 × 103 , ασ = 148.0747 and αµ = 83.9102. None of the smoothness
parameters converge to infinity, suggesting significant spatial variations in the GEV
parameters across the Gulf of Mexico.

8.6

Summary

In this study, we have presented a new model for quantifying dependencies among
spatial extreme events. The dependency of the extreme events across space is modeled through a thin-membrane Gaussian copula. Also the parameters of the GEV
marginals are coupled in space through thin-membrane models. Numerical results
show that the proposed model not only provides accurate estimates and predictions,
it is also computationally efficient and practical for both regular and irregular grids,
even for large regions such as the entire Gulf of Mexico.
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Chapter 9
Modeling Spatial Extremes via
Ensemble-of-Trees of Pairwise
Copulas
As mentioned in Section 1.1.3, due to the asymptotic tail independence property of
the Gaussian copula, CGGMs might not be favorable theoretically when considering all types of extreme phenomena. Instead, in this chapter, after capturing the
spatial dependence among GEV parameters (see Section 8.2), we proceed to construct a graphical model for extreme values based on pairwise copulas in which the
copula family can be determined from the data. Here, our main idea is to construct
graphical models with pairwise (extreme-value) copulas as building blocks. Concretely, we develop ensemble-of-trees models [154] of pairwise copulas (ETPC). As a
starting point, the sites in spatial domain are arranged on a lattice (cf. Fig. 9.1(a)).
The probability density function (PDF) of the ETPC model is a weighted sum the
PDF of all possible spanning trees on that lattice. The PDF of these trees in turn
are constructed from pairwise copulas [155]. Different from the original mixture
of trees model [156], the number of trees can be determined automatically in the
ETPC model. On the other hand, the proposed model is more computationally
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efficient compared with the infinite mixtures of trees based on Bayesian nonparametrics [157, 158].
It is worthwhile to emphasize that, under the setting of the ETPC model, the extremes can be modeled as either asymptotically tail dependent or independent [159,
160] by choosing the pairwise copulas appropriately. Furthermore, we have proven
that tail dependence in the ETPC model is preserved if all the pairwise copulas in
the model are tail dependent. Additionally, to the best of our knowledge, we are
the first to propose a scalable inference algorithm called stochastic smoothing-based
optimization (SSO) for the ETPC model, so as to impute extreme values at unobserved sites. It is a stochastic approximation of the smoothing-based optimization
method, and thus only the gradient of the objective function needs to be evaluated
in each iteration. As a result, the SSO algorithm may offer opportunities to further
reduce the computational complexity when solving general optimization problems in
which gradients can be efficiently computed. Numerical results for extreme precipitation data in Japan suggest that the proposed ETPC model is suitable for spatial
extreme-event analysis, in terms of model fitting and extreme value imputation.
This chapter is structured as follows. In Section 9.1, we first explain how to learn
the ETPC model, which couples the extreme-value marginal distributions through
pairwise copulas, arranged in an ensemble of trees. Inference methods for the ETPC
model are then developed in Section 9.2. A theoretical guarantee on tail dependence
of the ETPC model is presented in Section 9.3, and numerical results for precipitation data from Japan are provided in Section 9.4. Finally, we offer concluding
remarks in Section 9.5.

9.1

Ensemble-of-Trees of Pairwise Copulas

After estimating the spatial dependent GEV marginals as in Section 8.2, we tie the
GEV marginal distributions together by means of statistical copulas, i.e., ensembleof-trees of pairwise copulas (ETPC). As it is convenient to work with tree structured
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graphical models (cf. Section 2.1.2), we use trees and pairwise copulas, aside from
the marginal density functions, to build the joint density function. Since the absence
of cycles in trees renders it restrictive when modeling dependence, we average over
all possible spanning trees of the graph. In this way, we can account for all the
dependencies in the original structure of the graphical model.
The ETPC model can thus be proceeded as follows. Let Ti = (V, Ei ) (see Fig. 9.1(b)9.1(e)) be a spanning three of the lattice G = (V, E) (see Fig. 9.1(a)). As illustrated
in Section 2.1.2, the PDF of a tree structured graphical model can be written as:
f (x|Ti ) =

Y

fj (xj )

j∈V

Y
(j,k)∈Ei

fjk (xj , xk )
.
fj (xj )fk (xk )

(9.1)

Interestingly, as shown in Section 2.3, the density of pairwise copulas has the following form:
c(Fi (xi ), Fj (xj )) =

f (xi , xj )
.
fi (xi )fj (xj )

(9.2)

Therefore, it follows from (9.1) and (9.2) that the PDF of a tree can be simplified
as [155]:
f (x|Ti ) =

Y

Y

fj (xj )

j∈V

cjk (Fj (xj ), Fk (xk )),

(9.3)

(j,k)∈Ei

that is, the edge potentials of a tree are the corresponding pairwise copulas. Since
trees have limited flexibility in modeling dependence, we construct the Ensembleof-Trees of Pairwise Copulas (ETPC) model by computing the weighted sum over
all possible spanning trees of Fig. 9.1(a) as follows:
f (x) =

X

P (Ti )f (x|Ti ),

(9.4)

Ti

where P (Ti ) is a decomposable prior proposed in [161] which assigns the weight of
each spanning tree Ti as the product of the weights βjk of all the edges (j, k) ∈ Ei
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= == = +

(a) GL = (V, E).

+ ++ + +

(b) T1 = (V, E1 ).

+ ++ + +

(c) T2 = (V, E2 ).

+ ++ + +

(d) T3 = (V, E3 ).

+ ++ + + ...

(e) T4 = (V, E4 ).

Figure 9.1: ET model: the lattice (a) and several decomposed spanning trees (b) (e).
in the tree, i.e.,
P (Ti ) = P

Ti =(V,Ei )

=

1
Q

Y
(j,k)∈Ei

βjk

βjk

(9.5)

(j,k)∈Ei

1 Y
βjk .
Z

(9.6)

(j,k)∈Ei

In order to compute the normalizing term Z, we first introduce Kirchhoff’s matrixtree theorem, cf. [162].
Theorem 9.1. (Matrix-tree theorem) For a graph G, denote by L(β) its Laplacian
matrix with β being the edge weight matrix. For any vertices v and w of G, the
(weighted) number of spanning trees in G is given by
ω(G) =

X Y

βjk = det Q(β)uv

Ti {j,k}∈Ti

where Q(β)uv is the resulting matrix obtained from deleting the corresponding column
of u and row of v.
According to the matrix-tree theorem, the normalizing constant
Z=

X Y

βjk = det[Q(β)],

(9.7)

Ti (j,k)∈Ei

where β is the edge weight matrix that is symmetric with the diagonal entries being
zero and with the (j, k) entry being βjk . For simplicity, we set Q(β) to be the first
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P − 1 rows and columns of the P × P Laplacian matrix corresponding to a graph
with edge weight matrix defined by β.
By substituting (9.3) and (9.5) into (9.4), the ETPC model can be succinctly formulated as [154, 155, 161]:
X1Y
Y
fj (xj )
βjk cjk (Fj (xj ), Fk (xk ))
Z j∈V
Ti
(j,k)∈Ei


"
#
Y
X
Y
1

fi (xi )
βjk cjk (Fj (xj ), Fk (xk ))
=
Z i∈V
T

f (x) =

i

=

Y
j∈V

where

fj (xj )

i

(j,k)∈Eii

det[Q(β c)]
,
det[Q(β)]

(9.8)

denotes componentwise multiplication and c is the copula density matrix

whose (j, k) entry equals cjk (Fj (xj ), Fk (xk )).
In order to learn the ETPC model (9.8), we need to learn three groups of parameters, that is, parameters of the marginal GEV distributions fj (xj ), parameters
of pairwise copulas cjk (uj , uk ), and the edge weight matrix β. The GEV parameters are estimated using the algorithms in Section 8.2. Under the assumption of
the lattice graphical structure (Fig. 9.1(a)), we only need to estimate the parameters of the pairwise copulas cjk (uj , uk ) corresponding to the pairs of adjacent sites
(j, k) ∈ Etm . For the sake of efficiency, we apply the Inference for Margins (IFM)
method in which the parameters of the copulas are estimated separately from those
of the marginal distributions [96]. Specifically, we use the estimated marginals to
compute ui = Fi (xi ), and the copula parameters are further estimated via the Maximum Likelihood method. Moreover, we commit to the Akaike Information Criterion
(AIC) when selecting the proper type of copula among the 8 families introduce in
Section 2.3, as suggested in [96].
We now proceed to infer β. We intend to estimate β by maximum likelihood given
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N samples. The resulting optimization problem is:

β̂ = argmin N log det[Q(β)] −
β

N
X

log det[Q(β

c(n) )],

(9.9)

n=1

s. t. βjk = 0 ∀(j, k) 6∈ E

,

βjk ≥ 0 ∀(j, k) ∈ E

and kU (β)k2 = 1,

where kU (β)k2 = 1 is the Euclidean norm for the upper triangular part of the
matrix β. We have altered the projection from the unit simplex, as in [154], to
the Euclidean norm, as it allows for a larger space of solutions which will aid the
optimization algorithm used to solve this problem. Note that the first term in the
objective function N log det[Q(β)] serves as a penalty on the weighted number of
trees, hence, the model will automatically choose a small number of trees and reduce
the number of parameters. The optimization problem can be solved by applying the
Projected Gradient Descent algorithm described in [154] and [163], wherein every
new
old
iteration computes βjk
= [βjk
− α(∇β g)jk ]+ with g being the objective function.

Here, [·]+ denotes projection onto the constrained space and α is the step size
determined via Armijo’s rule, which is a line search method [163].
As derived in [154], the gradient of the objective function g with respect to β,
(∇β g)jk , is computed as follows:

(∇β g)jk =

eTjk {N [Q(β)]−1

−

N
X

(n)

cjk (Fj (xj ), Fk (xk ))[Q(β

c(n) )]−1 }ejk ,

(9.10)

n=1

where ejk is a P × 1 vector whose only nonzero entries are the j th row with value 1
and the k th row with value −1 for j, k < P , and whose only nonzero entry is the 1
at the j th row for j < P and k = P . We emphasize that ∇β g is a symmetric matrix
and that both ∇β g and the initial β̂jk are set to 0 if the edge {j, k} does not appear
in the regular lattice, satisfying the graph structure constraint as well as reducing
the computational complexity. Since the objective function (9.9) is non-convex,
a reliable initial estimate can be obtained by solving a convex upper bound that
ignores the first term of (9.9) [154]. The overall learning algorithm is summarized
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Table 9.1: The learning algorithm of the ETPC model.
1. Estimate the GEV marginals with spatially dependent parameters using
the method proposed in Section 8.2:
(a) Estimate the GEV parameters locally for each site via the PWM
method (cf. Eq. (6.7)).
(b) Smooth the GEV parameters across space using the EM algorithm
(cf. Eq. (8.3) and (8.5)).
2. Learn the pairwise copulas corresponding to edges in the lattice (see
Fig. 9.1(a)) using maximum likelihood method. Choose copula family
using AIC.
3. Learn the edge weight matrix β of the ETPC model by solving (9.9) using
the projected gradient descent method (cf. Section 9.1). The gradient is
given by (9.10).

in Table 9.1.

9.2

Inference of Missing Data

We now turn our attention to inference. To the best of our knowledge, no inference methods have been proposed for the ensemble-of-trees models [154]. Here we
consider the inference problem of imputing missing data. Concretely, we aim to
infer missing values xM at a set of sites given observed data xO at other sites. A
reasonable approach is maximum a posteriori (MAP) estimation:
x̂M = argmax log f (xM |xO )

(9.11)

xM

= argmax
xM

X

log fj (xj ) + log det[Q(β

c(xM , xO ))],

(9.12)

xj ∈xM

where the notation c(xM , xO ) signifies that the copula density matrix c is a function
of both xM and xO . In general graphical models (e.g., trees), the problem can
be simplified as estimating xM given the values of the respective adjacent nodes
(cf. Section 2.1). However, for ET model, such simplification is not possible as
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indicated by the following theorem.
Theorem 9.2. Every pair of variables (xj , xk ) in the ensemble of trees (ET) model
corresponding to a connected graph G with more than one spanning tree are conditionally dependent given other variables in the model.
Proof. See Appendix C.1.
As a result, the only alternative is to solve (9.12). Unfortunately, the O(P 3 ) computational complexity of evaluating the determinant in (9.12) precludes the use of
general convex optimization algorithms, which are prohibitive for high-dimensional
problems. Furthermore, due to the complex functional form of copulas (cf. Section 2.3), the objective function often has multiple modes. In order to remedy these
two problems, we propose a novel algorithm, named stochastic smoothing-based optimization (SSO). The resulting algorithm does not require the computation of the
objective function. Moreover, it can at least attain a significant local maximum.
To this end, we first introduce the smoothing-based optimization algorithm, and
subsequently, we elaborate on the proposed SSO algorithm and its application to
the ETPC model.

9.2.1

Smoothing-based Optimization

Let h(x) be a d-dimensional non-negative function. Its corresponding scale space
function can be defined as [164]:
Z
H(m, ν) =

h(x)N (x; m, ν)dx,

(9.13)

where N (x; m, ν) is a multivariate Gaussian with mean m and covariance ν 2 I. The
right hand side of (9.13) can be viewed as smoothing h(x) with a Gaussian blur
kernel with zero mean and covariance ν 2 I and further evaluating the value of the
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smoothed function at point m. Leordeanu et al. [165] proposed to find the mode of
h(x) by updating m and ν in each iteration simply as:
R

xh(x)N (x; m(κ) , ν (κ ))dx
m(κ+1) = R
,
h(x)N (x; µ(κ) , ν (κ) )dx
sR
P
(κ)
1/P Pi=1 (xi − mi )2 h(x)N (x; m(κ) , ν (κ) )dx
(κ+1)
R
ν
=
,
h(x)N (x; m(κ) , ν (κ) )dx

(9.14)
(9.15)

such that H(m(κ+1) , ν (κ) ) ≥ H(m(κ) , ν (κ) ), H(m(κ) , ν (κ+1) ) ≥ H(m(κ) , ν (κ) ).
Smoothing-based optimization is in fact a mean shift procedure with adaptively
updated kernel variance. The scale space function H gradually approaches h as
the standard deviation ν decreases, and recovers h when ν = 0. It is obvious that
the maximization of H would localize N (x; m, ν) as a Dirac delta function (i.e.,
ν = 0) at the maximum of h. Therefore, the global maximum of H is the same as
that of h. However, smoothing h in each iteration with a Gaussian kernel facilitates
the convergence to the global maximum, since scale space theory [164] implies that
for most functions the local maxima disappear very fast with the increase of the
variance of the Gaussian blurring. By initially smoothing h with a large-variance
Gaussian kernel and slowly decreasing the variance, the global maximum or at least
a significant local maximum can be found [166]. As shown in [165], starting from
a large ν, the smoothing-based optimization algorithm can automatically reach (at
least) a significant local maximum of h (i.e., escaping from shallow local optima)
when ν → 0.

9.2.2

Stochastic Smoothing-based Optimization

Notice that the update rules (9.14) and (9.15) are implemented by means of Monte
Carlo approximations in [165], thus requiring numerous expensive evaluations of the
objective function. Consequently, it is intractable in our case of imputation in the
ETPC model.
Let us relax the assumption that the standard deviation ν is the same for all the
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variables, and the resulting multivariate Gaussian distribution can be represented as
N (x; m, CC T ), where C is a diagonal matrix with the vector ν on the diagonal and
therefore CC T is a diagonal covariance matrix. As a result, x = Cz + m, where z
follows φ(z) = N (z; 0, I) with zero mean and unit variance for all the components.
As discussed in Section 7.3.1, we can change variables in (9.13) according to z =
C −1 (x − m), resulting in:
Z
H(m, ν) =

h(x)N (x; m, CC T )dx

(9.16)

h(Cz + m)φ(z)dz.

(9.17)

Z
=

To maximize H(m, ν), we consider the gradients over m and ν, that is,
∇m H(m, ν) = Eφ(z) [∇x h(x)],
∇ν H(m, ν) = Eφ(z) [∇x h(x)]

(9.18)
z.

(9.19)

In other words, the gradients in (9.18) and (9.19) can be expressed as the expectation
of exact quantities. As such, when ∇x h(x) can be calculated easily, H(m, ν) can be
maximized efficiently via stochastic optimization [142]. Such algorithms iteratively
update the solution by means of noisy estimates of the gradient. The latter are
often easier to compute than the true gradient. In particular, we approximate the
expectation in (9.18) and (9.19) by one realization of ∇x h(x), namely, drawing one
sample ẑ from φ(z) and evaluating ∇x h(x) at x̂ = ν

ẑ + m. More precisely,

beginning with a large ν, the SSO algorithm performs the following steps in each
iteration:
ẑ ∼ φ(z),
x̂(κ) = ν (κ)

(9.20)
ẑ + m(κ) ,

(9.21)

m(κ+1) = m(κ) + ρκ ∇x h(x)|x=x̂(κ) ,
ν (κ+1) = ν (κ) + ρκ ∇x h(x)|x=x̂(κ)
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where ∇x h(x̂(κ) ) is the value of ∇x h(x) at x̂(κ) , and ρκ is the step size in iteration κ.
As stated by the theory of stochastic optimization [142], the algorithm is convergent
P
P 2
if using a series of step sizes ρκ such that
ρκ = ∞ and
ρκ = 0. In our case of
SSO, we simply initialize ρ1 = 1e−4 and multiple it by 0.95 every 5000 iterations,
in order to guarantee that the variance of the Gaussian kernel changes slowly. By
iterating (9.20) to (9.23) until all the components of ν are sufficiently small, the
resulting m is a significant local optimum that maximizes h(x).

9.2.3

SSO for Imputation in the ETPC Model

Let us denote the objective function in (9.12) as h(xM ). The only challenge of
applying the SSO algorithm lies in efficient computation of the gradient ∇xM h(xM ).
For each xj ∈ xM , the corresponding partial derivative can be computed as:
 X
∂h(xM )
∂ log det[Q(β
=
∂xj
∂cjk
k∈N (j)

c)] ∂cjk
∂uj



duj dfj (xj )
+
,
dxj
dxj

(9.24)

where cjk = cjk (uj , uk ), uj = Fj (xj ), and N (j) includes all the neighbors of node j
in the lattice. We next analyze each term in (9.24) in turn. It is easy to compute
duj /dxj = fj (xj ) and dfj (xj )/dxj in closed-form expressions, so we will not provide
further details. In addition, due to the complicated functional form copula densities
cjk , we instead evaluate the partial derivative numerically as:
∂cjk
cjk (uj + t, uk ) − cjk (uj − t, uk )
=
,
∂uj
2t
for t = 10−4 . The remaining term ∂ log det[Q(β
∂ log det[Q(β
∂cjk

c)]

(9.25)

c)]/∂cjk equals:

= βjk eTjk Q(β

c)−1 ejk ,

(9.26)

where ejk is the P × 1 vector defined in Expression (9.10). Note that Q(β

c)

is a sparse matrix, corresponding to a lattice excluding the last node and all the
edges containing the node. Consequently, there are many methods available (cf. SecNanyang Technological University
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Table 9.2: The imputation algorithm of the ETPC model.
Begin with a large ν. Iterate the following steps until all
the components of ν are sufficiently small.
(κ)

1. Simulate xM from the multivariate Gaussian distribution N (x; m, CC T ):
(κ)

xM = ν (κ)

ẑ ∼ φ(z),

ẑ + m(κ) .
(κ)

2. Compute the gradient ∇xM h(xM ) at xM (cf.
Eq. (9.24)-(9.26)) and update m and ν as follows:
m(κ+1) = m(κ) + ρκ ∇xM h(xM )|xM =x̂(κ) ,
M

ν

(κ+1)

=ν

(κ)

+ ρκ ∇xM h(xM )|xM =x̂(κ)

z.

M

tion 2.1.5) to obtain the linear system solution Q(β

c)−1 ejk with complexity lin-

ear in the number of variables (sites) P . Under the assumption that each missing
variable has four neighbors, the overall computational complexity of the SSO imputation algorithm is O(PM P ), where PM is the number of missing variables. Recall
that the complexity of solving (9.12) via general optimization approaches is O(P 3 ),
therefore, the proposed inference method yields significant savings in computational
complexity. The overall imputation algorithm is summarized in Table 9.2.

9.3

Theoretical Results

In this section, we explore the tail properties of the ETPC model. Theoretically, tail
dependence is essential to a multivariate extreme value model, as multivariate extreme value theory and methods can be regarded as the characterization, estimation
and extrapolation of the joint tails of multidimensional distributions. Practically,
one often considers the probability of extreme events occurring at one site given
extreme extremes occurring at other sites. Such type of dependence is well encoded
in the tail dependence of a model (cf. Eq. (2.49)). In the following, we start this
section with a key proposition about the tail dependence between two variables that
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are conditionally independent given a third variable [167]. We then generalize the
results to two arbitrary nodes in a tree and further in the ETPC model.
Proposition 9.1. Suppose that (X1 , X2 , X3 ) form a Markov chain where X1 and
X3 are conditionally independent given X2 and (X1 , X2 ) and (X2 , X3 ) have upper
tail dependence with coefficients λ12 and λ23 respectively. Moreover, assume that X1
and X3 are stochastically increasing with respect to X2 . Then (X1 , X3 ) has upper
tail dependence with coefficient λ13 bounded below by λ12 λ23 .
Proof. See Appendix C.2
Proposition 9.1 implies that two conditionally independent variables can be tail
dependent, therefore, it sets up the foundation of analyzing tail dependence in an
extreme-value graphical model. Based on Proposition 9.1, we next consider the
lower bound on the upper tail dependence of two arbitrary variables in a tree.
Proposition 9.2. Given a tree graphical model T = (V, E) with the corresponding
set of random variables X = (Xi )i∈V whose joint PDF can be written as in (9.3), the
upper tail dependence between all components of X exist if all the pairwise copulas
cij corresponding to the edges E in the tree are upper tail dependent and Xi and Xj
(variables conditionally dependent in the graph) are stochastically increasing with
each other. Specifically, for any two variables Xi and Xj in the graph, the lower
bound of their tail dependence coefficient is the product of the tail dependence coefficients of all the pairwise copulas corresponding to the edges in the path connecting
Xi and Xj .
Proof. Proposition 9.2 can be proven based on Proposition 9.1 via induction. See
Appendix C.3.
Proposition 9.2 allows us to prove the existence of tail dependence between any two
variables in a tree graphical model. Based on the definition of upper tail dependence,
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it is easy to prove that the tail dependence still exists in the Ensemble-of-Trees model
if it exists in one tree graphical model. More explicitly, for a mixture of trees model,
λij = lim− P (Ui > u|Uj > u)
u→1
X
=
lim− P (Ui > u|Uj > u; Ti )P (Ti ).
i

(9.27)
(9.28)

u→1

We now present a closed form expression for the lower bound of the upper tail
dependence of any two nodes in the ETPC model. This is a consequence of the
following lemma.
Lemma 9.1. A finite weighted sum of bivariate copulas, of which at least one is
upper tail dependent, preserves upper tail dependence.
Proof. This follows directly from the fact that the limit of a finite sum is the sum
of the limit of each addend.
Proposition 9.3. The upper tail dependence between any two nodes in the Ensembleof-Trees model is bounded below by det[Q(β

λ)]/ det[Q(β)] where Q(X) takes the

first P − 1 rows and columns of the Laplacian matrix corresponding to the graph
defined by the P × P edge weight matrix X, λ is the pairwise upper tail dependence
coefficient matrix, and

denotes componentwise multiplication.

Proof. See Appendix C.4.
Therefore, by properly selecting pairwise copulas, the ETPC model can flexibly
describe the dependencies between extreme values, both in a tail dependent and independent manner. In practice, hurricane-induced extreme wave heights are deemed
to be tail independent [168], whereas extreme temperature and precipitation often
exhibit tail dependence [169]. Instead of using different models for different type of
extreme value data, the ETPC model can handle various extreme value data in a
unified framework.
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Figure 9.2: Normalized histogram (blue bars) and estimated GEV distribution (red
lines) for one randomly selected site in each of the four regions.

9.4

Experimental Results

To assess our model, we consider the extreme precipitation in the Japanese archipelago.
The daily rainfall data from 1900-2011 is compiled and interpolated onto a grid with
resolution 0.05◦ [151]. We select four 10 × 10 regular grids in South Japan, where
heavy rainfall is often the cause of floods. We extract the extreme precipitation values from the sites in each of the 4 regions as follows: We compute the overall daily
rainfall amount in that region. We next choose a high enough threshold and retain
those precipitation events (possibly lasting for several days) with rainfall amount
above a threshold, resulting in fewer than 10 events per year. For each rainfall event
in the region, we isolate the maximum daily rainfall amount for each site.
As shown in Fig. 9.2, we observe that the resulting histogram of each site accurately
resembles the GEV distribution. Moreover, we also verify empirically whether pairwise upper tail dependence exists in the data using the method in [170]. Concretely,
if xi , xj denote extreme precipitation at two different sites, we transform them to
be Gaussian distributed via yi = Φ−1 (Fi (xi )) and yj = Φ−1 (Fj (xj )) where Φ is the
standard normal CDF and Fi , Fj are the marginal GEV distributions for xi , xj . The
plots for yi and yj are shown in Fig. 9.3 for the four arbitrarily selected pairs of sites
(each in one region). If Gaussian copula fits the data well, the distribution of yi and
yj would be Gaussian in the latent Gaussian layer. This further implies that there
is no tail dependence between xi and xj . In our case, however, the pointed contour
lines at the upper right corner suggest that the pairs of sites manifest upper tail
dependence. Thus, we expect that the upper tail dependent copulas are the most
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Figure 9.3: Scatter plot of transformed extreme precipitation values for a randomly
selected pair of sites at the Gaussian layer for each region.
suitable to model such type of dependence.
For each of the four regions, we compare two possible configurations under the
Ensemble-of-Trees model: 1) the case where pairwise copula selection is performed
through the minimization of the AIC (ETPC model with a mixture of copulas,
denoted as “ETPCm”) and 2) the case when all pairwise copulas are Gaussian
(ETPC model with Gaussian copula, denoted as “ETPCG”). Additionally, we also
benchmark the proposed model with a lattice-structured copula Gaussian graphical
model (CGGM) (cf. Chapter 8). Note that all three models are based on the same
set of spatially dependent GEV marginals (cf. Section 8.2). As the testing data, we
retain five samples corresponding to the 99th , 90th , 80th , 70th , and 60th quantiles of
overall rainfall in the region, while the remaining data points are treated as training
data. Then, we compute the AIC of the three models (when fitting the training
data), and also the mean absolute error (MAE) of the imputation results, computed
as the averaged absolute difference between the true and estimated data over all
unobserved sites.

9.4.1

Model Fitting

The results of model fitting are listed in Table 9.3. In particular, for ETPCm model,
almost all of the chosen copulas are tail dependent which is consistent with the empirical analysis we have performed earlier. Furthermore, most of the selected copulas
belong to the extreme-value family, especially for Region 2 and 3. We then compute
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Table 9.3: Comparison of goodness of fit of three models.
ETPCm

Region No.
Gaussian

t

Gumbel

AIC

AIC

AIC

2

85

30

0

0

8

0

55

-2.71×105

-2.61×105

-2.69×105

Region 2

0

0

45

0

0

11

2

122

-3.01×105

-2.86×105

-2.90×105

Region 3

0

0

38

0

0

24

4

114

-3.75×105

-3.51×105

-3.59×105

5

5

-2.20×105

1

30

44

0

Galambos t-EV Hüsler-Reiss

CGGM

Region 1

Region 4

Clayton Frank

ETPCG

0

17

3

85

-2.27×10

-2.17×10

the overall value of the AIC for the two ETPC models and the CGGM. Apparently,
the ETPCm model has the smallest AIC value, implying that it possesses the best
fit among the three models. Moreover, we can see that the AIC score of the CGGM
is smaller than that of the ETPCG model, since the cyclic structure of the CGGM
can better capture the spatial dependence.

9.4.2

Imputation of Missing Data

We next present the results for the imputation algorithm of Section 9.2 on the
Japanese precipitation data set. Note that for the CGGM, we simply maximize
the conditional density p(xM |xO ) via the smoothing-based optimization algorithm
to obtain the estimates of the missing data. For each testing sample, we consider
5 instances in which the data is missing in a 2 × 2, 3 × 3, 4 × 4, 5 × 5, and 6 × 6
area at the middle of the 10 × 10 grid. The resulting MAE are summarized in
Table 9.4. We also show the color plots in Fig. 9.4 for the imputation results of the
most challenging case, i.e., a missing area of 6×6 grid for the 99th quantile inside
Region 1.
There are three major trends that can be gleaned from the results. First, most MAE
values for the ETPCm model are relatively small, since the precipitation values are
typically a few hundred mm. This implies that the imputation algorithm proposed in
Section 9.2 yields reliable estimates. Second, for large quantiles (e.g., 90th and 99th ),
as the area of the region containing the missing values increases, the performance
of the ETPCG model and the CGGM deteriorates more seriously compared to
that of the ETPCm model. As the region with missing values becomes larger,
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Table 9.4: Summary of the MAE (mm) of imputed precipitation values with respect to the length of the square region of missing
values for 5 quantiles.

3×3

2×2

6×6

5×5

4×4

3×3

2×2

6×6

5×5

4×4

3×3

2×2

6.18

4.92

2.70

35.65

17.50

13.54

12.28

10.96

7.06

6.18

5.59

3.83

3.06

ETPCm

15.39

12.39

9.31

4.68

59.64

43.37

30.54

13.72

16.92

17.12

12.27

13.63

8.74

7.20

ETPCG

13.94

8.40

8.05

6.52

4.99

62.14

44.94

20.13

15.49

21.25

12.56

6.90

5.92

6.06

3.37

CGGM

9.95

14.98

11.55

10.11

8.74

3.52

16.82

19.36

11.66

13.29

13.05

11.65

9.77

8.28

6.52

6.31

18.18

15.65

18.71

13.58

12.06

11.50

4.77

23.90

26.44

17.60

18.68

16.36

17.05

16.69

11.66

10.88

11.39

18.86

20.33

12.59

18.17

13.52

10.95

7.89

3.02

27.51

28.15

14.08

15.03

13.81

15.66

12.71

8.15

7.52

9.51

3.95

2.71

2.55

2.95

8.35

4.71

3.18

2.03

2.46

9.92

10.57

12.79

14.09

4.98

13.73

12.89

14.76

12.82
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7.19
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3.98
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4.21
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10.00

9.63

12.81

13.06
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13.92
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12.12

8.53

11.18

5.45

5.11

4.63

4.42

2.99

4.62

3.74

4.12

3.13

1.44

10.56

9.48
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12.85

15.37

11.56
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11.66

7.53

10.05

7.47

3.99
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3.50

1.03

13.94

11.93

11.63

11.12

8.40

8.10

8.04

4.29

3.06

6.28

4.80

4.61

2.03

2.32

2.84

ETPCm

9.43

4.04

5.12

3.78

1.32

16.66

12.70

13.25

13.50

8.94

9.73

9.93

5.54

1.80

3.47

8.61

7.43

3.96

3.79

4.27

ETPCG

4.42

3.50

3.05

2.15

1.30

10.47

8.14

6.44

5.34

3.73

8.29

7.52

4.32

1.74

2.95

8.23

5.02

2.27

2.69

3.13

CGGM

9.23

6.27

3.76

3.45

0.94

7.73

4.99
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3.10

3.02
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7.07
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1.64
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4.68
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5.79
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Figure 9.4: Color plots of the imputed 6×6 area in the first region for the 99th
quantile.
the correlation between two distant nodes decreases. As a result, the Gaussian
copula is unable to capture the upper tail dependence in the data, rendering high
values for the MAE over the mixture of copulas model comprised of upper tail
dependent copulas. In particular, as manifested in Fig 9.4, the ETPCG model and
the CGGM are unable to recover reliable estimates for the maximum precipitation
values, especially for the 6 × 6 region with missing values. While all three models
underestimate the largest precipitation amount, the ETPCm model yields more
reliable estimates. Intuitively, this is because the rainfall amounts for this case are
extreme and reside in the tail part of the distribution, which the Gaussian copula
is incapable of modeling. This also implies that the proposed model can reliably
simulate the extreme events in a spatial domain given the boundary conditions.
Third, the CGGM tends to outperform the ETPCG model, since cyclic graphs
offer a more natural description of the spatial dependence than the ensemble-oftrees configuration. Unfortunately, the cyclic structure can only be imposed on
Gaussian copulas so far, whereas Gaussian copulas fail to capture tail dependence
both empirically (as shown in our experiments) and theoretically. Therefore, the
ETPCm model is currently preferable in terms of computational convenience and
tail properties.
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9.5

9.5. SUMMARY

Summary

We have proposed the ETPC model for multivariate analysis of spatial extremes,
together with tractable and efficient learning and imputation algorithms. The ETPC
model enables us to construct the joint PDF in a flexible manner to accommodate
various types of copulas for different modeling purposes, depending on the data at
hand. Furthermore, it enjoys the attractive property of preserving the upper tail
dependence between any two nodes under certain mild conditions, which assists in
the analysis of extreme events in a spatial domain. To the best of our knowledge,
this is the first work on tail dependence in graphical models. Our experimental
results on real Japanese rainfall data further shows the ETPCm model outperforms
the ETPCG model and the CGGM in terms of both model fitting and inferring
extreme missing data, indicating that the ETPC model serves as a powerful and
flexible tool to model spatial extremes in practice.
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Chapter 10
Conclusions and Outlook
This thesis investigates graphical models for non-Gaussian data, including both
nominal and extremal data. Particularly, copulas play an important role in our
approach to constructing those graphical models. In this chapter, we close this
thesis by summarizing the main contributions and suggesting directions for future
research.

10.1

Summary of Contributions

10.1.1

Graphical Models for Nominal Data

We first consider non-Gaussian nominal data in this thesis; we propose novel copula
Gaussian graphical models to handle continuous, discrete and piecewise stationary
data respectively in Chapter 3, Chapter 4, and Chapter 5.
For continuous data, we develop hidden variable copula Gaussian graphical models;
such models allow us to infer hidden variables from non-Gaussian multivariate data,
and therefore provide a simple explanation for the statistical relations between the
observed variables. Specifically, we first transform non-Gaussian observed variables
to Gaussian latent variables, according to the definition of Gaussian copulas. We
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then infer a hidden variable Gaussian graphical model in the latent Gaussian layer
by solving a penalized maximum likelihood problem. The resulting model enjoys
the advantages of Gaussian graphical models, such as efficient learning and inference, while being applicable to a much wider variety of continuous distributions.
In addition, we solve the problem of regularization selection by first learning the
graphical model structure via stability selection, and then estimating the parameters. The results of both synthetic and real data shows that the proposed algorithm
can effectively recover the underlying graphical model structure and the number of
hidden variables.
For discrete data, we propose to learn discrete copula Gaussian graphical models
using the Monte-Carlo Expectation Maximization (MCEM) algorithm. Concretely,
in the E-step, we employ an efficient Gibbs sampler to draw samples for the latent
Gaussian variables; in the M-step, we adopt the efficient glasso algorithm to learn
the precision matrix of the latent Gaussian variables. The resulting algorithm is
more efficient than the existing full MCMC algorithm as shown in Chapter 4, since
only point estimates rather than the posterior distribution of the precision matrix
are estimated. The selection of the regularization parameter is again a critical issue
in this model; we circumvent such a delicate problem as in the previous chapter
by splitting the graphical model learning procedure into two steps: structure and
parameter learning. The structure is determined using BINCO method, since it
provides a more reasonable method to select “stable” edges than stability selection.
The parameters, on the other hand, are inferred via iterative proportional fitting
(IPF). We further apply the model to one synthetic data set and three real data
sets. The results indicate that the proposed method produces very similar results
to alternative approaches, while being more efficient and wider applicable.
In the last chapter for nominal data, we build a model to detect change points in
piecewise-stationary data, and then infer graphical models for each stationary time
segments. Previous works on learning abruptly changing dependency structure for
multivariate time series usually suffer from the issue of high computational cost.
Instead, we show that a method with linear time complexity (under certain condiNanyang Technological University
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tions) can be leveraged to identify the change points. We also develop an approach
to specify the number of change points in an automatic fashion. After detecting the
change points, graphical models are then inferred for each time segment using the
methods described in the previous two chapters. The crux of the proposed approach
is that it determines the number and location of the change points as well as the
graphical models automatically without manually tuning any parameters. Numerical results for both synthetic and real data show that the proposed method provides
an effective and efficient tool to identify change points and infer networks.

10.1.2

Graphical Models for Marginal Analysis of Extremal
Data

After developing models for nominal data, we turn our attention to extremal data.
Modeling extreme events can be divided into two stages: marginal and joint analysis. The objective of marginal analysis is to accurately estimate the parameters
of marginal distributions. We construct graphical models for extreme events with
multiple covariates in Chapter 6, and subsequently, pay special attention to spatiotemporal extreme events in Chapter 7.
Chapter 6 is devoted to the novel extreme-value model which accommodates the effects of multiple covariates. More explicitly, marginal extreme values are assumed to
follow GEV distributions. The GEV parameters are then coupled together through
a multidimensional thin-membrane model. The proposed model possesses three
advantages: First, the multidimensional thin-membrane model can be constructed
from one-dimensional thin-membrane models in an flexible manner, thus, the proposed model is generalizable to an arbitrary number of covariates. Second, component eigenvector structures provide efficient inference of smoothed GEV parameters
with computational complexity O(M log(M )). Third, the eigenvalues of the overall
multidimensional model can be computed easily, and help to simplify the determinant maximization problem in the learning process of smoothness parameters.
Numerical results for both synthetic and real data support the proposed model;
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it achieves the most accurate estimates of GEV parameters, and models the data
best. Therefore, the approach may prove to be a practical tool for modeling extreme
events with covariates.
On the other hand, we propose a new spatial-temporal model for marginal extremes
in Chapter 7. Specifically, we assume each GEV parameter can be decomposed
as the sum of a spatial and a temporal component, as in a generalized additive
model. Graphical models, in particular, thin-plate models, are then imposed on the
spatial and the temporal components to capture the spatial and temporal dependence. Compared with previous works that restrict the shape and scale parameters
to be constant, the proposed model has the virtue that all the three GEV parameters (shape, scale, and location) are able to change flexibly in the spatio-temporal
domain. Furthermore, an efficient algorithm whose computational complexity is
sublinear is derived to learn the GEV parameters as well as the smoothness parameters of the thin-plate models. Numerical results show that the proposed model can
reliably estimate the GEV distributions corresponding to the observed time series.
It also provides an effective tool to predict GEV distributions in the future.

10.1.3

Graphical Models for Joint Analysis of Extremal Data

Finally, we proceed to the second stage of extreme-events modeling. Here, we focus
on spatial extremes, and we aim to model the spatial dependence between extreme
values rather than GEV parameters.
In Chapter 8, we investigates the performance of copula Gaussian graphical models on extreme events. The resulting model capture the spatial dependence in two
complementary ways. The GEV parameters are coupled through a thin-membrane
model. The extreme events, on the other hand, are coupled through a copula Gaussian graphical model (CGGM) with the precision matrix corresponding to a generalized thin-membrane model. We then derive inference and interpolation algorithms
for the proposed model. We consider both regular and irregular grids. The approach
is validated on synthetic data as well as real data related to hurricanes in the Gulf
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of Mexico. Numerical results suggest that it can accurately describe extreme events
in spatial domain, and can reliably interpolate extreme values at arbitrary sites.
Since Gaussian copulas are asymptotically tail independent and are therefore theoretically unfavorable to analysis of extreme events, we consider in Chapter 9 an
extreme-value graphical model built on other copulas, in particular, the ensembleof-trees of pairwise copulas (ETPC). We describe the learning algorithm and further
propose an efficient inference with linear computational complexity. More importantly, we prove that the ETPC model can preserve the upper tail dependence
between any two nodes under mild conditions, thus, it is suitable for extreme-value
analysis. The experimental results on real Japanese rainfall data also verifies that
the ETPC model wins over the CGGM in terms of both model fitting and inferring
extreme missing data, suggesting that the ETPC model can well characterize the
spatial dependence between extremes in practice.

10.2

Recommendations for Future Works

10.2.1

Cyclic Pairwise Copula Graphical Models

As demonstrated in Table 9.3 and Table 9.4 in Chapter 9, cyclic graphs can be a
better choice to analyze spatial dependence than the ensemble of trees. So far, it is
unclear how to build cyclic graphical models from non-Gaussian pairwise copulas.
Therefore, we would like to employ non-Gaussian copulas as the building blocks of
cyclic graphical models in our future work.

10.2.2

Multiscale Pairwise Copula Graphical Models

Another interesting direction is to build a multiscale graphical model based on
pairwise copulas. Multiscale models are equipped with the richest modeling power
and are capable of capturing complex dependence, such as the long-range dependence between far-away sites (e.g., the dependency between nodes X1 and XP in
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X1

XP

(a)

(b)

(c)

Figure 10.1: A graphical models with multiscale structure: (a) a monoscale graphical
model; (b) a latent tree (i.e., a quadtree); (c) a multiscale graphical model.
Fig. 10.1(a)) [171, 172]. As a starting point, we may consider a multi-scale tree
model, as shown in Fig. 10.1(b). However, the multi-scale tree model induces blocky
artifacts, since some spatially adjacent variables are widely separated in the tree
structure [172]. To alleviate that issue, we will consider the ensemble of multiscale trees [122] or models with inscale structure [172], which capture short-range
correlation in each scale of different resolution
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Appendix A
Proofs and Derivations of Results
in Chapter 6

A.1

Derivation of the first step in the FTM solver

Due to the mixed product property of the Kronecker product [127, Ch. 13], Vprior
in (6.20) can be expressed alternatively as the matrix product:
Vprior =(IBx ⊗ IBy ⊗ VC )(IBx ⊗ VBy ⊗ IC )
× (VBx ⊗ IBy ⊗ IC ).

(A.1)

Therefore, the calculation of z1 = Vprior z0 can be further divided into three substeps.
Before elaborating on the three substeps, we first introduce another property of the
Kronecker product: for two arbitrary matrices J and K that can be multiplied
together,
vec(JK) = (IK ⊗ J)vec(K)
= (K T ⊗ IJ )vec(J).

(A.2)
(A.3)

Now let us focus on the first substep (as denoted by the superscript), that is, z11 =
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(VBx ⊗ IBy ⊗ IC )z0 . Given the above mentioned property, z11 can be computed as:
T

z11 = vec(Z01 VBTx ) = vec{(VBx Z01 )T },

(A.4)

where Z01 is a P by QD matrix such that vec(Z01 ) = z0 , and P , Q and D are the
dimension of VBx , VBy and VC respectively. In addition, recall that we define Z0 to
be a 3D P by Q by D array such that vec(Z0 ) = z0 as in Section 6.3.1. As a result,
T

it is easy to express Z01 using the entries of Z0 :


Z01

T



[Z ] [Z ] · · · [Z0 ]1Q1 · · · [Z0 ]1QD
 0 111 0 121



 [Z0 ]211 [Z0 ]221 · · · [Z0 ]2Q1 · · · [Z0 ]2QD 
.
=
 ..

..
..
..
 .

.
.
.


[Z0 ]P 11 [Z0 ]P 21 · · · [Z0 ]P Q1 · · · [Z0 ]P QD
T

As mentioned in Section 6.1, VBx Z01 is equivalent to discrete Fourier transform on
T

each column of Z01 , and therefore, it coincides with performing FFT along the first
dimension of the 3D array Z0 .
Similarly, in the second substep, we can first apply the property in Expression (A.2),
and subsequently, in Expression (A.3). As a result, we can find that z12 = (IBx ⊗
VBy ⊗ IC )z11 is identical to FFT in the second dimension of the 3D P by Q by Q
array Z11 which satisfies vec(Z11 ) = z11 . The operation in the third substep, i.e.,
z1 = (IBx ⊗ IBy ⊗ VC )z12 , can be proven likewise. Note that the ordering of the three
integration transforms can be arbitrary, because the three matrices (IBx ⊗ IBy ⊗ VC ),
(IBx ⊗ VBy ⊗ IC ), and (VBx ⊗ IBy ⊗ IC ) commute with each other. This algorithm
resembles the popular row-column algorithm in the literature of multidimensional
Fourier transform, cf. [173].

A.2

Proof of Theorem 6.1

Since Kprior is a Laplacian matrix, it is positive semi-definite and singular. In addition, C T Rz−1 C is a diagonal matrix with positive diagonal elements corresponding
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to the observed variables. According to the properties of Laplacian matrices, the
resulting summation Kpost is strictly positive definite.
The second conclusion follows from the following theorem of standard Richardson
iteration, proved by Adams [174].
Theorem A.1. Let Kpost = K1 + K2 be a symmetric positive definite matrix and
let K1 be symmetric and nonsingular. Then ρ(K1−1 K2 ) < 1 if and only if K1 − K2
is positive definite.
Since K1 = Kprior + cIz and c > 0, K1 is symmetric and nonsingular. Note that
K2 = Kpost − K1
= C T Rz−1 C − cIz ,

(A.5)
(A.6)

where c equals the largest diagonal element in C T Rz−1 C. Therefore, K2 is a diagonal
matrix with diagonal elements smaller than or equal to 0. As a result, K1 − K2 is
positive definite.

A.3

Proof of Theorem 6.2

Computing the eigenvalues of K1−1 K2 amounts to solving the generalized eigenvalue
problem:
λK1 x = K2 x.

(A.7)

It follows from Theorem 2.2 in [175] that
λmax (K2 )
λmax (K2 )
≤ ρ(K1−1 K2 ) ≤
,
λmax (K1 )
λmin (K1 )

(A.8)

where λmax (K) and λmin (K) denote the largest and smallest absolute eigenvalues of
K. By substituting K1 = Kprior + cIz and K2 = C T Rz−1 C − cIz into (A.8), we can
obtain the bounds specified for the proposed algorithm.
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A.4

A.4. DERIVATION OF THE Q-FUNCTION

Derivation of the Q-function

We aim to learn the smoothness parameters αz and βz by maximum likelihood
estimation, i.e., by maximizing
L(αz , βz ) = log p(y|αz , βz )
Z
= log p(y, z|αz , βz )dz.

(A.9)
(A.10)

z

Since maximizing log p(y|αz , βz ) is intractable, we apply Expectation Maximization
(EM) instead.
In the E-step, we compute the Q-function, which is defined as:
Q(αz , βz ; α̂z(κ−1) , β̂z(κ−1) )

Z
=

p(z|y, α̂z(κ−1) , β̂z(κ−1) log p(y, z|αz , βz )dz

z

=Ez|y,α̂z(κ−1) ,β̂z(κ−1) {log p(y, z|αz , βz )}


1
1
T
=Ez|y,α̂z(κ−1) ,β̂z(κ−1) − tr(z Kprior z) + log |Kprior |+ + c
2
2


1
1
= − Ez|y,α̂z(κ−1) ,β̂z(κ−1) tr Kprior zz T + log |Kprior |+ + c.
2
2
Note that the trace and the expectation operator commute. Consequently,
Q(αz , βz ; α̂z(κ−1) , β̂z(κ−1) )
 1
1 
= − tr Kprior Ez|y,α̂z(κ−1) ,β̂z(κ−1) (zz T ) + log |Kprior |+ + c
2 
2

−1  1
T
1
1
(κ−1)
= − tr Kprior Kpost
−
z (κ−1) Kprior z (κ−1) + log |Kprior |+ + c.
2
2
2
If we ignore the common coefficient 1/2, we obtain the Q-function in (6.31).
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Appendix B
Proofs and Derivations of Results
in Chapter 7

B.1

Derivation of the Gradients

The gradient of the lower bound L with respect to the variational parameters mzS
and νzS can be derived as follows:
n
o
∇mzS L =∇mzS Eφ(ye ) [log p(x|Cye + m)] + Eφ(zSe ) [log p(zS |αz )]


h X
i
=Eφ(ye ) ∇zS
log f (xij |ξT i + ξSj , ζT i + ζSj , µT i + µSj ) ∇mzS zS
{i,j}∈VO

− αz KS mzS

h X
i
=Eφ(ye ) ∇zS
log f (xij |ξT i + ξSj , ζT i + ζSj , µT i + µSj )
{i,j}∈VO

− αz KS mzS ,
(B.1)
n
o
∇νzS L =∇νzS Eφ(ye ) [log p(x|Cye + m)] + Eφ(zSe ) [log p(zS |αz )] + 1 νzS


h X
i
=Eφ(ye ) ∇zS
log f (xij |ξT i + ξSj , ζT i + ζSj , µT i + µSj ) ∇νzS zS
{i,j}∈VO

− αz KS νzS + 1

νzS

Nanyang Technological University

Singapore

208

B.2. GRADIENTS OF THE LOGARITHM OF GEV DENSITIES


h X
i
=Eφ(ye ) ∇zS
log f (xij |ξT i + ξSj , ζT i + ζSj , µT i + µSj )
zSe
{i,j}∈VO

− αz KS νzS + 1
Note that φ(ye ) =

B.2

Q

z∈{ξ,σ,µ}

νzS .

(B.2)

φ(zSe )φ(zT e ).

Gradients of the Logarithm of GEV densities

The logarithm of the PDF of a GEV distribution can be written as:
log f (xij |ξT i + ξSj , ζT i + ζSj , µT i + µSj )



 

− ξ1

ij
xij − µij
xij − µij
1
+ 1 log 1 + ξij
− 1 + ξij
, (B.3)
= − ζij −
ξij
exp (ζij )
exp (ζij )
where ξij = ξT i + ξSj , ζij = ζT i + ζSj , and µij = µT i + µSj . As a result, the partial
derivatives can be computed as:


−1 


∂ log f (xij )
∂ log f (xij )
1
xij − µij
xij − µij
=
=−
+ 1 1 + ξij
∂ξT i
∂ξSj
ξij
exp (ζij )
exp (ζij )



− ξ1 −1 



ij
1
1
xij − µij
xij − µij
xij − µij
+
1 + ξij
+ 2 log 1 + ξij
ξij
exp (ζij )
ξij
exp (ζij )
exp (ζij )


− ξ1



ij
1
xij − µij
xij − µij
− 2 1 + ξij
log 1 + ξij
,
(B.4)
ξij
exp (ζij )
exp (ζij )


−1 

∂ log f (xij )
xij − µij
xij − µij
∂ log f (xij )
=
= −1 + (1 + ξij ) 1 + ξij
∂ζT i
∂ζSj
exp (ζij )
exp (ζij )


− ξ1 −1 

ij
xij − µij
xij − µij
− 1 + ξij
,
(B.5)
exp (ζij )
exp (ζij )


−1 

∂ log f (xij )
∂ log f (xij )
xij − µij
1
=
= (1 + ξij ) 1 + ξij
∂µT i
∂µSj
exp (ζij )
exp(ζij )


− ξ1 −1 

ij
xij − µij
1
− 1 + ξij
.
(B.6)
exp (ζij )
exp (ζij )
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Proof of Proposition 7.1

We can prove Proposition 7.1 via contradiction. Let aij = 1 + ξij (xij − µij )/ exp(ζij ).
Suppose that there is a local maximizer ŷ of log p̃(x, y|θ) that breaks the constraint
that aij > 0. According the definition in (7.50),


 

x
−
µ
ij
ij
f˜(xij |ξij , ζij , µij ) = exp c1 1 + ξij
− c2 .
exp(ζij )

(B.7)

Thus, we can obtain:
∂ log f˜(xij )
∂ log f˜(xij )
∂ log f˜(xij ) ∂aij
∂aij
=
=
= c1
,
∂ ẑT i
∂ ẑSj
∂aij
∂ ẑij
∂ ẑij

(B.8)

where z ∈ {ξ, ζ, µ}. For scale parameters ζ̂ij , it follows from the inequality 1 +
ξˆij (xij − µ̂ij )/ exp(ζ̂ij ) ≤ 0 that
∂aij
∂ ζ̂ij

!

xij − µ̂ij

= −ξˆij

≥ 1.

exp(ζ̂ij )

(B.9)

Therefore,
∂ log f˜(xij )
∂ ζ̂T i

=

∂ log f˜(xij )
∂ ζ̂Sj

= c1

∂aij
∂ ζ̂ij

≥ c1 .

(B.10)

As a result, if c1 is sufficiently large, for example,




∂ log fij 

X

c1 > [KT ζ̂T ]i −

{j:{i,j}6∈V− }

∂ ζ̂ij

,

(B.11)

+

∃i ∈ {i : {i, j} ∈ V− }, where t+ = max(t, 0), then
∂ log p̃(x, y|θ)
∂ ζ̂T i

X

∂aij

{j:{i,j}∈V− }

∂ ζ̂ij

=c1
≥c1 +

X

∂ log fij

{j:{i,j}6∈V− }

∂ ζ̂ij

+

X

∂ log fij

{j:{i,j}6∈V− }

∂ ζ̂ij
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The above inequality contradicts the assumption that ŷ is a local maximizer of
log p̃(x, y|θ). Therefore, ŷ can be a maximum of log p̃(x, y|θ) only if it satisfies
the constraint that aij > 0 for all {i, j} ∈ VO . Furthermore, if the constraint
is satisfied, then f˜(xij ) = f (xij ) for all {i, j} ∈ VO , and therefore, log p̃(x, y|θ) =
log p(x, y|θ). As a result, a local maximizer of log p̃(x, y|θ) is also a local maximizer
of log p(x, y|θ).

B.4

Gibbs Sampling Method to Learn the STM

In order to employ Gibbs sampling, we construct a full Bayesian model here by
imposing Gamma priors on the smoothness parameters. More specifically, we set
the shape and rate parameters (a, b) of the Gamma priors to be very small (i.e.,
10−6 ) such that the priors are non-informative. The detailed steps of the Gibbs
sampling algorithm are as follows:
1. Updating the spatial components of GEV parameters at each site
Each component of zS = [zSj ]T is updated individually via the MetropolisHastings (MH) algorithm. Let us take a location parameter µSj as an example.
(p)

In iteration κ, we first generate a proposal µSj from a Gaussian distribution
(κ−1)

with mean value µSj

, and then compute the acceptance probability:
r = min(1, α),

(B.13)

where α is a ratio between GEV likelihoods times the thin-plate model like(κ)

(p)

(κ)

(κ−1)

lihood when µSj = µSj and when µSj = µSj

. Note that other parameters
(κ)

(p)

are set to their most recent values. With probability r, µSj is set to µSj ;
(κ−1)

otherwise it remains at µSj

. The spatial components of the scale and shape

parameters are updated similarly.
2. Updating the temporal components of GEV parameters at each site
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Each component of zT = [zT i ]T is updated singly in a similar vein as in the
previous step.
3. Updating the smoothness parameters αz
The conditional distribution of αz conditioned on other parameters has a closed
form, that is, a Gamma distribution Gamma(αz ; a+(P −1)/2, b+zST KS zS /2).
(κ)

We therefore draw one sample from this distribution and set αz to the value
of this sample.
4. Updating the smoothness parameters βz and γz
We update βz and γz using the MH approach since the Gamma priors are
not conjugate to the likelihood of βz and γz . Here, we specify the proposal
distributions as Gamma distributions. Due to its asymmetry, we need the
Hastings correction when computing the ratio.
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Appendix C
Proofs of Results in Chapter 9

C.1

Proof of Theorem 9.2

We can prove the conditional dependence of the ETPC model via contradiction.
Suppose that we are interested in performing inference on one arbitrary site xa
given data at the other sites xO with xa ∪ xO = x. Let f denote the probability
density function of the ETPC model. If the conditional independence assumption
holds, then f (xa |xO ) = f (xa |xN (a) ), where N (a) refers to the neighboring nodes of
a. However,
f (xa , xO ) =

X

P (Ti )f (xa , xO |Ti )

(C.1)

P (Ti )f (xa |Ti , xO )f (xO |Ti ).

(C.2)

i

=

X
i

Since f (xa |Ti , xO ) = f (xa |Ti , xN (a) ) in a tree graphical model, f (xa , xO ) can be
further written as:
f (xa , xO ) =

X

P (Ti )f (xa |Ti , xN (a) )f (xO |Ti ).

(C.3)

i
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As a result,
f (xa |xO ) =

X

f (xa |Ti , xN (a) )P (Ti |xO ),

(C.4)

i

while
f (xa |xN (a) ) =

X

f (xa |Ti , xN (a) )

i

P (Ti , xO )
,
f (xN (a) )

(C.5)

which contradicts the assumption that f (xa |xO ) = f (xa |xN (a) ). Therefore, the
absence of an edge between two nodes in the ETPC model (i.e., zero elements in
the edge weight matrix β) does not imply conditional independence.

C.2

Proof of Proposition 9.1

Before proving the proposition, we would like to introduce the stochastic increasing
condition first: for two continuously distributed variables X1 and X2 , X1 is said to
be stochastically increasing with X2 if the probability P (X1 > x1 |X2 = x2 ) increases
with x2 for all x1 in the support of X1 [96]. Note that this condition is satisfied by
all the copulas we used in this thesis when modeling positive correlation.
Returning to the main thread, we can write the joint PDF of a three-node Markov
chain (X1 , X2 , X3 ) by applying (9.3):
p(x1 , x2 , x3 ) = c12 (u1 , u2 )c23 (u2 , u3 )f1 (x1 )f2 (x2 )f3 (x3 ).
According to the definition of upper tail dependence (2.49), we obtain:
P (U1 > u, U3 > u)
P (U3 > u)
Z 1Z 1Z 1
1
=
c12 (u1 , u2 )c23 (u2 , u3 )du2 du1 du3
1−u u u 0

Z 1 Z 1
Z 1
1
=
c12 (u1 , u2 )du1
c23 (u2 , u3 )du3 du2
1−u 0
u
u
Z 1
1
=
C12 (U1 > u|u2 )C23 (U3 > u|u2 )du2
1−u u
Z 1
1
+
C12 (U1 > u|u2 )C23 (U3 > u|u2 )du2
(C.6)
1−u 0

P (U1 > u|U3 > u) =
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Here we define C12 (U1 > u|u2 ) =

R1
u

c12 (u1 , u2 ) du1 following the literature of copu-

las [71, 167]. The first term in the above expression can be regarded as computing
the expected value of the product of two functions of a random variable uniformly
distributed in [u, 1] with probability density function 1/(1 − u), i.e.
1
E {C12 (U1 > u|u2 )C2,3 (U3 > u|u2 )} =
1−u

Z

1

C12 (U1 > u|u2 )C23 (U3 > u|u2 )du2 .
u

(C.7)
With the stochastically increasing assumption, C12 (U1 > u|u2 ) and C2,3 (U3 > u|u2 )
are increasing with respect to u2 ∈ [u, 1). Since the covariance of two increasing
functions of a random variable is non-negative, assuming that it exists, we can obtain
the follow inequality [167]:
E {C12 (U1 > u|u2 )C23 (U3 > u|u2 )} − E {C12 (U1 > u|u2 )} E {C23 (U3 > u|u2 )} ≥ 0.
(C.8)
Correspondingly,
Z 1
1
lim
C12 (U1 > u|u2 )C23 (U3 > u|u2 ) du2
u→1− 1 − u u



Z 1
Z 1
1
1
≥ lim−
C12 (U1 > u|u2 )du2
C23 (U3 > u|u2 )du2
u→1
1−u u
1−u u
= lim− P (U1 > u|U2 > u)P (U3 > u|U2 > u)
u→1

=λ12 λ23 .

(C.9)

On the other hand, the second term in (C.6) can be simplified as follows:
Z u
1
C(U1 > u|u2 )C(U3 > u|u2 ) du2
1−u 0
Z u
u
1
=
C(U1 > u|u2 )C(U3 > u|u2 ) du2
1−u 0 u
u
=
E[C(U1 > u|u2 )C(U3 > u|u2 )]
1−u
u
≥
E[C(U1 > u|u2 )]E[C(U3 > u|u2 )]
1−u
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Z u
 Z u

1
1
u
=
C(U1 > u|u2 ) du2
C(U3 > u|u2 ) du2
1−u 0 u
0 u
Z u
 Z u

1
=
(1 − C(U1 < u|u2 )) du2
(1 − C(U3 < u|u2 )) du2
u(1 − u) 0
0
[u − C12 (u, u)] [u − C23 (u, u)]
=
.
(C.10)
u(1 − u)
To compute the limit of the above, We then apply L’hôpital’s rule as [u − C12 (u, u)] ×
[u − C23 (u, u)] and u(1 − u) both approach 0 when u → 1− . Noting that
Z

u

Z

u

Cjk (u, u) =

cjk (uj , uk ) duj duk ,
0

(C.11)

0

Leibniz’ Integral Rule can be employed to yield:
d
Cjk (u, u) =
du

Z

u

Z

0

u

cjk (uj , u) duj

cjk (u, uk ) duk +
0

= Cjk (Uj < u|u) + Cjk (Uk < u|u).

(C.12)

Consequently,
Z u
1
lim
C(U1 > u|u2 )C(U3 > u|u2 ) du2
u→1− 1 − u 0
[u − C12 (u, u)] [1 − C23 (U2 < u|u) − C23 (U3 < u|u)]
= lim−
u→1
1 − 2u
[1 − C12 (U1 < u|u) − C12 (U2 < u|u)] [u − C23 (u, u)]
+
1 − 2u
=0,

(C.13)

because limu→1− Cjk (Uj < u|u) < ∞ by the definition of conditional cumulative
distribution function.
This implies that, from (C.9) and (C.13),
λ13 = lim− P (U1 > u|U3 > u) ≥ λ12 λ23 ,

(C.14)

u→1

where λ13 denotes the upper tail dependence coefficient between X1 and X3 .
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Proof of Proposition 9.2

We proceed via an induction argument. Consider an undirected tree graphical model
T with N nodes. There exists a unique path in the tree between two arbitrary
distinct nodes, Xi1 and Xin , which we denote as {i1 , i2 , ..., in }. We label the indices
of the remaining nodes in the tree absent in the path as in+1 , . . . , iN .

Figure C.1: An example of a tree graphical model with pairwise upper tail dependence.
Note that from the fact that the marginals of a copula distribution are uniformly
distributed we obtain:
Z

1

cij (ui , uj )dui = 1.

(C.15)

0

Therefore, the pairwise copulas which are not on the path between node i1 and
in will be integrated out when computing the tail dependence coefficient. As an
example, the joint probability density function corresponding to the tree in Fig. C.1
is
p(x1 , x2 , · · · , x10 ) =c13 c23 c34 c45 c46 c67 c78 c79

9
Y

fi (xi ),

i=1

where we use cij to denote cij (ui , uj ) for simplicity. Let us now analyze, for instance,
the tail dependence between X3 and X7 . According to the definition of upper tail
dependence,
P (U3 > u|U7 > u) =

P (U3 > u, U7 > u)
P (U7 > u)
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1
=
1−u

Z

1
=
1−u

Z

1

1

Z

1

Z

1

c13 c23 c34 c45 c46 c67 c78 c79 du1:9|3,7 du3 du7
0

0
1

Z

!

1

Z
···

u

u

1

Z

···

Z

1

1

Z

Z

!

1

c79 du9

c78 du8
0

0

0

0

0

1

Z
c45 du5

c23 du2

c13 du1
0

u
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· c34 c46 c67 du4 du6 du3 du7 .
By utilizing (C.15), P (U3 > u|U7 > u) can be further simplified as:
1

Z

1
1−u

1

Z

Z

1

Z

1

c34 c46 c67 du4 du6 du3 du7 ,
u

u

0

(C.16)

0

which only involves pairwise copulas comprising the path between X3 and X7 .
Returning to the main thread, we first deal with the case when n = 3, that is,
there are only two distinct edges which comprise the path between Xi1 and Xi3 .
Let λi1 i3 denote the upper tail dependence coefficient between Xi1 and Xi3 . From
Proposition 9.1, λi1 i3 = limu→1− P (Ui1 > u|Ui3 > u) ≥ λi1 i2 λi2 i3 , assuming that λi1 i2
and λi2 i3 both exist.
We now tackle the general case when n > 3. Suppose that the proposition holds for
the nodes Xi1 and Xin−1 where the length of the path between the nodes is n − 1.
More explicitly, suppose that the upper tail dependence between Xi1 and Xin−1 ,
Q
denoted by λi1 in−1 , satisfies λi1 in−1 ≥ n−2
t=1 λit it+1 . By the definition of upper tail
dependence,
P (Ui1 > u, Uin > u)
P (Uin > u)
!
Z 1
Z 1 Y
···
cis it dui2 · · · duin−1 duin+1 · · · duiN dui1 duin

P (Ui1 > u|Uin > u) =
1
=
1−u

Z

1
=
1−u

Z

1
=
1−u

Z

1
1−u

Z

=

1

u

Z

1

u
1

Z

0
1

Z

0 {i ,i }∈T
s t
1

Z
···

u

u
1

0

Z

1

0

Z

···
0

Z
···

0

!
cit it+1 dui2 · · · duin−1 dui1 duin

t=1

1

Z
ci1 i2 dui1

0
1

1 n−1
Y

u

1

cin−1 in duin
u

 n−2
Y

cit it+1 dui2 · · · duin−1

t=2

1

Ci1 i2 (Ui1 > u|ui2 )Cin−1 in (Uin > u|uin−1 )
0
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1
=
1−u

Z

1
+
1−u

Z

1

u

Z
0

1

Z
···
|{z}

0

u

0

1

Z

n−3

1

Ci1 i2 (Ui1 > u|ui2 )Cin−1 in (Uin > u|uin−1 )
0

Z
···
|{z}
n−3

n−2
Y

cit it+1 dui2 · · · duin−1

t=2
1

Ci1 i2 (Ui1 > u|ui2 )Cin−1 in (Uin > u|uin−1 )
0

n−2
Y

cit it+1 dui2 · · · duin−1 .

t=2

(C.17)
We analyze each term in (C.17) separately. The first term in (C.17) can be regarded
as the expected value of a product of two functions of n−2 jointly distributed random
Q
n−3
variables with joint pdf n−2
×[u, 1], i.e.
t=2 cit it+1 (uit , uit+1 )/(1−u) in the region [0, 1]
E{Ci1 i2 (Ui1 > u|ui2 )Cin−1 in (Uin > u|uin−1 )}. The stochastically increasing assumption coupled with the fact that all the copulas with upper tail dependence only model
positive dependence guarantee Cov{Ci1 i2 (Ui1 > u|ui2 )Cin−1 in (Uin > u|uin−1 )} ≥ 0.
Thus,
E{Ci1 i2 (Ui1 > u|ui2 )Cin−1 in (Uin > u|uin−1 )}
≥E{Ci1 i2 (Ui1 > u|ui2 )}E{Cin−1 in (Uin > u|uin−1 )}

(C.18)

We then find that:
E{Ci1 i2 (Ui1 > u|ui2 )}
Z 1Z 1
Z 1
n−2
Y
1
cit it+1 dui2 · · · duin−1
·
·
·
C
(U
>
u|u
)
=
i
i
i
i
1
2
1
2
1 − u u 0 |{z} 0
t=2
n−3
Z 1

Z 1
Z 1
n−3
Y
1
···
Ci1 i2 (Ui1 > u|ui2 )
cit it+1
cin−2 in−1 duin−1 dui2 · · · duin−2
=
1−u 0
u
0
t=2
Z 1
Z 1
n−3
Y
1
=
···
Ci1 i2 (Ui1 > u|ui2 )Cin−2 in−1 (Uin−1 > u|uin−2 )
cit it+1 dui2 · · · duin−2
1−u 0
0
t=2
=P (Ui1 > u|Uin−1 > u)
which is bounded below by

(C.19)
Qn−2
t=1

λit it+1 as u → 1− by the induction assumption.
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On the other hand,
E{Cin−1 in (Uin > u|uin−1 ) = P (Uin > u|Uin−1 > u)

(C.20)

which equals λin−1 in as u → 1− . Therefore, by taking (C.19) and (C.20) together,
we have the following lower bound for the first term in (C.17):
1
lim−
u→1 1 − u

Z
u

1

Z
0

1

Z
···
|{z}
n−3

· Cin−1 in (Uin > u|uin−1 )

1

Ci1 i2 (Ui1 > u|ui2 )
0
n−2
Y

cit it+1 dui2 · · · duin−1

t=2

≥

n−1
Y

λit it+1 .

(C.21)

t=1

The second term in (C.17), on the other hand, can be simplified in a similar fashion
as:
Z 1
Z uZ 1
n−2
Y
1
C
·
·
·
(U
>
u|u
)C
(U
>
u|u
)
cit it+1 dui2 · · · duin−1
i1 i2
i1
i2
in−1 in
in
in−1
1 − u 0 0 |{z} 0
t=2
n−3



u − Ci1 in−1 (u, u) u − Cin−1 in (u, u)
,
(C.22)
=
u(1 − u)
which approaches 0 as u → 1− using a similar argument as presented in the proof
of Proposition 9.1.
Hence, from (C.21) and (C.22),

λi1 in = lim− P (Ui1 > u|Uin > u) ≥
u→1

C.4

n−1
Y

λit it+1 .

t=1

Proof of Proposition 9.3

Denote by G the graph under consideration and let x1 and x2 be distinct and arbitrary nodes. We label each spanning tree of G by Ti and label the path between x1
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and x2 in Ti by Pxi1 x2 . By the definition of upper tail dependence,
lim P (U1 > u|U2 > u)
X
= lim−
P (U1 > u|U2 > u, Ti )P (Ti )
u→1−

u→1

i





X
Y
1

βjk  lim− P (U1 > u|U2 > u, Ti )
u→1
det[Q(β)] i
{j,k}∈Ti



X
Y
Y
1

βjk  
≥
λjk  .
det[Q(β)] i
i
=

{j,k}∈Ti

(C.23)

{j,k}∈Px1 x2

Since all λjk ∈ [0, 1], the above expression can be further relaxed by including other
λjk outside the path Px1 x2 , that is,
lim P (U1 > u|U2 > u)



X
Y
Y
1

≥
βjk  
λjk 
det[Q(β)] i
{j,k}∈Ti
{j,k}∈Ti


X
Y
1

βjk λjk 
=
det[Q(β)] i
u→1−

{j,k}∈Ti

=

det[Q(β λ)]
,
det[Q(β)]

(C.24)

where the final equality is due to the matrix-tree theorem.
We remark that because

P

i

P (Ti ) = 1 and that limu→1− P (U1 > u|U2 > u, Ti ) ∈

[0, 1], limu→1− P (U1 > u|U2 > u) ∈ [0, 1].
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[107] N. Meinshausen, P. Bühlmann, “Stability Selection,” Journal of the Royal
Statistical Society, Series B, vol. 72, pp. 417-473, 2010.
[108] K. Sachs, O. Perez, D. Peer, D. A. Lauffenburger, and G. P. Nolan “Causal
Protein-Signaling Networks Derived from Multiparameter Single-Cell Data,”
Science Magazine vol. 308, pp. 523-529, 2005.
[109] G. Henderson, E. Ifeachor, N. Hudson, C. Goh, N. Outram, S. Wimalaratna,
C. Del Percio, and F. Vecchio, “Development and assessment of methods for
detecting dementia using the human electroencephalogram,” IEEE Transactions on Biomedical Engineering 53, 2006.
[110] J. Dauwels, F. Vialatte, and A. Cichocki, “Diagnosis of alzheimer’s disease
from EEG signals: Where are we standing?” Current Alzheimer Research,
vol. 7, pp. 487-505, 2010.
[111] A. P. Dempster, N. M. Laird, and D. B. Rubin, “Maximum Likelihood from
Incomplete Data via the EM Algorithm,” Journal of the Royal Statistical Society, vol. 39, Series B, pp. 1-38, 1977.
[112] G. Rodriguez-Yam, R. Davis, and L. Scharf, “Efficient Gibbs Sampling of
Truncated Multivariate Normal with Application to Constrained Linear Regression,” Technical Report, Department of Statistics, Columbia University,
2004.
[113] P. J. Green, “On Use of the EM for Penalized Likelihood Estimation,” Journal
of the Royal Statistical Society, Series B, vol. 52, No. 3, pp. 443-452, 1990.
[114] S. Li, L. Hsu, J. Peng and P. Wang, “Bootstrap inference for network construction with an application to a breast cancer microarray study,” Annals of
Applied Statistics, vol. 7, no. 1, pp. 391-417, 2013.
Nanyang Technological University

Singapore

BIBLIOGRAPHY

237

[115] http://webapp.icpsr.umich.edu/GSS/
[116] J. Whittaker, Graphical Models in Applied Multivariate Statistics, John Wiley
and Sons, 1990.
[117] A. Bhattacharya and D. B. Dunson, “Simplex Factor Models for Multivariate
Unordered Categorical Data,” Journal Amer. Stat. Assoc. 107, pp. 362-377,
2012.
[118] http://voteview.com/senate109.htm
[119] M. Lavielle, and G. Teyssière, “Detection of Multiple Change-Points in Multivariate Time Series,” Lithuanian Mathematical Journal, vol. 46, pp. 287–306,
2006.
[120] B. Jackson, J. D. Scargle, D. Barnes, S. Arabhi, A. Alt, P. Gioumousis, E.
Gwin, P. Sangtrakulcharoen, L. Tan, and T. T. Tsai, “An Algorithm for Optimal Partitioning of Data on an Iterval,”, Signal Proces. Letter, vol. 12, no.
2, pp. 105-108, 2005.
[121] A. L. Goldberger, L. A. N. Amaral, L. Glass, J. M. Hausdorff, P. C. Ivanov, R.
G. Mark, J. E. Mietus, G. B. Moody, C. K. Peng, H. E. Stanley, “PhysioBank,
PhysioToolkit, and PhysioNet: Components of a New Research Resource for
Complex Physiologic Signals,” Circulation vol. 101, pp. 215-220, 2000.
[122] M. J. Choi, V. Chandrasekaran, D. M. Malioutov, J. K. Johnson, and A.
S. Willsky, “Multiscale stochastic modeling for tractable inference and data
assimilation”, Comput. Methods Appl. Mech. Engrg., vol. 197, pp. 3492-3515,
2008.
[123] P. L. Speckman and D. C. Sun, “Fully Bayesian spline smoothing and intrinsic
autoregressive priors,” Biometrika, vol. 90, pp. 289-302, 2003.
[124] G. Strang, Computational Science and Engineering, Wellesley-Cambridge
Press, 2007.
Nanyang Technological University

Singapore

238

BIBLIOGRAPHY

[125] J. R. M. Hosking, J. R. Wallis and E. F. Wood, “Estimation of the generalized
extreme-value distribution by the method of probability-weighted moments”,
Technometrics, vol. 27, pp. 251-261, 1985.
[126] E. Castillo, and A. S. Hadi, “Parameter and quantile estimation for the generalized extreme-value distribution,” Environmetrics, vol. 5, pp. 417-432, 1994.
[127] A. J. Laub, Matrix Analysis for Scientists and Engineers, SIAM: Society for
Industrial and Applied Mathematics, 2004.
[128] F. W. Scholz, “The Bootstrap Small Sample Properties,” Technical Report,
Boeing Computer Services, Research and Technology, 2007.
[129] C. van Loan, Computational frameworks for the fast Fourier transform, SIAM
Press, Philadelphia, 1992.
[130] X. D. Zhang, “The Laplacian eigenvalues of graphs: a survey,” Preprint,
arXiv:1111.2897v1, 2011.
[131] M. T. Heath, Scientific Computing: An Introductory Survey, McGraw Hill,
New York, 2002.
[132] T. J. Henderson, and R. J. Tibshirani, Generalized Additive Models, Chapman
and Hall, London, 1990.
[133] J. S. Hodges, and D. J. Sargent, “Counting degrees of freedom in hierarchical
and other richly parameterized models,” Biometrika, vol. 88, pp. 367-379,
2001.
[134] Oceanweather Inc. GOMOS - USA Gulf of Mexico Oceanographic Study,
Northen Gulf of Mexico Archive, 2005.
[135] M. Titsias, M. Lázaro-Gredilla, “Doubly Stochastic Variational Bayes for nonConjugate Inference,” Journal of Machine Learning Research, W&CP, vol. 32,
no. 1, 1971-1979, 2014.

Nanyang Technological University

Singapore

BIBLIOGRAPHY

239

[136] M. D. Hoffman, D. M. Blei, C. Wang, and J. W. Paisley, “Stochastic variational inference,” Journal of Machine Learning Research, vol. 14, no. 1, pp.
1303-1347, 2013.
[137] D. M. Malioutov, J. K. Johnson, M. J. Choi, and A. S. Willsky, “Low-rank
variance approximation in GMRF models: Single and multiscale approaches,”
IEEE Trans. Signal Process., vol. 56, no. 10, pp. 4621-4634, 2008.
[138] Y. Yue and P. L. Speckman, “Nonstationary Spatial Gaussian Markov Random Fields,” Journal of Computational and Graphical Statistics, vol. 19, no.
1, pp. 96-116, 2010.
[139] C. J. Paciorek, “Spatial models for point and areal data using Markov random
fields on a fine grid,” Electronic Journal of Statistics, vol. 7, pp. 946-972, 2013.
[140] G. Casella, “An Introduction to Empirical Bayes Data Analysis,” American
Statistician, vol. 39, no. 2, pp. 83-87, 1985.
[141] M. J. Wainwright, and M. I. Jordan, “Graphical models, exponential families,
and variational inference,” Foundations and Trends in Machine Learning, vol.
1, nos. 1-2, pp. 1-305, 2008.
[142] H. Robbins and S. Monro, “A stochastic approximation method,” The Annals
of Mathematical Statistics, vol. 22, no. 3, pp. 400-407, 1951.
[143] R. Salakhutdinov, S. Roweis, and Z. Ghahramani, “Optimization with EM
and Expectation-Conjugate-Gradient,” Proc. ICML, 2003.
[144] M. D. Zeiler, “ADADELTA: An Adaptive Learning Rate Method,”
arXiv:1212.5701, 2012.
[145] T. Schaul, S. Zhang, Y. LeCun, “No more Pesky Learning Rates,” Proc. ICML,
2013.

Nanyang Technological University

Singapore

240

BIBLIOGRAPHY

[146] R. Ranganath, C. Wang, D. M. Blei, and E. P. Xing, “An Adaptive Learning Rate for Stochastic Variational Inference,” J. Mach. Learning Research,
W&CP vol. 28, 2013.
[147] M. Schmidt, N. L. Roux, and F. Bach, “Minimizing Finite Sums with the
Stochastic Average Gradient,” arXiv:1309.2388, 2013.
[148] R. Johnson, and T. Zhang, “Accelerating Stochastic Graident Descent using
Predictive Variance Reduction,” Proc. NIPS, 2013.
[149] S. Mandt, and D. Blei, “Smoothed Gradients for Stochastic Varianational
Inference,” Proc. NIPS, 2014.
[150] J. Sheffield, G. Goteti, and E. F. Wood, “Development of a 50-yr highresolution global dataset of meteorological forcings for land surface modeling,”
J. Climate, vol. 19, no. 13, pp. 3088-3111, 2006.
[151] K. Kamiguchi, O. Arakawa, A. Kitoh, A. Yatagai, A. Hamada, and N. Yasutomi, “Development of APHRO JP, the first Japanese high-resolution daily
precipitation product for more than 100 years,” Hydrological Research Letters
vol. 4, pp. 60-64, 2010.
[152] L. Mitas and H. Mitasova, “Spatial interpolation,” In: Longley, P., Goodchild, M., Maguire, D., Rhind, D., (Eds.), Geographical Information Systems:
Principles, Techniques, Management and Applications, vol. 1, pp. 481-492,
1999.
[153] Ø. Hjelle and M. Dæhlen, Triangulations and Applications, Berlin: Springer,
2006.
[154] Y. Lin, S. Zhu, D. D. Lee, and B. Taskar, “Learning Sparse Markov Network
Structure via Ensemble-of-Trees Models,” 12th International Conference on
Artificial Intelligence and Statistics., 2009.

Nanyang Technological University

Singapore

BIBLIOGRAPHY

241

[155] S. Kirshner, “Learning with tree-averaged densities and distributions,” Advances in Neural Information Processing Systems (NIPS), 2008.
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