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Summary 

With the enormous growth of cloud computing technology the data centers, which serve as the 

primary physical resources to provide various services, are also growing in size and complexity 

at a tremendous pace. This thesis aims to contribute towards the two important issues faced by 

cloud service operators; namely, i) economic sustainability and ii) environmental sustainability. 

Firstly, the scenario of computing the optimal service prices for a cloud service provider 

operating in a competitive cloud service market, with multiple cloud service providers, is 

considered. In this paradigm, all the cloud service providers operating in such markets compete 

among themselves to attract customers. The market consists of price sensitive, rational 

customers. As a result, eventually all the customers will move to that cloud service provider, 

which offers better service quality at a lower cost. Hence, each cloud service provider needs to 

strategically determine the optimal set of actions (including the service quality offered and the 

price charged for the same). These actions have to consider the set of actions chosen by the other 

competitors, operating in the same market. This will ensure a healthy competition among the 

cloud service providers and will eliminate the possibility of formation of a monopolistic market. 

The contribution of this thesis is that, through a bi-level optimization strategy, the environmental 

sustainability issue (through renewable energy integration) is connected to the long term 

economic sustainability issue, which deals with the revenue earned and the market share in terms 

of number of customer requests served. Pricing decisions are taken in the slower timescale and 

energy efficient job scheduling is performed in the faster timescale. To enable the above 

mentioned bi-level optimization strategy a modeling framework is provided to determine the 

appropriate pricing strategy based on the preferences strategically chosen by each of the cloud 
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service providers. Through this framework the environmental sustainability issue is addressed by 

appropriately pricing the renewable energy. All the proposed algorithms are evaluated with real 

life data traces for electricity price, workload, renewable generation and all the other model 

parameters. Then, the case of a single data center is considered where different applications are 

deployed in a tiered architecture, which is usually the case of real systems. Two job scheduling 

algorithms are developed and a rigorous investigation is carried out to understand their 

performance. Under this framework, thereafter a novel incentivization strategy to achieve more 

aggressive renewable energy integration and electricity cost reduction is designed. The proposed 

algorithms are evaluated with real life data traces for electricity price, workload, renewable 

generation and all the other model parameters. Then the case of a cloud computing system with 

multiple data centers is considered. A rigorous investigation is carried out on the load 

distribution strategy for a cloud service provider owning multiple geographically distributed data 

centers, which is the case for a typical mid to large cloud service provider. In this case two 

algorithms for optimal load distribution are presented and compared. In order to hedge the risk 

associated with the volatility of average cost of electricity a simple derivate, namely forward 

contract, is designed and implemented. In order to address the economic sustainability issue a 

few relevant topics in economics (such as price sensitivity, market equilibria, competition etc.) 

are leveraged. To address the environmental sustainability issue, a promising technique prevalent 

in the smart grid arena namely, demand response, is leveraged. Since the cloud computing 

technology is still in a nascent stage, the strategies and algorithms proposed in this thesis will 

indeed make some meaningful contributions in shaping the future of cloud computing. 
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Chapter 1 
 

Introduction  

 

1.1 Background and motivations 

 

The use of Internet technology has become pervasive in almost all aspects of our life-styles 

and in our economy, starting from web browsers catering to the needs of retail customers to 

Enterprise Resource Planning (ERP) systems [1] which are extensively used by medium to large 

sized corporations. To support various complex processes crucial to their business, virtually all 

participants across the entire business ecosystem use the Internet fairly extensively in some way 

or the other. Given this deep penetration of the Internet in our personal lives and in commercial 

activities, the data transmitted over the Internet is also growing at an extremely rapid rate. The 
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various different services and applications developed and implemented by IT companies for e-

commerce, social networking and intelligent web analytics need to tackle exchange of massive 

amounts of data between the servers and between servers and clients. This unprecedented growth 

of the volume of data carried over the Internet has given rise to the new paradigm of Big Data 

which is receiving an increasing amount of attention from both academia and industry. It is 

widely believed that the big data paradigm is still in its nascent phase and many different 

techniques are evolving to support the enormous computational requirements [2] that this entails. 

The business growth of almost every company (across various industry segments such as 

automotive, IT, finance & banking, manufacturing, consumer goods, electronics & 

semiconductors, telecommunications, healthcare, hospitality to name a few) largely depends on 

the effectiveness with which it can leverage data analytics to make sensitive and crucial business 

decisions [3], [4]. Motivated by the enormous value to the business processes, big data analytics 

is emerging as a fairly new interdisciplinary field of study [5]. This requires expertise from a 

variety of disciplines such as communications, data storage, information theory, software 

engineering, and statistical analysis to handle these heterogeneous data streams of high volume 

from multiple autonomous sources. The review paper in [5] reported that 2.5 quintillion bytes 

(i.e., 182.5 10  bytes) of data are generated every day. Very interestingly, 90% of the total data 

in the world today has only been generated over the last couple of years.  

A variety of different data communication and processing technologies are needed to 

handle this explosive growth in data volume. The two emerging technologies that will continue 

this growth in the coming years are: i) Mobile computing [6] and ii) Internet of Things (IoT) [7], 

which are probably still at a nascent stage at this time. As a result of this incredible growth in the 

overall cloud computing technology, the volume of data transmitted over the Internet is growing 



 Page 16 

 

at the rate of more than 20% annually [8]. It is argued in [6] and [8] that a significant proportion 

of this huge explosion of data over the Internet can be attributed to handheld mobile devices. The 

data traffic created by wireless devices is also increasing rapidly at a high rate and this growth is 

expected to continue till 2019 [8].  

Reference [9] presented extensive discussions on the business aspects of cloud computing 

and the Cloud Service Market (CSM). Cloud based hosting for a diverse range of services allows 

a company to focus more on its core competencies since the storage and processing requirements 

of its applications are serviced and managed by its partner Cloud Service Provider (CSP). 

Moreover, is this case the entire system can take advantage of the economies of scale, since the 

capital cost is depreciated across all service tenants. However, before migrating to cloud, every 

company should judiciously calculate the cost implications of the various options available to 

make a prudent decision [10]. A recent analysis from a renowned market research firm reported 

that the net worth of cloud computing market is expected to grow to $121 billion (USD) by 2015 

with a 26% compounded annual growth rate from its $37 billion (USD) value back in 2010 [11]. 

This growth has been mainly driven by rapid adoption of Software as a Service (SaaS) platforms, 

resulting in saving businesses on the cost of deployment and management of software and 

hardware for collaborative knowledge sharing and productivity enhancement. In the context of 

Singapore, there are many small to medium scale start-ups, which are participating as SaaS 

providers in the cloud service market. An example of a SaaS provider operating in Singapore is 

Graymatics [12], which is a scalable cloud platform providing customers real-time indexing, 

analysis and classification of videos and images with a suite of search, advertising and 

recommendation tools. It provides a wide spectrum of services to its corporate clients, ranging 

from e-commerce, consumer data analytics, image and video content mining, etc. SaaS providers 
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do not typically own cloud computing resources and data centers, since that would  require an 

enormous capital investment, which is typically not affordable for small to medium size 

organizations whose major expertise lie in software based application development and 

maintenance. To support this massive growth, the market architecture is constantly evolving with 

a number of different stakeholders operating at various levels. In these types of massive CSMs, a 

very crucial issue faced by the CSPs is the issue of pricing for the services provided to the 

customers. With the rapid growth of the cloud service market, a thumb rule based pricing 

strategy is becoming increasingly inefficient. In this scenario, there is an obvious need for 

structuring and implementing appropriate pricing mechanisms for the prices charged by service 

providers to consumers, which would result in an economically sustainable CSM. This thesis 

aims to develop a novel theoretical framework to implement sustainable optimal pricing policies 

and the corresponding optimal resource provisioning policies in the CSM, with multiple CSPs 

and price sensitive rational consumers. The CSPs compete to attract customer demands where 

the customers are price sensitive, rational and strategic, which is indeed the case in reality. As a 

result, eventually all the customers will move to the cloud service provider which offers better 

service quality at lower cost. Hence, each CSP needs to strategically determine the optimal set of 

actions (i.e. the service quality offered and the price charged for the same). These actions taken 

by an individual CSP also has to consider the set of actions chosen by other competitors 

operating in the same market. In the proposed model this is being monitored and implemented 

with the intermediation of the regulators, who are responsible to ensure a healthy competition in 

the market. 

As is the case with the electricity market or the stock market, there would typically be a 

regulatory body which regulates the business operations of the CSPs and the prices they are 
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charging from their cutomers. The market regulator would be responsible for auditing the service 

quality provided to the customers and ensuring a healthy competition between the CSPs 

operating in the market. They would also be responsible for maintaining a stable and efficient 

market where no CSP can become a monopoly by acquiring the power to manipulate the market 

price by behaving strategically [13]. On the other hand, if the competition is too fierce then some 

of the CSPs would not be able to sustain themselves in the market and that would also be 

detrimental to the ecology of the CSM. This thesis provides some insightful information to the 

practitioners about the optimal way of determining the service prices to strike a preferred balance 

between earning profits and attracting more customers. The inherent trade-off is that a CSP 

should earn sufficient profit (revenue – operational cost incurred) to sustain its business while at 

the same time it should not charge too much from the customers as that would then result in 

subsequent loss of market share (demand for services). It may be noted that the market share of 

CSP i may be represented by the proportion of the total demand served by CSP i.  Most 

importantly, the CSPs should provide an acceptable level of Quality of Service (QoS) to their 

customers. Even though the ultimate objective of a CSP is to make more profit, pricing services 

too aggressively will be detrimental to its long-term business sustainability and survival in the 

market. Since we assume the customers to be price sensitive, they would in that case choose a 

CSP which can provide good QoS at lower cost than the others. 

Here, economic sustainability would imply for both long term and short term economic 

sustainability for all the CSPs in the market. This would indeed be the first step to establishing a 

sustainable cloud service ecosystem. In this sustainable cloud service ecosystem, the various 

players at one level should charge their next customers reasonably enough, so as to (i) make 

business profitable (which we call short term economic sustainability) and (ii) attract more 
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customers and increase its market share (which we refer to as long term economic sustainability). 

It may be noted that objectives (i) and (ii) are naturally contradictory with each other. Therefore 

there has to be a well-chosen strategy to determine the optimal price at various levels in the 

market. This thesis proposes a well-engineered modeling paradigm where each individual CSP 

may have different preferences on the two objectives (i) and (ii) mentioned above and can 

determine the service price to be charged to the customers in this competitive CSM. 

The data centers are the primary physical resources that support the operations of cloud 

computing. With the tremendous growth of the Internet, these data centers are also growing at a 

similar pace. In its 2014 annual report, Google declared there will be even more investment in 

the data center assets owned by the organization [14]. This naturally implies that the electricity 

required to operate these data center facilities is also growing enormously. It was predicted that, 

the aggregate electricity demand of the data center infrastructure would have ranked in sixth 

position, if it would have been considered as a country [15, 16]. This prediction has proved to be 

true by now. However, the more alarming fact about this energy consumption is that it is also 

growing at an incredible pace. It is reported that the electricity demand for cloud computing 

infrastructure is growing ten times faster than the overall rate of growth of the electricity demand 

in the US [15], [17]. As a result, the electricity cost incurred by a medium to large sized CSP 

constitutes a significant proportion of its overall cost of operations. As per an official report, 

Google alone consumed $138M worth of electricity annually [18, 19] in 2011, which would have 

increased even further by now. Reducing the electricity cost would result in significant reduction 

in the operational cost incurred by a CSP. By saving on electricity cost, a CSP may i) provide 

same level of quality of service (QoS) at a lower cost, or ii) make even more profit by charging 

the same cost, or a combination of the two. Providing the same level of QoS at a lower cost 
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would help to increase its market share and thereby improve its long term economic viability. On 

the other hand, making more profit would improve its short term economic sustainability without 

affecting the long term economic sustainability of the CSP. 

The immediately obvious detrimental effect of the enormous amount of energy 

consumption is the emission of greenhouse gases, which is a major concern of many private and 

government agencies because of the harmful effects it has on our environment. A very 

inconvenient truth about human civilization is that our technologies are too dependent on fossil 

fuels which results in the release of greenhouse gases such as carbon dioxide, methane and 

nitrous oxide. These issues have raised concerns of climate change across the globe. Figure1.1 

depicts the energy spaghetti chart released by Lawrence Livermore National Laboratory, 

California [20] which reflects the sector wise details of carbon emission.  

 

Figure 1.1: Energy Spaghetti chart 2014 (published by Lawrence Livermore National Laboratory) 
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It is commonly accepted that the alarming issue of global warming should be considered to 

be a major crisis that mankind would have to face [21]. Several governmental and legislative 

bodies in a number of countries have launched aggressive drives to tackle this. For example, the 

state of California, USA has set itself the very ambitious target of achieving an energy portfolio 

where 33% of the total energy consumption will be supplied by renewable energy sources [22]. 

These have had a big influence in driving renewable power in several key markets and a growing 

number of utilities have begun to shift their investments to renewable energy to meet this new 

demand. In order to contribute towards handling the important issue of environmental 

sustainability, a growing number of companies in the cloud computing business ecology have 

begun to integrate different renewable energy sources so as to eliminate (or at least reduce) these 

detrimental emissions. By leveraging appropriate technologies and strategies, over a half-a-dozen 

large companies in the cloud service ecosystem, including Google, Apple and Facebook, are now 

committed to eventually becoming 100% renewably powered [16]. As an example, in 2013 

Google invested USD 213 million towards renewable energy integration and increased this to 

USD 430 million in 2014 [14]. This is indeed quite dramatic and demonstrates the importance of 

this issue. As per the report in [8], Apple has also demonstrated very aggressive steps towards 

environment sustainability. All three of its data center expansions announced in 2014, are 

supposed to be powered entirely by renewable energy. Additionally, Apple has made a 

significant effort on pushing its major colocation providers to help it maintain progress toward its 

greenhouse gas emissions goal. However, companies in the cloud service market committed to 

such renewable energy goals will need to put in substantial efforts for this and need to 

collaborate closely with policy makers and electricity providers (utility providers) to make 

further progress in energy efficiency [8]. A detailed discussion with associated statistics on 



 Page 22 

 

energy emission and environmental sustainability practices prevalent in different large 

companies may be found in [8].   

To consume energy in a more efficient way and to address the issues of increased 

renewable energy integration, smart grid technology [23] is another area that has emerged 

recently. The smartness in this context is associated with the various practices associated with 

energy generation, transmission, distribution and consumption and is of particular interest when 

there is a need for integrating renewable energy into the grid. It is reported that the main 

challenge associated with renewable energy is the randomness associated with the generation of 

the commonly available renewable energy sources such as solar, wind etc. This randomness is 

often attributed to the inherent intermittency, uncontrollability and uncertainty in the generation 

of renewable energy from these sources [24], [25]. A number of strategies have been 

successfully designed, developed and implemented over the past decade to tackle these 

problems. In the smart grid arena, a very effective and well-studied strategy is demand response 

(DR). This strategy can be of immense value in the context of data centers and cloud computing 

services [26]. A recent survey on the current state of the art practices in implementing demand 

response in the context of different applications and users may be found in [27].  

Given the aggressive commitments made by different nations, it is imperative that an 

adequate amount of economic incentivization is provided in the future to attract different 

participants. It may be noted that to attract different organizations to invest in renewable energy 

infrastructure some economic and financial plans are already in place. The report released by the 

market research team from Deutsche Bank, provides a set of futuristic insights related to the 

investments in different areas of the energy infrastructure [28]. They carried out a critical 

analysis on energy market dynamics and concluded that in the near future some changes in 
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policies would be needed to attract more investments in renewable infrastructure so as to 

adequately address the pressing issue of environmental sustainability.  

This thesis aims to combine these two types of sustainability (economic and 

environmental) through appropriate pricing mechanisms and implement this through appropriate 

modeling paradigms while considering the major aspects prevalent in the market. The practices 

presently followed on the pricing of cloud services may not be optimal in terms of many crucial 

parameters. For example, after the deregulation of electricity markets in US and some other 

countries, the price of electricity in the wholesale market varies dynamically over time. In this 

scenario, the key ideas will be to capture crucial attributes like the fluctuations in demand and 

resource congestion in order to evolve an appropriate pricing mechanism. This pricing scheme 

would allow the service providers to reflect the marginal cost of providing resources in a way so 

as to have some control on the consumption pattern. This thesis relates the two aspects of pricing 

and the resource provisioning cloud services to each other and analyzes them to evolve an 

appropriate pricing strategy. The area of environmental sustainability has been relatively well 

explored with multiple approaches proposed from different fields to achieve better energy 

efficiency, e.g. hardware technology, control engineering, machine learning, mechanical 

engineering, and physics. When pricing and resource consumption (or energy consumption) are 

considered together, the resource utilization can be improved substantially and the service 

provider is also able to better allocate resources with increased economic efficiency.  
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1.2 Objectives 

 

As mentioned earlier the two main objectives of this thesis are to contribute towards, i) 

economic sustainability, and, ii) environmental sustainability of the cloud computing system. 

This thesis aims to achieve the first objective by adopting two lines of actions. We first develop 

strategies to compute optimal prices in the competitive CSM. This aims to address the CSM with 

multiple CSPs in a holistic way. The other approach is to figure out strategies which would 

reduce the operational and capital cost incurred by the individual CSPs to continue their 

operations. This should improve profitability and thereby economic sustainability.   

The second objective is to improve the environmental friendliness of the cloud computing 

system. This thesis aims to achieve this objective by developing strategies to increase the usage 

of renewable energy to power the servers in the data centers operated by the CSPs. This is done 

by proposing a coherent set of strategies, similar to those prevalent in the smart grid arena, to 

design and implement effective and efficient algorithms to achieve the objective of greening the 

cloud computing system.  

It is important to note that environmental sustainability is very closely related with the 

issue of economic sustainability. Environmental sustainability through better engineering 

approaches has become reasonably feasible today with the tremendous progress achieved in this 

area over the past several decades. However, the issue of environmental sustainability through 

appropriate pricing and economic motivation has not been adequately explored or even properly 

understood. Even though the economics related to energy systems is quite a rich topic, when it 
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comes to cloud service pricing there has been surprisingly little synergy between the economic 

foundations of cloud service pricing and energy (more particularly electricity).  

The objectives of the thesis are summarized in Figure 1.2 given below.  

 

Objectives of 

this thesis

To achieve economic 

sustainability

To achieve 

environmental 

sustainability

Compute 

optimal 

prices 

(charged to 

customers) 
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cost
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energy 

usage

Reduce 
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Figure 1.2: The objectives of this thesis 
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1.3 Major Challenges 

In this section the major challenges associated with the two issues addressed in this thesis 

are discussed. These two issues are, i) economic sustainability and, ii) environmental 

sustainability.   

 

1.3.1 Economic Sustainability 

The primary challenge associated with service pricing in a competitive CSM is that there is 

an inherent tradeoff between the price charged (which is directly related to the profit earned) and 

the QoS provided. Here, the relationship between the prices charged (for a service) and the 

corresponding profits that are earned are functions of the cost incurred by the CSP to provide that 

level of QoS. If one CSP is charging more to make higher profits then the customers, being 

rational and price conscious, will eventually migrate to some other CSP and the CSP targeting 

profit making alone will eventually loose its market share. The challenge in this is to develop an 

appropriate strategy for pricing in these types of markets which would provide economic 

sustainability to all the players in the market. 

Typically the QoS offered and the price charged are very closely related and will largely be 

driven by the internal strategies of the customers, i.e. to determine how much the customer is 

willing to pay for what level of QoS. To address this issue, the pricing strategy must consider the 

resource requirement of the demand. The current practices followed are mostly that different 

CSPs implement pricing plans on an ad hoc basis and there is no established modeling paradigm 

based on which the CSPs can compute their pricing strategies. At present the most common 
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pricing scheme charges customers on the basis of usage of resources in a pay-as-you-go manner. 

Additionally, it may be noted that pricing today is becoming more sensitive to long term 

economic sustainability than ever before as a lot of information is available to the users 

(customers) very easily through social networking platforms and other electronic means. Given 

the ease with which one can be informed about the pricing strategies deployed by different CSPs, 

a customer has easy options of choosing a CSP which is charging less or providing a better level 

of QoS, depending on the individual preferences of the customer.   

 

1.3.2 Environmental Sustainability 

The greatest challenge in implementing a strategy to dynamically allocate resources as per the 

service demand is that the demand varies quite significantly, and even randomly, over time. It is 

reported that the average utilization of servers in a typical commercial data center is only around 

10% - 30% [9, 29]. The commercial servers typically deployed in the data centers are far from 

being energy proportional. Even during idling conditions, when the server is not performing any 

work, the power consumption of a typical server is close to 60% of its peak power consumption 

[29]. The long term economic sustainability of a CSP is also dramatically sensitive to the QoS 

provided to its customers. For example, Amazon reported that it tends to incur a loss of 1% of 

sales revenue for every increase of 100 ms in response time, whereas Google reported that a 500 

ms increase in response time translates into a 20% reduction in its revenue [30]. It is evident that 

a CSP has to be very careful (and possibly even conservative) while determining the amount of 

resources to be provisioned to the customers (as per its requirement) since resource under 

provisioning would be highly detrimental to its business.   
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On the other hand, server switching (i.e. transition from OFF to ON and vice versa) also has 

some undesirable effects. It takes some time to switch a server from OFF to ON state and during 

that time the server does no work, but consumes energy which is very close to its maximum 

energy consumption [31]. More importantly, there are issues like data localization, data 

migration (most often in the form of virtual machine migration in case of data centers) which 

also carries extra overhead along with the server switching. Last but not the least, IT operators 

are often skeptical about server switching since there can be adverse effects on server lifetime 

due to frequent switching from OFF to ON and vice versa [32]. As a result, there is an inherent 

tradeoff between renewable energy integration and cumulative number of switchings. If there 

would have been no adverse effects of server switchings then the CSP can simply turn on more 

servers when renewable energy is high and use the bare minimum number of servers when the 

renewable energy is low. On the other hand, if server switching cost is too high then the CSP 

may choose to keep active a constant number of servers and in this case the performance in terms 

of renewable energy integration will be poor.  

 

1.4 Novelty and Contributions 

In this section the contributions of this thesis are briefly discussed. The details of the 

original contributions of this thesis are presented in chapters 3, 4 and 5. As mentioned above, the 

overall high level objectives of this thesis are to improve two critical attributes of cloud 

computing sustainabilities, namely, i) economic sustainability and, ii) environmental 

sustainability. In different chapters we consider different scenarios, design appropriate models, 

develop and implement effective algorithms to achieve these two high level objectives. 
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Concerted efforts are made to connect these two issues together. The original contributions of 

this thesis are given below: 

 In the context of a competitive CSM with multiple CSPs, an analytical framework 

is developed to compute the equilibrium load balancing condition under reasonable 

assumptions as would be applicable in a competitive market where the customers 

are both rational and price sensitive. Under this framework an energy aware 

resource pricing scheme is designed to compute the price which is a good trade-off 

between charging too little (thereby operating on low profit margins) and charging 

too much (which will lead to loss of customers and eventually to loss in the CSP’s 

market share). This is achieved by implementing a bi-level optimization strategy. 

On a slower timescale (first level) the service demands are distributed optimally to 

the multiple CSPs competing with each other. Once the service demands are 

distributed, an efficient algorithm is used to perform a fast timescale optimization 

(second level) to schedule deferrable jobs so that renewable energy integration can 

be maximized. The proposed methodologies and algorithms are evaluated with 

actual traces of workloads collected from real server clusters, real life renewable 

traces, and real electricity prices in order to emulate the practical operations of a 

CSP. 

 In the context of a single data center, the resource provisioning for both deferrable 

jobs and non-deferrable jobs are tackled. To focus on the practical scenario of a real 

data center, a realistic tiered architecture of a data center is considered, which 

enables us to address the requirement of provisioning different types of resources to 

different types of applications. This also allows capturing the constraints of 
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executing some portion of a computation-intensive job only on a selected set of 

servers due to some additional security requirements or data localization issues. 

Under this framework, investigation and analysis are carried out on the opportunity 

of peak shaving. To achieve peak shaving, the proposed scheme minimizes a 

weighted combination of capital cost (peak server provisioning), operational cost 

and switching cost, subject to operational and deadline constraints. Additionally, a 

simple mechanism to incentivize deadline deferral for more aggressive cost saving 

and renewable incorporation is proposed. This incentivization mechanism is novel, 

scalable and can indeed be implemented in a real life large scale system. Moreover, 

this incentivization mechanism lies in the intersection between economic 

sustainability and environmental sustainability which is the central theme of this 

thesis. 

 In the context of a CSP having multiple geographically distributed data centers, 

located across the globe, a holistic framework for modeling and distributing the 

jobs among geographically distributed data centers is presented. This model 

considered the important attributes including the electricity price in the wholesale 

market, local renewable availability, cooling related conditions (at a macroscopic 

level), carbon emission effects and, most crucially, the adverse effects of server 

switching. The proposed model is leveraged to investigate the implications of 

different formulations of the optimization problem to perform Geographical Load 

Balancing (GLB). This provides more insights to help practitioners making the 

decision based on priority towards electricity cost reduction, renewable energy 

incorporation and server switchings. The relative performance between two 
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algorithms for GLB based on Model Predictive Control (MPC), are analysed and 

compared in terms of the cost of electricity, renewable integration and switching. 

While one of them is quite close to the existing works [32, 33], the other approach 

is a novel one which has not been explored as yet. Furthermore a strategy to 

determine the optimal trading in the forward electricity market is developed to deal 

with the issue of risk associated with the time variability in electricity price, 

renewables and amount of job requests. Extensive simulations are carried out with 

real data traces on electricity price, renewable generation, cooling related 

conditions, workload, and carbon emission effects at ten locations across the globe, 

to emulate the complexity of a real system. 

 

1.5 Organization of the Thesis 

This thesis focuses on two issues, namely, i) economic sustainability and ii) environmental 

sustainability and also finds the overlaps between the two.  This section provides an overview of 

the organization of the contents of this thesis. Throughout the thesis, there is a fair amount of 

synergy between the two attributes mentioned above.   

In Chapter 2, an extensive literature review in the context of the holistic view of this thesis 

is provided. In this chapter the previous works relevant to the work in this thesis are presented 

and discussed. However, subsequently in chapters 3, 4 and 5, only the relevant references are 

mentioned to differentiate our work and highlight the novelties and contributions of our research.  

Chapter 3 focuses on economic sustainability in the competitive CSM with price sensitive 

rational customers. This chapter presents a bi-level optimization problem to connect the 
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economic and environmental issues together, which is solved at two different timescales. In the 

slower timescale the prices charged by the CSPs to the customers are computed. In the faster 

timescale, the energy efficiency aware job scheduling is performed. In the slower timescale, the 

optimization procedure aims to enhance economic sustainability while in the faster timescale the 

optimization procedure is designed to improve both economic sustainability and environmental 

sustainability. In the faster timescale, economic sustainability is associated with electricity cost 

reduction while environmental sustainability is associated with renewable energy integration.  

In chapter 4, the case of a single data center is considered more rigorously and in greater 

detail. In this chapter, we model a data center where several different applications are 

implemented in different tiers as this is typically the way modern data centers are operated [34], 

[35]. Under this framework, we consider both non-deferrable and deferrable types of workloads 

and propose a renewable energy aware job scheduling strategy. In this chapter, we also propose a 

novel incentivization strategy to encourage the customers to further shift the stipulated deadline 

of the deferrable jobs. In return, the CSP provides monetary rewards based on the amount of 

delay the customer is willing to tolerate and the size of the job. We demonstrate that, through this 

strategy the CSP can actually incorporate more renewable energy with no additional net cost 

(operational cost incurred by the CSP) and no extra server switchings. It may be noted that this 

incentivization strategy presented in chapter 4 lies in the intersection of economic sustainability 

and environmental sustainability. 

In Chapter 5, we consider the case of a CSP with multiple geographically distributed data 

centers. This issue has already been addressed in the literature to some extent and is referred to 

as Global Load Balancing (GLB) by various authors. In this chapter, some insights are provided 

about the performance of different variants of GLB algorithms with respect to cumulative 
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electricity cost, cumulative renewable energy integration and cumulative number of switchings. 

Additionally, the issue of emission is also considered which depends on the electricity generation 

portfolio of the place where the data center is located. It may be noted that the average electricity 

cost to service a job request varies dramatically over time. To deal with this, an effective and 

efficient strategy to mitigate the risk associated with average electricity cost to service a job 

request is proposed. Being a price risk mitigation strategy, this would help in improving 

economic sustainability. The effectiveness of the proposed algorithms is demonstrated through 

simulations with real data traces for electricity price in the wholesale electricity market, 

renewable energy generation, user request etc.              

Finally, in chapter 6, the conclusions of this thesis are presented. Furthermore some 

meaningful research directions are identified to address similar issues when the architecture of 

the CSM is more complex.  
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Chapter 2 

 

Literature Review 

 
2.1 Introduction 

In this chapter, important research contributions from existing literature relevant to this 

thesis are reviewed. In Section 2.2, we discuss existing works related to pricing for cloud 

services are discussed. In Section 2.3, existing works related to environmentally sustainable 

cloud computing and energy efficiency related contributions are summarized. In Section 2.4, the 

existing literature on demand response in data centers are discussed. This also relates to overall 

energy efficiency and is an area where ideas being developed under smart grid technology may 

be combined with ideas from optimal control and economical pricing in cloud computing. This is 

an important direction where significant developments and progress are expected in the near 

future. Therefore, we discuss the recent developments in this particular topic in a separate 

subsection. In Section 2.5 the existing works related to cost volatility control and financial 

hedging are discussed. 

Various aspects of cloud computing have been presented in [9, 36, 37], while [38] provides 

details on engineering, operational and business issues of the data centers which are used to 

implement the cloud. 
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2.2 Pricing for Cloud Services 

The topic of economic sustainability is very rich and has been studied in the context of 

different system settings. Insightful discussions about economic sustainability from the 

perspective of sustainable development and optimal growth as viewed by an economist can be 

found in [39] and [40]. In the context of CSM, the economics and pricing issues driven by 

different end objectives have been studied from economic and engineering perspectives and 

different pricing strategies, are proposed and deployed. However, the current pricing approach 

for cloud services is not very well aligned with economic theories of pricing and market 

equilibria. Our strong conviction is that with the growth of CSM, more economically sustainable 

pricing strategies will eventually be developed and adopted by the practitioners.  

During the last decade, most of the CSPs charged their customers based on fixed prices 

[41] which fails to address issues like resource congestion, marginal resource cost incurred by 

the CSP, energy usage cost etc. This pricing scheme is inefficient in terms of resource 

congestion, marginal resource cost incurred by the CSP and energy cost. Nevertheless, due to 

simplicity in implementation, the practice of charging fixed price based on usage is still existent 

in the CSM [41]. The motivation for implementing intelligent pricing strategy is to differentiate 

Quality of Service (QoS), across different customers or applications. This can capture the 

difference in value of different services to different customers. Another crucial attribute with 

respect to economic sustainability from the perspective of CSPs is market competition. In reality, 

there would be multiple CSPs operating in the market that would compete with each other to 

service the demands generated from the customers, who are themselves price sensitive, rational 

and informed.  
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There are various types of pricing strategies reported in the literature and some of them 

have been adopted by the industry. However, static pricing strategies are the ones mostly 

implemented by the CSPs currently operating in the market. A pioneer work suggesting an 

efficient autonomic pricing mechanism which dynamically adjusts the pricing parameters to 

discriminate between the different service and application requirements of different customers 

can be found in [41]. It proposed a dynamic pricing strategy to differentiate among customers 

based on their requirements. The most important advantage of customized, dynamic pricing is 

that it can address resource contention in a better way, and can therefore improve the resource 

usage efficiency to generate higher business revenue for the CSP. Being a pioneer in the CSM, 

Amazon EC2 has introduced a spot pricing strategy where excess capacity (servers, storage 

capacity) are sold at a dynamic price to better leverage supply and demand using an auction 

based method  [42]. Though this pricing strategy is quite straightforward and easy to implement, 

the authors of [43] performed an exhaustive empirical analysis and reported that spot pricing 

may be inefficient in reflecting the actual market demand. Instead, they tackled the revenue 

management issue through a framework based on economics and formulated a stochastic 

optimization problem for revenue maximization with dynamic pricing. Substantial past research 

works do exist which formulates a theoretical framework for service pricing. The work in [44] 

presented an analytical framework focusing on the fairness and revenue trade-off that arises for a 

heterogeneous set of physical and virtual resources of a data center and the influence various 

pricing strategies can have on the trade-off between fairness and revenue maximization. It 

characterized the implications of different pricing strategies on different fairness metrics and 

derived the analytical bounds on the CSP’s strategies to balance between fairness and revenue. 

The work presented in [45] focussed on maximizing the long term social surplus (which is 
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computed by the users’ utility for getting the job done minus the operational expenditure 

incurred to execute the job such as resource usage cost, electricity cost etc. The authors carried 

out mathematically rigorous investigation to characterize the existence and uniqueness of the 

social optimum under some reasonable technical assumptions.  

The work which is closest to the one presented in this thesis is [46]. In that work, the 

authors considered the competitive CSM with more than one service provider and price sensitive 

customers. They provided an analytical framework which is adopted in our work. However, they 

primarily focus on the economics of the CSM whereas this thesis focuses on formulating pricing 

strategies which make the system greener. A major aim of this thesis is to bridge the issue of 

economically sustainable pricing with environmental sustainability by appropriately pricing the 

renewable energy.  

It may be noted that the issue of resource provisioning is very closely related with pricing, 

which is also leveraged in this thesis. In general, the literature on cloud resource provisioning is 

quite rich. However, as far as resource provisioning is concerned, very often pricing does not 

reflect the true marginal cost incurred by the provider. It is evident that synergy between pricing 

and resource provisioning would indeed make the system more efficient from economic 

perspectives. The recent developments in different domains of cloud services and resource 

management practices can be found in [36, 47]. Some promising and meaningful future research 

directions have also been presented in these papers. The work in [48] presented a sophisticated 

method for cloud computing resource evaluation based on entropy optimization considering the 

inherent uncertainty. The work in [49] proposed an analytical model for resource provisioning 

for multi-tiered applications. The work in [50] presented a fairly exhaustive survey on various 
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resource management strategies proposed in the literature and the practices prevalent in the 

industry by various CSPs.   

There have also been some efforts to consider the energy efficiency issue through an 

appropriate pricing mechanism. The work conducted by researchers from IBM [51] considered a 

combined framework where scheduler, charge back model and customer’s preferences work in 

harmony for a green and energy efficient cloud computing system. However, they considered the 

case of a single CSP, whereas we consider the entire CSM with many CSPs and also address the 

issue of competition which will inherently arise between them. The work reported in [52] 

presented a similar cost optimization framework, with collaboration between the CSP and the 

utility provider to increase renewable energy penetration. They proposed a distributed 

collaborative cost optimization framework via dynamic pricing. However, this work did not deal 

with the issue of pricing and market competition which is the central focus of this thesis. They 

also did not consider practical issues in data center operations like the adverse effects of server 

switching, the multi-tier architecture of a large scale data center etc., which are appropriately 

addressed in this thesis.    

Intuitively, the economics of emerging technologies like the Internet of Things (IoT) is 

also experiencing similar challenges, and would require multidisciplinary approaches from 

computer science, information theory, communication theory and economics, to support and 

realize their potential growth as a new technological paradigm. The work presented in [53] 

reviews literature in the economics of IoT and presents some meaningful research directions. The 

work in [54] presents a comprehensive literature review and discussion in the context of pricing 

the data over broadband and wireless networks. We believe that the insights obtained from new 

areas like IoT and data pricing (over broadband and wireless networks) will be valuable in 
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structuring sustainable pricing strategies, appropriate in the context of CSM, to ensure the overall 

growth of the entire cloud service ecosystem.  

 

2.3 Energy Efficiency in Cloud Computing 

Financial and social pressures have brought about significant operational improvements 

which have reduced the energy consumption of data centers and increased their energy 

efficiency. As discussed in the previous chapter, the issue of energy consumption in cloud 

computing system has received considerable attention from both industry and academia over the 

past several decades. Given the many research contributions reported in this particular area, this 

section discusses the existing literature is discussed in three categories, i.e.,  i) energy efficiency 

in servers, ii) energy efficiency in a single data centers, and iii) energy efficiency in multiple data 

centers.  

This thesis develops strategies based on the idea of turning off extra servers when the 

service requirement is low. We aim to design algorithms to dynamically determine the number of 

servers to be used, as per the service requirement. Driven by this idea, strategies are developed 

for both single data center and multiple data center scenarios. There are two benefits of this. The 

first benefit is that this would reduce the electricity cost incurred by the CSP. In fact, given the 

huge electricity cost paid by the CSP (to operate big data centers each having a large number of 

servers), even small savings here will translate into significant monetary benefits [18], [19].  
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2.3.1 Energy Efficiency in Servers  

Though our work does not target this area, any literature survey would not be complete 

without discussing the recent research developments in energy efficiency in the server level. A 

survey on the developments in architectural techniques to reduce power consumption at the 

hardware level can be found in [55]. The notion of adjusting the CPU speed as per the 

requirement remains at the core of most commonly used strategies for improving energy 

efficiency within a server. It is evident that the power consumption would get lower as the speed 

is reduced. Some of the techniques to achieve power efficiency at the server level include  

Dynamic Voltage Scaling (DVS), Dynamic Voltage Frequency Scaling (DVFS) [56] etc. The 

recent survey paper [57] and the references therein discusses the developments and research 

contributions in this area.   

 

2.3.2 Energy Efficiency in a Single Data Center  

Over the past decade, there have been remarkable improvements in the data center power 

efficiency by dynamically controlling the number of servers provided. When the demand is low, 

some servers can be put into low power state (sleep state), which is the notion of power-

performance proportionality at the whole data center level [32].  Fairly comprehensive surveys 

on some algorithmic approaches for data center and network power reduction, efficiency and 

control are found in [58-61].  

The pioneer work, proposing an algorithm based on the idea of energy saving by turning 

off extra servers as the resource demand decreases is [62]. In that work, the authors characterized 

the properties based on a real data trace collected from a live messenger service owned by 
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Microsoft. Using the model, they implemented and evaluated server provisioning and load 

dispatching algorithms in a large cluster of servers owned by Microsoft. This real large scale 

system implementation indeed provided extra confidence to make further progress along this 

idea of turning off servers when the demand is low. The seminal work in [32] aimed to achieve 

energy proportionality in a single data center. This paper proposed an elegant online algorithm to 

dynamically control the number of active servers in a data center, when the demand is stochastic. 

The work in [63] considered multiple sleep states (with different power consumptions and time 

required to turn on) and presented some insightful theoretical results on the characteristics of 

optimal policies when the service demand is stochastic and there is a cost associated with server 

switching, in terms of wake-up time and the energy consumed during the wake-up time while 

doing no actual work. This naturally demands understanding of the theories behind online 

algorithms and their implementation for energy saving purposes in computer systems. An online 

algorithm would be one without perfect future knowledge. A good overview and summary of 

prominent contributions in the areas of algorithms focusing on energy efficient aspects is 

presented in [64]. This paper discusses the performance of various types of online algorithms 

(with knowledge up to the present) with respect to the offline (with perfect future knowledge) in 

terms of competitive ratio. However, none of these works considers issues like energy cost, 

renewable energy generation etc., which are addressed by us in this thesis. 

In data centers, a very widely used and well developed technique is virtualization [65]. In 

simple terms, virtualization is the method by which a single server can be divided into multiple 

isolated virtual environments and the tasks allocated to different virtual portions, are carried out 

independently. As a result, virtualization enables more efficient resource provisioning for 

heterogeneous jobs which require different amounts of various resources such as memory, 
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storage, processor share etc. It may be noted that, virtualization is one of the technologies which 

facilitate enhance energy efficiency at the data center level. As an example, to achieve power 

proportionality at the data center level the jobs required to be serviced can be consolidated into 

fewer servers through the virtualization technique and the rest can be powered off. The recent 

work in [66] presented an exhaustive survey on the recent developments in the context of 

achieving power efficiency in data centers by leveraging virtualization techniques. 

As mentioned earlier, the jobs in cloud computing can be divided into two categories, 

namely, i) non-deferrable jobs, and, ii) deferrable jobs. The non-deferrable jobs are the jobs 

which have to be processed immediately on arrival. In contrast, deferrable jobs are those jobs 

which do not have to be done immediately but do need to be executed within a timeframe 

specified by the respective customer. A few examples of non-deferrable jobs are: search query, 

online shopping, online video streaming etc. On the other hand, the deferrable jobs are ones 

which can be delayed, as long as their deadlines are met. The examples of deferrable jobs are 

scientific simulations, large scale data analytics etc.  

Some notable references which deal with non-deferrable jobs  are [67], [32], [35]. For non-

deferrable jobs, the SLA is commonly based on the upper bound on the expected response time, 

or the upper bound on some percentile of the response time [32]. It may be noted that, as 

compared to non-deferrable jobs, the literature addressing deferrable jobs is less developed. 

Some works considering deferrable jobs are available in [68] and [69]. The former is based on 

advanced queueing theoretic analysis and the latter utilizes a Lyapunov optimization technique 

based algorithm. 
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This thesis makes a novel contribution in designing energy efficient scheduling algorithms 

for multi-tier data centers. The notable previous work which considered the resource 

provisioning issue in a multi-tier server cluster is [35]. The work in [35] proposed an analytical 

framework for resource provisioning in a multi-tier server cluster for session based non-

deferrable jobs, which is a pioneer work in this area. They used Mean Value Analysis (MVA) to 

implement an efficient iterative algorithm to address session based traffic which triggers multiple 

jobs at various tiers, by modeling the system as a closed network of queues. It may be noted that, 

modern Internet workload is session based where a session typically comprises a series of 

requests from the customer. Moreover, each of these requests may trigger multiple requests at 

different tiers and there can be think times in between which correspond to phenomena such as 

network delay etc. This characteristic of Internet traffic was appropriately modeled in [35], and 

has also been used in this thesis for modeling resource provisioning for non-deferrable workload. 

Additionally, the proposed strategy was rigorously evaluated through experiments in a small 

scale test system. However, deferrable workloads were not considered which is appropriately 

addressed in this thesis. 

The other area which has received a lot of attention over the past few decades is the 

efficiency of the cooling systems. The research contributions in this area were driven by 

researchers and practitioners from various disciplines including mechanical engineering, physics, 

electrical engineering and computer science. This thesis does not make any specific novel 

contribution towards improving the cooling system efficiency. However, almost all the 

optimization procedures proposed in this thesis include the macro level statistics of the cooling 

system efficiency. It may be mentioned that this thesis considers the most commonly used 

parameter Power Usage Effectiveness (PUE) to capture the dynamics of the cooling efficiency. 
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PUE is defined as the ratio between the total power consumed in the data center and the total 

power consumed by the IT equipment [38]. This is an area which has seen a significant number 

of improvements over the past few decades. A fairly accurate modeling framework is available 

in [70] to understand the interaction between the computational domain (such as workload 

placement) and the physical domain (such as the resulting temperature profile), in the context of 

a single data center. The strategies of allocating the incoming jobs in an intelligent way so as to 

reduce the overall cooling energy are found in [71], [72]. The various strategies proposed in the 

literature to improve the cooling system efficiency can be integrated with the strategies proposed 

in this thesis to make the system more efficient overall.  

 

2.3.2.1 Scheduling 

Since this thesis uses the theory of scheduling, a separate discussion is provided to 

elaborate the literature in the topic of scheduling and their connections with this thesis. The 

general topic of scheduling is quite well studied in Operations Research (OR) [73], [74] and in 

computer science [75]. In the context of computer systems, scheduling is very critical and is 

well-studied with respect to different applications such as scheduling in distributed systems [76], 

parallel program scheduling [77] etc. The application which is most relevant to this thesis is 

queueing systems. Scheduling plays a very crucial role in performance modeling in queueing 

systems. In fact, scheduling determines important performance parameters like average waiting 

time and average response time in queueing systems. The most commonly used queueing 

theoretic models include First Come First Serve (FCFS) and Processor Sharing (PS) scheduling 

policies [78]. In computer systems, other sophisticated scheduling policies like Shortest 

Remaining Processing Time (SRPT) and Foreground Background (FB) scheduling have also 
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been well studied. An extensive discussion on different scheduling policies in computer systems 

can be found in [75].  Chapter 4 of this thesis designs an energy aware scheduling strategy in 

data centers. Based on a Model Predictive Control (MPC) framework, the proposed algorithm 

leverages Earliest Deadline First (EDF) scheduling policy. The previous works which 

investigated the effectiveness of EDF scheduling policy in the context of scheduling of 

deferrable jobs are [79], [80]. It may be noted that under the EDF policy, there is a theoretical 

guarantee of completion of all the jobs before the stipulated deadline as long as there is no 

resource bottleneck [81], [82].  

A few references on the theoretical background and various algorithms related to  MPC 

and their implementations can be found in [83]. MPC is a classical topic originally coined by the 

control engineering community and has been widely applied in many application domains. In the 

context of resource provisioning and scheduling, the work in [84] proposed a strategy to 

optimally schedule the available hydro power from cascaded river power plants, subjected to 

some predefined operational constraints. 

In various different fields, scheduling plays a crucial role to achieve energy efficiency. For 

example, in [85] the authors proposed an adaptive scheduling approach by leveraging extended 

Kalman filter based estimation techniques to save the energy cost in wireless sensor networks. 
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2.3.3 Energy Efficiency in the Case of Multiple Data Centers Owned by a 

Single Organization 

Today’s large to medium sized CSPs typically have multiple data centers that are located at 

different geographic locations across the globe. These CSPs, normally replicate data, processes 

and systems in different data centers to offer short response times, robust performance, enhanced 

security and operational redundancy [86]. They typically have front end servers to collect the job 

requests from their customers. All the data centers (owned or leased by a single organization) are 

connected through a high bandwidth communication network (often optical) that offers high 

availability and reliability. 

To achieve power cost reduction, a well-recognized approach is Geographical Load 

Balancing (GLB) based on the spatial variation of electricity price [19, 67]. However, this 

approach is applicable only to a very large CSP owning data centers in multiple locations across 

the globe. As per current industry practices, either some appropriate load distribution algorithm 

is employed to minimize the response time [86] or it is simply done based on local geographical 

proximity. In the past few years, several load distribution strategies have been proposed based on 

electricity cost reduction [19], carbon emission reduction [87], [88], [89], or a combination of the 

two [67, 90]. A pioneer work proposing the idea of exploiting spatial variation of electricity price 

to reduce the cost of electricity incurred by a CSP is [19] where the authors  studied temporal and 

geographical variation in electricity price and proposed heuristic based algorithms for distance 

constrained electricity price aware routing. Another work in [91] with the same goal, modeled 

the system as a constrained mixed integer nonlinear programming problem (MINLP) and solved 

it using the Generalized Benders Decomposition (GBD) technique to obtain optimal load 
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balancing and power control. It may be noted that MINLP is computationally expansive, which 

we address in this thesis appropriately. Subsequently, several other works have explored the 

diversity in green energy availability by considering renewable energy aware load distribution 

along with overall cost reduction. In [67, 90] the authors merged the two objectives namely, 

electricity cost reduction and renewable energy incorporation. The seminal work in [67] 

presented two distributed algorithms to achieve optimal load distribution by minimizing a linear 

combination of the energy cost and the revenue lost due to delay. They used Gauss-Seidel 

iteration and Distributed Gradient projection methods [92] to design two proposed scalable, 

distributed algorithms. A rigorous investigation on the feasibility of powering data centers 

entirely by renewable energy is carried out in [90] where the authors demonstrated that GLB can 

optimally be integrated with a reasonable amount of storage to achieve almost zero use of 

conventional brown energy from the grid. They also provided insights on the optimum portfolio 

of solar and wind energy to achieve this ambitious target. The work in [88] tackled the issue of 

carbon emission and proposed algorithms for carbon footprint reduction, which is also addressed 

in this thesis. An extensive survey on the various strategies and algorithms proposed to perform 

GLB with different objectives can be found in [93].  

 

2.4 Demand Response (DR) in Data Centers 

In the smart grid arena, at macro level, the techniques  for  controlling the load according 

to the supply fall into one of two categories namely, direct load control (DLC) and indirect load 

control (ILC) [94]. With DLC, the electricity service provider possesses the right to control the 

loads in a pre-specified manner. The work presented in [95] proposed a DLC based adaptive 

strategy to improve the operations of ancillary services. In contrast, when ILC is used, the utility 
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provider does not have a direct control over the loads. In this case the utility provider controls the 

loads through various pricing signals. The various pricing schemes include time-of-use pricing 

[96], coincident peak pricing [97], critical peak pricing [98], real time pricing [99], [100]. The 

general idea behind all these pricing strategies is to ensure that the utility providers can reflect 

and recover, as a function of time, the true marginal cost for producing one extra unit of 

electricity. The work in [101] discussed various challenges and objectives to create reference 

architectures for smart energy systems, especially in the context of Europe. The mechanism 

proposed in this thesis falls into the ILC category where the consumer reacts by deferring the 

deadline of a deferrable task further and receives some monetary incentives in return. 

Functionally, the time varying price acts like a signal to have a decentralized control on the 

individual customers. The authors in [102] rigorously investigated the economic value of 

deferring loads to more favorable timeslots. They developed a stochastic process to replicate the 

electricity spot price instances, using real option theory.  

Apple, Facebook, Google and some other IT giants have made significant progress in 

investing on renewable energy sources over the past few years. A very recent report in [16] 

presented a comprehensive and exhaustive survey on this. Since the data centers are large 

consumers of electricity and a significant portion of the workload is deferrable, the data centers 

are potentially eminent candidates for implementing DR.  

The early papers in this area aimed to increase renewable energy usage in powering data 

centers, which is an issue addressed in this thesis. The central idea is to use the deferability of the 

deferrable workload in order to increase the usage of renewable energy. The work in [103] 

presented an implementation oriented work based on a heuristic algorithm to integrate more 

renewables to power a data center. A good summary of recent developments related to the 
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integration of renewable energy in data centers is presented in [104]. The reference in [105] 

considered the case of distributed systems and proposed a novel strategy for renewable energy 

integration.   

It may be noted that, data centers are not only good candidates for increasing the renewable 

energy usage, but they can potentially contribute much more in realizing the full potential of 

smart grid. Perhaps more importantly, a medium to big sized data center can serve as a large 

scale storage system in the grid, which can be even more valuable in stabilizing the grid with a 

lot of Distributed Energy Resources (DER), which is growing very rapidly [106]. The recent 

work in [107] presented the potential research directions to employ effective DR mechanisms in 

data centers.  

 

2.5 Cost Volatility Control 

Chapter 5 of this thesis, designs a method to reduce the price risk a CSP is exposed to 

because of large variations in electricity price, renewable energy generation and service demand. 

To realize this aim, hedging is implemented through a simple derivative, namely forward 

contract. Forward contracts are contracts which specify future delivery of a given quantity 

(amount) of a particular commodity at a given fixed price (known at the beginning of the 

contract), before the expiry.  

Following the deregulation of electricity market, various new market participants came up 

to replace the conventional vertically integrated structure [108, 109]. The major economic issue 

with this type of market is that the price varies over time. This is quite similar to real time price 

of commodities such as coal, gold etc. However, a major difference between inherent natures of 
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electricity market with other commodity markets is that electricity is not storable, so the 

consumers do not have the option of operating with an appropriately chosen level of inventory. 

The various models for constructing different derivatives in the commodity market with storable 

commodities may be found in [110]. It may be noted that the market for electricity trading is still 

in its nascent phase. However, as renewable penetration increases, the need for applying tools to 

mitigate the operational risk will become more important. 

In finance, the strategies to mitigate risk associated with price volatility are referred to as 

hedging. Hedging is an efficient tool to deal with the uncertainty associated with a wide array of 

parameters whose future values are not known in advance. This can be realized through various 

kinds of tools such as forward contracts, options, futures and other derivatives [110]. A fairly 

rigorous mathematical background of these derivative products may be found in [111]. There is 

an extremely rich set of literature for dealing with price volatility through hedging in financial 

markets. This area is theoretically and practically quite mature in quantitative finance [110] and 

some strategies have also been developed and implemented on electricity trading in real time 

markets. A good summary of various products to mitigate price risk in the deregulated electricity 

market may be found in [112, 113].  

Nevertheless, very little work has been done in cloud computing to mitigate the price risk 

the CSPs are exposed to. This is a topic which falls under the umbrella of economic 

sustainability of an individual CSP. Recently, the authors of [114] proposed a mechanism to deal 

with this uncertainty. Under a stochastic optimization framework they proposed a strategy 

leveraging the electricity price diversity in the day ahead and in real time electricity markets. 
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The work which is most relevant to the strategy presented in this thesis is [115], which 

deals with the electricity price risk the CSP is exposed to. It may be noted that the model of [115] 

did not consider switching costs, which would be of major concern to a CSP for implementing 

any power saving strategy. Additionally, that work did not consider the issue of integrating 

variable renewable energy sources. This thesis augments the work of [115] by additionally 

considering switching costs, renewable energy and carbon emission aspects, which make our 

work more comprehensive. Moreover, the optimization problem formulated in [115] is a Mixed 

Integer Linear Program (MILP), which is NP complete and computationally expensive. In 

contrast, the optimization problems we formulate for load distribution are convex problems, 

which can be solved efficiently and reliably by well-known polynomial time algorithms [116].  

Our strong conviction is that this endeavor will act as a bridge between the community 

working on stochastic electricity pricing models to apply various tools [112, 113, 117, 118] 

prevalent in quantitative finance and the engineering community aiming at power cost reduction 

for the CSP.  
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Chapter 3 

 

Energy Efficient Cloud Service Pricing: A Two-Timescale 

Optimization Approach 

 

3.1 Introduction 

This chapter considers the scenario of a Cloud Service Market (CSM) where several CSPs 

in operation are competing against each other to attract and serve the demands generated by the 

customers. The competition arises from the fact that the customers (the individuals or 

organizations) who generate demands for services in the market rationally choose the CSP which 

offers good Quality of Services (QoS) at a lower price. For pricing the services offered by the 

CSPs operating in the competitive CSM, an analytical framework is designed by considering the 

operational cost incurred by the CSP to service the given demand, the QoS offered and the prices 

other CSPs are charging. The proposed pricing strategy strikes a reasonable balance between 

charging too little which would result in irrationally low business profit and charging too much 

which would result in customer loss and thereby eventually loss of market share. In addition, the 

pricing strategy proposed promotes energy efficiency and renewable energy integration using a 

bi-level optimization strategy. The first level consisting of a Slow Timescale Optimization 

Procedure (STOP) addresses the economic efficiency related issues for cloud service pricing. 
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The second level involving a Fast Timescale Optimization Procedure (FTOP) performs energy 

efficient job scheduling. Numerical simulations are carried out to validate the proposed pricing 

strategy which is then compared with an oracle benchmark policy which enables a fair profit 

sharing among the CSPs. It may be noted that the oracle policy is a hypothetical one and it is not 

possible to implement that in practice. Nevertheless to carry out a conservative performance 

evaluation the comparison is carried out with this ideal policy. Furthermore, the proposed 

energy-aware scheduling policy is compared with a baseline scheduling policy, which is to 

deploy a constant number of servers throughout one timeslot of STOP. Since the process of 

turning off extra servers during low load period are far from being matured, at present many 

CSPs tend to always deploy constant number of servers [32]. The efficiency and effectiveness of 

the proposed bi-level strategy are demonstrated and the results are discussed.  

In this chapter, economic sustainability is connected together with environmental 

sustainability, through a bi-level optimization approach. In the proposed bi-level optimization 

approach, the first problem which is solved in a slow timescale, addresses the distribution of 

service demand among the competing CSPs (based on a discrete time model). Since, in the 

wholesale electricity market, the price of electricity typically varies in hourly intervals, this slow 

timescale optimization problem is formulated and solved once every hour. The outputs of the 

slow timescale optimization problem are the prices and distribution of demands among the CSPs. 

To address the competition between the different CSPs, the demand serviced by a CSP is 

modeled as a function of the service quality offered by it, the price charged to the customer and 

the price charged by other competing CSPs. This approach provides a fairly exhaustive, practical 

model of a CSM where multiple CSPs compete among themselves to serve price-sensitive, 

rational customers. Inside this slow timescale problem, the fast timescale problem is solved 
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multiple times. To tackle this fast timescale optimization a MPC based strategy is implemented 

to perform the scheduling of deferrable jobs so as to maximize renewable energy integration into 

the grid. The approach of bi-level optimization over two time scales is a novel one which can 

conveniently take into account the variability, intermittency and randomness in the supply of 

renewable energy in the system.  

In this chapter (more generally in this thesis) some ideas from smart grid operations are 

applied to increase the renewable energy integration. It is well recognized that big data centers 

are excellent candidates to contribute towards environmental sustainability. The first reason is 

that, they are big customers of electricity. These days a large data center may have hundreds of 

thousands of servers and other computing and networking infrastructures. The other reason is 

that, a significant proportion of the workload experienced by todays CSPs is deferrable [119], 

i.e., there is a time flexibility in execution of those jobs. This would provide an excellent 

opportunity to implement demand response (DR) to shape the demand to fall in line with the 

supply. This can be a very effective tool to tackle the joint effects of the intermittency, 

uncontrollability and uncertainty associated with the generation of renewable energy. The work 

in [120] presented a summary of various DR strategies proposed in the literature and the way 

these have been applied in the operations of a smart electric grid.  

The pricing mechanism is formulated to incentivize renewable energy integration into the 

grid. A CSP with greater access to renewable energy can offer a lower price to its customers, 

thereby increasing the demand for that CSP. Here, the main challenge would be to determine 

appropriate pricing policies to effectively implement this. While a small change in price may not 

be effective in incentivizing renewable energy integration, too large a change in price may result 

in undesirable system oscillations which would make the CSM unstable and inefficient. It may 
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be noted that most of the previous strategies presented in the literature [90, 121, 122] are for 

cases where the data center and the renewable energy resource are co-located. This is typically 

the case when the same organization owns both the data center and its co-located renewable 

energy resource. The model proposed in this chapter is more general and can incentivize both 

onsite and offsite sources of renewable energy. This would indeed be the case in current 

scenarios where a large organization owning one or more data centers would rely on utility 

service providers for supplying the renewable energy. Typically they have a long term contract 

with the utility company to contribute towards environmental sustainability and meet the 

(sometimes quite aggressive) carbon emission goals set by the various regulating bodies [16], 

[8].  

 

The work which is closest the one presented in this chapter is [46]. In that work the authors 

considered the competitive cloud service markets with more than one service provider and price 

sensitive customers. They provided an analytical framework which is partially adopted and 

appropriately improved upon in our work. They primarily focused on the economics of the CSM 

whereas the focus of this chapter is on formulating pricing strategies which increases renewable 

energy usage. The issue of economically sustainable pricing is bridged with the issue of 

environmental sustainability by appropriately incentivizing the usage of renewable energy. The 

novelty of this chapter lies in the fact that, a two timescale optimization approach is designed 

where the service pricing issue is addressed in a slower timescale and the energy aware job 

scheduling is performed in a faster timescale. The work in [46] did not consider the issue of 

energy efficiency. To the best of our knowledge, the work presented in [123] was the first to 

provide a rigorous method to consider the energy efficiency issue through service pricing, in a 

competitive CSM with price sensitive customers, which is presented in this chapter. 
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Although there have been some efforts to consider the energy efficiency issue through an 

appropriate pricing mechanism, none of these considered the holistic CSM. The work in [51] 

considered a combined framework where scheduler, charge back model and customer’s 

preferences work in harmony for a green and energy efficient cloud computing systems. 

However, they have considered only the case of a single CSP, whereas we consider the entire 

CSM with many CSPs and inherently address the issue of competition between them. The work 

reported in [52] presented a similar cost optimization framework, with collaboration between the 

CSP and the utility provider to increase renewable energy penetration. They considered the 

situation where multiple geographically distributed data centers are owned by a single CSP. Both 

the works in [52] and [51] did not consider the cloud service market where there are many CSPs 

in a competitive cloud service market with price sensitive rational customers. Moreover none of 

the above mentioned works considered the adverse effects of switching a server from OFF to ON 

or vice versa, which is addressed in this chapter by considering the cost for server switching. 

Additionally, they have captured the renewable generation only indirectly through price, demand 

and supply difference, which in practice, may be less effective in terms of renewable energy 

integration. The previous works which aimed for green cloud computing through appropriate 

pricing did not consider the competitive CSM [67], [90], with competition between different 

CSPs. On the other hand the works focusing on cloud service pricing did not address the energy 

efficiency issue [41], [44], [43]. Additionally, in this chapter the pricing (performed in slow 

timescale) is merged with job scheduling (performed in fast timescale) to achieve higher 

renewable energy integration. This chapter augments the work in [46] by considering a more 

realistic model which reflects the adverse effects of server switching. This chapter formulates 
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and solves convex optimization problems at different timescales in a computationally efficient 

manner.  

The rest of this chapter is organized as follows. In Section 3.2, the actual problem is 

introduced and the model of a CSM is described with multiple CSPs and price sensitive 

customers. In Section 3.3 the approach for load distribution is presented over a slow timescale. In 

Section 3.4, energy efficient scheduling problem is described which is applied in the fast 

timescale. In Section 3.5, the setup for evaluation of the proposed approaches is described and 

the results are discussed. Section 3.6 concludes the chapter. 

 

3.2 Cloud Service Market Model with Multiple CSPs 

In this section, the characteristics of a typical CSM are discussed and the model to capture 

the inherent dynamics of this CSM is presented. Presently, the market for cloud services is 

indeed in a nascent stage. As this market grows in size, different trading practices and pricing 

mechanisms are likely to be developed [124] so that an efficient market will be established with 

healthy competition between the participating CSPs and the price-sensitive, rational customers. 

The CSM consists of three fundamentally different entities, i) a set of regulatory bodies, ii) 

multiple CSPs competing with each other to generate business profit and, iii) price-sensitive, 

rational customers who generate service demands in the market. These three entities have 

different objectives and accountabilities as shown in Figure 3.1 given below. 
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Regulatory 

bodies

 To ensure healthy competition 

between CSPs

 To ensure consumers are priced 

fairly

 To ensure there is no monopoly.

  To ensure individual CSPs are 

being able to sustain in the market

CSP-1

Consumer-1

 To maximize the profit

 To maximize the market share i.e., to maximize the service 

demand serviced

 To reduce the operational cost 

 To contribute towards environment sustainability

 To 

minimize 

service 

price

 To 

maximize 

quality of 

service

Price sensitive rational consumers

CSPs

CSP-2

CSP-N

Consumer-2 Consumer-M

 

 Figure 3.1: Interaction between the three major entities in the cloud service market 

 

 

The market regulator is responsible for auditing the service quality provided to the 

customers and ensuring a healthy competition between the CSPs operating in the CSM. They are 

also responsible for maintaining a stable and efficient market where no CSP can become a 

monopoly by acquiring the power to manipulate the market price by behaving strategically. On 

the other hand, if the competition is too fierce, then some of the CSPs would not be able to 

sustain themselves in the market and that would be detrimental to the cloud service ecosystem. 

The objective of this chapter is to provide some insightful information to the CSPs about the 

optimal way of determining the service prices to strike a preferred balance between earning 
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profits and attracting more customers. The inherent trade-off is that a CSP should earn sufficient 

profit (revenue – operational cost incurred) to sustain the business and at the same time it should 

not charge too much to the customers as that would result in subsequent loss of market share 

(demand for services). Additionally, and very importantly, the CSPs should provide an 

acceptable level of QoS to the customers. Even though the ultimate objective of a CSP is to make 

more profit, pricing its services too aggressively will be detrimental to its long-term business 

sustainability and survival in the CSM. Since customers are price sensitive, they would choose a 

CSP which can provide good QoS at lower cost than the others. For simplicity, it is assumed that 

the price information of the different CSPs is available to the regulatory bodies, which is a 

reasonably realistic assumption, since almost all the CSPs advertises the price charged for 

different services (resources) in their official website [125]. It may be noted that the various 

services provided by a CSP are further categorized into Infrastructure as a Service (IaaS) [126], 

Platform as a Service (PaaS) and Software as a Service (SaaS) as given in [9, 127]. However, in 

this chapter we do not consider these service specific details and our model is generally 

applicable to all these frameworks as long as the resource requirement for the given amount of 

demand is known. 
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3.3 Distribution of Service Demand between Multiple CSPs: Slow Timescale 

Optimization Procedure (STOP) 

 

As mentioned earlier, the first level procedure of our proposed bi-level optimization 

strategy deals with the distribution of service demands among the multiple CSPs in operation. 

The output of this algorithm is the distribution of service demands among the multiple CSPs 

operating in the CSM. The objective is to address the economic aspect of the market and to 

investigate the optimal strategy to be adopted by the CSPs to determine the price for their 

services in this market. We refer to this as the Slow Timescale Optimization Procedure (STOP), 

since this optimization is carried out at uniform intervals of a longer time period. At this level, 

the CSP has information about the price of electricity and can predict the renewable energy 

generation. The service price can either be determined by the regulator in collaboration with the 

CSPs or can be determined by exchange of information among the CSPs in a distributed manner 

as in [67]. We call this as pricing through coordinated regulation (CR). For the sake of 

simplicity, we use a centralized model here for implementing the two-stage optimization 

procedure. However, this can be extended to operate with periodic information exchange among 

the CSPs in a distributed and iterative manner, as done for the strategy proposed in [67]. This 

chapter considers both deferrable and non-deferrable jobs.   

 

In this model, the time index for timeslots in STOP is denoted by T. The optimization 

problem is solved for Ω number of timeslots, in other words T goes from 1 to Ω.   The deferrable 

jobs need to be completed before the stipulated deadline. For the non-deferrable jobs, the QoS 

(denoted by ( )is T ) offered by CSP i, is measured in terms of the average response time for the 
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execution of the jobs during timeslot T. Usually, there would be a maximum delay specified as 

per the Service Level Agreement (SLA) and the QoS is assumed to be equal to the difference 

between the upper bound on the average response time and the actual average response time 

[32].  

max( ) ( ) [ ( )]i is T d T E d T                                                                                                (3.1) 

However, to address a more general case, this model can be extended to consider some percentile 

delay, like 99th percentile delay instead of mean, which would impose a tighter control on QoS. 

In that case, there may be an upper bound mentioned on the 99th percentile delay, say max,99 ( )d T   

and then ( )is T may be defined as 

max,99 99( ) ( ) { ( )} i is T d T d T                                                                                               (3.2) 

 

 

where 99{.} denotes the 99th percentile delay during timeslot T.  

As ( )is T  increases, the QoS improves and the demand for services to CSP i increases. 

This implies that demand function for CSP i is an increasing function in is  and is described later 

in this section. For the service, we consider the average service demand requested by the 

customers in aggregate and the amount of demand serviced by CSP i, respectively, over timeslot 

T. Mathematically, these are obtained by: 

0

1
( ) ( )

T

d T
T

                                                                                                                (3.3) 
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( ) ( )

T

i id T
T

                                                                                                              (3.4) 
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where ( )   is the aggregated service demand generated from the customers at time instant τ and  

( ) T  is the average aggregated service demand generated from the customers during timeslot T. 

To model the demand function of a particular CSP, three crucial attributes are considered. These 

are i) the QoS (delay or response time) provided by the CSP, ii) the price it is charging to the 

customers and iii) the price charged by the other competing CSPs in the market. This modifies 

the model presented in [46] to consider the profit made by the other competing CSPs, i.e. how 

much are they charging their customers above the operational cost incurred by them to provide 

the service as per their SLAs. We are convinced that this would be a more effective parameter 

which would enable us to impose a tighter control in the market. The computation of the service 

price involves an inherent trade-off between earning profit and attracting demand in a 

competitive market with price sensitive rational customers. If one CSP chooses to go for a higher 

profit then it would subsequently face a reduction in demand. The sensitivity of the demand with 

respect to other CSPs’ pricing is controlled through a parameter .ij  

 

A high value of 
ij implies that, the demand for CSP i increases sharply when CSP j 

charges more to the customers. The demand function is formulated from the point of view of the 

CSPs. The inherent assumption is that the customers are generating service demands in the 

market and a set of CSPs are servicing these demands. The customers are actually insensitive to 

the profit the individual CSPs are making. They only care about the price they are paying. Once 

the customers submit their demands to the market, it is to be distributed among the CSPs 

following certain rules and the service price has to be determined. That rule is to minimize the 

total price paid by the customers, which is discussed later in this section. The demand function is 

modeled as per the following: 

 



 Page 63 

 

min min( ) { ( )} ( { ( )} { ( )}) ( { ( )} { ( )})i i i i i i i i ij j j j jj i
T x s T y pr T pr T pr T pr T


            (3.5) 

 

where ( )i T is the average service demand (amount of jobs serviced) experienced by CSP i 

during timeslot T and (.)ix is a function determined by CSP i to reflect the sensitivity of demand 

with respect to service quality. The variability in demand with the price charged by CSP i is 

captured by the second term of the RHS of equation (3.5) where iy  is a constant which may be 

different for different CSPs. This type of scaled decrease in demand with increase in price was 

also suggested in [46].  The price charged by CSP i to service the demand ( )i T , during timeslot 

T is denoted by { ( ).i ipr T  The operational cost incurred by CSP i, for serving the demand, 

during timeslot T is denoted by min{ ( )},i ipr T  which is the minimum price the CSP i must 

charge to the customers. 

The utility function {.}iU  is framed in a novel way to capture the two most important factors 

affecting the business performance of a CSP, namely,  

i) the profit earned, which is a good indicator of financial performance in the short term. 

ii) the amount of demand serviced by the CSP, which is a good indicator of the market share of 

the CSP in the competitive market and also reflects other comparatively less tangible parameters 

like, good will, market penetration etc., all of which translates into business sustainability over a 

longer period of time. 

It is to be noted that, in the proposed model the price { ( )}i ipr T already takes the demand 

served into account. Nevertheless, to explicitly consider the market share, the utility function is 

formulated as the product of the profit earned and the demand serviced by CSP i. Accordingly 

the utility function of CSP i, is given by: 
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min{ ( )} ( )( { ( )}- { ( )})i i i i i i iU T T pr T pr T                                                                     (3.6) 

 

It may be noted that like { ( )}i ipr T , this is also a function of the demand ( ).i T  Since, this 

function is separable in price; we take the first order partial derivative with respect to 

{ ( )},i ipr T  

min{ ( )}
( { ( )} { ( )}) ( )

{ ( )}

i i
i i i i i i

i i

U T
y pr T pr T T

pr T

 
      

 
                                                (3.7) 

Now, equating (3.7) to zero, the relation between the optimum demand and the 

corresponding profit for CSP i is obtained. The second order derivative of the utility function, 

with respect to { ( )}i ipr T is negative, indicating that to be the point of maxima. 

The optimal price and optimal load are denoted by (*) with the respective symbol.  

* * * min *( ) ( { ( )} { ( )})i i i i i iT y pr T pr T                                                                                       (3.8) 

Equating (3.8) to (3.5) we obtain the expression for the optimum profit to be earned by CSP i as 

* * min * * * * * *( { ( )} { ( )}) { ( )} { ( )} { ( )}i i i i i i i i i i ij j jj i
y pr T pr T x s T y pr T pr T


           (3.9) 

Now simple queueing theoretic formulae are used to get more insight on the pricing 

strategy as this would allow us to determine the number of servers to be deployed, given the 

average workload (here service requests) and the average response time per request. For this we 

use the M/M/k model as in [78]. This allows us to compute both the average response time 

[ (T)]iE d  and the number of servers required (denoted by mi(T)) as given (3.10) and (3.11) ; 

1
[ (T)]

( ) ( )
i

i i i

E d
m T T


 

                                                                                                     (3.10) 
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where the service rate of a server in a data center owned by CSP i is denoted by .i  It is to 

be noted that the number of servers should be an integer. However, if the algorithm returns a 

non-integer value we round it up to the nearest integer greater than that. In data centers, typically 

( )im T is quite large, often of the order of tens of thousands. This assumption is quite meaningful 

and would not impose any significant performance penalty in practice [32, 67].   

 

1 1
( ) ( ( ) )

[ ( )]
i i

i i

m T T
E d T

 
   

 
                                                                                (3.11) 

 

It is assumed that { ( )}i ix s T  is a simple linear function in ( )is T and ( )i T , with the 

multiplication constant i  used to control the weightage of { ( )}i ix s T in the demand function of 

(3.5). In general, {.}ix  has to be strictly increasing in ( )is T , as per the form of ( )is T defined 

earlier.   

Substituting the respective values we get: 

max max

1
{ ( )} ( ) ( ) ( )( ( ) [ ( )]) ( )( ( ) )

( ) ( )
  


       

 
i i i i i i i i i i

i i i

x s T T s T T d T E d T T d T
m T T

     

(3.12) 

Combining (3.8) to (3.12) the analytical expression for the optimum price to be charged by CSP i 

is given by (3.13). 

* * min * * * min *

*
min * * min *

max *

1 1
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2 2

( ) 1 1
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                                                                                                                                                                                       (3.13) 

The overall revenue generated by CSP i, from T=1 to Ω and its overall profit over this time 

interval are denoted by ( ) i  and ( ) i , respectively. These are given by (3.14) and (3.15), 

respectively. 

1
( ) { ( )}i i iT

pr T



                                                                                                                 (3.14) 

 
min

1
( ) ( { ( )} { ( )})i i i i iT

pr T pr T



                                                            (3.15) 

 

In (3.13) presented above, iy  and ij control the sensitivity of price charged by CSP i, with respect 

to the other CSPs operating in the market. This attribute is not considered by the previous works 

[51] and [52]. The recent work presented in [128] connects the resource provisioning with profit 

earned by the CSP. They have leveraged economics and finance to capture the time value of 

money and proposed a risk adjusted resource pricing model. However, the work presented in 

[128] does not consider the competition among the CSPs, which we believe is a crucial issue in 

the competitive cloud service market with price sensitive, rational customers.  

These results may now be used to compute the operational cost incurred by the CSP to 

service the demands. In order to focus on the operational energy efficiency of the CSPs, we 

consider both the electricity cost and renewable energy integration keeping environmental 

sustainability in mind. It may be noted that the cost implication for integrating renewable energy 

may vary significantly from one CSP to the other and is difficult to model under a common, 

unified framework. Driven by this fact the model is intentionally kept quite general so that it can 

incorporate any kind of operational cost that may be relevant for a CSP and for the system. For 

the renewable energy, we extend this model to incorporate long term contracts from the utility 

provider of renewable energy generator. This is a typical approach followed by large service 

providers which want to incorporate as much renewable energy as possible to demonstrate their 
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commitments towards environmental sustainability [16]. To realize this, we assume a simple 

incentive based model for integrating renewable energy, where the incentive for integrating a 

unit of renewable energy is denoted by ,i  which can be adjusted as per the value of integration 

of one unit of renewable energy to CSP i. The special case of collocated renewable energy 

sources owned by the CSP can also be accommodated by choosing i  equal to the spot market 

electricity price ( ).ip T  

min

0

{ ( )} ( ( ) ( ) ( ) (min( ( ) ( ), ( ) ))) ,

T

i i i i i i i i ipr T p T m T T m T T w d         where ( ) max( ,0)x x      

(3.16) 

 

To capture some operational details of the data center the parameter Power Usage 

Effectiveness (PUE) is chosen. This is calculated as the ratio between the total power consumed 

by the data center and the amount of power consumed by the IT systems. Naturally, it is always 

greater than 1. The PUE of the data center operated by CSP i, for the timeslot T, is denoted by 

( ).i T   

We now present the optimization procedure to be implemented, which we call as STOP. 

The aim is to minimize the total service cost paid by the customers to service their aggregate 

demand. This is equivalent to maximizing the value for money from the perspective of the 

customers, which can be perceived as the customer’s utility function. We feel this would be the 

best way to design a stable, transparent market with healthy competition among the CSPs, where 

customers receive fair services, maximizing their utility. 

We construct the STOP as,  

Minimize  
1

{ ( )},  
N

i ii
pr T T


                                                                           (3.17) 
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Subject to 

  
0

1
( ) ( ),  

T

i id T T
T

                                                            (3.18) 

                   
1

( ) ( ) ,  
N

ii
T T T


                                                           (3.19) 

                    ( ) 0, ,i T i T                                                                        (3.20) 

Here (3.17) represents the objective function and (3.18) to (3.20) represent the constraints 

of the optimization problem. The constraint in (3.18) accounts for the average demand rate 

experienced by CSP i, during timeslot T. The constraint in (3.19) ensures that the total demand 

generated by the customers is serviced by some CSP. The constraint (3.20) represents an 

operational feasibility constraint that for every timeslot demand experience by all the CSPs is 

non-negative. The computational complexity of the above problem depends on the structure of 

the functions involved. However, in the proposed model, this is easy to tackle since the objective 

function and the feasible set (defined by the intersection of the constraints) are convex in the 

decision variables. Therefore, there are reliable, computationally efficient and low footprint 

algorithms to solve the above problem numerically with very high degree of accuracy [129] . 

Moreover, since this is a convex optimization problem the optimal solutions can be constructed 

by expanding as per Karush–Kuhn–Tucker (KKT) conditions [129]. Since the price charged by 

each CSP is affected by the price charged by other CSPs, we call this optimization problem as 

pricing through coordinated regulation (CR) with strictly positive .ij  In fact under a distributed 

setting this optimization problem can even be solved by iterative exchange of information among 

all the CSPs. 
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To obtain additional insights about the structure of the optimal pricing policy, a simple 

market is considered with two CSPs and a finite number of customers generating service 

demands. Following the steps described here, the closed from expression for the optimum price 

to be charged by the two CSPs, are derived in (3.21) to (3.24). It is assumed that the demand 

does not exceed the sum of the individual capacities of the two CSPs. 

min 1 1
1 1 1 1 max

1 1 1 1

min12
2 2 2 2

1

( ) 1
{ ( )} { ( )} ( ( ) )

2 ( ) ( )

( { ( )} { ( )})
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pr T pr T
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                                                     (3.21) 
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(3.22) 

More compactly,  

min
1 1

1
1 1 1 max

1 1 1 1

min
12 2 2 2 2

1
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1
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                                     (3.23) 

min
2 2
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2 2 2 max

2 2 2 2
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21 1 1 1 1
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As mentioned in (3.23) and (3.24), the price set by CSP-1, depends on the vector consisting of  

i) The cost incurred to service the demand 

ii) The product of demand serviced and the offered QoS 

iii) The profit made by the other CSP 

 

Among these three terms, the first and the third are intuitively obvious. The second term 

actually suggests that the optimum price to be charged by the CSP is affected by the amount of 

demand serviced (which translates into market share) and the QoS offered. More importantly, the 

optimal price contains the product of these two parameters, which implies that the CSP can either 

choose to service more demand with a slightly worse QoS or less demand with a slightly better 

QoS. Usually, there is a defined standard set for the QoS and the CSPs compete for attracting 

demand. This strongly suggests that the CSP which can operate at a higher efficiency level with 

lower internal cost will always position itself better in the market compared to the others. At the 

same time, in this proposed model the cost incurred to service the demand request does not 

account for any profit component. The profit to the CSP is obtained from the second and the 

third term in the expansion of (3.23) and (3.24). These profits come from the amount of demand 

serviced by the CSP, the QoS provided to the customers and the pricing strategy of other CSPs. 

The explicit presence of the term reflecting the pricing strategy of other competing CSPs (Figure 

3.1) imposes a distributed control over the market to ensure that no CSP can charge an excessive 

amount to the customers. Moreover, from the CSP’s point of view, these pricing strategies 

prevent the CSP from charging the customers too much so that it does not loose its market share, 

as this would eventually make it uneconomical for the CSP to continue operations. 
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The first vector in both (3.23) and (3.24) includes the model parameters defined by the 

market. In an emerging market, where sufficient knowledge about the parameters is not 

available, these parameters will have to be learned over a period of time through the optimum 

trade-off curve. In our numerical simulations we have determined these parameters by trial and 

error.   

 

3.4 Energy Aware Scheduling for Maximizing Renewable Energy Integration 

Fast Timescale Optimization Procedure (FTOP) 

Over the past few decades, a major challenge faced by mankind is the issue of environment 

sustainability. To tackle this issue a major topic has emerged, called smart grid. The high level 

objective of smart grid is to generate, transmit, distribute and consume electricity in a more 

efficient way than the traditional methods. Several crucial strategies that are prevalent in the 

domain of smart grid have improved the way the data centers are operated. These include 

demand response, distributed generation, pricing etc. The recent work in [130] presented an 

extensive survey on energy efficiency in communication networks, and energy efficiency in data 

centers [130]. The authors presented some open issues and discussed the major research 

challenges to make further progress in this area. Another notable work which covers the state-of-

the-art theory, key strategies, protocols, and the implementation strategies in the context of 

various applications related to communication and networking technologies for the smart grid, is 

[131].  

In this section, the proposed method for scheduling deferrable jobs so as to maximize the 

integration of renewable energy, is described. This procedure is executed multiple times within a 
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single STOP window. In STOP, we did not consider the scope of time scheduling of the 

deferrable service requests, which is quite common in the case of actual data center workload 

[119, 122]. A few examples of these kind of deferrable jobs are data analytics on large data sets, 

scientific simulation, high quality medical image processing, system backup, and various other 

scientific computations based services. The QoS of these types of jobs is that they have to be 

serviced before the user’s specified deadline where the deadline would be given at the time the 

demand request for the service is made. These types of jobs can conceptually be thought of as 

consumers of energy rather than consumers of power, and as a result scheduling becomes a 

natural choice. In this section, we present our MPC based job scheduling algorithm to achieve 

higher renewable energy integration by leveraging on the deferrable demand requests; this is 

referred to as Fast Timescale Optimization Procedure (FTOP). The theoretical foundations of 

MPC and the implementation algorithms may be seen in [83]. Applications of MPC based job 

scheduling algorithms in other domains of smart grid are available in [79]. To explicitly 

differentiate between STOP and FTOP we use T and t, respectively to denote a single timeslot. In 

FTOP, if T appears, it implies that the quantity in question is to be obtained from the 

corresponding STOP.  

 

In FTOP, the two crucial aspects, namely the integration of renewable energy and the 

number of times a server is switched from OFF to ON (and vice versa) are appropriately 

addressed. The commercial servers typically deployed in today’s data centers are not at all 

energy proportional. In other words, they consume a significant amount of power, even when at 

idle condition [9]. In this model, the timeslots in FTOP are indexed by t, and the optimization 

horizon (the window size with which the optimization problem is solved) is denoted by ω. The 

deferrable tasks are indexed by z. The arrival time and the deadline of the deferrable task z are 
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denoted by za and ,zd  respectively. The total service requirement of deferrable task z is denoted 

by 
, . D z

 The superscript D, corresponds to the fact that the job is deferrable. Number of active 

servers during timeslot t deployed by CSP i is denoted by ( ).in t  The set of all active (unfinished) 

jobs which require non-zero resource at time t is denoted by .tZ  The number of servers owned 

by CSP i is denoted by ,iN  which is the maximum number of servers CSP i, can deploy to serve 

the customer demand at any point of time. Total amount of demand serviced by CSP i, during 

timeslot t is denoted by ( ).iL t  Naturally, this total demand is the sum of the total amount of non-

deferrable demand ( ( )ND
iL t ) and the total amount of deferrable demand ( ( )D

iL t ) serviced by 

CSP i, during timeslot t. Similarly, the total deferrable demand and non-deferrable demand 

experienced by CSP i, during the entire period T (the corresponding timeslot of the STOP) are 

denoted by ( )D
i T and ( ),ND

i T  respectively. The amounts of jobs scheduled at timeslot t, for 

deferrable task z, performed by CSP i is denoted by , ( ).D z
il t   

 

As of now, the most prominent and well accepted approach to achieve energy efficiency in 

data centers is to turn off the extra servers during low demand periods and to make the system 

power proportional [32]. The main challenge to implement this is the fact that the demand is 

uncertain and sometimes varies dramatically with time. As a result, switching servers ON and 

OFF as per the demand, may incur very frequent server switching. The adverse effects of server 

switching are i) delay cost, ii) energy cost, iii) increased wear and tear and iv) perceived risk of 

reducing server lifetime. The work [32] provides a detailed discussion on the various adverse 

effects of server switching.  

, ( ) ( ( ) ( ))i i i iJ t n t w t                                                                                    (3.25) 
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where the brown energy used by CSP i during timeslot t, is denoted by , ( ) iJ t and the 

renewable energy available to CSP i during timeslot t, is given by ( ).iw t         

, ( ) ( ( ) ( 1))i i iJ t n t n t


                                                                                   (3.26) 

, ( ) ( ( 1) ( ))i i iJ t n t n t


                                                                                   (3.27) 

The brown energy consumption, during timeslot t, is presented in (3.25). The number of 

servers switched from OFF to ON (denoted by , ( )  iJ t ) and from ON to OFF (denoted by , ( )  iJ t

) during timeslot t. are given by (3.26) and (3.27), respectively. In FTOP, we minimize a linear 

combination of (3.25) to (3.27) with a set a constraints to ensure QoS and operational feasibility. 

This model is not novel and has been implemented by [32]. We augment the work in [32] by 

considering deferrable workload and the renewable energy integration issue. Therefore, the 

novelty of our work lies in the integration of FTOP and STOP, to construct a bi-level 

optimization procedure to implement a cloud service pricing strategy which would also promote 

energy efficiency in the cloud service market. The FTOP is given below. 

Minimize    , , ,1
( ( ) ( ) ( ))i i i i it
J t J t J t



      
                                                      (3.28) 

Subject to: 

( ) ( ) ( ),  ,D ND
i i iT T T i T                                                                            (3.29)      

( ) ( ) ( ),  ,ND D
i i iL t L t L t t i                                                                                 (3.30)        
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                                                                                   (3.32) 
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, ( ) 0D z
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max

1 1
( ) ( ( ) ),  ,i i

i

n t L t i t
d

                                                                           (3.35)    

max0 ( ) , ,i in t N i t                                                                                        (3.36)    

( )in t                                                                                                         (3.37)    

The constraints in FTOP, are presented in (3.29) to (3.37). The total demand serviced by 

CSP i is the amount of demand allocated to CSP i, as obtained through STOP; this is the sum of 

both the deferrable and non-deferrable service demands. This condition is imposed through 

(3.29). This condition could have been incorporated in STOP, but since we formulate one more 

level of optimization we decided to incorporate everything which deals with energy efficient 

scheduling in FTOP. Similarly, in every FTOP operation the amount of demand serviced is the 

sum of both the deferrable and non-deferrable demands during each timeslot t as given by (3.30). 

For CSP i, during timeslot t, the amount of demand serviced for deferrable demand is equal to 

the aggregated sum of demand services to the individual deferrable jobs, which belongs to .tZ  

This condition is imposed through (3.31). The total service demand served during t =1 to ω, is 

equal to the total service demand received by CSP i as a result of the corresponding STOP; this is 

enforced through (3.32). This is a step where the two levels of the bi-level optimization strategy 

namely STOP and FTOP are directly coupled. For all deferrable jobs z, the total amount of 

service provided during arrival and deadline has to be equal to the size (service requirement) of 

the job; i.e., all the deferrable jobs are to be serviced before the respective deadline is ensured 

through (3.33). The amount of demand serviced in timeslot t, corresponding to service request z, 

has to be non-negative as imposed through (3.34). The QoS guarantee for servicing the demand 

is given in (3.35). This is obtained from a M/M/k queueing model, which is an appropriate model 

for data center systems [78]. The number of servers deployed by CSP i for the timeslot t is non 

negative and upper bounded by the total number of servers owned by CSP i; this is imposed 
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through (3.36). This procedure builds the framework for scheduling the deferrable jobs in line 

with the availability of renewable energy, which is the demand response we implement through 

FTOP. Finally, (3.37) represents the fact that ( )in t can be a non-negative real number and not 

necessarily an integer. This assumption is adopted by some previous works such as [32, 67] and 

is justified by the fact that typically ( )in t  is quite large and a round off to the nearest integer 

(greater than the obtained solution) does not impose any penalty. This simplification results in a 

convex optimization problem which is computationally tractable.   

 

The the algorithms for STOP and FTOP are implemented in CVX (academic licensed 

version) [132],  which is a package for solving disciplined convex optimization problems built 

on the MATLAB platform. We choose to solve STOP and FTOP by SDPT3 subroutines [133], 

which is the default solver in the academic licensed version of CVX.  All simulations are 

performed on a HP Pro 3130 MT machine with an i5 processor (2.67 GHz) and 4.0 GB of RAM. 

At each instance, both STOP and FTOP takes less than 1 second to converge in MATLAB 

version 7.11.0. This time is negligible in comparison with the timeslot length of FTOP. 

 

 

3.5 Performance Evaluation 

This section describes the methodologies and the set up under which the performances of 

the proposed algorithms are evaluated. In order to examine the efficiency and effectiveness of 

the proposed algorithms in real systems, case studies are carried out under realistic parameter 

settings and the results are discussed. It is assumed that there are four CSPs in operation which 

are competing in the CSM as shown in Fig. 3.1. It is further assumed that each of the four CSPs 
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operates one data center, located in California, New York, Pennsylvania and Indiana, 

respectively. (It should be noted that the proposed model can indeed address the case where 

some of the CSPs own multiple data centers.) The electricity prices, renewable generation and 

PUE values are correspondingly shifted in time to emulate a practical scenerio. The electricity 

price data is obtained from [134]. For the STOP, the time interval of solving the optimization 

problem is 1 hour, whereas for FTOP, it is 10 mins. This implies that the demand distribution is 

performed in a one-hour timescale and the energy efficient job scheduling is performed in a 10-

min timescale. The renewable energy trace is obtained from [106]. The overall service demand is 

collected from a commercial server cluster owned by Facebook, which was used in [106]. The 

PUE data is obtained from  a commercial data center owned by Google, which was also used in 

[106]. For the deferability of the workload, the slacks are generated by following a normal 

distribution with a mean of 30 mins and standard deviation of 10 mins. It is assumed that 50% of 

the total demand is deferrable where the extent to which a demand can be deferred is provided by 

the customer at the time of submission of the demand request.  

 

In the core of the proposed pricing strategy, there is a price regulator which regulates the 

price charged by the individual CSPs in a collaborative manner. Alternatively, the CSPs may 

coordinate among themselves to iteratively determine the optimal prices by considering the 

prices charged by the other competitor CSPs. It may be noted that, strategically charging 

different prices to different customers as per the probability that a particular customer may move 

to some other competitor, is already prevalent in the US airline industry [135]. In the context of 

CSM, the market is still in a nascent stage and thus we believe sophisticated and customized 

pricing schemes will indeed be adopted by the market in the near future, as the market becomes 

more matured. We refer to this as pricing through coordinated regulation (CR) where the 
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individual CSPs coordinate with both the regulator and the other CSPs to create a mutually 

beneficial economically sustainable CSM. The performance of this strategy is evaluated by 

comparing this with a baseline scenario without CR. The baseline scheme is realized by setting 

0 ij  in (3.5) as presented above. This means that as per the baseline strategy the regulator 

does not consider the price charged by other CSPs operating in the CSM. Under this baseline 

scheme, the demand attracted by a particular CSP is a function of the price that the CSP is 

charging to the customers and the QoS level that it provides.    

 

3.5.1 Benchmark strategy for comparing fairness of revenue and profit 

 

Let ( )   be the total revenue generated in the market (i.e., when aggregated across all the 

CSPs operating in the market) and ( )   be the total profit earned aggregated across all the 

CSPs. Let ( )i   be the revenue generated by CSP i and ( )i   be the profit earned by CSP i. 

( )   and ( )  are calculated by 

1
( ) ( )

N

ii
                                                                                                                    (3.38)    

1
( ) ( )

N

ii
                                                                                                                                   (3.39)    

 

 

The benchmark revenue for CSP i, (denoted by ( )i  ) is obtained by: 

 

1

1 1

( )
( ) ( ( ))

( )
i iN T

iT i

T
T



 

 

 
   




 
                                                                (3.40)    

 

Similarly, the benchmark profit for CSP i, (denoted by ( )i  ) is obtained by: 
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                                                             (3.41) 

 

Economic efficiency of the proposed pricing scheme is compared with this fair benchmark 

pricing scheme. The results demonstrate that the proposed method with CR substantially 

outperforms the scenerio with no CR in terms of economic efficiency and fairness. The 

benchmark profit and revenue are obtained by sharing the profit and revenue generated in the 

market as per the proportion of the demand serviced by them as given by (3.38) through (3.41). 

We carry out the comparison by computing the deviations of the profit and revenue earned by the 

CSPs from the profit and revenue under this benchmark scheme, before and after the 

implementation of CR. It is observed that there is remarkable improvement in deviation from the 

benchmark scheme after the implementation of CR. This benchmark pricing scheme is a 

hypothetical oracle policy since it requires prior knowledge of demand distribution, revenue and 

profit and would be impossible to implement in practice. Hence this comparison provides a 

conservative evaluation of the efficiency of the proposed strategy. Additionally, the benchmark 

pricing scheme is inefficient in terms of both energy efficiency and the objective of promoting an 

energy efficient system, which is the primary issue addressed in this chapter. However, this 

benchmark pricing scheme is theoretically quite straight forward, and fair in terms of revenue 

and profit generation from the CSP’s point of view and rational in terms of the service cost 

incurred by the customers.  
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3.5.2. Results and discussions 

This subsection presents the results obtained through numerical simulations to evaluate the 

performance of the proposed pricing strategy in terms of fairness, economic efficiency, and 

sustainability. Each of these has specific implications in this context. By fairness we mean how 

closely ( )i   tracks ( )i   and ( )i   tracks ( )i  . Quantitatively the difference in 

percentage in revenue under the benchmark scheme and our proposed strategy, for CSP-i is 

determined by 
100 ( ( ) ( ))

.
( )

ii

i

     

 
 Similarly, the difference in profit under the benchmark 

scheme and our proposed strategy, for CSP-i is obtained by 
100 ( ( ) ( ))

.
( )

ii

i

     

 
 These 

quantities are evaluated before and after implementation of CR. These two quantities serve as 

good indicators of business sustainability of the operating CSPs and thereby determine the 

economic efficiency of the pricing scheme. As an instance, if any CSP is earning profit and 

revenue significantly higher than the fair profit and revenue then eventually the customers will 

go away from this CSP and the CSP will get extinct from the market. We demonstrate that, the 

proposed CR prevents the CSPs from that situation and thereby creates a sustainable market. 

Additionally, under the proposed pricing scheme both the revenue and profit should increase as 

the amount of demand serviced increases. This can be seen from Figure 3.2 which shows that the 

profit does increase in a normal and expected fashion. A similar trend of increasing revenue for 

increasing demand is also observed for the revenue, as shown in Figure 3.3. Table 3.1 presents 

the deviation from the fair profit and revenue earned by each of the CSPs before and after the 

implementation of CR to demonstrate the improvement. The results indicate that after CR the 

profit and revenue are significantly closer to the fair ones (refer to Figure 3.2 and Figure 3.3). 
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(a) 

 
(b) 

Figure 3.2: Profit earned by the CSPs before and after implementation of CR: (a) before, (b) after 
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(a) 

 

Figure 3.3: Revenue earned by the CSPs before and after implementation of CR: (a) before, (b) after 
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We present the aggregate profit and revenue earned by the CSPs before and after 

implementation of CR, in Figure 3.4. This actually indicates which CSPs are earning more profit 

and revenue after applying CR. It is to be noted that the ones earning less revenue and profit after 

application of CR, are benefited in longer run. Otherwise this is quite evident that these CSPs 

will get extinct from the market due to price sensitivity of the rational customers. 

 

 

Table 3.1: Deviation of profit and revenue earned by the CSPs from the benchmark pricing scheme with and 

without CR (in percentage) 

 

 Without CR 

CSP-1 

over 

benchmark 

CSP-2 

over 

benchmark 

CSP-3  

over 

benchmark 

CSP-4 

over 

benchmark 

Profit -17.35 -9.8 20.45 11.5 

Revenue -7.53 1.96 6.63 2.47 

 With CR 

CSP-1 

over 

benchmark 

CSP-2 

over 

benchmark 

CSP-3 

over 

benchmark 

CSP-4 

over 

benchmark 

Profit -0.48 -0.12 1.14 0.02 

Revenue -7.07 2.93 4.96 2.36 
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(a) 

 

 
(b) 

 

Figure 3.4: Comparison of total profit and revenue earned by individual CSPs before and after implementation 

of CR: (a) Profit, (b) Revenue 
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In our simulation CSP-1 is the only CSP which is making a profit much lower than the 

benchmark profit and serving the highest demand of the market, i.e., in terms of demand CSP-1 

has the highest market share. After application of CR the profit earned by CSP-1 has gone up. 

The same thing has happened with CSP-2 as well. For CSP-3 we observe that it has earned 

significantly higher profit as compared to the benchmark strategy, before applying CR (Figure 

3.2 (a)). If this continues then, eventually customers will realize this and move to some other 

CSPs and as a result CSP-3 will become extinct from the CSM. This is controlled by CR since 

after applying this CSP-3 has reduced the profit margin to cope up with the market competition. 

Same thing has occurred with CSP-4 as well, which was also charging more without CR. 

In Figure 3.5 and Table 3.2, the cumulative profit, revenue earned by the CSPs and the 

demand serviced by them are provided and the average profit earned per request by the CSPs is 

presented. This is indeed an important parameter which should not vary too much among the 

CSPs in an efficient CSM. Results indicate the implementation of CR significantly flattens the 

average profit earned by the CSPs, which means CR creates a fair, economically efficient and 

sustainable CSM.  
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(a) 

 

(b) 

Figure 3.5: Average profit per request   earned by the CSPs and amount of demand served by the CSPs before 

and after implementation of CR: (a) Before, (b) After 
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Table 3.2: Cumulative profit, revenue earned by the CSPs and the amount of demand serviced by them 

 

 Without CR 

CSP-1 CSP-2 CSP-3 CSP-4 

Average 

profit 

0.4228 0.4519 0.6237 0.5607 

Average 

revenue  

18.52 20.3148 21.3306 20.4227 

No. of 

requests 

18782000 15593000 9209800 13833000 

Cumulative 

profit 

7941030 7046476.7 5744152.3 7756163.1 

Cumulative 

revenue 

347885839 316768676 196450560 282507209 

 With CR 

CSP-1 CSP-2 CSP-3 CSP-4 

Average 

profit 

0.5051 0.5069 0.5133 0.5076 

Average 

revenue  

18.7842 20.7182 21.1012 20.5987 

No. of 

requests 

18645000 15037000 8934700 13977000 

Cumulative 

profit 

9417590 7622255.3 4586181.5 7094725.2 

Cumulative 

revenue 

350231409 311539573 188532892 287908030 
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(b) 

Figure 3.6: Profit earned by the CSPs and the amount of demand (no. of requests serviced) before and after 

implementation of CR: (a) before, (b) after 

 

 

 

 

   



 Page 90 

 

   

(a) 

 

     

 

 



 Page 91 

 

     

(b) 

Figure 3.7: Revenue earned by the CSPs and the amount of demand (no. of requests serviced) before and after 

implementation of CR: (a) before, (b) after 

 

 

It is observed that the average profit (per job) earned by both CSP-1 and CSP-2 increase 

after applying CR while that of CSP-3 and CSP-4 decrease correspondingly. Therefore this 

regulation will protect CSP-3 and CSP-4 from charging more to the customers; if they do not do 

this then they may eventually get extinct from the market (Figure 3.5). Figure 3.6 presents how 

the profit grows with the amount of demand serviced before and after implementing CR for all 

the four CSPs. Similarly, the growth of revenue with the amount of demand serviced  is 

presented in Figure 3.7. It is observed that in terms of revenue, the effect of CR is quite small as 

compared to that in terms of profit. 

The results of the proposed energy efficient scheduling through FTOP, is presented with 

respect to a baseline scheduling policy. The baseline scheduling is the one where after allocation 

of demand (as per STOP), the demand is serviced uniformly among the 6 timeslots. This is a 

straight forward policy for scheduling and does not consider any attribute of environmental 

sustainability. It may be noted that this strategy is currently adopted by some CSPs [86]. On the 
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other hand this strategy does not perform any switching of servers during one timeslot (STOP) 

and hence no switching cost is incurred. In terms of energy cost we see that our proposed 

methods perform much better than this baseline scheme. The comparison results with respect to 

cumulative electricity cost incurred, cumulative renewable energy used, cumulative number of 

server switchings from OFF to ON and from ON to OFF are presented in Figure 3.8, 3.9 and in 

Table-3.3. The results indicate the proposed MPC based scheduling shceme FTOP, performs 

much better than the baseline scheduling scheme in terms of cumulative electricity cost incurred, 

cumulative renewable energy used, cumulative number of server switchings from OFF to ON 

and from ON to OFF.  

 

 
(a) 
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(b) 

 

Figure 3.8: Cumulative electricity cost incurred and cumulative renewable energy used by each CSP under our 

proposed technique for job scheduling FTOP and a benchmark scheme:  a) Cumulative electricity cost incurred,   

b) Cumulative renewable energy used. 

 

 

 
(a) 
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(b) 

 

Figure 3.9: Cumulative number of server switchings and comparison with a baseline strategy: a) Cumulative 

switching from OFF to ON, b) Cumulative switching from ON to OFF. 

 

 
Table-3.3: Comparison of FTOP with a baseline scheme 

 
Parameter CSP-1 over 

baseline 

CSP-2 over 

baseline 

CSP-3 over 

baseline 

CSP-4 over 

baseline 

Cumulative 

electricity  cost 
-23.3% ( )  -20.54% ( )  -23.24% ( )  -26.33% ( )  

Cumulative 

renewable  

energy used 

5.32% ( )  5.23% ( )  5.19% ( )  5.57% ( )  

Cumulative 

switching: OFF 

to ON 

-89.1% ( )  -57.85% ( )  -76.45% ( )  -90.33% ( )  

Cumulative 

switching: ON 

to OFF 

-50.79% ( )  -28.66% ( )  -42.96% ( )  -52.27% ( )  
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3.6 Summary  

 

In this chapter we have considered a CSM, consisting of multiple CSPs which compete 

with each other with each aiming to maximize its revenue. However, the customers in the CSM 

(individuals or organizations) are price sensitive, i.e., they prefer to direct their demands to the 

CSP which would offer better service at a lower cost. Three different entities are considerd, 

namley i) regulatory bodies, ii) CSPs and iii) the customers present in the CSM.  Each of them 

has different objectives and plays a different role in the market. The main contribution of this 

chapter is to suggest the pricing strategy to be used by the CSPs, which would be paid by the 

customers to get their demands serviced. The primary objective is to create a fair, sustainable and 

economically efficient cloud service market. Additionally, we enable this pricing strategy to 

promote energy efficiency and more importantly renewable energy integration by realistically 

modeling the incentives prevalent in the market. The issue of economic sustainability is 

associated appropriately with the issue of environmental sustainability. This objective is 

achieved by proposing a bi-level optimization strategy, where two optimization problems are 

solved over different timescales. In the slow timescale, the market demands are distributed 

among the CSPs and the pricing related issues are addressed. An effective strategy is then 

proposed where the individual CSPs coordinate with the regulator to determine the service price 

charged by the CSPs. In the fast timescale, we have leveraged a MPC based energy-aware 

scheduling procedure to achieve energy efficiency by increasing the integration of renewable 

energy while considering of adverse effects of server switching from OFF to ON and vice-versa. 

We have carried out simulation with realistic cloud service demands with four CSPs and 



 Page 96 

 

demonstrated the efficiency of this strategy in terms of fairness, economic efficiency and 

business sustainability. We have integrated and aligned these two optimization problems to 

propose an energy efficiency aware pricing scheme for cloud market to promote and incentivize 

green cloud computing. To evaluate the performance of the proposed energy efficient scheduling 

technique we have carried out numerical studies with real life electricity price, renewable energy 

generation and workload data traces. 
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Chapter 4 

 

Demand Response in Data Centers Through Energy 

Efficient Scheduling and Simple Incentivization 

 

4.1 Introduction 

This chapter focuses on a single data center to address some practical operational details. 

Towards the objective of improving economic sustainability, this chapter aims to, i) reduce the 

capital cost by reducing the number of servers, and ii) reduce the operational cost by reducing 

the total electricity cost incurred by the Cloud Service Provider (CSP). Towards the objective of 

improving environmental sustainability, this chapter aims to increase the renewable energy usage 

by energy aware scheduling. Furthermore an incentivization technique is developed to achieve 

more aggressive reduction of electricity cost and increase in renewable energy usage. The 

previous chapter focused on the high level dynamics of a Cloud Service Market (CSM). This 

chapter considers a single data center where various services are deployed in different tiers 

(which is typically the case for a real large scale system) so as to capture the crucial intricacies of 

real operational details. To tackle resource provisioning for deferrable jobs, Model Predictive 

Control (MPC) based scheduling is used. This chapter develops strategies to formulate and solve 

the optimal server provisioning problem in two different ways, namely (i) minimization of 
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operational cost and (ii) joint minimization of capital and operational costs, at different tiers, 

based on a discrete time model. Additionally, a simple and effective mechanism is designed to 

facilitate more renewable integration into the grid through monetary incentives on deadline 

deferral. It is demonstrated that the proposed method reduces the cumulative electricity cost and 

increases the cumulative renewable energy used, with no additional switching cost.   

It may be noted that the previous chapter did not make any effort to investigate the 

opportunities to reduce the capital cost incurred by a CSP, which a critical contribution is made 

by this chapter. This chapter explores the opportunity for reduction in capital investment by 

reducing the peak server provisioning. To focus on operational details of a CSP this chapter 

considers a practical situation of a data center, where different services (applications) are 

provisioned in different tiers. Under this tiered architecture, the real intricacies of deferrable jobs 

are modeled. This chapter also considers the cost (adverse effect) of toggling a server (switching 

from OFF to ON and vice versa), similar to the previous chapter. Some preliminary results to 

highlight the usefulness of scheduling in data centers were presented in our previous work [136]. 

In fact, this chapter presents more rigorous analyses by providing sensitivity analysis with 

respect to some important model parameters, such as weightage on electricity cost in the 

optimization problem and the length of optimization horizon and also provides more results. 

Additionally, we propose here a novel and simple technique for increasing renewable energy 

usage by providing incentives for deadline deferral and evaluate its performance. Moreover, 

some additional attributes are also incorporated (briefly outline a heuristic method to improve 

cooling system efficiency, provide analysis on effect of electricity price forecast error etc.) to 

address some meaningful issues, which augment the work in [136]. The contents presented in 

this chapter are mostly based on the work in [137].  
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The rest of the chapter is organized as follows. Section 4.2 describes the model through 

which the resource provisioning issue is appropriately captured for a data center with tiered 

deployment of different functions and applications. Section 4.3 describes the model for 

implementing energy efficient scheduling of deferrable but deadline-sensitive jobs by accounting 

for the deferability (often referred to as slack [103] of the job request. It then proposes two ways 

of formulating the optimal server provisioning strategy at different tiers to provide some insights 

to the CSPs about the tradeoff between certain parameters.  

1
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Figure 4.1: Tiered architecture of data center 

 

The first one (of the two formulations) considers the operational cost and switching cost. In 

the second one, apart from operational cost minimization, the issue of peak server provisioning is 

also considered and the switching cost is captured in a different way. Section 4.4 proposes a 

simple and easy to implement mechanism to incentivize the customers to allow further deferral 



 Page 100 

 

of the deadline of deferrable jobs in order to integrate more renewable energy. Section 4.5 

describes the simulation set up and presents and discusses the simulation results. Section 4.6 

concludes the chapter. 

 

4.2 System Model 

4.2.1 Model of the Tiered Architecture of a Data Center 

It is a common practice to deploy different services in a data center in different tiers [35]. 

Most of the previous works for enhancing energy efficiency assumed a simple flat architecture of 

data center, which is not really the case in practical systems. Figure 4.1 shows the architecture of 

a typical data center with three tiers. A very common example of Internet service is web service. 

These days a very rich set of various web services are provided by the CSPs which may or may 

not be the owner of the data center. E-commerce such as online trading and online shopping are 

very important examples of web applications, which provide a lot of economic values in the 

business process of the company which implements and provides these [138]. Real system 

implementations of web applications are composed of different sub-systems, including web 

interfaces, logic and databases [139]. Typically, each tier in a data center is equipped with 

different functionalities. Most of the previous works did not consider the tiered architecture of 

the data centers, which would make the strategies proposed quite inappropriate to practically 

implement in large scale systems. The model proposed in this chapter can suitably address this 

issue, which makes the proposed strategies more valuable and close to practical large scale 

systems. The details of practical system implementation and the associated resource provisioning 

strategies may be found in [34]. After receiving job requests from customers, a load dispatcher 
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allocates the jobs to the appropriate tier depending on the requirement. Typically, in this service 

architecture (Figure 4.1) the web servers are responsible for displaying the results of the request 

on the client side, through appropriate interfaces such as web browsers. The second tier, namely 

the application tier consisting of application servers are typically responsible for performing the 

processing as per the business logic implemented in the system. The third tier shown in Figure 

4.1 consists of data base servers and is responsible for data base processing and data accessing. 

Additionally, the model proposed here can address arbitrary number of tiers and does not 

sacrifice on generality, although a three-tier architecture is most common in practice [34]. 

This chapter studies the issue of resource provisioning for deferrable, deadline oriented 

jobs through energy efficient scheduling. Table 4.1 provides an overview of different types of 

workloads exhibited by a typical commercial data center. For the delay sensitive non-deferrable 

jobs, the resource provisioning is typically done by employing suitable queueing theoretic 

models [140]. Recently, with the tremendous developments in both hardware and software 

systems, computationally intensive jobs are becoming increasingly popular and very widely 

used. A very popular programming paradigm is MapReduce which can perform computationally 

intensive jobs across many servers. A pioneer work on MapReduce authored by industry 

practitioners from Google may be found in [141]. An open source implementation of 

MapReduce is Hadoop which has also become very popular among the practitioners [142], 

[143]. The inherent idea behind this paradigm is to parallelize a large task into a number of 

smaller tasks and execute them in a pool of large number of servers. The Map phase divides the 

task into different smaller task and generates a key-value pair corresponding to each smaller task. 

Then the Reduce phase executes all the smaller tasks, and more importantly combines the results 

of the smaller tasks to produce the end results. MapReduce is being increasingly adopted by 
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many companies and given the extremely valuable power of parallelizing, its use should become 

more widespread  in the near future [144].    

There has been a substantial amount of previous work to consider energy efficient 

optimum resource provisioning for non-deferrable jobs. Some notable references are [67], [32], 

[35]. For non-deferrable jobs, the SLA is commonly based on the upper bound on the expected 

response time, or the upper bound on some percentile of response time [32]. Compared to that, 

little work has been done on optimum resource provisioning for deferrable jobs.  

Table 4.1 

Classification of different types of workload in terms of deferability 

Workload type Nature 

 

Business transactional 

application 

 

Non-deferrable 

 

Video on demand 

 

Non-deferrable 

Real time user requests Non-deferrable 

 

Scientific applications 

 

Deferrable 

 

Simulations 

 

Deferrable 

 
Large scale data analytics  Deferrable 

 
High quality medical image 

processing 
Deferrable 

 

However, the work which is closest to the one presented in this chapter is [35]. The authors of 

[35] proposed an analytical framework for resource provisioning in a multi-tier server cluster for 

session based non-deferrable jobs, which is a pioneer work in this area. They applied the Mean 

Value Analysis (MVA) technique in queuing theory to implement an efficient iterative algorithm 

to address session based traffic which triggers multiple jobs at various tiers, by modeling the 
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system as a closed network of queues [140]. They modeled session based the internet workload, 

where a session typically comprise of a series of requests from the customer. Each of these 

requests may trigger multiple requests at different tiers and there can be think times in between 

which correspond to phenomena such as network delay etc. However, the objective of this 

chapter is to contribute more towards energy efficiency aspects. Furthermore a heuristic based 

strategy is designed for increasing renewable energy penetration by providing incentives for 

deadline deferral.  

This chapter considers a discrete time model whose timeslot length matches with the 

timescale at which the data center updates its resource provisioning decision. Typically this 

ranges from a few minutes to a few hours depending on the internal management policies of the 

CSP [67]. To tackle the issue of resource provisioning for deferrable jobs, a technique prevalent 

in control engineering, called Model Predictive Control (MPC), is used. This is also known as 

Receding Horizon Control (RHC). A relevant reference on theoretical background of various 

algorithms in MPC and their implementations are found in [83], [145]. With MPC, an 

optimization problem is solved at each timeslot, to determine the control actions over a fixed 

horizon of time. The action for the first timeslot is applied to the system and the model 

parameters are updated. In the next timeslot the optimization problem is solved again with the 

modified model parameters and thereby the window moves forward. At every timeslot, the 

available information gets updated and thereby the problem instance changes at every iteration 

and the model error decreases as the window moves on. Some notable references on application 

of MPC based optimization techniques in resource scheduling are [80, 146].  

In this chapter, the deferrable jobs are called as tasks, where each task requires a certain 

amount of jobs to be serviced at different tiers. Loosely, the deferrable tasks are referred to as 
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deferrable jobs to avoid notational complexity. However, each task is composed of a finite 

amount of service requirement which is equivalent to size of the task at different tiers. The size 

of the tasks is termed as amount of jobs, to be serviced to finish the task. A task is characterized 

by its arrival time, deadline and the amount of jobs at various tiers. The deferrable jobs can be 

conceptually considered as consumers of energy rather than consumers of power.  

 

4.3 Problem Formulation 

 

The model captures the cooling (and its associated costs) through a parameter called Power 

Usage Effectiveness (PUE). PUE is defined as the ratio of the total power consumed to the 

power consumed by the IT system [38]. In fact there has been considerable progress in 

improving the energy efficiency of data centers by improving the PUE. This is an important issue 

since the cooling and air distribution accounts for roughly 40~45% of the total electricity bill in a 

typical data center [59]. This chapter does not consider the dynamics of cooling systems in 

detail. Nevertheless, it may be noted that the strategies proposed here will act over all this 

improvements additively. In job scheduling, the macro level cooling dynamics of a data center is 

captured through PUE. A fairly holistic modeling framework is designed here to capture the 

important attributes including real time electricity price, renewable energy generation, macro 

level cooling dynamics etc.  

It is assumed that the data center operates in the wholesale electricity market and is 

subjected to real time spot market pricing, which is quite common in practice [19]. Another 

prevalent charging plan charges a fixed price/MWh and an additional demand charge during 

peak hours [67], which may vary over a sliding window. The model is indeed general enough to 
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capture all these pricing schemes mentioned. Another assumption is that these prices are known 

a priori since the actual prices are very close to the forecasted ones. Similarly, for renewable 

energy, there are many efficient techniques to forecast the future availability a couple of hours 

ahead with prediction errors less than 5% [147]. Moreover, with recent developments and deeper 

understanding on cloud computing and in parallel with the progress in areas such as time series 

analysis, machine learning etc., even the future jobs can be predicted quite accurately a couple of 

hours ahead of time [148]. To provide some insights to the reader on optimal server 

provisioning, this chapter formulates the optimization problem in two different ways and 

investigates and analyzes the solutions. One is based on minimizing a linear combination of 

electricity cost and switching cost with adjustable knobs to control the relative priority between 

the two. A very elegant online algorithm called Lazy Capacity Provisioning (LCP) was proposed 

based on a similar model in [32]. However, this chapter exploits the time flexibility of the 

deferrable jobs, focusing more on renewable integration by energy efficient scheduling. The 

second procedure proposed in this chapter addresses for the first time, both the capital and 

operational costs under the same framework, [137]. In this MPC based optimization problem, the 

objective function minimizes a linear combination of electricity cost, the variance of the number 

of servers provisioned and the maximum number of servers provisioned at the different tiers. In 

the second formulation the switching cost is captured by the variance of the number of servers 

provisioned, over the optimization horizon (window size of the MPC problem). There is always a 

trade-off between catering to the varying renewables and not toggling servers too much. The aim 

is to strike a reasonable balance between them. Specifically, the objective is to incorporate a 

substantial portion of the available renewable energy, which at the same time does not incur too 

much switching cost, subject to SLA constraints. Through these formulations a number of crucial 
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issues within a data center are accurately captured. Importantly, all the strategies can apply to the 

tiered architecture of the data center since our model is able to discriminate between the jobs 

attributed to the different tiers. This is a significant advancement over previous works which 

were mostly based on a flat architecture model of the data center, where all the servers are 

assumed to be identical in terms of the way they handled different types of job requests [19, 67]. 

That assumption would make the model quite restrictive and substantially different from real life 

deployment.  

All the vectors are denoted by an arrow ( ) above and are J dimensional column vectors 

unless mentioned otherwise. A J dimensional column vector whose elements are real and non-

negative is denoted by .

J
 A J dimensional row vector whose entries are all 1 is represented by 

1 .
T

 The price of electricity in real time market in timeslot t is denoted by ( ).p t  

 

4.3.1 Minimization of Operational Cost (Min-OpC Procedure) 

 

It is assumed that the power consumed by an active server is proportional to the server load 

(which is normalized to its capacity i.e., utilization), while there is a fixed power consumption at 

idling condition. This assumption is quite standard and indeed very close to the actual power 

consumption pattern of a typical commercial server [32]. As per this affine (linear plus a 

constant) model, if ( )e   is the energy consumed by a server when the server load is , then, 

0 1( ) ;e      0 1                                                                             (4.1) 

 where 0 is a constant which depends on the power consumed by a server in the idling condition 

and 1 is a constant which depends on the increase in power consumption with increase in server 



 Page 107 

 

utilization. The authors in [32] proved that when the objective is to minimize a linear 

combination of energy cost, delay cost (which reflects the loss of revenue due to delay) and 

switching cost, then balancing the load uniformly across all the active servers becomes the 

optimal choice of server provisioning for non-deferrable jobs. This chapter augments the work of 

[32] by additionally considering aspects like renewables, brown electricity price and, most 

importantly, deferrable jobs.  

As per the notation we adopt here, the non-deferrable jobs to be served at tier  j  in timeslot 

t, is denoted by ( ),ND

j t  and the J dimensional vector whose elements are ( ),ND

j t is denoted by 

( ).
ND

t  The number of servers provisioned for non-deferrable jobs at tier j in timeslot t is 

denoted by ( ),ND

jm t  and the J dimensional vector whose elements are ( ),ND

jm t  is denoted by 

( ).
ND

m t  Power usage effectiveness of the data center in timeslot t is denoted by ( ).PUE t  Total 

renewable energy available in timeslot t is denoted by w(t). The deferrable tasks are indexed by 

z. For each task z, the arrival time is denoted by 
za  and the deadline, by which it must be 

completed, is denoted by .zd  The set of all unfinished (active) tasks at the beginning of timeslot 

t, which need some service at any tier is denoted by Z(t). The service requirement (job size) for 

the task z at tier j is denoted as ,z

jL and the J dimensional vector whose entries are ,z

jL  is denoted 

by .
z

L   The amount of jobs (in size) to be scheduled at tier j in timeslot t for the active task z is 

denoted by , ( ), D z

j t and the J dimensional vector whose entries are , ( )D z

j t is denoted by 
,

( ).
D z

t  

The number of servers provisioned in timeslot t for deferrable task z, at tier j is denoted by 

, ( ),D z

jm t and the J dimensional vector whose entries are , ( )D z

jm t is denoted by 
,

( ).
D z

m t  The total 
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amount of deferrable job (in size) to be scheduled at tier j in timeslot t is denoted by ( ),D

j t and 

the J dimensional vector whose entries are ( )D

j t is denoted by ( ).
D

t  The total number of 

servers for deferrable tasks (jobs) at tier j in timeslot t for deferrable tasks is denoted by ( ),D

jm t  

and the J dimensional vector whose entries are ( )D

jm t  is denoted by ( ).
D

m t  The lower and 

upper bounds on the amount of jobs (in size) to be scheduled at tier j in timeslot t for the active 

task z, are denoted by , ,( ) ( ) D z

j t and , ,( ) ( ), D z

j t  respectively. Similarly, the lower and upper 

bounds on the amount of jobs (in size) to be scheduled at tier j in timeslot t for the active task z, 

are denoted by , ,( ) ( )D z

jm t and , ,( ) ( ),D z

jm t respectively. The lower and upper bounds on the total 

amount of jobs served at tier j in timeslot t are denoted by ( ) ( ) 

j t and ( ) ( ), 

j t respectively. 

Similarly, the lower and upper bounds on the total number of servers provisioned at tier j in 

timeslot t are denoted by ( ) ( )

jm t and ( ) ( ),

jm t  respectively. The total number of servers provided 

during timeslot t is denoted by ( ),m t  whose entries are denoted by ( ).jm t  Similarly, the total 

amount of jobs served at tier j in timeslot t is denoted by ( ), t  whose entries are denoted by 

( ). j t  Let   be a function that determines the number of servers required to serve the amount of 

jobs given by ( )
ND

t . Then 

{ ( )} ( ),   
ND ND

t m t t                                                                                           (4.2) 

  

where {.} denotes a fairly general formulation. In fact it can even be an iterative algorithm as 

described in [35] or it may be calculated from queueing theoretic models as in [32]. It may be 
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noted that in this case {.}  does not have to be convex since we can calculate the server 

requirement for non-deferrable jobs separately, outside the optimization problem. 

The total server energy consumption for timeslot t at tier j (denoted by ( )Serv

jPow t ) is given 

by: 

 
0 1

( )
( ) ( ) ( ) ( ) ( ),  ,

( )


     

jServ

j j j j

j

t
Pow t m t e m t t t j

m t
                                                                    (4.3) 

To incorporate the energy required by the cooling system ( )PUE t is considered.  For the whole 

data center considering all the tiers, the total energy consumption for timeslot t (denoted by 

( )TotPow t ) is given by:  

0 1( ) ( 1 ( ) 1 ( )) ( )   
T T

TotPow t m t t PUE t                                                                 (4.4) 

Current strategies for integrating renewable energy to power the data centers differ widely from 

one CSP to another [16]. In this work, we assume that the CSP owns a renewable generation 

infrastructure. Based on that the cost of electricity incurred by the CSP during timeslot t (denoted 

by ( )ECost t ) is given by: 

( ) ( ){ ( ) ( )} ,  where { } max(0, ).   E TotCost t p t Pow t w t x x                                      (4.5)                                                              

This is justified by the fact that the cost related to renewable energy is largely dominated by the 

capital expenditure and its operational cost is very low [80], [90]. However this model can be 

broadened to consider a more general scenario where renewable is supplied by another 

generation company through a long term contract. Since these days the issue of environmental 

sustainability has become quite prominent all the responsible corporate citizens are 

demonstrating their commitments towards carbon footprint reduction. In some cases the CSP 



 Page 110 

 

owns the renewable energy generation infrastructure. In that case, the generalized incentive 

based model given in (4.6) can be used: 

( ) { ( ) ( ) ( )} ,  ( ) ( )   E Tot TotCost t p t Pow t w t Pow t w t                                                 (4.6) 

where β is the equivalent monetary incentive received by the CSP for integrating one unit of 

renewable energy, which can be appropriately chosen to consider the different cases as per the 

business practices adopted by different CSPs. It is to be noted that ( )TotPow t consists of the sum 

of the brown energy supplied by the grid and the renewable energy supplied by the generator 

(utility provider) the CSP has contract with. This chapter focuses on the case where the CSP 

owns the renewable generation infrastructure in the rest of this work. The switching cost for one 

timeslot is:   

( ) 1 { ( ) ( 1)}  
T

SCost t m t m t                                                                                                            (4.7) 

Details about the switching cost due to server turning ON and OFF, can be found in [32]. In 

order to control the relative priority between electricity cost and switching cost, we introduce 

weighting factors k  and .  In Min-OpC procedure the following optimization problem is 

formulated and solved at each timeslot: 

Minimize    
1 1

( ) ( )
 

 
T TE S

t t
k Cost t Cost t                                                           (4.8) 

subject to:   

, ,( ) , , ,( )( ) ( ) ( ); ,          D z D z D z

j j j tt t t t j and z Z                                                                         (4.9) 
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d D z z
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, ,( ) ,( )( ) ( ), ,  
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j jz Z
t t t j                                                                          (4.12) 
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D z D

j jz Z
t t t j                                                                           (4.13) 

,( ) ,( )( ) ( ) ( ), ,     D D D

j j jt t t t j                                                                                                                (4.14) 

( ) 1.1 ( ), , D D

j jm t t t j                                                                                                                                       (4.15) 
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D z D

j jz Z
m t m t t j                                                                            (4.18) 

, ,( ) , , ,( )( ) ( ) ( ) ,,   D z D z D z

j j jm t m t m t t j  and  
t

z Z                                                   (4.19) 

,( ) ,( )( ) ( ) ( ) ,,   D D D
j j jm t m t m t t j                                                                          (4.20) 

( ) ( ) , ,  ND D
j j jm t m t M t j                                                                                     (4.21) 

( ) ( ) ( ), ,    ND D

j j jt t t t j                                                                                                                              (4.22) 

( ) ( ) ( ), ,  D ND

j j jm t m t m t t j                                                                                  (4.23) 

 

The objective function of the optimization problem is presented in (4.8), which is a linear 

combination of electricity cost and switching cost. The decision variable are ( )m t and ( ). t  The 

constraints are listed from (4.9) to (4.23). The upper and lower bounds on the amount of jobs (in 

size) that can be executed for a particular task z at each tier and every timeslots are enforced 

through (4.9). The lower bound , ,( ) ( ) D z

j t  is typically set to zero to ensure operational feasibility, 

since a negative amount of jobs is not possible. However, if there are any additional service 

requirements for any task requiring a certain minimum execution in any timeslot then that can 
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also be conveniently addressed through this formulation. On the other hand, the upper bound 

, ,( ) ( ) D z

j t , the maximum amount of jobs belonging to task z, which can be executed, is derived 

from the maximum number of servers that can be provided, , ,( ) ( )D z

jm t  for task z at tier j in 

timeslot t. Through this maximum number of servers some more subtle operational constraints 

can be addressed. Some tasks may have the requirement of execution within a specific subset of 

servers. This may be due to additional security issues (for sensitive jobs) or data locality issues 

(in case of jobs with special storage requirements) which limit the maximum number of servers 

for that particular task. The most important aspect of SLA, which is the completion of the 

deferrable task z by the given deadline, is enforced through (4.10). This ensures that all the active 

tasks are finished before their respective deadlines (i.e., for ( ),  for   z Z t t ) and that they 

receive the required amount of services at all the tiers. The total amount of deferrable jobs 

executed is equal to the sum of jobs executed across all the active tasks at each tier and is 

enforced through (4.11). The sum of the lower bounds on the amount of jobs that can be 

executed for each task belonging to the set of active tasks is computed through (4.12). This 

represents the minimum amount of total deferrable jobs (summed across all the active tasks) that 

has to be executed at timeslot t at various tiers in order to comply with the SLA. Similarly, (4.13) 

gives the maximum amount of total deferrable jobs which can be executed at tier j in timeslot t. 

Constraint (4.14) ensures that the amount of deferrable jobs scheduled (summed across all the 

active tasks) is feasible and within the limits. As for the relationship between the number of 

servers provisioned and the amount of jobs, it may be noted that our model can handle any 

function (f) of the form:  

: ; { ( ) | ( ) }      J Jf t t                                                                   (4.24) 
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which maps the amount of jobs (in size) to the number of servers for each tier, as long as f is 

convex in ( ). t  The convexity criterion is satisfied by most of the queueing theoretic models 

which have a closed form expression and does not compromise on generality [32]. In this 

chapter, the number of servers to be provided is computed by following a simple linear 

relationship between the number of servers to be provisioned and the amount of jobs to be 

executed as in (4.15). In order to deal with uncertainties from various sources such as 

breakdown, component failure and prediction uncertainty, an over-provisioning by 10% as given 

in (4.15), is done. This also ensures that the servers are not overloaded. 

Constraints (4.16) - (4.18) ensure similar conditions on the number of servers provisioned 

as were done by constraints (4.11) - (4.13) for the jobs scheduled for timeslot t. Constraint (4.19) 

ensures that the number of servers provisioned to serve active task z at tier j, in timeslot t, is 

feasible and lies between the stipulated bounds. The bounds on total number of servers for 

deferrable jobs is ensured through (4.20) by summing across all the active tasks. Constraint 

(4.21) ensures that the sum of the number of servers provisioned for deferrable jobs and non-

deferrable jobs (i.e., the total number of servers) at each tier does not exceed the total number of 

servers at that tier. It is to be noted that ,( ) ( )D

jm t can be less than ( ) ND
j jM m t  since there may 

be specific server requirements for some tasks(s) due to additional security issues or data locality 

issues. The total amount of jobs served at tier j, in timeslot t, is the sum of the deferrable and 

non-deferrable jobs and is given by (4.22). Similarly, the total number of servers provisioned is 

the sum of servers provisioned for non-deferrable jobs and the servers provisioned for deferrable 

jobs, for all t, is ensured by (4.23).   



 Page 114 

 

In this optimization problem (from (4.8) to (4.23)) the decision variables are ( )
D

m t  and 

( ).
D

t  Once ( )
D

m t and ( )
D

t  are computed as per the above procedure, the servers are 

allocated to the jobs following Earliest Deadline First (EDF) scheduling policy, i.e., the job with 

earliest deadline is served first. It can be shown that under EDF policy the deadline for all the 

jobs are met if the resource requirement does not exceed the processing capacity [80], which is 

indeed a strong service level guarantee associated with EDF. 

The algorithm for solving the above problem and provisioning the servers at different tiers 

based on that will be referred to as Min-OpC, since it primarily aims to minimize the operational 

cost for energy and the number of switchings. It is worth mentioning that both the objective 

function and the feasible set are convex in decision variables and hence the optimization problem 

is convex. Therefore, efficient polynomial time reliable algorithms to solve it do exist [116]. At 

every timeslot, we solve a convex optimization problem. We implement the solution for the first 

timeslot and then update the problem instance for the next timeslot. It may be noted that, 

leveraging the convexity of the underlying problem, a large class of optimization problems can 

be solved dramatically fast using freely available software packages, such as CVX [149]. (Note 

that in case the original problem is not convex, it may still be possible to transform it into a 

convex optimization problem with acceptable relaxation [116].) In this case, since the above 

optimization problem is indeed convex, the solution can be obtained by expanding as per KKT 

(Karush–Kuhn–Tucker) conditions to obtain an optimal solution [116].  

The work in [129] presents the developments in convex optimization over past few decades 

and gives this topic a fairly rigorous treatment. In particular there are some open source packages 

to generate the codes (in a couple of high level languages) for solving MPC based problem, if the 
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optimization problem solved at each timeslot is convex. The work in [145] describes advances 

that facilitate the development of custom MPC solvers, which can be incorporated in commonly 

used computing platform. By combining a high level specification language for optimization and 

code-generation, reliable and fast custom codes can be generated to solve MPC based problems. 

This may serve as a valuable tool to implement the real deployment is a large scale system where 

the problem size is enormously huge.   

 

4.3.2 Joint Minimization of Capital and Operational Cost (Min-CapOpC 

Procedure) 

 

This chapter now proposes a more effective method for making the server provisioning 

decision. In this case, the variance and peak of the number of servers provisioned at the 

individual tiers are incorporated into the objective function. Engineers working with Google 

reported that, as per a thumb rule, the approximate capital cost typically ranges between 

$10~20/Watt [38], although this may change with time. This thumb rule provides a rough idea 

about the capital cost incurred to build a data center with a given peak power consumption. This 

is just to appreciate the motivation behind reducing peak power consumption. In fact, the peak 

power plays a crucial role in budgeting and serves as an important parameter during the project 

planning phase. The optimization problem proposed here differs from the previous one in the 

formulation of the switching cost. In this case, we capture the switching cost as the variance of 

the number of servers provided in the various tiers and scale it by a factor .   

 As in the case of the Min-OpC procedure given earlier, the operational cost of electricity 

is: 
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            ( ) ( ){ ( ) ( )} E TotCost t p t Pow t w t                                                                                              (4.25) 

In this procedure, the adverse effect of server toggling is captured through the variance of the 

number of active servers employed across the different time slots within the time window T. The 

total cost of switchings across the prediction horizon is given by:  

2

1 1 1

1 1
{ ( ) ( ( ))}




  
   

J T TVar

Total j jj t
Cost m t m

T T
                                         (4.26) 

This is in fact the variance of the number of servers provisioned at each of the tiers, which 

involves the second moment and the mean. It turns out that capturing the switching cost through 

the variance imposes a tight control over switchings and strikes a good trade-off between 

electricity cost reduction, renewable incorporation and switching cost. 

In order to exclusively focus on peak reduction (the total number of servers at different 

tiers), another extra term in the objective function is incorporated. This is captured in the form of 

the cost for peak provisioning at each tier and summed up across all the tiers. The peak 

provisioning cost is denoted by 
Peak

TotalCost , which is expressed as: 

1
max { ( )},  {1,2,.. }


 

JPeak

Total t jj
Cost m t t T                                                     (4.27) 

The optimization problem is formulated as: 

Minimize: 
1

( )  


 
T E Var Peak

Total Totalt
k Cost t Cost Cost                                         (4.28) 

subject to the same set of constraints as Min-OpC, enumerated from (4.9) to (4.23). With the 

appropriate choices of ,k  and , the relative priority among the power cost, variance (of the 

number of servers provisioned) and peak server provisioning capital cost is controlled. The 

purpose is to get more insights on how to design the optimal server provisioning strategy. The 

algorithm for solving the above problem and provisioning the servers at different tiers is referred 
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to as Min-CapOpC. Apart from reducing the operational cost, this aims to minimize peak server 

provisioning cost (capital cost) as well. The parameter choices for this are discussed in detail in 

Section 4.6. This optimization problem is also convex since the objective function and the 

feasible set are convex and is therefore also computationally tractable [116].  

 

4.4 Heuristic Algorithm to Improve Cooling System Energy Efficiency 

 

In Min-OpC and Min-CapOpC procedures the efficiency of the cooling system and the 

energy consumed by the cooling system is captured through PUE. Since cooling system 

efficiency is not the major focus of this chapter, the details of cooling systems are not 

specifically addressed. Nevertheless, the proposed framework can also include some heuristic 

methods to achieve more aggressive cooling system efficiency. As a concrete example, a 

threshold based policy can be implemented. As per the prediction, when the renewable is higher 

than an appropriately chosen threshold value, and also during the next timeslot the renewable is 

less than another threshold value, then the system can be cooled below a particular temperature. 

This will enable the cooling system to consume more energy to lower the temperature during the 

current timeslot when renewable generation is high, and in the following timeslot when the 

renewable energy generation is low, the cooling system would consume less energy. This is an 

area where there have been tremendous improvements over the past few decades. The various 

different strategies proposed in the literature can be integrated with the strategies proposed in this 

chapter to make the system more efficient.  
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4.5 Incentivazition for Deadline Deferral (IDD) 

In the smart grid arena, at macro level, the techniques to control the load according to the 

supply will fall into one of two categories namely, direct load control (DLC) and indirect load 

control (ILC) [94]. With DLC, the electricity service provider possesses the right to control the 

loads in a pre-specified manner. The work presented in [95] proposed a DLC based adaptive 

strategy to improve the operations of ancillary services. In contrast, when ILC is used, the utility 

provider does not have a direct control over the loads. In this case the utility provider controls the 

loads through various pricing signals. The various different pricing schemes include time-of-use 

pricing [96], coincident peak pricing [97], critical peak pricing [98], real time pricing [99], [100]. 

The general idea behind all these pricing strategies is to ensure that the utility providers can 

reflect and recover, as a function of time, the true marginal cost for producing one extra unit of 

electricity. There are some fundamental issues in implementing DR through dynamic pricing 

based approaches. Functionally, the time varying price acts like a signal to have a decentralized 

control on the individual consumers. However, there would be significant uncertainty in the load 

response for different customers which may make the effectiveness of these strategies 

questionable. In addition, the consumers are also exposed to the volatility of the electricity price. 

This section develops a simple, effective and novel mechanism to increase the renewable 

penetration into the grid through incentivization on deadline deferral (IDD). The main idea here 

is to provide an economic motivation for the customers to defer the stipulated deadline of the 

submitted jobs till such time when more renewable is available. Typically the customers of these 

kinds of services are corporate clents largely guided by objectives of cost savings or monetary 

benefits. In this scenario, direct monetary incentive seems to be the most powerful way to attract 
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customers to participate in this program. Another advantage is that customers do not experience 

any risk in this proposed scheme as the quantity of electricity to be delivered by the new deadline 

(after deferral) is guaranteed. We believe that the simplicity of the proposed mechanism would 

facilitate its large scale adoption and the direct monetary reward provided would also motivate 

customers to participate in this program. 

Table 4.2: Notations for incentivized deadline deferral model 

Notation Meaning 

( )
z

f L  
Number of servers required to serve the deferrable 

task z. 

h 
Number of timeslots by which the deadline of a 

task is shifted.     

( , )
z

L h  
A function which computes the incentive when 

task z deferred by k timeslots. 

H
 

 A set of strictly positive integers by which the 

deadline deferral can be allowed. 

 

The general theoretical framework of our proposed scheme is given next. Some additional 

notations are given in Table 4.2. The proposed method of incentivization is called as Incentivized 

Deadline Deferral (IDD). This explores if a particular task can be shifted profitably and the 

extent by which the deadline should be shifted to give maximum benefit for the CSP. The 

difference in cost after shifting the deadline of task z by h timeslots is: 

0 1

0 1

( ){( 1 ( ) 1 ) ( ) ( )}

[ ( ){( 1 ( ) 1 ) ( ) ( )} ( , )]

T z T z

T z T z z

p t f L L PUE t w t

p t h f L L PUE t h w t h L h

 

  





  

       

                          (4.29) 

                                                                                                                                                          

In this chapter the following is assumed: 

( , ) 1 
z T z

L h L h                                                                                                         (4.30) 
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where   is a constant, independent of 
z

L and h. This implies that the incentive paid by the CSP 

to the customer is the product of a constant, the task size and the timeslot by which the deadline 

is deferred. The deadline shifting may be profitable if (4.29) is positive. The negative of the 

expression in (4.29) is minimized to determine which timeslot is best for shifting, considering all 

the above mentioned parameters. Though this is not a sufficient condition for profitable deferral, 

it does capture the situation where there is some rapid increase in renewable within a few 

adjacent timeslots. The problem is formulated to determine the profitable deferral of the deadline 

of the given task, as follows:  

Minimize (by determining the optimal value of h) 

0 1

0 1

( ){( 1 ( ) 1 ) ( ) ( )}

( , ) ( ){( 1 ( ) 1 ) ( ) ( )}

 

  





     

    

T z T z

z T z T z

p t h f L L PUE t h w t h

L h p t f L L PUE t w t
                                    (4.31) 

subject to: 

0 1

0 1

{ ( ){( 1 ( ) 1 ) ( ) ( )} ( , )}

( ){( 1 ( ) 1 ) ( ) ( )} 0  

 

  

 







     

   




 

T z T z z

T z T z

p t h f L L PUE t h w t h L h

p t f L L PUE t w t

h H

                     (4.32) 

                                                                                                                                                         

where  {1,2,3... | |}H H  . 

For every task this optimization problem is solved to check if there is any chance of energy 

cost saving and increasing renewable incorporation, by deferring the deadline of that task. This is 

a reasonable heuristic to detect situations where renewable generation would be higher than in 

the previous timeslot(s). The suffix “++” denotes that tasks can only be post scheduled. The 
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solution process is further simplified and some analytical insights are built by considering three 

different cases.  

Case-I: 

0 1 0 1( 1 ( ) 1 ) ( ) ( )  ( 1 ( ) 1 ) ( ) ( )        
T z T z T z T z

z z z zf L L PUE d h w d h and f L L PUE d w d

                                                                                                                               (4.33) 

For some .h H  With algebraic simplification, the optimization problem becomes: 

Minimize 

0 1( 1 ( ) 1 ){ ( ) ( ) ( ) ( )}

( ) ( ) ( ) ( ) ( , )

 



    

     

T z T z

z z z z

z

z z z z

f L L p d h PUE d h p d PUE d

p d w d p d h w d h L h
                                 (4.34) 

subject to: 

0 1( 1 ( ) 1 ){ ( ) ( ) ( ) ( )}

( ) ( ) ( ) ( ) ( , ) 0
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z z z z

f L L p d h PUE d h p d PUE d

p d w d p d h w d h L h

h H

                            (4.35) 

Case-II: 

0 1 0 1( 1 ( ) 1 ) ( ) ( )  ( 1 ( ) 1 ) ( ) ( )        
T z T z T z T z

z z z zf L L PUE d h w d h and f L L PUE d w d     

(4.36) 

Hence, the optimization problem becomes: 

Minimize 0 1( , ) ( ){( 1 ( ) 1 ) ( ) ( )}    
z T z T z

z z zL h p d f L L PUE d w d                      (4.37) 

subject to  

0 1( , ) ( ){( 1 ( ) 1 ) ( ) ( )} 0,         
z T z T z

z z zL h p d f L L PUE d w d h H                  (4.38) 
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Case-III: 

0 1 0 1( 1 ( ) 1 ) ( ) ( )  ( 1 ( ) 1 ) ( ) ( )        
T z T z T z T z

z z z zf L L PUE d h w d h and f L L PUE d w d   

(4.39) 

 

It is obvious that, in Case-III, the deferral is not profitable since the renewable energy in 

current timeslot is more than the forecasted renewable in future timeslots. In the simulations, the 

function in (4.15) is applied for computing the number of servers from the amount of jobs for 

deferrable tasks and for the purpose of evaluating the effectiveness of the proposed mechanism. 

The above problem (4.33) to (4.39) is solved for all the deferrable tasks to determine if the job 

can be shifted profitably and then Min-OpC and Min-CapOpC are executed.  

 

4.6 Simulation Setup and Results 

 

4.6.1 Model Parameters 

 

This section describes the simulation experiments performed to evaluate the proposed 

methods and algorithms. The duration of each time slot is 10 min, which is same as in [32]. With 

regard to the server power consumption, the following assumptions are made, 0 0.6   and 

1 0.4  , since it is reported that typically an idle server consumes 60% of its maximum power 

and that this grows almost linearly with the load [29]. In the simulation, a data center is 

considered to have three tiers with 10%, 40% and 50% servers in tiers 1, 2 and 3, respectively, 

with a total of 120,000 servers. The purpose of incorporating all these parameters , ,k    and δ is 
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to make each of the terms in the objective function to be in comparable range so as to ensure that 

the objective function is sensitive with respect to each term. The different parameters are chosen 

to be 6, 
21.2 10   and 100.   The authors of [32] mentioned that the cost of one OFF to 

ON transition for one server is almost equivalent to powering a server for one hour, which would 

be 6 timeslots in our model. The parameter   controls the weight of variance of the number of 

servers provisioned by Min-CapOpC, as in (4.28). To find out an appropriate ,  different values 

of ,  from 
410
 to 0.1 is explored. It is found that, a number of the order of 

310
 gives a good 

trade-off between electricity cost reduction, renewable usage increase and the number of 

switchings. For , which determines the weight of peak server reduction (4.28), 100 turns out to 

be a good choice for striking a reasonable trade-off between electricity cost and number of 

switchings. Simulations were performed with three values of k namely, 10, 100 and 1000 for 

both Min-OpC and Min-CapOpC. The results are provided in Figure 4.2. With k=10, there is a 

substantial increase in electricity cost with a moderate saving in switching cost. On the other 

hand with k=1000, there is substantial increase in switching cost with a moderate saving in 

electricity cost. It is observed that the sensitivity of the amount of renewable energy used with 

respect to k is relatively low. In both Min-OpC and Min-CapOpC, the renewable used is highest 

for k=100 and lowest for k=1000. However, in the case of Min-CapOpC, the renewable usages 

are almost the same for k=10 and 100 (Fig 4.2.b). The optimal operating point by choosing 

appropriate k depends on the individual CSPs. However, for the purpose of this work we choose 

k=100 in all our simulations, as it strikes a reasonable trade-off between electricity and switching 

cost. The data trace for electricity price is obtained from [150], which is the real time market in 

Singapore. To understand the effect of the optimization window size of the MPC algorithm, a 

simulation is performed for 100 timeslots with two different window sizes (i.e. 12, 24 timeslots) 
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and compared with the hypothetical case of perfect future knowledge. In Figure 4.3 (a), it is 

observed that, under Min-OpC the cumulative electricity cost, decreases, quite consistently, with 

increase in the window size. 

     

                                        (a)                                        (b) 

 

    (c) 

Figure 4.2: The effect of scaling factor of electricity cost in terms of: (a) Cumulative electricity cost, (b) 

Cumulative green energy used and (c) Cumulative switchings 
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It may be noted that, in case of Min-CapOpC this trend is not very prominent. This is because of 

the fact that in Min-CapOpC, a higher priority is assigned for the switching cost, which is also a 

crucial parameter to implement this power saving strategy. The cumulative renewable energy 

used is increased quite prominently with the increase in window size for Min-CapOpC, whereas 

this remains almost unchanged in the case of Min-OpC (Figure 4.3 (b)). Finally, the cumulative 

number of switchings follows a consistent trend and both Min-OpC and Min-CapOpC performs 

better as the window size increases (Figure 4.3 (c)). The window size of 24 timeslots is chosen 

for the simulation and results are discussed in the rest of this chapter.  

   

                                        (a)                                        (b) 
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    (c) 

Figure 4.3: Sensitivity of the proposed optimization procedures with respect to the window size of the MPC. (a) 

Cumulative electricity cost, (b) Cumulative renewable energy used, (c) Cumulative no. of switchings 

 

Figure 4.4 (a) shows the traces of the jobs at different tiers as well as the trace of the total jobs in 

the data center. Figure 4.4 (b) shows the traces of the deferrable task sizes at different tiers as 

well as the trace for the total size. Figure 4.4 (c) shows the distribution of deadlines of the 

deferrable tasks through a histogram. Taking the job trace of [106], the job statistics were 

generated for the simulations. For the non-deferrable jobs, it is assumed that the job size (service 

requirement) is exponentially distributed with mean of 1.  
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                                               (a)                                                                                             (b) 

 

(c) 

Figure 4.4: Workload trace: (a) Non-deferrable workload, (b) Deferrable workload, (c) Distribution of deadlines of 

deferrable loads 

 

4.6.2 Comparison between Min-OpC, Min-CapOpC and Their Respective 

Offline Counterparts 

 

This subsection presents the performance results in terms of cumulative electricity cost, 

cumulative green energy consumption and cumulative number of switchings under the proposed 
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algorithms, namely Min-OpC and Min-CapOpC. These are examined and discussed to guide 

designers in making optimum choices. It is observed that in Figure 4.5 that Min-CapOpC 

achieves 13.8% peak (maximum number of servers) reduction as compared to Min-OpC. As per 

our empirical calculation, this would translate into a capital cost reduction of US$170 million to 

US$340 million, assuming the capacity of the data center to be 120,000 servers. The proposed 

Min-OpC and Min-CapOpC are also analyzed by comparing with their respective offline optima. 

The offline optimum is the one which has perfect knowledge of the future and will therefore 

always be superior to its online MPC counterpart. The work in [151] aimed to understand the 

improvement of dynamic resource provisioning algorithms with the increase in forecast window 

size for the workload. They concluded that in the settings considered by them, the increase in the 

prediction horizon of the workload does not significantly improve the performance of the 

proposed algorithm, beyond a certain window size. Even though an oracle-type offline algorithm 

would be practically infeasible to implement, a comparison with this would enable us to perform 

a conservative evaluation of the proposed algorithms. It is observed that Min-CapOpC is quite 

conservative in toggling servers from ON to OFF and hence Min-OpC can provide a better match 

with the renewables by performing more frequent switching. Our strong conviction is that the 

proposed methods produce encouraging results considering both these aspects together. Figure 

4.5 shows the number of servers provisioned under the two algorithms Min-OpC and Min-

CapOpC and their offline counterparts. In terms of cumulative electricity cost there is 

approximately 20.6% saving for Min-CapOpC over Min-OpC (Figure 4.6). However these are 

achieved at the cost of less renewable integration (Figure 4.7).  In Figure 4.6 it is observed that 

the cumulative electricity cost incurred by Min-OpC does not increase between timeslots 222 to 

250. The reason is that the comparison is under the condition that the same amount of jobs is 
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executed for different algorithms, and Min-OpC schedules and executes the deferrable jobs 

earlier as compared to Min-CapOpC. It turns out that after 222 timeslots brown energy 

consumed by Min-OpC is practically zero (only green energy is used). In terms of green energy 

usage we see Min-CapOpC uses 11.9% less green energy than Min-OpC (Figure 4.7). In this 

case it is observed that unlike cumulative energy cost, green energy is continuously being used 

under both the algorithms. In terms of cumulative switching cost (measured in number of times a 

server turned from OFF to ON) the performances of these two algorithms are dramatically 

different. It is observed that Min-CapOpC performs only 30.1% (close to one third) cumulative 

number of switchings as compared to Min-OpC (Figure 4.8). The most interesting finding is that 

all the parameters of Min-CapOpC are less sensitive to window size than Min-OpC. This 

indicates that Min-CapOpC provides more robustness against forecast errors. It may be noted 

that the cumulative electricity cost incurred by offline Min-OpC is 34% less than that of its 

online variant. In contrast, for Min-CapOpC, the online algorithm incurs about 3% less 

electricity cost than its offline counterpart.  

 

Figure 4.5: Comparison of no. of servers provisioned under online and offline cases under different schemes 
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This occurs because Min-CapOpC is more conservative in switching and its offline variant 

achieves 56% improvement in switching cost as compared to the online counterpart. For Min-

OpC, increasing the window size dramatically improves the switching performance which is 

even better than what can be achieved with the offline version of Min-CapOpC.  As shown in 

Figure 4.8, the offline counterpart of Min-OpC performs only 6.7% number of switchings as 

compared to its online version. This again confirms that Min-OpC algorithm is quite sensitive to 

the size of the prediction horizon. In summary, it is observed that in this setting, Min-CapOpC 

gives a reasonable balance between switching and electricity cost, renewable integration and is 

robust on model parameters. Our conviction is that this robustness is a crucial consideration 

since a robust system will be more dependable in actual implementation. We believe the findings 

would provide crucial insights both on the importance of carefully formulating the optimization 

problem and the information that can be obtained from it for efficiently operating the system 

over time. 

 

Figure 4.6: Comparison of cumulative electricity cost under different schemes 
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Figure 4.7: Comparison of cumulative green energy consumption under different schemes 

 

 

Figure 4.8: Comparison of cumulative no. of switchings under different schemes 
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4.6.3 Improvements after Applying IDD 

 

This subsection presents the results obtained after the application of IDD. It is assumed that 

0.1.   This is a reasonable assumption which implies that if the service of one server is 

deferred by one timeslot from the original deadline then the amount paid to the customer is 10 

cents. The respective deadlines of the tasks (by respective amounts) which satisfy the mentioned 

conditions are shifted and thereafter Min-OpC and Min-CapOpC algorithms are applied for 

scheduling of the deferrable tasks. This simple method is quite effective in incorporating more 

renewables without incurring additional switching cost. In simulations, the 
H is assumed to be 

{1,2..6}H   i.e. the deadline of a deferrable job can be deferred up to a maximum of 6 

timeslots. Although a maximum shift of 6 timeslots is allowed, but it is noticed that in practice 

there is profitable deferral up to at most 3 timeslots. The reduction in electricity cost for Min-

OpC and Min-CapOpC, after IDD is 4.5% and 3.1%, respectively, as shown in Figure 4.9 (a). 

Additionally, there is an increase in cumulative renewable integration under both Min-OpC and 

Min-CapOpC, after IDD is applied. In case of Min-OpC, renewable usage increased by 7.8% and 

in case of Min-CapOpC, it increased by 5% as shown in Figure 4.9 (b). The desirable feature of 

this is that this extra renewable integration and electricity cost reduction is not realized at the cost 

of additional switchings. In fact, it turns out that IDD decreases the cumulative number of 

switchings for Min-OpC and Min-CapOpC by 7.6% and 4.2% respectively, as shown in Figure 

4.9 (c). 
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                                           (a)                                                                                                (b) 

 

(c) 

Figure 4.9: Performance of the proposed IDD (a) Cumilative electricity cost, (b) Cumulative renewable energy used, 

(c) Cumulative switchings 
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This reemphasizes the fact that the improvement through this mechanism is purely a result of this 

strategic IDD. For cumulative renewable integration and switching, no prominent sluggishness is 

observed after application of IDD. The summary of the results are presented in Table 4.3.  

Investigation is carried out to measure the effect of error in electricity price forecast on the 

cumulative electricity cost. An error factor following Gaussian distribution with parameters, 

mean 0.05   and variance 0.1,    is generated to carry out the sensitivity analysis. To carry 

out a conservative evaluation the error factor is multiplied with the predicted price to generate 

the actual price and compute the cumulative electricity cost with this actual price (Figure 4.10). 

The results indicate that the proposed algorithms are quite robust in terms of prediction error in 

electricity price as long as the mean and the variance of the distribution of the error are small. 

 

Table 4.3: Summary of results in terms of percentage 

  Cost Renewable Switchings 

Min-OpC Offine 

over 

Online 

34% ( )    2.17% ( )  93.3% ( )  

After 

IDD 

4.5% ( )  7.8% ( )  7.6% ( )  

Min-

CapOpC 

Offine 

over 

Online 

-3% ( )  12.7% ( )  56.3% ( )  

After 

IDD 

3.1% ( )  5% ( )  4.2% ( )  
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Figure 4.10: Effect of electricity price forecast error in the cumulative electricity cost 

 

 

4.7 Summary 

This chapter has considered the issue of determining the optimal strategy for server 

provisioning in data centers to reduce the capital and operational cost and to increase renewable 

energy usage. The main objective is to reduce peak server provisioning cost (capital cost) in 

addition to reducing the operational cost. Importantly, this chapter has also considered the 

switching cost, for toggling a server in the resource scheduling problem. Procedures are designed 

based on convex optimization problems to tackle these issues, for which there exist efficient 

polynomial time robust algorithms. Investigations are carried out to understand the performance 

of two different ways (formulations), namely, Minimization of Operational Cost (Min-OpC) and 

Minimization of Capital and Operational Cost (Min-CapOpC), for optimal server provisioning 

with respect to electricity cost, renewable energy used and the number of switchings. Under Min-

CapOpC the switching cost is captured through the variance of the number of servers during 

different timeslots in the optimization horizon. Simulations are carried out with real data traces 
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of electricity price, renewable energy generation profile, workload, PUE etc. Results have shown 

that there is a 13.8% reduction in peak server usage, under Min-CapOpC, which would translate 

into significant saving in capital cost to construct the data center. Moreover, Min-CapOpC 

resulted in 20.6% saving in electricity cost over Min-OpC which is also significant. Importantly, 

under Min-CapOpC only 30% of the cumulative number of switchings are performed as 

compared to that under Min-OpC. Additionally, investigations are carried out to understand the 

sensitivity of the proposed algorithms with respect to the size of the prediction horizon. 

Furthermore, a simple strategy, namely, Incentivized Deadline Deferral (IDD) for achieving 

more renewable penetration is proposed. This strategy is enabled by providing monetary 

incentives for deferring the deadline until more favorable conditions are available in the system 

in terms of renewable availability and electricity price. The analytical framework for the 

proposed method is provided and the proposed algorithms are evaluated under real data traces. 

After implementation of IDD the electricity cost is reduced by 4.5% under Min-OpC and 3.1% 

under Min-CapOpC, accompanied by increase in renewable energy usage and decrease in 

cumulative number of switchings.   
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Chapter 5 

 

Energy Efficiency Aware Load Distribution and Electricity 

Cost Volatility Control for Cloud Service Providers 

 

 

5.1 Introduction 

 

This chapter considers the case of a Cloud Service Provider (CSP) who owns multiple 

geographically distributed data centers, with collocated sources of renewable energy. 

Investigations are carried out to understand the performance of two slightly different load 

distribution strategies to minimize electricity cost and increase renewable incorporation 

considering the adverse effects of switching the servers, subject to compliance with Service 

Level Agreement (SLA). 

Today’s large to medium sized CSPs typically have numerous data centers located at 

different geographic locations across the globe. For these CSPs, the various services are 

replicated in different data centers to offer short response times, robust performance, enhanced 

security and operational redundancy [86]. They typically have front end servers to collect the job 
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requests from their customers. The issue of distributing the incoming jobs among the data centers 

is called Geographical Load Balancing (GLB) [67, 90]. In this chapter, the performances of 

different algorithms for GLB are compared in terms of electricity cost, renewable energy 

integration and number of server switchings. It is demonstrated that instead of modeling 

switching cost through a linear function, the proposed technique of modeling switching cost 

through variance achieves a better tradeoff between some important parameters.  

Since the three major input parameters - electricity price, renewable energy and number of 

job requests - vary over time, the average cost of electricity per job request may also exhibit 

dramatic fluctuations. This chapter proposes to tackle this volatility by controlling the average 

cost of electricity per job request through leveraging contracts in the forward electricity market. 

The proposed strategy determines the optimal amount of electricity to be procured in the forward 

electricity market by performing a statistical analysis on the time series data. It is demonstrated 

that the proposed strategy substantially reduces the variance of the average cost of electricity per 

job and that this price risk mitigation is in fact achieved with a decrease in the cumulative 

electricity cost. 

Contrary to traditional systems, nowadays a new start-up company does not have to incur a 

huge capital expenditure (Capex) to enter into the market, since most of the services are available 

from the existing CSPs in a pay-as-you-go manner. To support the ever increasing customer 

demands for IT services, today’s CSPs incur a huge electricity cost to support their day to day 

operations. In fact it is reported that a significant proportion of the total operational expenditure 

(Opex) of a typical CSP goes towards electricity costs [152]. This chapter considers the case of a 

CSP which owns multiple data centers at various geographic locations. This chapter presents a 

holistic framework for modeling and distributing the jobs among geographically distributed data 
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centers considering the electricity price in the wholesale market, local renewable availability, 

cooling related conditions (at a macroscopic level), carbon emission effects and, most crucially, 

the adverse effects of server switching. Based on the model, investigations are carried out to 

understand various trade-offs so as to have more clarity and insight on the optimal choice for 

GLB. It may be noted that the previous chapters 3 and 4 did not consider the issue of mitigating 

of price risk that the CSPs are typically exposed to. This is indeed a crucial issue associated with 

economic sustainability. With the increase in renewable energy usage the volatility in electricity 

price would be further aggravated. This chapter addresses the issue of electricity price volatility 

by proposing a novel method to tackle this using the forward electricity market [113]. To 

emulate the complexity of the real system, extensive simulations are performed with real data 

traces on electricity price, renewable generation, cooling related conditions, workload, and 

carbon emission portfolio at ten locations across the globe. The contents of the present chapter 

builds on the initial work in [153]. 

It may be noted that, this chapter focuses on multiple data centers that are owned by a 

single big organization such as Google, Microsoft, etc, and considers non-deferrable workload. 

Our conviction is that Chapters 3, 4 and 5 together cover a fairly general scenario for the 

practitioners and would increase the scope of this thesis. The rest of this chapter is organized as 

follows. Section 5.2, elaborates the model and proposes two optimization problems with 

different structures of the objective function and solves them. Section 5.3 introduces a strategy to 

perform hedging on cost volatility of electricity by buying optimal quantity of electricity in the 

forward market. Section 5.4 describes the simulation setup and the data traces used in the study. 

Section 5.5 discuss the results obtained through simulations and provides some useful insights to 
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guide the CSPs on the deployment of an appropriate load distribution strategy. Section 5.6 

concludes the chapter. 

 

5.2 System Model of a CSP with Multiple Distributed Data Centers 

 

This section first describes the operations of a CSP with multiple geographically 

distributed data centers. It then describes and investigates two different formulations of the 

optimization procedure in terms of electricity cost, server switching cost, service delay cost and 

carbon emission cost subjected to the SLA and operational constraints.  These two formulations 

are presented in in subsections 5.2.1 and 5.2.2, respectively. The objective is to provide more 

insights on how the formulation of the optimization strategy affects the performance of the 

corresponding load distribution procedure, in terms of various parameters. 

This chapter assumes that these front end servers are collocated with the data centers. All 

the data centers are connected through a high bandwidth communication network (often optical) 

that offers high availability and reliability. Figure 5.1, presents a schematic diagram of the 

interconnection of multiple geographically distributed data centers connected with a reliable and 

high performance communication network, owned by a single CSP. It is assumed that each data 

center is equipped with a renewable energy source, which can supply green energy only to its 

corresponding data center without any transmission and distribution loss. On site renewable 

sources are quite common among some CSPs contributing towards their environmental 

sustainability [16, 104]. In this system, every data center collects customer requests (in the form 

of job requests) and services them in the same or different location based on their internal 
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strategies. As per current industry practices, either some appropriate load distribution algorithm 

is employed to minimize the response time [86] or it is simply done based on local geographical 

proximity.  

Usually the task of load distribution and resource allocation is modeled through a discrete 

time model. The length of the timeslot at which resource provisioning decision is updated 

typically ranges from a few minutes to a few hours [67]. This chapter assumes that in a single 

timeslot, the number of servers provided at different locations remains constant. The objectives 

are to reduce electricity cost and increase green energy usages while at the same time reduce the 

number of server switchings. The strategy proposed in this chapter leverages spatial diversity in 

electricity price and the spatial variation of renewable energy generation, whereas the focus of 

Chapter 4 was to understand the operational intricacies to a reasonable extent. To tackle the issue 

of resource provisioning, a technique prevalent in control engineering, called Model Predictive 

Control (MPC), is applied to design the proposed algorithm.  
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Figure 5.1: Operation of a CSP with multiple geographically distributed data centers 

 

The reason for choosing the MPC based framework is to appropriately address the issue of 

server switching and the adverse effects associated with it. In this model the objective function of 

the optimization problem has three major goals. Firstly, it minimizes the electricity cost incurred 

by the CSP by leveraging the spatial diversity of the electricity cost. Secondly, it maximizes the 

renewable energy usage at all locations. Thirdly, it minimizes the number of switchings of the 

servers. The first two can be merged by appropriately pricing the green energy. However, the 

third factor is not aligned with the first two. In fact, very often, there is a trade-off between the 

first two and the third. The problem is complicated further by the fact that we need to deal with 

many such locations. On one hand, the CSP can implement a greedy strategy for load 
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distribution first to consume the entire renewable energy available and then start loading data 

centers in the ascending order of electricity price. Since, electricity price and renewable energy 

generation both exhibit dramatic fluctuations, this greedy load distribution can result in 

arbitrarily many switchings. On the other hand, if the CSP prefers least number of switchings, 

some heuristic algorithm can be deployed to maintain a near constant number of active servers at 

every location, irrespective of the electricity price and renewable energy. Apart from these, the 

optimization problem also takes a linear combination of the adverse effects of carbon emission 

and response delay, which are incorporated in the objective function of the optimization 

problem.   

The difference between the two optimization problems lies in the way the switching cost is 

captured. In the first formulation, we capture the switching cost by a linear function. In the 

second formulation we address the switching cost by considering the variance of the number of 

servers provisioned across all the timeslots (within T) and then sum up across all the locations. 

This captures the second moment of the number of servers provisioned at all locations. It turns 

out that capturing the switching cost through the second moment (variance) imposes a tighter 

control over switching and strikes a better trade-off between electricity cost reduction, renewable 

incorporation and switching cost. This first algorithm is called as LB-L (Load balancing with 

linearized effect of switching). The second algorithm is named as LB-SM (load balancing by 

considering the second moment effect of switching). The former is similar to the strategies 

proposed in [32, 33], but the latter is novel and is proposed for the first time in [153]. However, 

it may be noted that both the works [33] and [32] considered the case of a single data center, 

whereas we address the case of a CSP owning multiple data centers that are geographically 

distributed at different locations. Specifically, in [33], the authors investigated the server 
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provisioning by leveraging deferrable workload, which are to be served before the predefined 

deadline. In [32] the authors investigated the effects of dynamic provisioning of servers as per 

the demand and presented an online server provisioning algorithm which is provably optimal. 

The focus of this chapter is more on i) electricity expense incurred by the CSP and, ii) renewable 

energy integration. In this chapter, the works in [32, 33] are augmented by additionally 

considering the electricity expense, the renewable energy integration and exclusively accounting 

for the carbon emission cost as shown in (5.8) and (5.9). A geographic region is typically served 

by a few electricity providers. The generation portfolio and thereby the emission caused by one 

unit of energy consumption, varies across geographic locations and across time, e.g. the 

generation of energy in the state of Washington is much cleaner than that in the state of Texas. It 

is also reported, e.g. in [88] that this difference can be quite significant. We believe that the 

holistic model we consider here takes these factors into account and would provide a reasonable 

amount of confidence to the CSPs to practically implement the proposed algorithms. 

 

5.2.1. Optimization with Linear Switching Cost (LB-L Procedure)  

 

In this subsection, the first formulation of the optimal load distribution problem is 

discussed.  Given below is the notation used in this chapter. Data center locations are indexed by 

i and the timeslots are indexed by t. The window size of the MPC algorithm is denoted by T. 

Price of electricity in the real time wholesale market at location i in timeslot t is denoted by p(i, 

t). The amount of renewable energy available at location i in timeslot t is denoted by w(i, t). The 

Power Usage Effectiveness (PUE) at location i in timeslot t is denoted by  PUE(i, t). PUE is the 

ratio of the total power consumed to the power consumed by the IT systems. The service rate of 
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a server at location i is denoted by ( ). i  Total number of servers at location i is denoted by M(i). 

The Carbon emission at location i when one server is active for one timeslot, in g/Kwh is 

denoted by ( ).c i  Average delay experienced by a job while transferring from location i to 

location j in timeslot t is denoted by ( , , ).d i j t  The amount of jobs transferred from location j to 

location i in timeslot t is denoted by ( , , ).l i j t  The amount of jobs originally arriving at location i 

in timeslot t, before the load distribution is denoted by L(i, t). The constants to control the 

priorities for switching cost, the queueing delay at a data center (after arriving at the destination 

data center), the network delay (during transmission) and the carbon emission cost are denoted 

by β, γ, δ and ε respectively. The model addresses the heterogeneity of power characteristics of 

servers at different locations. The total power consumption at location i in timeslot t is denoted 

by Pow(i, t). The total power consumed by the servers at location i in timeslot t is denoted by 

( ) ( , ).ServPow i t   The cost of electricity summed across all the locations at timeslot t is denoted by 

.tC  The switching cost summed across all the locations in timeslot t under LB-L is denoted by 

.LB L
tS  The response time after reaching the destination data center (service time + waiting time) 

summed across all the locations in timeslot t is denoted by , .t QD  The network delay in timeslot t 

is denoted by , .t NWD  The carbon emission cost summed across all the locations in timeslot t is 

denoted by .tCE  

As in Chapter 4, it is assumed that the power consumed by an active server is an affine 

function in server load (normalized to its capacity, i.e. utilization). This is modeled as in [32] to 

be:  

0 1( ) ( ) ( )  ;    0 1ie i i                                                                    (5.1) 
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where  0( ) i  is a constant which depends on the idling power consumption of a server and 1( ) i

is a constant which depends on how power consumption increases with the load (utilization) of a 

server at location i. It was proved in [32] that when the objective is to minimize a linear 

combination of energy cost, delay cost (reflecting the loss of revenue due to delay) and switching 

cost, balancing the load across all the active servers uniformly becomes the optimal strategy.  

Applying this strategy in our model, we get: 

( )
0 1

( , )
( , ) ( , ) ( ) ( ) ( , ) ( ) ( , )

( , )


    Serv

i

i t
Pow i t m i t e i m i t i i t

m i t
                      (5.2) 

 

Data centers spend a significant part of their energy expenditure in cooling and air 

distribution systems (to maintain the temperature within the allowed range defined for optimum 

performance of the servers). To appropriately address this, we choose to consider the most 

prominent parameter which summarizes the power consumed by the cooling system, called 

Power Usage Effectiveness (PUE) [38]. Due to variation in outside temperature, humidity and 

other weather factors, the PUE exhibits significant variation over time even in a single data 

center [106]. The total power consumed at location i, during timeslot t is then given by: 

0 1( , ) { ( ) ( , ) ( ) ( , )} ( , )   Pow i t i m i t i i t PUE i t                                         (5.3) 

It is assumed that the CSP owns the renewable energy source and therefore there is no marginal 

cost for renewable energy usage. This is also justified by the fact that the cost related to 

renewable energy is largely dominated by the capital expenditure and its operational cost is very 

low [79, 90]. Hence, the total cost of electricity summed across all the locations in timeslot t, is 

obtained as: 
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1
( , ){ ( , ) ( , )}

N

t i
C p i t Pow i t w i t 


                                                        (5.4) 

where  { } max( ,0).a a   

There have been substantial amount of previous works showing that the cost for switching the 

server from OFF to ON state is dominant and the energy consumed for the ON to OFF transition 

is negligible [32, 154]. Additionally, the cost for transitioning ON to OFF can be incorporated in 

the next power up operation [32]. The total switching cost (across all the locations) for timeslot t 

is: 

1
{ ( , ) ( , 1)} 


  

NLB L
t i

S m i t m i t                                                     (5.5) 

 

The adverse effects associated with switching are: (i) energy consumed during transition 

(since the server does not perform any work during the switching time), (ii) delay experienced in 

replicating and migrating data through virtualization based techniques, (iii) unfavorable effects 

on server lifetime due to frequent switching etc. The potential adverse effects of server switching 

are discussed in detail in [32]. The most common way to capture the above mentioned adverse 

effects of switching is by representing these adverse effects (cost) as an increasing function of 

the number of servers transitioned from OFF to ON and vice-versa. This chapter focuses on the 

server switching issues and does not explicitly model the other aspects of a data center. 

Moreover, the other adverse effects of server switching (such as on the routers and network 

links) scale quite linearly with the number of servers switched. In this chapter, we consider only 

the cost incurred during OFF to ON transition. 

Furthermore, to control the effect of switching cost with respect to the other attributes 

(such as electricity cost, service delay cost, carbon emission cost), the two parameters β and η are 
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used, in case of LB-L and LB-SM, as given by (5.9) and (5.18), respectively. If β and η are 

increased then the switching cost will have more priority over other costs in the overall objective 

function. As a result, there will be less number of server switchings, at the cost of sacrificing the 

other aspects. On the other hand, if β and η are decreased, then the switching cost will have less 

priority. In that case, the number of switchings would be high and at that cost, there will be 

improvements in terms of the other aspects.  

The response time ,t qD  consists of waiting time and the execution time. For ( , )m i t  

queues, each queue observes a job arrival rate 
( , )

.
( , )

 i t

m i t
 Following [32, 67] and assuming a M/G/1, 

processor sharing (PS) model, the average response time is given by:  

1
.

( ) ( , ) / ( , ) i i t m i t
 

, 1 1 1

( , ) ( , ) ( , )
( , , )

( ) ( , ) ( , ) ( ) ( , ) ( , )



     
 

 
  

N N N

t Q i j i

m i t m i t i t
D l i j t

i m i t i t i m i t i t
               (5.6) 

, 1 {1,2.. } { }
( , , ) ( , , )

N

t NW i j N i
D d i j t l i j t

  
                                                                (5.7) 

1
( ){ ( , ) ( , )}

N

t i
CE c i Pow i t w i t 


                                                                         (5.8) 

The objective function of the optimization problem is then,  

Minimize 

, ,1
( )

T LB L
t t t Q t NW tt

C S D D CE   


                                                            (5.9) 

 

In this case a linear combination of electricity cost, switching cost, response time cost 

(after reaching the destination data center), network delay cost (migrating the jobs from source to 

destination data center) and carbon emission cost is minimized subjected to a set of constraints to 
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ensure the compliance to SLA and the operational feasibility constraints. Through the constants 

β, γ, δ, and ε the respective weightage for switching cost, response time cost, network delay cost 

and carbon emission cost are controlled, respectively. By increasing the respective constants, 

more weightage can be assigned on the corresponding objective which would result in more 

aggressive reduction of the corresponding cost. The aim of this optimization procedure is to 

strike a reasonable trade-off between all the performance parameters and make the server 

provisioning decision accordingly. 

It may be noted that the combination of 
tC  and 

tCE  can be expressed in a more compact 

form as follows: 

1
[( ( , ) ( )) { ( , ) ( , )} ]

N

t t i
C CE p i t c i Pow i t w i t  


                                (5.10) 

Subject to:   

( ) ( , ) 1.1 ( , ), ,  i m i t i t i t                                                                           (5.11) 

1
( , ) ( , , ), ,

N

j
i t l i j t i t


                                                                             (5.12) 

1 1 1 1
( , ) ( , ) ( , , ),

N N N N

i i i j
L i t i t l i j t t

   
                                             (5.13) 

( , ) 0, ,i t i t                                                                                               (5.14) 

( , , ) 0,  for some  , ,l i j t i j t                                                                          (5.15) 

( , ) ( ), , m i t M i i t                                                                                       (5.16) 

 

The constraints in (5.11) to (5.16) ensure the compliance to SLA and operation feasibility. 

The stability of queues at each of the locations is ensured through (5.11). In order to deal with 

situations like server break down, component failure and communication link failure, 10% server 
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overprovisioning is done since resource under provisioning and violation of SLA will have an 

extremely detrimental effect on the financial revenue of the CSP. Through (5.12) it is enforced 

that the total amount of workload serviced at each location i is the sum of the amount of 

workloads coming from all locations, including the workload coming from i itself.  Through 

(5.13) it is enforced that the equilibrium condition that the total amount of incoming jobs 

(customer requests) summed across all the locations is the total amount of jobs serviced summed 

across all the locations for every timeslot t. This condition ensures that all the jobs coming at 

every location are serviced for every timeslot t. The amount of jobs serviced at each location i is 

non-negative and is enforced through (5.14). The issues like, the topology of the data center 

interconnection network, network congestion and link breakdown are appropriately addressed 

through (5.15). This formulation can dynamically react to such scenarios and restrict the data 

transfer between some locations. This can also address the scenario when certain jobs are to be 

executed at certain locations. The proposed algorithm can set corresponding ( , , ) 0,l i j t   for 

those jobs which are not to be executed at location i. On the other hand if there is congestion in 

some link, or link breakdown then the corresponding ( , , ) 0,l i j t   for the time during the 

congestion or breakdown period. Through (5.16) it is enforced that the number of servers 

provided is less than the number of servers physically available, for all i and t. 

The decision variables in this optimization problem are ( , )m i t  and ( , ).i t  The solutions to 

the above optimization problem from (5.2) to (5.16) are denoted by ( , )LB Lm i t and ( , ).LB L i t 
 

Here the output parameters are ( , )LB Lm i t and ( , ),LB L i t 
 and the rest are the input parameters. 

The objective function of the above optimization problem (5.2) to (5.16) is convex in decision 

variables and the solution space (defined by the intersection of the constraints) is also a convex 
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set; therefore the problem is a convex optimization problem. It is well established that there are 

efficient polynomial time algorithms to solve convex optimization problem very reliably and fast 

[116]. Under the MPC framework, in each timeslot, the proposed strategy solves a convex 

optimization problem and implements the solution for the current timeslot and update the 

problem instance for the next timeslot. There are many standard solvers available, which work 

over different computing platforms and have convenient user friendly interfaces. The literature 

on convex optimization problem is quite developed [116, 129]. In case the original problem is 

not convex it can still be transformed into a convex optimization problem by performing 

appropriate relaxation and translation [116]. In this case, since the optimization problem is 

convex, the solutions can be obtained by expanding as per KKT (Karush–Kuhn–Tucker) 

conditions since the KKT conditions are necessary and sufficient for the solution to be optimal 

[116].  

 

5.2.2. Optimization Based on Second Moments of the Switching Cost (LB-SM 

Procedure) 

This subsection discusses another formulation of the optimal load distribution strategy. The 

purpose is to investigate how the different formulations affect the performance of the 

optimization strategy in terms of cumulative electricity cost, cumulative renewable energy used 

and cumulative number of switchings. In this case, the adverse effect of server toggling is 

captured and quantified through the variance of the number of active servers employed across the 

different timeslots within the time window T. The total cost of switchings across the prediction 

horizon is given by: 
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  (5.17) 

where [ ]E Z  denotes the average of the random variable Z. 

This form of switching cost is novel in capturing the adverse effect of server switching. In 

this case, the average is computed over all the timeslots and then summed across all the 

locations. This reflects the variance of the number of servers provisioned at one location over 

different timeslots and is then summed across all the locations. It turns out that capturing the 

switching cost through the variance imposes a tighter control over switching and strikes a better 

trade-off between electricity cost reduction, renewable energy incorporation and server switching 

cost. In this procedure, the priority for switching cost is controlled through a constant .  A high 

value of   would assign higher weightage on switching cost and thereby tend to reduce the 

number of switchings. Conversely, a low  value of   would perform more frequent switching 

and will in turn achieve better performance in terms of other objectives such as electricity cost 

and renewable energy integration. In this case the optimization problem becomes: 

 

Minimize 

, ,1
( )

T LB SM
t t Q t NW t Tott

C D D CE S    


                                                (5.18) 

 

subject to the constraints mentioned under LB-L, from (5.11) to (5.16), presented above. The 

decision variables in this optimization problem are ( , )m i t and ( , ).i t  The solutions to the above 

optimization problem from is denoted by ( , )LB SMm i t and ( , ).LB SM i t 
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This optimization problem is also convex since the objective function and the feasible set, 

are both convex in the decision variables ( , )m i t and ( , ).i t  Hence, the solutions can be obtained 

by expanding as per KKT (Karush–Kuhn–Tucker) conditions since the KKT conditions are 

necessary and sufficient for a solution to be optimal.  

 

 

5.3 Electricity Cost Variability Control (ECVC) 

In this section, a novel strategy is proposed to mitigate the risk associated with the huge 

variability of the average cost to serve a single job request, as incurred by the CSP. This strategy 

is formulated by using a simple derivative product, namely forward contract. This strategy is 

applied on the top of both LB-L and LB-SM procedures and the results are presented in Section 

5.5.  

Following the deregulation of electricity market, various new market participants came up 

to replace the conventional vertically integrated structure [108, 109]. In this new paradigm, there 

are five categories of market participants within the end to end process of generation, 

transmission and distribution of electricity, namely i) generation companies, ii) load serving 

entities, iii) power marketers, iv) exchanges and market makers, and v) independent system 

operators [113]. This new paradigm enables electricity to be traded in the commodity market. 

Moreover with high renewable integration, the uncertainty in the system is aggravated since 

generation of renewable exhibits substantial amount of unpredictability, uncontrollability and 

intermittency which altogether results in substantial amount of randomness [25]. The major 

economic issue with this type of market is that the price varies over time. This is quite similar to 

real time price of commodities such as coal, gold etc. However, a major difference between 
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inherent nature of the electricity market with other commodity markets is that electricity is not 

storable, so the consumers do not have the option of operating with an appropriately chosen level 

of inventory. The various models for constructing different derivatives in the commodity market 

with storable commodities may be found in [110]. 

CSPs operating in multiple geographical locations are excellent candidates for leveraging 

the spatial diversity of renewable generation. However, the price volatility is a major concern of 

the CSP operating in this framework. Additionally, electricity trading is not mature enough and, 

most importantly, today’s paradigm does not offer any mechanism for mitigating this price 

variability in a way which is particularly suitable for data centers. Recently, the authors of [114] 

proposed a mechanism to deal with this uncertainty. Under a stochastic optimization framework 

they proposed a strategy leveraging the electricity price diversity in the day ahead and in real 

time electricity markets. The work which is most relevant to ours is [115], which deals with the 

electricity price risk the CSP is exposed to. However, the model presented in that work did not 

consider switching costs, which would be of major concern to a CSP for implementing any 

power saving strategy. Moreover, it also did not consider the issue of integrating variable 

renewable energy sources.  

In finance, the strategies to mitigate risk associated with price volatility are referred to as 

hedging. Hedging is an efficient tool to deal with the uncertainty associated with a wide array of 

parameters whose future realization is not known in advance. Hedging may be exercised  

through various kinds of tools such as forward contracts, options, futures and other derivatives 

[110]. A fairly rigorous mathematical background of design of these derivative products may be 

found in [111]. Here the hedging is exercised through a simple derivative, namely forward 

contract. Forward contracts are contracts which specify future delivery of a given quantity 
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(amount) of a particular commodity at a given fixed price (known at the beginning of the 

contract), before the expiry. In this context, the CSP executes a trading through forward contract 

with the electricity provider at all the locations, at each timeslot. The strategy for determining the 

optimal amount of electricity to be traded through the forward market is discussed in this section. 

It may be noted that the market for electricity trading is still in its nascent phase. However, as 

renewable penetration increases, the need for applying tools to mitigate the operational risk will 

become more prominent. 

In the proposed model, there are three major sources of uncertainty, including electricity 

price, renewable energy and the number of job requests. Typical electricity prices in the United 

States and some other countries range between $30 and $60 per megawatt hour. There are, 

however, instances when the price increased up to $7,000 and even $10,000 per megawatt  hour 

and in some cases persisted at $1,000 per megawatt hour for even as long as a couple of days 

[117]. In this section the aim is to mitigate the volatility associated with the electricity cost, 

incurred by the CSP. More specifically, the goal is to minimize the variance of the average cost 

of electricity per job request by leveraging forward contract in the wholesale electricity market. 

The notations used in this section are explained and described in Table 5.1, presented below.   
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Table 5.1: Description of notations used in ECVC 

Notation Meaning 

( , )g i t  Cost of serving all the job requests at location i during 

timeslot t. 

 

( , )g i t   Average cost of serving one job request at location i 

during timeslot t. 

 
*( , )g i t  

Cost of serving all the job requests at location i during 

timeslot t, with ECVC. 

*( , )g i t   
Average cost of serving one job request at location i 

during timeslot t, with ECVC. 

 

( )G t  Cost of serving all the job requests across all the 

locations during timeslot t. 

 

( )G t   Average cost of serving one job request, across all the 

locations during timeslot t. 

 
*( )G t  

Cost of serving all the job requests across all the 

locations during timeslot t after applying ECVC. 

 
* ( )G t   

Average cost of serving one job request during timeslot 

t, after ECVC. 

 

( , )if t   Price of electricity in the forward market during 

timeslot t, with contract expiry at τ. 

 

( )q i  Quantity of electricity traded in forward market at 

location i. 

 
*( )q i  

Optimum quantity of electricity traded in forward 

market at location i. 

[ ]Var x   Variance of .x   

( )Var G
 

Percentage reduction in variance of ( )G t after 

applying ECVC. 

 

 

The aim is to determine the optimum contract in terms of the quantity of electricity to be 

traded in the forward market with known and fixed price at the beginning of contract. The cost of 

serving all the job requests at location i during timeslot t, with ECVC is obtained by: 
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*( , ) ( . ) ( )( ( , ) ( , ))ig i t g i t q i p i t f t                                                    (5.19) 

The forward price ( , )if t   is known at t and the contract is up to time τ. In our model g(i, t) is a 

function of ( , ), ( , ), ( , ) and ( , ).p i t m i t w i t i t  

* ( , ) ( , )( )( ( , ) ) ( )( ( , ) )( , )
( , ) ( , )

( , ) ( , ) ( , )

i i
f t f tq i p i t q i p i tg i t

g i t g i t
i t i t i t

 

 

  

 
          (5.20) 

The variance of the cost of serving all the job requests at location i during timeslot t, with ECVC 

is obtained by: 

*

2

( , )

( , ) ( , )

( )( ( , ) )
 [ ( , ) ] [ ( , ) ]

( , )
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i
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q i p i t
Var g i t Var g i t

i t

p i t p i t
Var g i t q i Var q Cov g i t

i t i t

 

 



 



 

 
  




  
   



         (5.21) 

Differentiating this with respect to ( )q i and equating the first order derivative to zero, the value 

of the amount of electricity to be traded is obtained. This is denoted by 
*( )q i  as the optimal 

value of ( )q i  which minimizes the variance of cost of electricity. 

*
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                                                      (5.22) 

Substituting this value of 
*( )q i  into (21), we have: 

2

*

( ( , ) ( , ))
( [ ( , ) , ])

( , )
[ ( , ) ] [ ( , ) ]

( ( , ) ( , ))
[ ]

( , )

i

i

p i t f t
Cov g i t

i t
Var g i t Var g i t

p i t f t
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i t



 











 


             (5.23) 

 



 Page 158 

 

The second order derivative of *[ ( , ) ]Var g i t   with respect to ( )q i  is non-negative (zero in the 

trivial case when the variance is zero), confirming that point to be the minima. Now the 

denominator of the second term in (5.23) is always non-negative and when the covariance is non-

zero, i.e. when the two random variables 
( ( , ) ( , ))

( , ) and
( , )

ip i t f t
g i t

i t







 are not independent, then 

the second term takes a strictly positive value. This analytically justifies the decrease in variance 

of price and hence reducing the risk. In fact the proposed algorithm achieves more reduction in 

risk as the covariance between the two random variables increase, that is, when the two random 

variables are more correlated.  

It may be noted that, the covariance between, 
( ( , ) ( , ))

( , ) and
( , )

ip i t f t
g i t

i t







 can be negative 

if they are negatively correlated, i.e., if increase in one results in decrease in the other. The 

intuition behind this is that if the average electricity price per job increases in spite of decrease in 

difference between real time price and forward market price, then that implies that the forward 

market price is getting high and it is better to sell off some amount of electricity in the forward 

market instead of buying. On the other hand if ( , )g i t   decreases with increase in 

( ( , ) ( , ))

( , )

ip i t f t

i t






, then that indicates more renewable energy is available and it is worth selling 

energy in the forward market at the forward contract price. The quantity 
*( )q i  is determined as 

per (5.22) for each location individually and the performance of the proposed strategy is 

analyzed considering the overall system by summing it over all the locations. 

*

*1 1

1 1

( , ) ( , )
( )  and ( )

( , ) ( , )

N N

i i

N N

i i

g i t g i t
G t G t

i t i t
 

 

 

 

 
 

 
                                         (5.24) 
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Percentage reduction in variance of average cost of electricity per job request served is obtained 

by:  

*100 ( [ ( )] [ (t)])
( )

[ ( )]

Var G t Var G
Var G

Var G t

 




 
                                              (5.25) 

The previous work in [115] proposed an idea along similar lines. However, the cost function 

designed here ( , )g i t   is substantially different from that in their model since we have considered 

the issue of server switching. Additionally the strategy proposed here incorporates the issue of 

renewable energy integration and one of our objectives is to increase renewable energy 

penetration. To the best of our knowledge, the work in [153] is the first to propose a scheme for 

electricity cost variability control for renewable energy powered geographically distributed data 

centers, with reasonable number of server switchings. Since the amount of renewable energy at 

different locations can be modeled as a random variable, this brings in a major source of 

variability in the price per unit workload which makes hedging more meaningful.  

Our strong conviction is that the proposed strategy will act as a bridge between the 

communities working on stochastic electricity pricing models to apply various tools [112, 113, 

117, 118] prevalent in quantitative finance and the engineering community aiming at power cost 

reduction for the CSP. The effectiveness of this time series analysis depends on the stationarity 

of the distributions of the associated random variables. In this chapter, the random variables are 

mapped into a general wide sense stationary process. Even though this is a simplification of a 

process which could be more complex, the numerical simulation shows that the proposed method 

is nevertheless quite effective in reducing the variance of the average cost of electricity per job 

request. As a future extension of this work, the plan is to do more work on the stationarity 

analysis of these distributions [155, 156]. 
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5.4 Performance Evaluation 

This section describes the methodologies and the set up under which the performance of 

the proposed algorithms is evaluated. In order to examine the efficiency and effectiveness of the 

proposed algorithms in real systems, case studies are carried out under realistic parameter 

settings. Real workload traces are collected, which serve as the incoming workload in the 

simulation experiments. Then the proposed algorithms LB-L and LB-SM are applied for 

distributing the incoming workload among all the data centers. The amount of electricity to be 

traded through the forward contract, are computed as per the proposed ECVC strategy. 

Furthermore the performance of the proposed LB-L and LB-SM algorithms are compared with a 

general baseline strategy whereby the workload is uniformly distributed among the data centers. 

 

 

5.4.1 Locations and Interconnection Topology 

 

It is assumed that the CSP has one data center in each of the following ten locations 

including Paris, Germany, Switzerland, Netherlands, California, Indiana, Connecticut, New 

York, Pennsylvania and Singapore. These locations are selected because Google has data centers 

at these locations. Figure 5.2 represents the interconnection network between the data centers. 

Most of the previous works considered that all data centers are fully connected to each other and 

thereby the practical issues related to constraints of the underlying connection topology and 

congestion issues remain unaddressed. Although it is possible to route the traffic through 

alternative path(s), this may result in unacceptable network delay given the massive amount of 
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traffic. This chapter therefore considers the restriction that jobs can only be transferred between 

the locations through direct link. That is, jobs can only be transferred directly from source to the 

destination data center with no intermediate data center in-between. This would eliminate the 

situation where some jobs will experience high network delay. The duration of each timeslot in 

our simulation is 10 minutes, which is in line with current industry practices [67]. In the MPC 

problem, the optimization horizon size for both LB-L and LB-SM is 9 timeslots, which 

corresponds to one and half hours. This is a reasonable assumption since all the parameters in 

our model, such as electricity price, renewable energy and workload can be accurately predicted 

a couple of hours ahead of time [147, 148]. 

 

1. Paris

2. Germany

3. Switzerland

4. Netherlands

5. California

6. Indiana

7. Connecticut

8. New York

9. Pennsylvania

10. Singapore

 

Figure 5.2: Topology of the distributed data center network used in the simulation 

 



 Page 162 

 

5.4.2 Electricity Price, Renewable Energy Generation and Job Request 

Distribution over Time 

It may be noted that electricity price, renewable energy and the number of job requests 

exhibit a strong diurnal pattern i.e., they vary across the day, and between one day and another 

day the pattern turns out to be quite similar. So for each parameter, the data are shifted as per the 

local time. The simulation is started when local time at California is (00:00) and the respective 

local times at other 9 locations are considered with respect to that and the data are shifted in time 

accordingly. Electricity price data is collected from [157, 158]. For the sake of brevity the time 

series data of electricity price (in USD/Mwh) and renewable energy are reported for three 

locations (out of ten) namely, Paris, California and Singapore in Figure 5.3 and 5.4, respectively. 

Different wind and solar portfolio at different locations are considered to emulate the practical 

scenerio. As an instance, in Paris, 50% wind, 50% solar is assumed, whereas in California 20% 

solar and rest wind, is assumed. We believe that through this we can capture the realistic 

renewable generation process. For the other seven locations, similar method is deployed to 

generate the renewable energy trace. The service rate of servers at different locations is given in 

Table 5.2. In this chapter it is assumed that the service rate of all the servers is the same at a 

given location. The workload trace is taken from a commercial server cluster owned by 

Facebook and we shift it in time as per the local time in the locations considered in the 

simulations to emulate the real scenario faced by a CSP. The carbon emission rate at different 

locations is presented in Figure 5.5, which is used in the simulation. It is computed from the 

energy generation portfolio at the respective locations and considering the carbon emission of the 

corresponding source of generation, in the unit of g/kWh. The weightage of carbon emission on 

the load distribution strategy can be controlled by changing ε, in (5.9) and (5.18). A prior work 
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taking the carbon emission as a contributing factor for load distribution is presented in [88]. For 

the locations in US the electricity generation portfolio data is collected from [158] and for the 

other locations the data is collected from [159, 160].  

 

Figure 5.3: Electricity price in three different locations 

 

 

Figure 5.4: Renewable energy generation at three different locations (in percentage of the total capacity) 
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In ECVC the optimal amount of electricity to be procured is computed as per (5.22). This 

minimization of the variance in average cost (of electricity) to serve a job request is carried out 

over a moving window of 75 timeslots, which is equivalent to 750 min or 12.5 hours in the 

simulation. This is determined through trial and error method. The window lengths of 50, 75 and 

100 timeslots are considered and it is observed that the window length of 75 timeslots results in 

the highest reduction in the variance of the average electricity cost per job request for the data set 

used.  

 

5.4.3 Implementation of LB-L and LB-SM 

The algorithms, LB-L and LB-SM are implemented in CVX [161] which is a package for 

solving disciplined convex optimization problems, built upon MATLAB platform. The SDPT3 

solver [162] is leveraged which is the default solver in CVX. All simulations are performed on a 

HP Pro 3130 MT machine with an i5 processor (2.67 GHz) and 4.0 GB of RAM. At each 

timeslot LB-L takes approximately 1.5 seconds and LB-SM takes approximately 2 seconds to 

converge in MATLAB 7.11.0, under the above mentioned settings. 

 

Table 5.2: The service rate of servers at different locations 

Location Service rate 

Paris 1.25 

 

Germany 1 

 

Switzerland 1.25 

 

Netherlands 1.5 

 

California 1.25 
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Chicago 1 

 

Connecticut 1 

 

New York 1.25 

 

Pennsylvania 1.25 

 

Singapore 1.2 

 

 

Figure 5.5: Carbon emission rate at different locations used in the simulation 

 

5.5 Results 

 

In this section the results obtained through the simulations are presented and discussed 

under the settings described in Section 5.4. The simulations are performed for two days, i.e. over 

288 timeslots.  

First the performance of the proposed algorithms is compared with a general baseline algorithm 

of near uniform load balancing (ULB). Under this baseline strategy, the incoming job requests 

are distributed across all the data centers as uniformly as possible. Although this may be 
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inefficient in terms of electricity cost, renewable energy consumption and server switchings, it 

would be easy to implement and would be intuitively expected to perform well in terms of 

network congestion and delay;  it may be noted that ULB is indeed still implemented by some 

CSPs in practice [86]. This comparison will indeed quantitatively indicate the system 

performance improvement of the proposed algorithms as compared to the baseline algorithm 

ULB in terms of cumulative electricity cost, cumulative renewable energy used and cumulative 

number of switchings. The observations on the results of all these comparisons are given next.  

  

Figure 5.6: Comparison of cumulative electricity cost 
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Figure 5.7: Comparison of cumulative renewable energy used 

 

It is observed that both the algorithms LB-L and LB-SM proposed here perform 

substantially better than the baseline algorithm ULB. For the sake of improved visibility the y-

axis is drawn in logarithmic scale for Figures 5.6, 5.7 and 5.8. In terms of cumulative electricity 

cost the percentage reduction of LB-L over ULB is 94.88% and LB-SM over ULB is 94.68 

(Figure 5.6). In terms of renewable energy usage the LB-L consumes 3.45% less and LB-SM 

consumes 1.85% more renewable energy as compared to ULB (Figure 5.7). In terms of 

cumulative number of switching LB-L results into 85.99% and LB-SM results into 91.41% 

reduction as compared to ULB (Figure 5.8). However, the objective of this chapter is to 

understand how the two slightly different strategies for optimal load distribution perform in 

terms of cumulative electricity cost, cumulative renewable energy usage and cumulative number 

of switchings. Now the performance results obtained from LB-L and LB-SM are compared. For 

the sake of improved visibility results under LB-L and LB-SM are plotted in a linear scale. In 

terms of electricity cost, the performance of LB-L is slightly better than LB-SM (Figure 5.9). The 
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cumulative electricity cost incurred by LB-SM is 3.47% higher than that of LB-L. In terms of 

renewable energy integration, LB-SM outperforms LB-L by 5.2% (Figure 5.10). 

 

Figure  5.8: Comparison of cumulative number of switchings 

 

This difference is because of the fact that, under LB-SM the number of servers provided is 

slightly higher than that of LB-L. As a result of that, LB-SM achieves a better performance, in 

terms of percentage of jobs queued, which is discussed later in this section. In terms of electricity 

price and renewable incorporation, the performances of the two algorithms are quite close. 

However, in terms of the cumulative number of switchings, LB-SM performs much better than 

LB-L. This makes the former superior to the latter when all the three aspects are considered 

together, i.e. cumulative electricity cost, cumulative renewable energy used and the cumulative 

number of switchings. The server switching (OFF to ON and vice versa) incurs various types of 

adverse effects on energy consumption and overall life cycle of the server. These adverse effects 

are, i) energy used during the process of turning on, ii) delay for migrating jobs, iii) increased 

wear and tear, and finally, iv) the risk associated with the server switching. The work [32] 
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presents a detailed discussion on these issues. However, it is hard to establish the monetary cost 

of one switching operation, since the adverse effects of switching is not very measurable and 

quantifiable in this context. It is observed that LB-SM incurs 63.03% less switching as compared 

to LB-L (Figure 5.11). 

 

Figure 5.9: Comparison of cumulative electricity cost under LB-L and LB-SM 

 

It may be noted that the switching cost is fundamentally different from energy cost and 

renewable energy incorporation in that the future knowledge improves the performance of 

switching cost. Intuitively, if the algorithm knows that in the next timeslot the number of servers 

provisioned is going to be high then the algorithm may choose not to turn-off too many servers. 

This may be done to avoid high switching cost at the cost of very nominally higher electricity 

cost. In terms of cumulative carbon emission LB-L performs 5.7% better than LB-SM.  
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Figure 5.10: Comparison of cumulative renewable energy used under LB-L and LB-SM 

 

 

Figure 5.11: Comparison of cumulative carbon emission under LB-L and LB-SM 
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Figure 5.12: Comparison of cumulative no. of switchings 

 

To understand how the performance of LB-L and LB-SM improves with increasing window 

size, the switching cost incurred under the proposed algorithms is compared with respect to the 

offline optima. Offline counterpart of an algorithm is the one with future knowledge of all the 

timeslots, as used in the simulation. This is impossible to implement in practice, since it is 

infeasible to predict the model parameters beyond certain window with acceptable precision. 

However, this type of comparison will provide a conservative estimate on the performance of the 

proposed algorithms. This comparison also provides an insight on the extent to which 

performance improves by increasing the prediction window size.  

It is observed that in the case of LB-L, the offline counterpart achieves 9.22% improvement 

in the cumulative number of switchings, whereas in case of LB-SM this is only 1.69% (Figure 

5.12). This indicates that LB-SM provides more robustness compared to LB-L. This is indeed a 

crucial factor to be considered by the CSP since robustness plays an important role when there is 

a possibility of prediction error.  
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Now the result of the queueing theoretic analysis which is carried out is discussed. This 

analysis is carried out with the given number of servers provisioned and the average job requests.  

A unit of 5 seconds i.e., is considered in 10 minutes slot, where there are 120 such intervals. For 

each 5 seconds, the incoming workload is generated with an arbitrary distribution and the 

percentage of jobs that had to queue is tracked.  

 

 

Figure 5.13: Percentage of jobs queued 

 

It is to be noted that if there are locations with faster servers, eventually more jobs will be 

allocated there for higher efficiency of the overall system. However, those locations will then 

have a higher percentage of jobs which will have to queue, with roughly the same average 

response time. This is intuitive, since if we can reduce the service time (by employing faster 

service rate), then we can afford more queueing delay to achieve the same response time. This 

simulation is run for the entire duration, and the results are reported, in Figure 5.13. It is 

observed that the number of servers provided under LB-SM is slightly higher as compared to LB-
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L, so the percentage of jobs queued is less with LB-SM. Nevertheless, this improved service 

quality is attained by incurring more electricity cost (Figure 5.9).  

Now the effectiveness of the proposed method for Electricity Cost Variability Control 

(ECVC) is presented. The electricity price risk mitigation is in its germinating phase and the 

CSPs require more sophisticated and efficient strategies to handle it. We believe our work would 

facilitate the understanding of application tools and methods prevalent in quantitative finance 

which can be adapted for use in the domains of energy efficiency of geographically distributed 

data centers owned by a CSP.  

The average costs of electricity per job request under LB-L and LB-SM, before and after 

applying ECVC, are presented in Figure 5.14 and Figure 5.15, respectively, to visually depict 

how the variability of the average cost of electricity per job reduces after applying ECVC. As 

per the proposed ECVC strategy, the optimum amount of electricity to be procured as per (5.22) 

minimizes the variance in average cost (of electricity) to serve a job request. This computation 

is carried out over a moving window of 75 timeslots, which is equivalent to 750 min or 12.5 

hours in our simulation. It is to be noted that, from timeslot 0 to 75, we collect the data to 

compute the optimum amount of electricity to be procured. The first time the trading is 

executed is at the 76th timeslot and thereafter (as a result of ECVC) the average electricity cost 

to serve a job request changes. The effectiveness of the proposed ECVC strategy is evaluated by 

quantifying the reduction in variance of the average cost of electricity per job request in 

aggregate (summed across all the locations), as mentioned in (5.25), over the entire simulation 

period.   
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Figure 5.14: Comparison of average cost per request before and after ECVC for LB-L 

 

 

Figure 5.15: Comparison of average cost per request before and after ECVC in LB-SM 

 

It is observed that the results of the simulation with real data sets are in line with the 

theoretical analysis presented in (5.19) through (5.25). In the case of LB-L, after applying ECVC, 

the variance of average electricity cost per job is reduced by 15.12% and in the case of LB-SM 
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the improvement is 20.74%. This leads us to conclude that ECVC is quite effective in mitigating 

the risk pertaining to electricity price volatility, which is of paramount importance from the 

financial perspective of the CSP. 

 

Figure 5.16: Comparison of cumulative electricity cost before and after ECVC 

 

The cumulative electricity cost under both algorithms, before and after ECVC, is presented 

in Figure 5.16. It is encouraging to note that this risk mitigation is achieved with additional 

reduction in cumulative electricity cost. For LB-L the reduction in cumulative electricity cost is 

1.59% and for LB-SM the reduction is 4.71% after applying ECVC. Given the large electricity 

costs incurred by a big CSP, this reduction in cumulative electricity cost will result in a 

considerable amount of cost savings.  
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5.6 Summary 

 

This chapter has considered the energy cost and the associated cost volatility issues faced 

by a cloud service provider having multiple data centers located across the globe, with collocated 

renewable energy sources. The idea is based upon formulating a dynamic load distribution 

strategy to exploit the spatial variation in electricity price and renewable energy generation. 

Based on this idea, two MPC based algorithms are designed for geographical load balancing in 

order to reduce the cost of electricity and to increase renewable energy penetration. The 

performances of the proposed algorithms are evaluated and compared in terms of cumulative 

energy cost, cumulative renewable integration and cumulative number of switchings. It is 

concluded that the algorithm LB-SM performs better than LB-L. The proposed LB-L and LB-SM 

are also compared with a baseline strategy for load distribution and it is observed that both of 

them perform much better than the baseline algorithm. This chapter has also addressed the issue 

of volatility of cost of electricity, which is uncertain and varies with time. A method is proposed 

to minimize the variation in the average cost of electricity per job request by borrowing optimal 

contracts in the forward electricity market. The optimal quantity which minimizes the variance of 

average cost of electricity per job request, is analytically determined. Extensive simulation 

experiments have been conducted to evaluate the performance of the proposed cost variability 

control strategy. The simulation results have shown a 15.12% reduction in variance of average 

cost of electricity in the case of LB-L and 20.74% reduction in the case of LB-SM. We believe 

this is a meaningful contribution towards mitigating the electricity price risk that the CSP is 

exposed to. It is also encouraging to note that this risk mitigation is achieved along with a slight 
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reduction in cumulative electricity cost. Given the large electricity costs incurred by a big CSP, 

this reduction in cumulative electricity cost will result in a considerable amount of cost savings.  
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Chapter 6 

Conclusions and Future Research 

6.1 Conclusions 

This chapter presents the conclusions of this thesis. The objectives of this thesis were to 

jointly address the issues of economic sustainability and environmental sustainability associated 

with cloud computing system. Economic sustainability is closely associated with the operational 

cost and the capital cost incurred by the Cloud Service Provider (CSP) to provide services to the 

customers. This thesis considered the holistic view of the entire ecosystem of a Cloud Service 

Market (CSM) in Chapter 3 and developed strategies to compute the optimal prices charged by 

the individual CSPs operating in the competitive CSM. In this market there are multiple CSPs, 

price sensitive rational customers and a regulatory body and each of them have their own 

objectives. The CSPs are competing among themselves to attract customer demands. There is a 

tradeoff between the long term economic sustainability (market share) and the short term 

economic sustainability (earning profit), from the perspective of a CSP. The proposed pricing 

strategy achieved an optimal tradeoff between these two aspects. The issue of operational cost 

control and reduction by reducing the electricity cost incurred by the CSPs was addressed 
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appropriately. At the same time, strategies were formulated to increase the renewable energy 

integration which is the major aspect in terms of environmental sustainability. In the study, both 

non-deferrable and deferrable workloads were considered. The two issues namely, economic 

sustainability and environmental sustainability were coupled together through a bi-level 

optimization strategy where two optimizations were carries out in two different timescales. In the 

slower timescale the prices charged to the customers were computed and in the faster timescale 

the energy efficient job scheduling was carried out. In summary, in the slower timescale the issue 

of economic sustainability was addressed and in the faster timescale the issue of environmental 

sustainability was addressed. The effectiveness of the proposed bi-level optimization strategy 

was demonstrated by carrying out simulations with real data traces of electricity price, renewable 

energy generation, workload, PUE etc. Evaluations showed that the proposed strategy was able 

to introduce a fair and sustainable charging system in the competitive CSM, with price sensitive 

rational customers. For operational cost and renewable energy usage, it was demonstrated that 

the proposed strategy achieved substantial reduction in electricity cost and significant increase in 

renewable energy integration. Importantly, it considered the adverse effects of frequent server 

switching and investigated the implications of incorporating the switching through linear and 

nonlinear cost functions. The proposed model is tunable through some parameters and thereby in 

this modeling paradigm the individual CSPs may compute the optimal operating points by 

choosing the set of parameters according to its own preferences.  

To consider the specific operational points, Chapter 4 focused on specific details by 

considering a single data center where different applications were deployed in different tiers. In 

this tiered architecture, both deferrable and non-deferrable workloads were considered, 

incorporating practical application specific details. Under this framework an energy efficient job 
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scheduling strategy was proposed to reduce the electricity cost (incurred by the CSP) and 

increase the renewable energy integration in the grid. In the case of a single data center, 

investigations were carried out on two ways for capturing the server switching cost, and some 

useful insights on various performance parameters were provided. It may be noted that, the 

aspect of electricity cost (incurred by the CSP) reduction is closely associated with economic 

sustainability and the aspect of renewable energy integration is closely associated with 

environmental sustainability in the CSM. Thereafter, a strategy for providing monetary incentive 

to the customers was designed which allowed some reasonable deferral of jobs with respect to 

the original deadline of completion. Results of extensive simulations demonstrated that the 

proposed strategy is effective in achieving aggressive electricity cost reduction and renewable 

energy integration. The simulations were carried out with real data traces of electricity price, 

renewable energy generation, workload, PUE etc.  

Chapter 5 considered the case of a CSP having multiple geographically distributed data 

centers across the globe. This is the case of a medium to large sized CSP in practice. Under this 

framework, investigations were carried out to gain some insights on the performance of 

Geographical Load Balancing (GLB) strategies, how the different formulations of the 

optimization strategy affect the cumulative electricity cost, cumulative renewable energy used 

and cumulative number of switchings. It considered more implementation level practical issues 

like the topological details of the interconnections between the data centers. Furthermore, the 

issue of risk associated with electricity cost volatility was addressed, which is again associated 

with economic sustainability of the CSP.  Based on a simple derivative product, namely forward 

contract, a strategy for trading was designed in the wholesale electricity market to reduce the 

electricity cost volatility. The effectiveness of the proposed strategies was evaluated and 
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demonstrated through simulations with real data traces of electricity price, renewable energy 

generation, workload, PUE etc. This thesis comprehensively addressed the crucial aspects of 

economic sustainability and environmental sustainability for future cloud computing systems.          

 

6.2 Future Work 

Recently, many start-ups are offering innovative products and services to their clients (end 

customers) by taking the role of a Software-as-a-Service (SaaS) provider. Being small to medium 

size organizations, they typically implement their services and applications in the cloud by 

leasing the resources (such as servers, storage etc) from large organizations which owns facilities 

and infrastructures. These big organizations play the role of an Infrastructure-as-a-Service (IaaS) 

or Platform-as-a-Service (PaaS) provider in the market. In such a marketplace, SaaS providers 

charge the end customers for the services they provide, while the IaaS/PaaS providers charge the 

SaaS providers for the infrastructure and computing resources obtained from them. This means 

the CSM is no longer flat. Instead, the market is inherently tiered where there are end customers 

who have contracts with the SaaS providers, who in turn have contracts with the respective 

IaaS/PaaS providers. The present thesis considers a flat CSM with multiple CSPs and many end 

customers, but ignores any further hierarchical details.  

A useful extension of the work reported in this thesis will be to develop efficient and 

economically sustainable pricing strategies for a tiered CSM as described above, which would 

ensure that the consumers are fairly charged for the services they received and there is no 

monopoly in the market. In the case of monopoly, the powerful CSP will have the market power 

to strategically manipulate the service prices in the market. In this context, economic 
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sustainability would mean that the market mechanism should on one hand prevent the players 

from losing their market share or losing profit, and on the other hand promote innovation with 

high QoS offered to consumers.  

Another direction is to incorporate energy efficiency into the pricing strategies. Effective 

strategies need to be designed to incentivize renewable energy incorporation through an 

appropriate pricing mechanism. The significant novelty associated with this attribute is that the 

existing models are based on assumptions which are probably too simplistic (and often 

unrealistic) for practical application in a tiered CSM. Additionally, in such a market there has to 

be well chosen financial products to mitigate the risk of price volatility due to the complicated 

dynamics of the very large CSM. It may be possible that the most powerful way to realize the 

goal of green cloud computing would be through appropriate pricing and incentivization 

techniques. In summary, the future work plan includes three aspects given below: 

1) To develop tractable models with reasonable generality to capture the price sensitive complex 

tiered markets with many end customers, several IaaS/PaaS, SaaS providers and regulatory 

bodies.  

2) To formulate effective strategies for promoting energy efficiency, such as renewable energy 

integration. 

3) To propose techniques to mitigate the risk associated with the price volatility for services 

offered in the cloud service market, in this three tier market architecture. 

In fact the only existing work explicitly considering the three tier CSM with reasonable 

rigor is [163]. This paper presented some insightful results and discussed some potentially 

valuable research directions. However, they did not consider the energy efficiency issue which is 

a major focus of our future work. It may be particularly meaningful to establish a strong 
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connection between pricing and energy efficiency, which would then be an extremely powerful 

method for achieving various crucial objectives in the smart grid arena.  
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