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Abstract 

Bead encoding is a key problem central to all multiplexed bead-based microarrays. Most 

existing bead-based microarrays require complicated and costly bead fabrication and/or 

sophisticated bead decoding hardware to achieve high multiplexing. Recently, the development of 

spatial bead encoding techniques have opened up the possibility of using pattern matching and 

image processing to develop highly multiplexed, high-throughput bead-based arrays. In this thesis, 

we improve the existing spatial bead encoding scheme, and develop a pipeline of computational 

methods, which allows for automated spatial bead encoding. Six novel computational methods, that 

automate the proposed bead encoding scheme, are developed in this thesis. The proposed scheme 

improves the previously reported spatial encoding schemes by making them better suited for use in 

real world scenarios. 

In the spatial bead encoding scheme, a sequential bead deposition method is used to capture 

the identities of the beads in bright or dark field images of the array. While, a second fluorescence 

image of the array is used to quantify the target analyte concentrations associated with the beads. 

By aligning the two images using the patterns formed by the beads, both the bead identities (i.e. the 

target analyte associate with the bead) and the analyte concentrations are decoded. The six 

computational methods developed in this thesis, are grouped into three categories: bright and dark 

field image processing, fluorescence image processing, and bead pattern matching. These methods 

are developed such that they require minimal parameter tuning, and are able to deal with noisy 

images acquired in uncontrolled environments 

As part of the bright and dark field image processing we have developed two novel 

methods: a fully automatic method for detecting the underlying micro-well grid structure in the 

images, and an unsupervised learning based method to classify the micro-wells as either empty or 

containing a bead. We show the ability of the proposed methods to deal with extreme amounts of 

noise and distortions using multiple datasets. While, microarray image gridding is a well-studied 

problem in the context of fluorescence images of planar microarrays, to the best of our knowledge 
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no methods have yet been developed for processing either bright or dark field images of bead-based 

microarrays. 

Unlike in bright field images, where all the beads are visible, in fluorescence images only 

those beads that are expressed in the sample are visible. Therefore, in fluorescence image analysis 

the first step is to detect the beads in the image. To this end, we have developed an unsupervised, 

simultaneous bead detection and segmentation method which uses the coherence in shape and size 

of the beads to circumvent the need for parameter optimization. The main challenge in this 

segmentation is the large dynamic range across which the beads are expressed. We have also 

developed a probabilistic non-linear gridding method that attempts to establish the micro-well grid 

structure from the detected beads. While similar gridding techniques have been developed in the 

past, we make two contributions in this regard: first, we put the gridding method in a probabilistic 

framework, and second, we show that in certain cases it is impossible to ascertain if the correct grid 

has been detected without using additional information about the physical properties of the array. 

The final step in the proposed bead encoding scheme is to establishing one-to-one 

correspondences between the beads detected in the bright field and fluorescence images. We have 

developed two methods for this matching. When the micro-well grid structure in the fluorescence 

image is successfully established, the grid information can be used to reduce the matching problem 

to a binary grid alignment problem. A grid matching method that is very fast and can handle a large 

number of beads (>50,000) has been developed for this purpose. Finally, to perform matching when 

the fluorescence image grid is not available, a novel point pattern matching method that is affine 

invariant and robust to small non-linear distortions has been developed. The point pattern matching 

method addresses the problem of matching large point sets in the presence of large amounts of 

outliers and occlusion. The proposed method is evaluated using several real and simulated datasets.  
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Fig. 7.10. The robustness of CPD, TPS-EM, LLAH, LGH, and the proposed method (PM) 
at different levels of outliers (points in query that do not have a match in template). LLAH 
could be run only till 80% outlier level due to its high memory requirements. 
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Fig. 7.11. Number of invariants extracted by LLAH, GH and the proposed method (PM) 
to find a match at 95% outlier level, for increasing point set sizes. LGH requires the same 
number of invariants as the proposed method for the same size of local neighbourhood. 
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Fig. 7.12. The effect of jitter noise on the correspondence matrix generated using LGH 
when matching two identical patterns. The columns from left to right show 
correspondence matrices at 0%, 5%, and 10% jitter levels respectively. The rows from top 
to bottom show correspondence matrices for 103, 106, and 109 quantization bins 
respectively.  
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Fig. 7.13. The effect of jitter noise on the matching matrix generated using the proposed 
affine invariant matching method when matching two identical patterns. The columns 
from left to right show the counts, the scores, and the top 5% ranked cells in the matching 
matrix respectively. Rows from top to bottom represent 0%, 5%, and 10% jitter noise 
levels respectively. 

196 

Fig. 7.14. Comparison of robustness of the proposed affine invariant matching method 
and LGH under jitter noise. 
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Fig. 7.15. Comparison of robustness of the proposed affine invariant matching method 
and LGH under jitter noise for point sets of varying densities. 
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Chapter 1 – Introduction 

Microarrays are a vital tool for molecular detection and quantification in biomedical 

research and disease diagnosis. They are widely used to detect and quantify antibodies, 

oligonucleotides and peptides in biological samples. While there are many types of microarrays, 

deoxyribonucleic acid (DNA) microarrays, immuno-arrays, enzymatic arrays, etc. to quantify the 

different types of molecules, they work in a similar way. The biochemical reactions and steps 

involved in a typical microarray experiment are shown in Fig.1.1. To capture the target molecules 

in the sample, capture or probe molecules are attached to a solid substrate. The biological sample 

is then brought in contact with the solid substrate surface and the target molecules bind to the 

arrayed probe molecules. A solution with fluorophore conjugated detection molecules is then added 

to the mix and the detection molecules bind to the captured target molecules. When the fluorophores 

are excited with light of a particular wavelength they re-emit certain portion of the incident energy 

back as light. The intensity of this light is proportional to the concentration of the target molecule 

in the sample. Using a control whose concentration in the sample is known, the relative intensities 

of the control and the target molecules are used to estimate the true concentration of the target 

molecule in the sample. 

While single molecule quantification techniques, such as western blotting for 

complementary deoxyribonucleic acid (cDNA) quantification and enzyme linked immunosorbent 

assay (ELISA) for immunoassays, had already been well established by the 1980s, the introduction 

of spotted microarrays allowed for parallel detection of thousands of different molecules in a single 

experiment (or assay). This parallel detection is referred to as multiplexing. Spotted microarrays 

are fabricated by placing (or synthesizing) thousands of different types of probe molecules at 

specific locations (spots) on a planar substrate. Each spot contains thousands of probe molecules of 

the same type and different spots are made up of different probe molecules. Thus, a single assay 

can be used to quantify the concentration of thousands of target molecules simultaneously. 

Multiplexing gave researcher the ability to study the interactions between large sets of genes and 

proteins, and discover patterns and relationships between them. The further development of robotic 
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spotting methods, automated scanning, and sophisticated computational analysis methods in the 

1990s enabled high throughput analysis. However, the data produced by spotted microarrays is of 

limited quality. They are affected by various kinds of noise and artifacts and results between 

different arrays can vary significantly. This lack of reproducibility combined with the increasing 

demands for extracting greater amounts of molecular information from smaller sample volumes led 

to the development of the bead-based microarrays. 

1.1 Bead-based Microarrays 

Bead-based arrays use micrometer sized spherical beads (also referred to as microparticles 

and microspheres) as the solid support for the assay. The bead surface is coupled with the capture 

probe molecules and the assay illustrated in Fig. 1.2 takes place on the bead surface. Bead-based 

arrays have some significant advantages over traditional spotted arrays. The large surface to volume 

 
Fig.1.1. A diagram of a biochemical assay. Shown here is a sandwich assay; one of many types of biochemical assays. 
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ratios of the spherical beads allow more probes to be immobilized, resulting in more accurate 

quantitation. The three dimensional structure of the beads lead to better diffusion and results in 

faster and better binding of the probe and target molecules. The spherical shape of the beads also 

allows more efficient mixing of the beads [1]. In spotted arrays, all probe molecules have to be 

attached to the same planar substrate. However, beads carrying different probes can be separately 

synthesized. This allows the beads to be conjugated with probes under conditions optimized for 

 
Fig.1.2. A spotted planar array. 
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their particular surface chemistry, resulting in a very high degree of reproducibility. Also bead-

based microarrays can be easily customized for the specific set of probes being multiplexed by 

simply adding or removing beads carrying the desired probes. 

1.2 Bead Encoding 

In multiplexed spotted microarrays the target molecule associated with each spot can be 

easily identified using their positions in the fluorescence image (acquired after the assay), since the 

positions of the spots are known (fixed) before array fabrication. However, manipulation and 

assembly of the highly mobile and minute beads into an ordered pattern is challenging. Bead-based 

microarrays are therefore randomly assembled. There are two major formats of bead-based 

 
(a) 

 
(b) (c) 

Fig.1.3. An on-substrate bead-based microarray. (a) depicts a typical on-substrate bead-based microarray chip with multiple wells 
for performing multiple, multiplexed assays simultaneously, (b) a dark field image of a section of a well after bead deposition, 
(c) a fluorescence image of roughly the same section of the well acquired after the assay.   
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microarrays: suspension bead arrays and on-substrate bead arrays. In suspension arrays the assay is 

performed with the beads suspended in fluid. While in on-substrate bead arrays the beads are 

assembled onto a substrate, using fluidic, magnetic, or electrostatic forces [1], before the assay. Fig. 

1.3(a) shows an on-substrate bead-based array where the beads are deposited into micrometer sized 

wells (micro-wells) etched on the surface of a planar substrate. In either case the pre-conjugated 

beads are randomly distributed either on the substrate or in suspension. Therefore, in bead-based 

microarrays the identity of a bead (and the target molecule associated with it) must be separately 

encoded. This bead encoding problem is central to all multiplexed bead arrays. Fig. 1.4 illustrates 

the bead encoding problem.  

Numerous bead encoding schemes have been developed in the past 25 years that range from 

simple colorimetric encoding schemes that label the beads using fluorescent dyes [2] to complicated 

graphical encoding schemes that attach graphical barcodes to beads. A detailed review of bead 

encoding schemes is presented in Chapter 2. These encoding schemes however, either offer limited 

multiplexing capacities or involve complicated (and costly) bead fabrication methods and/or 

decoding machinery. This makes highly multiplexed bead-based arrays inaccessible to the vast 

majority of academic and industrial laboratories. 

1.3  Contributions 

Recently, Ng et al. [3] and Trau et al. [4] developed a spatial bead encoding scheme to 

overcome some of the challenges of the traditional bead encoding schemes. In this thesis, a re-

formulation of the spatially addressable bead encoding scheme of [3] and [4] is proposed. The 

proposed method improves the practicality of the spatially addressable bead encoding scheme and 

makes it better suited for real world use. Further, in this thesis, a collection of image processing and 

pattern matching methods are developed to automate the proposed spatial bead encoding scheme 

so as to enable high-throughput analysis using it. The specific contributions made in this thesis are 

further elaborated in the following sub-sections. 
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1.3.1 Robust Spatial Bead Encoding 

The spatially encoding scheme of [3] and [4] works with on-substrate bead-based arrays 

and uses two images for bead encoding and decoding. One image is acquired during the on-substrate 

bead deposition, and the other image, a fluorescence image, is acquired after the assay. Using a 

sequential bead deposition method, the identities of the beads are recorded in the first image, while 

the second image gives the fluorescence intensities (and therefore target analyte concentrations) of 

each bead. By aligning the two images, using the patterns formed by the beads, both the bead 

identities and the analyte concentrations are decoded. In [3] and [4] the viability of the spatial 

encoding scheme was demonstrated for various types of biochemical assays. However, the bead 

decoding itself was performed manually. The beads in the images were manually identified and the 

images were manually aligned. While such manual decoding is possible for a 3-plex experiment 

with a few (≈ 50) beads, it is hard to envision such a manual decoding being used for a 250-plex 

 
Fig.1.4. The bead encoding problem.  
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experiment involving 50,000 or more beads, in a high-throughput environment where 100s of 

experiments are being performed each day. 

We re-formulate the spatial encoding strategy of [3] and [4] so as to eliminate some of the 

restrictions on how the images are acquired. We also show how a set of positive control beads can 

be used for image matching to achieve very high multiplexing. The proposed scheme is referred to 

as robust spatial bead encoding. It is important to note that the proposed method is not a novel bead 

encoding scheme, rather, it refers to a specific computational pipeline that outlines a certain way in 

which a specific set of computational methods can be used to improve the robustness of the 

encoding scheme of [3] and [4]. 

1.3.2 Multi-modal Optical Microscopy Image Analysis and Matching  

Six computational methods have been developed in this thesis to solve various sub-tasks 

involved in robust spatial bead encoding. The six methods are grouped into three categories: bright 

and dark field image processing, fluorescence image processing, and bead pattern matching. 

An automated high throughput bead encoding system can afford minimal manual 

intervention, if any at all. The image processing and matching methods have therefore been 

developed such that they require minimal parameter tuning. At the same time one of the objectives 

of this research is also to expand the reach of the bead-based array technology to smaller 

commercial and academic laboratories where any microscope or scanner already available can be 

used for the assay. The image analysis methods therefore have been developed keeping in mind that 

the images can be acquired using a multitude of different devices in uncontrolled environments and 

can have large amounts of noise, artifacts and distortions. 

Bright and Dark Field Image Processing 

Bright and dark field image processing involves two sub-tasks, detecting the grid structure 

in the deposition images and then locating the beads (see Fig. 1.3(b)). To this end, we have 

developed a novel gridding method to detect the grid of micro-wells and a semi-supervised 

classification method that classifies the micro-wells as empty or containing a bead. To the best of 
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our knowledge, no algorithms have yet been developed for grid and bead detection in bright and 

dark field images of bead-based microarrays. We show the ability of the proposed methods to deal 

with extreme amounts of noise and distortions using multiple datasets of varying characteristics. 

Apart from their use in the robust spatial bead encoding scheme, the bright and dark field image 

processing methods can also be useful in quality control during microarray fabrication. 

Fluorescence Image Processing 

Unlike in the bright and dark field images, the grid structure is not clearly evident in the 

fluorescence image (see Fig. 1.3(c)). Fluorescence image processing therefore involves first 

segmenting the beads and then using the bead locations to try and establish the micro-well grid 

structure. The main challenge in fluorescence image segmentation is the large dynamic range across 

which the beads are expressed. The existing bead segmentation and generic blob detection methods 

either require parameter optimization or result in sub-optimal detection and/or segmentation. We 

have developed an unsupervised, simultaneous detection and segmentation method which utilizes 

the coherence in the physical shape and size of the beads to circumvent the need for parameter 

optimization. While fluorescence image gridding is a well-studied problem, very few algorithms 

have been developed for bead-based microarrays, which present certain unique challenges. While 

some algorithms similar to our proposed fluorescence gridding method have been developed in the 

past, we make two novel contributions: 1. we put the gridding method within a rigorous 

probabilistic framework, and 2. we also show that in certain cases it is impossible to ascertain if the 

correct grid has been detected without using additional information about the physical properties of 

the array. 

The fluorescence image segmentation and gridding methods developed here have wide 

applicability in various other types of microarray image analysis as well, including in traditional 

planar microarrays image analysis.  

Bead Pattern Matching 

We have also developed two novel bead pattern matching methods. The first method 
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referred to as grid matching, uses the grid information for matching the two images. This method 

is used when the grid structures in both images have been established. The other matching method 

referred to as affine invariant matching, uses only the bead location information to match the 

images. We show that positive control beads can be used for bead pattern matching in 250-plex or 

higher multiplex experiments and we establish the number of positive control beads required for 

robust multiplexing. The bead pattern matching is an inherently difficult problem to solve as it 

involves extremely large amounts of mismatch between the bead patterns. The grid based matching 

uses the grid information to simplify the problem and solves a binary grid alignment problem. It 

can therefore be used to match very large patterns very quickly. The affine invariant matching 

however, addresses a harder problem. The problem of matching random, uncorrelated point patterns 

under affine transformation and with large amounts of outliers and occlusions. While this pattern 

matching problem is very well studied and has broad applicability in various areas of computer 

vision, no existing algorithm adequately addresses all the requirements that an automated bead 

encoding system entails. The proposed affine invariant matching method is evaluated using a 

number of real and simulated datasets to establish its efficacy in solving the bead encoding problem.  

Throughout the rest of this thesis, we use the terms bioassay image and fluorescence image 

interchangeably. Similarly, the terms deposition image and bright or dark field image are also used 

interchangeably. 

1.4 Motivation 

The rapidly increasing cost of health care is a major concern that affects every individual. 

In 2014, the United States spent 17.5% of its GDP on healthcare, nearly $3.0 trillion ($9,523 per 

person). Almost 50% of this was spent on clinical services and hospital care. It is estimated that 

approximately 700 million immunodiagnostic tests were run in 2006 in the United States alone. 

Microarrays are a mainstay in both clinical diagnostics, and biomarker and drug discovery. The 

computational methods developed in this thesis as part of the robust spatial bead encoding scheme 

have the potential to increase the reach of the bead-based microarray technology by making it more 

affordable. The higher accuracy and reproducibility offered by bead-based microarrays can be a 
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critical difference in clinical diagnostics, while their higher multiplexing capacities can add much 

needed speed in biomarker and drug discovery. Given the ubiquity of microarrays in almost all 

areas of biomedical sciences, any improvement in the microarray technology has the potential to 

significantly impact various areas of biomedical sciences. 

Despite significant advances in biological sciences the number of new drugs and therapies 

being introduced into commercial use has seen a steady decline over the last 20 years [5]. This trend 

can easily be attributed to the fact that introduction of a new drug today requires an investment of 

approximately a billion dollars. Introduction of new state-of-the-art technology is commonly cited 

as the predominant factor in increasing healthcare costs. For years the trend has been to build 

sophisticated hardware to solve difficult problems in medicine. Indeed even in bead-based 

microarrays the trend has been to develop sophisticated beads such as those with nanostructured 

shells, various types of barcodes, and complex optical properties [2],[6]. This work is motivated 

based on the idea of developing computational methods that are robust enough to replace (or reduce 

the need for) sophisticated hardware. 

1.5 Thesis Map 

The thesis is organized as follows: various existing bead encoding schemes are reviewed 

in Chapter 2, the proposed robust spatial bead encoding strategy is also further discussed in Chapter 

2, existing microarray image analysis methods are reviewed in Chapter 3, existing point pattern 

matching algorithms are reviewed in Chapter 4, the proposed bright and dark field image processing 

methods are presented in Chapter 5, the proposed fluorescence image processing methods are 

presented in Chapter 6, the grid based matching and affine invariant matching methods are 

presented in Chapter 7, and finally, in Chapter 8 conclusions are drawn and some future directions 

of this work are discussed. 
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Chapter 2 - Robust Spatially Addressable Bead Encoding 

Over the past 25 years as the demand for molecular information has grown exponentially, 

bead encoding schemes have also evolved rapidly from simple colorimetric encoding schemes to 

complex barcoding schemes, in the pursuit of ever higher-multiplexed assays. In this chapter, we 

first review some of the existing bead encoding schemes and then present the proposed Robust 

Spatial Bead Encoding scheme.  

2.1  Existing Bead Encoding Methods  

The reproducibility and the simplicity of the encoding and decoding process and the cost 

of implementing the scheme are often the deciding factors on the choice of encoding method [7],[8]. 

Some bead encoding schemes also restrict the size and the type of beads that can be used. For 

instance, graphical encoding schemes ([9],[10],[11]) require larger beads to accommodate their 

graphical barcodes. However, with larger beads efficient mixing can be hindered. Some organic dye 

and quantum dot based optical encoding schemes require polystyrene beads, which have poor 

compatibility with organic solvents and higher background fluorescence[12]. The existing bead 

encoding schemes are therefore evaluated based on: 1. their reproducibility and stability, 2. their 

multiplexing capacity, 3. the cost and complexity of bead fabrication, 4. the cost and complexity of 

decoding, and 5. the restrictions on the types of beads (such as size or material) that can be used 

with the encoding. The schemes are grouped into seven categories following the classification of 

Wilson et al.[7]. 

2.1.1 Optical Encoding 

Optical encoding uses additional compounds attached to the beads, whose absorption or 

emission spectra are used to identify the beads. Optical encoding is by far the most commonly used 

encoding strategy. Several well-established optical encoding methods are discussed here. 

Fluorescent Dye based Optical Encoding 

The most common encoding mechanism is to dope beads with one or more fluorescent 
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organic dyes. The dye molecules are trapped onto the beads at different concentrations to produce 

different intensity levels. When combined with the different emission spectra (color) of the different 

dyes, a large number of unique spectral codes can be generated. Theoretically, the number of 

available codes 𝐶𝐶 is 𝐶𝐶 = 𝑁𝑁(𝑚𝑚−1) where 𝑁𝑁 is the number of intensity levels (dye concentrations) 

used and 𝑚𝑚 is the number of colors (dyes). In practice however, the multiplexing capacity is limited 

by the number of compatible dyes whose emission spectra have limited overlap. Moreover, one 

(reporter) dye must be dedicated for analyte concentration reporting. By far the most widely used 

commercial encoding mechanism available today is Luminex Corporation's xMAP technology [13] 

which uses 5.5 𝜇𝜇𝑚𝑚 diameter beads encoded with two organic dyes at ten different concentrations, 

allowing 100-plex assays. 

Organic dye encoded beads can be inexpensively decoded using fluorescence microscopy 

imaging. Multiple images acquired using different optical filters (one for each encoding dye’s 

spectrum) are used to locate and decode the bead identities, while a separate image acquired using 

an optical filter suitable for the reporter dye’s spectrum is used to quantify the analytes. An 

alternative and slightly more robust approach that is primarily used with suspension arrays, is to 

use a flow cytometer. Flow cytometers use two lasers, one laser excites the reporter fluorophores 

while the other laser excites the encoding fluorophores. Kellar and Iannone [14] demonstrated an 

8-plex immunoassay using a suspension array with Luminex [13] beads decoded using a flow 

cytometer. 

The broad emission spectra of organic dyes and the spectral overlap between dyes is a major 

limiting factor. In practice, most applications can use only up to 3 to 4 dyes. Another major concern 

with organic dyes is photobleaching; a phenomenon in which the dye molecules are permanently 

unable to fluoresce due to non-specific reactions with other compounds in the sample. 

Optical Encoding with Quantum Dots 

A more robust alternative to organic dyes are fluorescent semiconductor nanocrystals 

known as quantum dots. Quantum dots are highly luminescent fluorophores whose emission spectra 

can be continuously tuned by changing their size. In contrast to the organic fluorescent dyes that 
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have narrow excitation spectra, quantum dots have a continuous excitation spectrum and therefore 

can be simultaneously excited. Moreover, quantum dots have narrower emission spectra and are 

also more stable and less prone to photobleaching than organic dyes.   

In theory, quantum dots of different colors and different intensities can be used to generate 

𝐶𝐶 = 𝑁𝑁𝑚𝑚 − 1 unique codes, where 𝑁𝑁 is the number of intensity levels and 𝑚𝑚 is the number of colors. 

However, spectral overlap is an issue with quantum dots as well, and in practice the number of 

unique codes that can be generated is much less. In particular, while the number of distinguishable 

colors is higher for quantum dots than organic dyes, the number of distinguishable intensity levels 

are still low. Han et al. [15] developed techniques to incorporate multiple quantum dots onto small 

(1.2 um) polymer beads in carefully controlled ratios. Such a technique allows the development of 

an encoding strategy where ratios of quantum dots of different colors can be used to identify a bead. 

A 3-plex experiment was performed to show the viability of the approach where 3 different colored 

quantum dots were incorporated onto beads in ratios of 1:1:1, 1:2:1 and 2:1:1. However, even when 

using quantum dots it is still necessary to use a dye for analyte quantification and the region of the 

spectrum used by the dye is unavailable for multiplexing. Moreover, quantum dots can be of bigger 

dimensions and have specific surface chemistries, which makes incorporating them into beads more 

complicated [16], [17]. 

Time Resolved Optical Encoding 

When two light-sensitive (dye) molecules with overlapping emission spectra are in close 

spatial proximity one molecule (the donor) may transfer energy to another molecule (the acceptor) 

through resonance energy transfer (RET). RET can be used to modulate the luminescence decay 

times of dyes, by changing the ratios in which the dyes are mixed. Keij and Steinkamp [18] used 

the varying luminescence decay times to encode beads incorporated with different ratios of orange 

and red dyes. They showed the viability of the method by encoding 13 batches of beads. However, 

the hardware implementation costs of flow-cytometers that can measure the luminescence decay 

times of beads remains high. 

Kurner et al. [19] developed phosphorescent nanoparticle composed of phosphorescent 
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ruthenium metal ligand complex (MLC) and cyanine dyes where the MLC acted as the donor and 

the cyanine dye acted as the acceptor. Compared to the Luminex beads used in [18] more efficient 

RET could be achieved because of the close (nanoscale) spatial proximity of the MLC and the 

cyanine dye and also because of the broader emission spectrum of MLC which allowed better 

spectral overlap between the MLC and cyanine dye. By varying the concentration of the cyanine 

dye the efficiency of the RET could be controlled and nanoparticles with distinct fluorescence 

emissions and decay times were constructed. They demonstrated that 16 distinguishable 

combinations of fluorescence emissions and decay times could be achieved using four different 

cyanine dyes. 

Active Encoding using Split-and-Mix Method 

The split-and-mix method [20] is a widely used technique for generating large 

combinatorial libraries of molecules. The technique involves three steps: 1. randomly splitting the 

beads into batches, 2. depositing a specific type of monomer onto each batch of beads and 3. mixing 

the beads back together and repeating steps 1 to 3. This process sequentially deposits a random set 

of monomers onto each bead, forming a unique polymer on each bead. By repeating the steps 

multiple times, millions of polymers (each on a different bead) can be synthesized using 

combinations of a small set of monomers. While the combinatorial libraries generated using this 

method play a vital role in pharmaceutical industry and drug discovery, encoding such large libraries 

has been challenging. Others have also used smaller (0.2-3.0 μm diameter) dye doped silica 

particles to barcode the larger support beads (2.0-500 μm diameter) in a way that captures the 

history of the monomers that were deposited onto the bead. They added an additional step in the 

split-and-mix method where in each cycle, the beads were first made to absorb a few (approximately 

50-100) small dye doped silica reporter particles, before the monomers were deposited onto them. 

Each type of reporter particle was constructed by absorbing multiple dyes and therefore had a 

unique spectra. By using a different silica reporter particle for each monomer in each cycle, a unique 

collection of colored silica particles (barcode) was absorbed onto each bead. Decoding was 

achieved using fluorescence microscopy imaging of the beads using multiple optical filters. A 
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library containing 20 different amino acids was generated in 2 cycles of the split-and-mix method 

where the beads were split into 10 batches in each cycle. The beads were encoded using 20 different 

silica reporters with each reporter containing a combination of 2 or 3 different dyes. 

Nanostructured Shells for Optical Encoding 

Microbeads with a polymeric core and multiple concentric nanostructured outer shells have 

also been constructed for optical encoding. The nanostructured outer shells allow developing more 

complicated (and therefore more diverse) emission spectra. Bladderen and Vrij [21] developed 

beads with concentric shells of fluorescent dye conjugated polymers. The overlapping emission 

spectra and close spatial proximity of the dye molecules in the concentric shells resulted in a 

complicated overall emission spectra due to resonance energy transfer (RET). However with 

increasing number of concentric shells the method became less and less stable. Also the RET 

resulted in broader emission spectra. Yang et al. [22] further improved the technique by alternatively 

depositing shells made up of fluorescent dye conjugated positively charged polymers and negatively 

charged dye free polymers. The dye free polymer layers acted as a spacing shell and limited the 

RET between the dye conjugated polymer shells. Beads with as many as 13 layers were constructed. 

Their results show that beads with at least 4 non-overlapping intensity ranges can be constructed 

using a single dye and when combined with 3 different dyes, up to 12 distinct types of beads could 

be generated. 

Optical Encoding using Raman Spectroscopy 

Surface enhanced Raman scattering (SERS) is a phenomenon where the Raman scattering 

intensity of molecules that are in the vicinity of rough nanostructured metallic surfaces is enhanced 

1010 to 1011 times, thereby allowing single molecule detection and quantifications in the 

femtomolar and attomolar range. 

Jin et al. [23] used composite Raman dye doped gold nanoparticles (NPs) (≈0.5 nm 

diameter) as detectors by conjugating them with detection molecules in a sandwich assay (similar 

to the one shown in Fig. 1.1). Glass beads (≈300 μm diameter) conjugated with probe molecules 



16 
 

were used to capture the target molecules while detection molecules conjugated with gold NPs 

bound to the captured target molecules. To identify the beads, the gold NPs for each type of 

detection molecule were doped with a different composite multiple Raman dye, generated by 

mixing multiple dyes in varying ratios. For further SERS enhancement the beads with the gold NPs 

bound to them were immersed in silver solution. The silver deposit on the gold NPs produced SERS 

signals strong enough to accurately distinguish the dye ratios in the NPs. The multiple dye doped 

NPs produced a complicated composite Raman spectra. However, since the wave number of the 

dominant peak in each individual dye’s Raman spectra is known, the ratio of the dyes could be 

computed as the ratio of intensities found at these wave numbers in the composite spectra of the 

bead. They showed the efficacy of the method using a 9-plex assay where a combination of 2 and 

3 dyes were mixed to generate the 9 ratios. 

Fenniri et al. [24] developed polystyrene beads encoded by combining their infrared (IR) 

and Raman spectroscopic signatures. The peaks in the spectroscopic signatures were used to define 

barcodes. Unique spectral properties of the beads were achieved by absorbing two or three co-

monomers at different concentrations. They identified six co-monomers based on their inertness, 

spectral overlaps and stability, which can be combined to generate twenty four unique barcodes. 

Doering [25] developed a core-shell bead, with a gold core and a silica shell. Raman dyes 

were absorbed onto the gold core surface for SERS analysis based decoding, while the silica outer 

shell acted as both a protective layer for the core as well as a surface for absorbing capture 

molecules. The use of the Raman dyed metallic nanoparticle as the core, instead of using them as 

detectors (as was done in [23]) improved data reproducibility. While they identified a class of 

Raman dyes that could be stably absorbed onto gold nanoparticles, multiplexed analysis was not 

reported. 

2.1.2 Chemical Encoding 

Stoeva et al. [26] developed a "bio-barcode" based encoding system for immunological 

analysis using capture probe (antigen) conjugated magnetic micro-particles (MMP) and gold 

nanoparticles (NPs) functionalized with oligonucleotide molecules as detectors. The 
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oligonucleotide molecules acted as the bio-barcodes and multiplexing was achieved by conjugating 

each type of detector NP with a different oligonucleotide molecule. After the assay, the MMPs were 

separated from the gold NPs using a magnetic field. A de-hybridization step then cleaved the 

oligonucleotides from the NPs and a conventional spotted microarray chip was used to quantify the 

cleaved DNA, which indirectly gave a measure of the antigen specific target’s concentration. They 

performed a 3-plex experiment and demonstrated detectability in the attomolar level. A drawback 

of this method is that decoding can take several hours as it involves the spotted microarray based 

quantification. Oh et al. [27] further improved the method’s sensitivity by using fluorophore tagged 

DNA conjugated polystyrene beads as detectors instead of gold NPs so that quantification could be 

done by direct fluorescence microscopy imaging. Chemical encoding techniques present two 

problems: first they might interfere with compound synthesis, and second, the decoding methods 

are difficult to automate [7]. 

2.1.3 Spectrometric Encoding 

Spectrometric encoding methods involve directly placing the beads into a spectrometer and 

identifying the chemical encoding tags by mass spectroscopy. Brummel et al. [28] used direct mass 

spectrometry to decode polymer beads conjugated with trimers synthesized using the split-and-mix 

method. They used time-of-flight secondary ion mass spectrometry to identify the molecular 

weights of the trimers conjugated to the beads. The main advantage of the method was that it allows 

for quantitation at very low (femtomolar level) concentrations. However, the sensitivity of the 

technique depends on molecular characteristics of the sample being studies. 

Rahman et al. [29] combined Fourier transform infrared microspectroscopy (FTIM) and 

direct Raman spectroscopy to perform a 7-plex experiment. They used relatively larger beads (≈45 

μm diameter) tagged with active IR and/or Raman labels. The beads were flattened into disks and 

inspected individually. The spectroscopic signatures obtained from direct FTIM and Raman 

spectroscopy were used to decode them. 

Hochlowski et al. [30] used Fluorine-19 nuclear magnetic resonance (F-19 NMR) 

spectroscopy to encode a library of beads generated using the split-and-mix method. Commercially 
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available fluorine-carboxyl acids were attached to the beads as tags. Each tag had a unique, 

distinguishable fluorine chemical shift. They further showed that a combination of multiple fluorine 

tags can be used to generate a large number of unique codes. Beads were individually decoded using 

their NMR spectra. 

2.1.4 Graphical Encoding 

Dejneka et al. [9] developed cylindrical glass beads with "micro-barcodes": micrometer 

sized barcodes containing patterns of fluorescent materials. They used rare earth ion (RE) doped 

glass compositions to create barcodes of different colors. REs have emission spectra that are half 

as wide as those of quantum dots and distinct from those of the reporter dyes. Moreover, RE 

emissions are extremely resistant to photo bleaching. Glass beads also have some advantages over 

polymeric beads, such as better compatibility with organic solvents and lower background 

fluorescence. Another advantage of using REs is that a common ultraviolet (UV) excitation source 

can be used to interrogate all barcode elements. The emission spectra being in the visible range, the 

barcodes can be visibly resolved. Using 𝑁𝑁 bars and 𝐶𝐶 colors it is possible to create approximately 

𝐶𝐶𝑁𝑁/2 usable barcodes. However the micro-barcodes are ten times larger than traditional beads and 

their relative density is 2.5 times the density of water. Further, the complicated manufacturing 

involved in developing the micro-barcodes means that the method is economically feasible only for 

very high volume manufacturing. At reported rates it would take about a month to produce as many 

micro-barcodes as there are beads in a single milliliter of commercially available products [1]. 

Nicewarner-Pena et al. [10] developed micrometer sized metal rods encoded with sub-

micrometer sized metallic strips. Predefined stripping patterns were generated by sequential 

electrochemical deposition of metal ions onto template membranes with predefined pores. Patterns 

of different metals and lengths were generated by controlling the size of the pores, the sequence in 

which metal ions were introduced, and the charge passed. To decode the beads, the metallic strips 

were identified based on their differential reflectivity using conventional light microscopy. A 2-plex 

DNA hybridization and immunological assay was performed to show the viability of multiplexed 

assays. While in [10] only gold and silver were used to generate multiple binary barcodes based on 
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length of the stripes, the authors in their previous works had deposited a total of 7 different elements 

and generated 13 different barcodes. Theoretically, it was shown that up to 4160 binary barcodes 

could be generated by varying strip lengths of just 2 metals. Decoding the beads based on 

reflectivity however, can be challenging and the use of multiple metallic surfaces requires careful 

consideration of their surface chemistries. 

2.1.5 Electronic Encoding 

Moran et al. [31] developed glass encased microchips that are pre-tuned to emit unique 

binary codes when pulsed with electromagnetic radiation. The number of unique binary codes that 

are available is virtually unlimited. The decoding of the beads is unambiguous and simultaneous. 

25 different types of beads were generated using a 2-step split-and-mix method. The radio frequency 

(RF) tags of the beads were recorded during the split-and-mix steps to maintain a database of RF 

tags associated with each of the 25 conjugated polymers. 

Nicolaou et al. [32] used a microchip capable of not only receiving and emitting radio 

frequencies (RF) but also storing RFs. The chip could be activated from a distance from 75-100 

mm and allowed for instant inspection of the beads. The chips were embedded into polymeric beads 

coated with an inert layer of porous support. Here also a split-and-mix method was used to generate 

24 different polymer conjugated beads. Each successive reaction in the split-and-mix method was 

recorded and stored in the microchips, allowing querying of the history of chemical reactions that 

a bead has undergone.  

A major problem with this encoding strategy is the size of the RF devices, which require 

larger beads, and therefore restrict their usage. However, recent developments have indicated the 

use of relatively smaller radio frequency tags. PharmaSeq Inc., have developed 

“microtransponders” of the dimensions 250μm×250μm×250μm which are integrated circuits 

consisting of photovoltaic cell, electronic circuitry and an antenna [33]. The microtransponders are 

decoded in a capillary or dedicated scanner where the laser excites the fluorescent reporter 

molecules simultaneously prompting transmission of its code as a radio frequency signal. 



20 
 

2.1.6 Physical Encoding 

Physical characteristics of the beads such as size, shape, composition and refractive index 

have also been used for bead encoding. Benecky et al. [34] developed the Coupled particle light 

scattering (Copalis) technique which used the light scattering patterns to distinguish between beads 

of different sizes. Beads with a difference of 0.1 μm or more in their diameters could be 

distinguished using the method. Both gold and latex beads could be used for the assay. Decoding 

was done using a flow-cytometer where the beads were sequentially bombarded with a laser light 

and the unique forward- and light-angle scatters generated by the beads were used to identify them.  

Various physical traits can also be combined to achieve higher multiplexing. Modern flow 

cytometers are equipped in decoding beads based on the differences in their size, refractive index 

and photoluminescence. Hence, a combination of all these properties can form a unique signature 

of a bead, which could be a more viable method for encoding high-plex assays. Lawrie et al. [35] 

used the fluorescence emission spectra, fluorescence intensity, particle size and refractive index to 

decode beads synthesized by coating silica cores with up to six different dye shells. Each dye shell 

was separated by a silica spacer shell to reduced RET. The decoding was done using a high-

performance flow cytometer with multi-laser beam excitation. The different optical signatures and 

the bead sizes were achieved by varying the sequence in which the concentric dyes shells were 

coated and the thickness of the shells. 

The main drawback of these methods is that they require customized flow-cytometers. 

Physical encoding methods such as these are most often used in conjunction with other encoding 

strategies. 

2.1.7 Spatial Bead Encoding 

In the spatial bead encoding techniques developed by Ng et al. [3] and Trau et al. [4] bead 

deposition is done sequentially, and after each batch of beads is deposited an image of the chip is 

acquired. These images capture the spatial location of the beads in each batch. The bead’s identities, 

their spatial locations in the images, are maintained in a bead table that associates the batch (of the 
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bead) with its spatial location. After the bioassay, the fluorescence image is captured and the spatial 

locations of the beads in the fluorescence image are used to look up the bead table and identify them 

(their batches). Spatial encoding has three main advantages: 1) it does not require any specialized 

bead fabrication, 2) it does not need any specialized equipment like flow-cytometers to decode the 

bead identities, and 3) it allows easy customization, where different kinds of beads can be added to 

the chip during the bead deposition process. 

2.2 Summary of Existing Bead Encoding Methods 

In the spatial bead encoding technique developed by Ng et al. [3] and Trau et al. [4] bead 

deposition is done sequentially. After each batch of beads is deposited an image of the chip is 

acquired. This image captures the spatial location of the beads of each batch. The bead’s identities 

are their spatial locations in the image and a bead table that associates the batch (of the bead) with 

its spatial locations is maintained. After the bioassay, the fluorescence image is captured and the 

spatial locations of the beads in the fluorescence image are used to look up the bead table and 

identify them (their batches). Spatial encoding has three main advantages: 1) it does not require any 

specialized bead fabrication, 2) it does not need any specialized equipment like flow-cytometers to 

decode the bead identities, and 3) it allows easy customization, where different kinds of beads can 

be added to the chip during the bead deposition process. 

The advantages and disadvantages of the bead encoding schemes discussed above are 

summarized in Table 2.1. While chemical and spectrometric encoding schemes offer reasonable 

multiplexing and reproducibility, they have high bead decoding complexity. Graphical and 

electronic encoding schemes offer very high multiplexing capacities and good reproducibility but 

manufacturing the encoded beads is complicated and costly. Spatial encoding offers high 

multiplexing capacity at low cost. Optical encoding schemes are the most widely used encoding 

scheme due to the simplicity of their bead decoding mechanism. Spatial bead encoding schemes 

therefore have the potential to be widely adopted, given that they have similar bead encoding / 

decoding complexity as optical encoding schemes but offer much higher multiplexing capacity. 

Note that the multiplexing capacities listed in the table indicate theoretical limits of each type of 
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encoding scheme. In practice most methods achieve much lower multiplexing. For instance, using 

graphical encoding it is possible to keep increasing the multiplexing capacity, provided the beads 

can be made larger. Nicewarner-Pena et al. [10] developed 4160 binary barcodes by varying strip 

lengths two metals. Theoretically, much greater number of barcodes can be produced using three 

or more metals metals, even though it is not trivial to do so. 

Table 2.1: SUMMARY OF BEAD ENCODING SCHEMES 

Encoding 
Scheme 

Multiplexing 
capacity 

Reproducibility 
and Stability 

Cost and complexity of bead 
fabrication 

Cost and complexity of bead 
encoding/decoding 

Optical 
encoding 

Low  
(10 - 100) 

Low Moderate  
(requires multiple dye doping steps) 

Low 

Chemical 
encoding 

Moderate  
(100 - 1000) 

Moderate Moderate  
(requires both antigen conjugated 
micro-particle as well as 
oligonucleotide conjugated 
nanoparticle) 

Very High  
(requires nanoparticle micro-particle 
separation followed by dehybridization to 
cleave oligonucleotides and spotted 
microarray assay) 

Spectrometric 
encoding 

Moderate  
(100 - 1000) 

Moderate to High Low Moderate to High  
(some methods require specialized mass 
spectrometers) 

Graphical 
encoding 

Theoretically 
unlimited. 

High High  
(requires specialized equipment for 
barcoding the beads) 

Low to Moderate  
(while most barcodes can be resolved 
using software, some require specialized 
lighting during imaging) 

Electronic 
encoding 

Theoretically 
unlimited 

High High  
(requires specialized techniques for 
embedding electronic devices inside 
beads) 

Moderate 

Physical 
encoding 

Low to 
Moderate  
(10 - 1000) 

Moderate Low High  
(require flow-cytometers for decoding) 

Spatial 
encoding 

Theoretically 
unlimited 

High Low Low 

 

2.3 Robust Spatial Bead Encoding 

We envision two scenarios in which the spatial bead encoding scheme is likely to be used. 

In the first scenario, the bead chip is fabricated and the bead deposition is performed in a (possibly 

commercial) manufacturing facility. The chip is then shipped to the laboratory where the bioassay 

is performed and the bioassay images are sent back to the commercial vendor for analysis. The 

bioassay images are matched to the deposition images in the vendor’s database and the experiment’s 

results are sent back to the laboratory. In the second scenario, the bioassay is performed in the same 

laboratory where the bead deposition is performed. In this scenario, the necessary pre-conjugated 
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beads and the chip are purchased separately from any of the many available commercial vendors 

and the bead deposition and image acquisition are manually performed in the laboratory.  

In either scenario it is unreasonable to expect that the individual performing the bioassay 

will always be able to acquire the fluorescence image such that it is perfectly aligned with the 

deposition image. It is likely that the fluorescence image will be a transformed version of the 

deposition image; and that the two images would have to be aligned to decode the bead identities. 

This idea is illustrated in Fig. 2.1. However, when high-throughput is desired manual alignment of 

fluorescence and deposition images is infeasible. An automated spatially addressable bead encoding 

scheme would therefore require a robust image matching method to align the deposition and 

bioassay images.  

 
Fig. 2.1 The bead encoding problem and the spatial bead encoding scheme. 
 

In the first usage scenario, although the deposition images may be acquired in a well-

controlled environment, the bioassay images can be acquired using a large range of microscopes or 

scanners under varying illumination conditions. In the second usage scenario both the deposition 

and bioassay images will be acquired in uncontrolled environments. The computational methods 

developed to process these images should therefore be robust enough to handle large amounts of 

noise, artifacts (like pieces of left over scaffolding, dirt, clustered beads, etc.) and image distortions 

(like spherical aberrations, blurring, occlusions, etc.). At the same time a high throughput automated 

The probe molecule attached 
with this microsphere is that 
of Batch 2 microspheres

Microsphere encoding problem:
Which probe molecule was 
attached with this microsphere? Encoding Table

Align Encoding 
Table Data to the

Fluorescence 
Image Data
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encoding mechanism can allow minimal manual intervention and therefore should require minimal 

(if any) parameter optimization.  

Figure 2.2 shows the proposed computational pipeline, the sequence in which the six 

computational methods are used for automated, high throughput analysis. We refer to this pipeline 

as the robust spatial bead encoding pipeline.  

To use the spatial bead encoding scheme in an automated high-throughput bead encoding 

system, some mechanism is necessary to ensure that the fluorescence and deposition images can 

always be matched. Consider as an example a 100-plex assay with 10 beads per batch. Now, 

consider the case where only one of the batches is expressed, such that the fluorescence image 

contains only 10 beads. In such a case, it would be difficult to match the fluorescence image to the 

final deposition image, which contains 1000 beads. Therefore, some way of ensuring that the 

fluorescence image has sufficient number of beads, for the affine invariant and grid based matching 

algorithms to be able to match the images, is necessary. We propose using positive control beads 

for this. All bioassays require positive control beads and using them as landmarks (for matching) 

does not impinge on the flexibility of choosing any commercially available chip that best suits the 

pre-conjugated beads to be used in the assay. In the robust spatially addressable bead encoding 

pipeline, we assume that the first batch of beads deposited on the chip are positive controls. 

Therefore, the fluorescence images have to be matched only with the first deposition image. In 

Chapter 7 it is shown that as long sufficient positive control beads are used (ranging between 5% 

and 20% of the total number of beads, depending on the size of the experiment) the images can be 

aligned with very high accuracy even under large amounts of occlusions. 

An obvious approach towards automating the spatial bead encoding scheme would be to 

place markers on the chip that can be used to align the fluorescence images. However, this 

apparently simple approach has several problems. If markers are used to align the images, these 

markers would have to be distinctive. It is unlikely that a universal marker would be used by all 

chip manufacturers, therefore specialized software would be needed to match the images for each 

type of marker. Moreover, designing stable markers that are visible under fluorescence can be 
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challenging as their surface chemistries can interfere with the assay chemistry. Therefore, we 

propose using the pattern formed by the positive control beads, an intrinsic property of the array, as 

the marker. This pattern is also inherently, robust to occlusions as the beads are typically uniformly 

distributed across the deposition image. 

 
Fig. 2.2. The proposed robust spatially addressable bead encoding pipeline 

The robust spatial bead encoding pipeline shown in Fig. 2.2 was briefly alluded to in 

Section 1.3. The pipeline is divided into two branches: 1) an offline processing branch in which 

(deposition) images acquired prior to the assay are processed and 2) an online processing branch in 

which the fluorescence images acquired during the assay are processed. The offline and online 

processing branches can be thought of as bead encoding and bead decoding steps respectively. As 

mentioned before the pipeline constitutes of six computational sub-tasks: bright and dark field 

Fluorescence
(Bioassay)

Image

Fluorescence 
Image 

Gridding

Gridding 
Possible?

No

Yes

Fluorescence Image Processing

No

Yes

Pattern based 
Correspondence 

Estimation

Encoding 
Table

Grid based 
Correspondence 

Estimation

Microsphere 
Segmentation

Gridding 
Successful

?

Pattern Matching

Online Processing

Analysis 
Output

Bright Field
(Deposition) 

Image

Bright Field 
Image 

Gridding

Microwell 
Classification

Bright Field Image Processing

Encoding 
Table

Grid based 
Correspondence 

Estimation
Bright Field
(Deposition) 

Image

Bright Field 
Image 

Gridding

Microwell 
Classification

Offline Processing

... ......



26 
 

image gridding, micro-well classification (in bright and dark field images), microsphere 

segmentation (in fluorescence images), fluorescence image gridding, pattern based correspondence 

estimation (also referred to as affine invariant point pattern matching), and grid based 

correspondence estimation (also referred to as grid-based point pattern matching). The proposed 

computational methods developed for these sub-tasks are logically grouped into three groups: bright 

(and dark) field image processing, fluorescence image processing, and pattern matching. Bright and 

dark field image processing is discussed in Chapter 5, fluorescence image processing is discussed 

in Chapter 6, and pattern matching is discussed in Chapter 7. 

In the next chapter we review existing microarray image analysis techniques in detail. 
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Chapter 3 - Review of Microarray Image Analysis Techniques  

Microarray image analysis involves three primary tasks: microarray image gridding, spot 

segmentation and quantification. Spotted microarrays are fabricated by placing (or synthesizing) 

thousands of different types of probe molecules at specific locations (spots) on a planar substrate. 

To pack the most number of spots on the planar surface they are usually placed in either a square 

or a hexagonal a grid pattern. Gridding refers to the process of determining this underlying grid 

structure in a microarray image. Gridding partitions the image into small rectangular or hexagonal 

regions (henceforth referred to as grid patches) such that each grid patch contains one spot. Gridding 

is also often referred to as spot addressing.  

Microarray experiment are mainly used to quantify the concentration of target analytes 

associated with the spots, which is directly proportional to the intensities of the pixels associated 

with that spot. Therefore, to perform quantitation, the pixels belonging to the spot (referred to as 

foreground pixels) have to be identified. This is referred to as spot segmentation. As segmentation 

directly affects the quantification step, accurate segmentation of the spots is of utmost importance. 

Many of the segmentation techniques rely on the grid patch’s center to initialize the segmentation 

and quantification process. Therefore, accurate gridding is also critical. In the following sections, 

we review some of the existing microarray gridding and spot segmentation algorithms. 

Quantification involves estimating the relative concentration of fluorophores at the spots 

based on the foreground and background pixel intensities. Microarray images however can be 

affected by various types of noise. The imaging apparatus itself introduces some amount of 

background noise. At the same time, the biochemical reactions that occur on the microarray are not 

deterministic. Non-specific bindings and cross-reactivity between capture probes and sample also 

introduces noise. To identify the true signal of a spot, that reflects the actual concentration of the 

target analyte associated with it, various algorithms have been developed. Image enhancement 

algorithms for instance aim at reducing the background noise, whereas background subtraction 

algorithms aim at accurately estimating the noise, and spot filtering algorithms try to identify 
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contaminated spots so that they can be discarded to maintain the sanctity of the data. However, 

since quantitation is not one of the main objectives of this work, we will only briefly review these 

algorithms. In particular, we will review only those image enhancement, background subtraction, 

and spot filtering techniques that are either closely tied with spot segmentation or use interesting 

features and classification techniques. Spotted microarray typically contain multiple grids printed 

as blocks. A block segmentation step that identifies and separates these blocks is usually performed 

prior to gridding. Bead-based microarray images however do not have such blocks, therefore we do 

not consider the block segmentation techniques in this review. 

Due to the crucial role of image analysis in the microarray technology, they have received 

much attention over the past two decades. Numerous gridding, spot segmentation, image 

enhancement, background subtraction, and spot filtering algorithms have been developed. 

However, even today there is no consensus about the best algorithms. Different laboratories 

continue to use different standards, and this has led to major problems with reproducibility.  

3.1  Microarray Gridding 

The most common approach for spotted microarray image gridding is based on axis 

projections. It uses two 1-d signals obtained by projecting the integral of pixel intensities along 

columns and rows onto the horizontal and vertical axes. The crests in the two signals indicate the 

horizontal and vertical locations of the spots. This approach assumes that the grid is aligned to the 

horizontal and vertical axes. The many axis projection based techniques that have been developed, 

differ in the way they detect the crests or troughs in the axis projections. Li et al. [36] for instance 

use a sliding window of user-specified width to detect the troughs in the axis projections. Bergmann 

et al. [37] use the first derivative of the smoothed axis projections to detect the crests. Angulo and 

Serra [38] propose using morphological operators to separate the peaks (crests) in the axis 

projections. Bidaut et al. [39] used the fast Fourier transform (FFT) of the autocorrelation of the 

axis projections to detect the crests. Bajcsy [40] used the output of horizontal and vertical edge 

detection to construct the two axis-projections. Blekas et al. [41] used an additional local adjustment 

step to refine an initial axis projection based grid estimate. Each horizontal (and vertical) grid 
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boundary separating two adjacent grid patches is shifted such that the sum of pixel intensities along 

the boundary is minimized. 

Radon transform [42] (RT), which computes the line integral of pixel intensities along a 

particular direction, has been used to account for arbitrary rotations of the grid. Brandle et al. [43] 

use RT in conjunction with axis projections to correct for grid rotations. Even in the presence of 

small non-linear distortions the RT at the true grid rotation angle is expected to have well-separated 

troughs that correspond to grid lines. Brandle et al. estimate the grid by simultaneously searching 

for local maxima in two nearly perpendicular RTs. A pair of maxima in the two RTs corresponds to 

two lines, one through the spot rows and one through the spot columns and the intersection of two 

such lines will be at a spot center. A small region centered at such an intersection should contain 

the spot and therefore have high mean intensity. They developed a greedy algorithm that maximizes 

the sum of the mean intensities at the intersections to simultaneously search for local maxima in the 

two RTs. The method requires approximate estimates of spot size and distance between spots as 

input. 

Katzer et al. [44, 45] perform a segmentation of the image prior to gridding. For images 

where sufficient numbers of spots are segmented as foreground regions the distribution of nearest-

neighbor distances will have a significant peak corresponding to the distance between spots. The 

distribution will also have peaks corresponding to the diagonal distance between spots and integer 

multiples of the distance between spots. A sum of Gaussians is used to model this distribution, 

where the mean of each Gaussian is related to the actual spot distance 𝑑𝑑. For instance, the mean of 

diagonal spot distances is √2𝑑𝑑. The sum of Gaussians is heuristically fitted to the distribution to 

estimate an approximate value of 𝑑𝑑. Fragments of the grid are then re-constructed by grouping 

together appropriately spaced foreground regions. These re-constructed grid are further refined 

using a sequence alignment algorithm that finds equally spaced peaks in the axis projections. 

Multiple such grid hypotheses are generated for each grid block in the image and a Markov random 

field (MRF) model is used to find the best hypothesis (label) for each grid block based on the 

agreement between the various hypotheses.  
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When very few spots are present in the image, the actual spot distance 𝑑𝑑 cannot be reliably 

estimated from the distribution of nearest neighbor distances. Such sparsely populated images are 

particularly common in bead-based microarrays, where only a fraction of all micro-wells are 

occupied by beads and only a few of these beads are expressed sufficiently enough to be segmented 

as foreground regions. 

Lawrence et al. [46] perform Bayesian inferencing to refine an initial grid hypothesis 

generated using a semi-automatic axis-projection based gridding technique [47]. The Bayesian 

inference starts with the assumption of a perfectly spaced grid with oval shaped spots and updates 

the belief based on the observed image data. A likelihood function, which represents the expectation 

about how the image should look, given a particular set of grid parameters and spot radius, is 

computed as:  

 𝑝𝑝(𝐼𝐼𝐺𝐺𝐺𝐺|𝐱𝐱,𝐝𝐝) = �𝑝𝑝(𝐼𝐼𝑖𝑖|𝑆𝑆)
𝑖𝑖∈𝑆𝑆

� 𝑝𝑝(𝐼𝐼𝑖𝑖|~𝑆𝑆)
𝑖𝑖∈~𝑆𝑆

 (3.1) 

where 𝐼𝐼𝐺𝐺𝐺𝐺 is an image grid patch, 𝐱𝐱 is a spot center, 𝐝𝐝 is a 2-d vector specifying the spot radii, 𝑆𝑆 

represents the spot foreground region and 𝑖𝑖 ∈ 𝑆𝑆 represents that the 𝑖𝑖𝑡𝑡ℎ pixel in 𝐼𝐼𝐺𝐺𝐺𝐺 belongs to the 

spot foreground region 𝑆𝑆. The individual pixel’s likelihoods 𝑝𝑝(𝐼𝐼𝑖𝑖|𝑆𝑆) and 𝑝𝑝(𝐼𝐼𝑖𝑖|~𝑆𝑆) are computed 

based on global pixel intensity distributions of foreground and background regions, found through 

the initial grid estimate. Notice that the pixels in this model are assumed to be independent of each 

other. The prior probability, is computed assuming the two features, grid centers and spot radius, 

follow Gaussian distributions and are independent: 

 𝑝𝑝(𝐱𝐱,𝐝𝐝|𝐺𝐺) = 𝒩𝒩(𝐱𝐱|𝐦𝐦𝑐𝑐 , Σ𝑐𝑐)𝒩𝒩(𝐝𝐝|𝐦𝐦𝑒𝑒 , Σ𝑒𝑒), (3.2) 

where, 𝐦𝐦𝑐𝑐 is the expected grid center as per the initial grid 𝐺𝐺, 𝐦𝐦𝑒𝑒 is the expected spot radius 

specified by the user, Σ𝑐𝑐 and Σ𝑒𝑒 are covariance matrices of circular Gaussians with diagonal 

elements 𝜎𝜎𝑐𝑐2 and 𝜎𝜎𝑒𝑒2 respectively, and 𝒩𝒩 is the Gaussian function. Here 𝜎𝜎𝑐𝑐2 and 𝜎𝜎𝑒𝑒2 are free 

parameters that are empirically determined and represent the confidence in the prior belief. The 

posterior probability, the updated belief, is computed using Bayes’ theorem: 
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 𝑝𝑝(𝐱𝐱,𝐝𝐝|𝐺𝐺, 𝐼𝐼𝐺𝐺𝐺𝐺) =
𝑝𝑝(𝐼𝐼𝐺𝐺𝐺𝐺|𝐱𝐱,𝐝𝐝)𝑝𝑝(𝐱𝐱,𝐝𝐝|𝐺𝐺)

𝑝𝑝(𝐼𝐼𝐺𝐺𝐺𝐺)
. (3.3) 

Finally, quantification is done by computing the expression level as the expectation of the 

grid patch’s intensity under the posterior distribution. In practice the normalization term in Bayes’ 

rule is intractable and an approximation of the expectation under the true posterior is computed 

using a technique referred to as variational importance sampler. 

Rueda and Rezaeian [48] developed an axis projection based gridding, referred to as 

optimal multilevel thresholding gridding (OMTG). They perform optimal multilevel thresholding 

(OMT) of the axis projections to detect the troughs corresponding to the grid lines. An exhaustive 

search for the optimal number of spots in a row or column (say 𝑘𝑘) is performed based on an 𝛼𝛼 score 

metric. The 𝛼𝛼 score for a given 𝑘𝑘 is computed by combining Fisher’s linear discriminant criteria  

and a heuristic that penalizes large axis projection values at the 𝑘𝑘 detected troughs. To correct for 

rotation of the grid, the OMT based grid detection is iterated several times and RT is used to get the 

axis-projection in each iteration. The angle for which the OMT based grid detection has the 

minimum entropy is considered as the true rotation angle of the grid. A grid refinement similar to 

that of Blekas et al. [41] is also performed, where each horizontal (and vertical) boundary separating 

two adjacent grid patches is shifted to minimize the sum of pixel intensities along the boundaries. 

Bariamis et al. [49] developed a max-margin classifier based gridding algorithm. They used 

RT to first correct for grid rotation. At the correct rotation angle the spots will be perfectly aligned 

and the peaks in the intensity projections will be large. Consequently, the sum of the projections at 

this angle will be high. Therefore, the optimal rotation angle is determined as the angle at which the 

sum of RT is maximum. The optimal row and column widths are estimated by iteratively searching 

through a range of possible values. For each value, the image is broken into a set of row (and 

column) images. At the true value of row width, the row images will have most of the spots well-

aligned inside them and therefore the average of these row images will have many bright and many 

dark pixels. Therefore, the value at which the average row (or column) image has the highest 

variance is identified as the optimal row (or column) width. These estimates are used to generate 
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an initial grid which is refined by identifying the best separating line (max-margin line) between 

each pair of adjacent rows (and columns). To estimate the max-margin line between two adjacent 

rows of spots, say rows 𝑘𝑘 and 𝑘𝑘 + 1, a soft-margin support vector machine (SVM) classifier is 

trained using the 2-d spatial coordinates of the spots as features. All spots on or above row 𝑘𝑘 are 

labelled positive samples and all spots on or below row 𝑘𝑘 + 1 are labelled negative samples. The 

classification boundary learnt by the SVM classifier gives the max-margin grid line.  

Charalambous et al. [50] also uses RT in a similar way to that of Bariamis et al. [49] to 

estimate the rotation angle. The axis projections at the optimal rotation angle is thresholded to get 

an estimate of the spot size. Normalized cross-correlation (NCC) between the microarray image 

and a circular template of the estimated spot size is used to detect spot centers. Local maxima in 

the NCC values within rectangles of size similar to that of the circles are considered as spot centers. 

A 2-d potential field is then constructed, where the energy at the spot centers is the highest and falls 

off as one goes further away from the spot center. The potential at each spot center follows a 

rectangular pyramid like structure. Initial estimates of the row and column grid lines are computed 

as the local minima at the leftmost regions and the top most regions of the energy field. These initial 

grid lines (fronts) are then allowed to move through the energy field while the energy field induces 

repulsive forces onto the fronts and keeps them away from the spot centers. The path of the fronts 

through the energy field produces the grid lines. 

Ceccarelli and Antoniol [51] used orientation matching transform, an extension of Hough 

transform [52] to detect spots. They parameterize the grid using a 6-tuple: the 2-d location vector 

of the top-left spot, the horizontal and vertical gaps between spots, and the rotation angles of the 

two axes. An ideal grid is transformed and fitted to the detected spots in the image by searching 

through the 6-d grid space using an evolutionary algorithm (EA). A MRF based model with a 1-

clique MRF prior is then used to refine the fitted grid 𝐺𝐺. The 1-clique prior models the i𝑡𝑡ℎ grid 

location as a Gaussian distributed with mean 𝐠𝐠𝑖𝑖, where 𝐠𝐠𝑖𝑖 is the spatial coordinates of  the i𝑡𝑡ℎ grid 

point. The likelihood function encodes the probability of observing the orientation matching 

transform’s output, given 𝐺𝐺. The maximum a posteriori (MAP) estimate of the refined grid is 
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computed using a simulated annealing based search, through the 𝑛𝑛-d search space, where 𝑛𝑛 is the 

number of spots). 

Morris [53] used a 7-tuple to describe a grid: the 2-d location vector of the top-left spot, the 

rotation angles of the x-axis, the number of rows and columns and the height and width of the 

image. He also used an evolutionary algorithm to search for a grid that best fits a detected set of 

spots. The sum of Euclidean distances between the detected spots and their nearest grid points is 

used as the fitness score. Such an objective function is however biased towards denser grids, for 

instance if each pixel is considered as a grid point then the value of the objective function will be 

close to zero. To overcome this problem a penalty function that penalizes over-gridding is 

introduced. Over-gridding is a problem common to most non axis-projection based methods but it 

is rarely addressed. To detect potential spots in the image a correlation based approach is used, 

similar to that of [50]. However unlike most other techniques, the template used to calculate the 

correlation is not a predefined mask. Rather a representative binary spot mask that is found to 

correlate well with at least 60% of the remaining binary spot masks is used as the template. To find 

such a template the image is thresholded multiple times and the correlations between the binary 

spots are evaluated. 

Bidaut et al. [39] used the fast Fourier transform (FFT) of the autocorrelation of the axis 

projections to detect the spacing between the grid lines. The autocorrelation is the correlation of the 

axis-projection with itself, computed by shifting one instance of it over the other. It reduces the 

effect of noise and reveals the smooth underlying periodic function. The maxima in the FFT of the 

autocorrelation signal correspond to the underlying fundamental frequencies that the signal is 

composed of. When the spots are well aligned the autocorrelation signal can be almost entirely 

explained by the periodic signal corresponding to the regular grid, and so the FFT of the 

autocorrelation has a significant maxima. The wavelength corresponding to such a significant 

maxima gives an estimate of the spacing between spots. To detect the actual grid rotation Bidaut et 

al. [39] search through a series of rotated images and identify the angle at which the amplitude of 

the significant maxima in the FFT is the highest. To detect potential spots in the image a wavelet 
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decomposition of the image is performed, which produces two images: a horizontal detail image 𝐻𝐻 

and a vertical detail image 𝑉𝑉. Based on user-defined spot size, templates matching is used to find 

spot centers in the 𝐻𝐻 and 𝑉𝑉 images. A dynamic programming based algorithm is then used to 

independently detect the row and column grid lines that best fit the detected spots. 

Rueda and Vidyadharan [54] use three different masks, a uniform function, an exponential 

function, and a circular Gaussian function, as templates to detect spots in the image. The algorithm 

assumes the grid to be well-aligned with the horizontal and vertical axes. Templates of user defined 

sizes are centered on each image pixel and the correlation with the image is computed. The 

templates are shifted by 1 pixel horizontally or vertically in a sliding window manner, till a maxima 

of the correlation is reached. This process of detecting a local maxima is referred to as hill climbing. 

Multiple passes of the hill climbing algorithm, starting from different initial locations, are used to 

detect the approximate spot centers in the image. The projection of the density of these approximate 

spot centers, along the horizontal and vertical axes, are computed and hill-climbing is again used 

on these 1-d projections to detect the grid lines. 

Zacharia and Maroulis [55, 56] developed a genetic algorithm (GA) for detecting the grid 

lines. The search space of the horizontal (and vertical) lines is parameterized using a 3-tuple: the 

start and end (𝑦𝑦 and 𝑥𝑥) coordinates of the topmost (and leftmost) line, and the gap 𝑑𝑑 between 

subsequent lines. Two independent searches are performed to find the optimal set of horizontal and 

vertical lines. Each chromosome in the GA encodes the real-valued 3-tuple, representing one 

possible configuration of horizontal (or vertical) lines. The fitness function is evaluated based on 

how much of the lines pass through background, low intensity, regions of the image. The image is 

thresholded using empirically determined thresholds to get foreground and background regions. For 

each line, a rectangular region 𝑅𝑅 obtained by dilating the line is found, and the percentage of pixels 

in 𝑅𝑅 belonging to the background region of the image is considered as the fitness score for the line. 

The fitness of a chromosome is determined as the sum of the fitness of the lines it spawned. To 

ensure the entire grid is covered with lines an additional term, that rewards solutions with higher 

number of lines, i.e. smaller 𝑑𝑑, is added in the fitness function as well. The algorithm is naturally 
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invariant to grid rotations, however, it cannot deal with local non-linearity of the grid. 

Ho et al. [57] formulate the gridding problem as a point pattern matching problem. They 

assume that a reference grid is available from the manufacturer and therefore the number of rows 

and columns and the distance between adjacent spots is known. They formulate the gridding 

problem as one of matching the reference grid to a set of putative spots detected by thresholding 

the image. Their objective function searches through the space of similarity transforms and 

constitutes of two terms: the first minimizes the mean squared Euclidean distance between matched 

pairs of putative spot centers and reference grid points, and the second term imposes a smoothness 

constraint that penalizes large differences in transform estimates between adjacent grid points. 

Geometric hashing [58, 59] is used to determine initial matches between the reference grid points 

and putative spot centers. The objective function is optimized, by equating the partial derivatives 

of the function, with respect to the transformation parameters, to zero. The resulting set of equations 

is solved using a Jacobi iteration scheme to determine the optimal transformation. To reduce the 

dependency on the threshold used to binarize the image and detect putative spots, the authors 

propose performing multiple passes of thresholding and matching. 

3.1.1 Microarray Gridding Techniques for Hexagonal Grids 

The algorithms discussed thus far are designed for square grids, which are more common 

in spotted microarrays. Galinsky [60] developed one of the first techniques for gridding 

fluorescence images of spotted microarrays with hexagonal grids. The three step process begins by 

segmenting the expressed spots using an adaptive template matching method. In the second step 

the detected spots are used to estimate the grid parameters, the distance between adjacent grid points 

and grid rotation. These grid parameters are used to interpolate the positions of the missing spots. 

Finally, in the third step, an ideal hexagonal grid (with unit spacing and zero rotation) is affine 

transformed and aligned to the detected and interpolated grid points. The grid parameter estimation 

in the second step relies on identifying pairs of adjacent spots. Grid point pairs that have the smallest 

nearest neighbor distances among all nearest neighbor grid point pairs are identified as adjacent 

spots. The algorithm will only succeed if at least a few adjacent spots are expressed. Galinsky 
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showed that the probability 𝑝𝑝𝑠𝑠 of having at least one pair of adjacent grid spots expressed, given 

that the spots are uniformly distributed, can be computed as: 

 𝑝𝑝𝑠𝑠 = ((1 − 𝑅𝑅𝑠𝑠)6)𝑁𝑁 (3.4) 

where 𝑅𝑅𝑠𝑠 = 𝑁𝑁 𝑀𝑀⁄  is the expression rate and 𝑁𝑁 and 𝑀𝑀 are the number of expressed spots and the 

total number of grid points respectively. Galinsky showed that the algorithm succeeds for 

expression rates as low as 1%. However, in bead based microarrays the expression rates can be 

much lower, which makes this algorithm unsuitable. The algorithm is further discussed in the next 

section. 

Giannakeas et al. [61] developed a similar hexagonal grid detection algorithm, which also 

begins by segmenting the expressed spots. They estimate the distance between adjacent grid points 

as the mode of the distance between nearest neighbor grid points and assume the image has no 

rotation. Missing grid points are interpolated from the positions of the detected grid points using a 

method they refer to as concentric hexagon growing, but which is essentially equivalent to the 

interpolation performed in [60]. Using the mode of nearest neighbor distances as an estimate for 

the grid distance is even less robust than the grid distance estimation of [60]. Such a method is 

likely to fail even for moderate expression rates. 

3.2 Spot Segmentation 

One of the first microarray spot analysis algorithms was developed by Chen et al. [62]. A 

circular mask of user specified radius, large enough to enclose the entire spot foreground, is placed 

at each grid patch center. A Mann-Whitney test [63] is then repeatedly performed to test for the null 

hypothesis that samples (pixel intensities) drawn from within the mask and from outside the mask 

belong to the same distribution. When a pair of samples is found for which the null hypothesis can 

be rejected, the minimum pixel intensity among the sample drawn from within the mask is used as 

a threshold to segment the grid patch pixels into foreground from the background pixels. 

A popular microarray image analysis software ScanAlyze developed by Eisen in 1999 [47] 
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simply places fixed size circles of a user specified radius at the center of the grid patches and 

assumed all pixels inside the circular region as foreground pixels. Another popular software 

Genepix software (Axon Instruments, Inc., Union City, CA) implemented a proprietary adaptive 

circle fitting technique which adjusted the size of the circles to better fit the spots. However, a spot’s 

morphology is not always a circle and therefore fixed and adaptive circle based approaches can lead 

to sub-optimal results. 

Rueda and Qin [64] developed an adaptive ellipse based method to account for non-circular 

spots. They consider each grid patch as a 2-d Gaussian function with a full covariance matrix. The 

sample mean vector and sample covariance matrix of the density function are estimated using the 

pixel intensities. A diagonalization and whitening of the density function is performed to transform 

the grid patch such that the spot becomes circular in the transformed image. The corrected 

(transformed) density function is then used to segment the circular spot using the Mann-Whitney 

test based segmentation approach of Chen et al. [62]. 

Buhler et al. [65] proposed a convolution based approach to detect spots in the image. They 

used edge images of circles (hollow circles) with varying radius as filters to convolve the Laplacian 

of the microarray image. The filter producing the highest response is considered as the matched 

filter and the location of the maxima of its response in the grid patch is considered as the spot center. 

Each grid patch is processed independently and therefore spots of varying sized can be detected. 

Further, they developed a supervised classification scheme for detecting low quality spots. The 

scheme requires an operator to generate training data for the classifier by manually labelling spots 

in the image. The relative brightness of the spot’s foreground compared to the background, and the 

offset of the spot’s center from the grid patch’s center are used as features for the classification. The 

spots are grouped into three classes: accept, reject, and show. Linear, axis parallel, classification 

boundaries are learnt by simply estimating the threshold values for the two features (independently) 

that optimally separates the training data into the three groups based on a user specified loss 

function. 

Wang et al. [66] developed an iterative spot segmentation algorithm. The algorithm is also 
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initialized using circular masks of a user specified radius, large enough to enclose the entire spot 

foreground, placed at the grid patch centers. Pixels inside the grid patch but outside the circle are 

considered local background pixels. Pixels in the grid patch having intensities greater than 𝜇𝜇𝑏𝑏𝑏𝑏 +

2𝜎𝜎𝑏𝑏𝑏𝑏, where 𝜇𝜇𝑏𝑏𝑏𝑏 and 𝜎𝜎𝑏𝑏𝑏𝑏 are the mean and standard deviation of the intensities of the local 

background pixels, are considered as foreground pixels. The circle is then adjusted to enclose the 

new set of foreground pixels and the process is repeated. The algorithm will not work when there 

is significant overlap between the foreground and background intensity distributions, which is often 

the case for weakly expressed spots and for spots affected by bleaching of neighboring spots. 

Yang et al. [67] used seeded region growing to segment spots in microarray images. Small 

square patches (2 × 2 pixel wide) centered on the maximum intensity pixel, within the grid patches 

are used as seeds for the foreground regions. Whereas the background regions are grown using the 

points of intersection of the grid lines as seeds. The algorithm assumes that the pixel with the highest 

intensity (inside a grid patch) belongs to the spot region, which may not be the case in the presence 

of noise. 

Bozinov and Rahnenfuhrer [68] used partition around medoids (PAM) [69] and k-means 

clustering [70] to group each grid patch’s pixel intensities into two clusters, representing the 

foreground and background. They performed a two-channel microarray experiment where the gene 

expression levels between two heterogeneous messenger ribonucleic acid (mRNA) samples (for 

instance, a sample from disease tissue and another sample from healthy tissue) are compared. The 

two samples were labelled with red and green dye, and two images were captured one for the red 

fluorophore and one for the green fluorophore. Since both the images contained the same spots, 2-

d pixel intensity vectors (containing the intensities of a pixel in the red image and the green image) 

is used to describe each pixel. The 2-d pixel intensity vectors in a grid patch are clustered to produce 

foreground and background segments. Nagarajan [71] used the same technique to cluster 1-d pixel 

intensities of a one-channel experiment and showed that more differentially expressed genes could 

be identified using this method than using the seeded region growing method of Yang et al. [67], 

although at the expense of more false positives. A major drawback of these methods is that, weakly 
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expressed spots, whose intensities are close to that of the background intensity, cannot be detected. 

Also, the clustering can produce multiple disjoint regions as foreground. These algorithms assume 

the largest of these regions to be the spot region, an assumption that often does not hold true.  

Angulo and Serra [38] used morphological filtering and watershed segmentation to detect 

spots in microarray images. They estimate the mean area of the spots based on the distribution of 

the number of particles that vanish by applying morphological opening with structuring elements 

of different sizes. The estimate of the mean area is used to filter out noise particles from the image 

through morphological opening. Morphological levelling is then applied to the filtered image and 

the difference between the levelled image and a dilation of the levelled image is used to construct 

a gradient function. Finally, the watershed algorithm is used to segment the gradient function and 

identify the spot foregrounds. A visual inspection of the results shows that the method produces 

oddly shaped spots, particularly for low signal spots, and therefore results in sub-optimal 

segmentation. 

Li et al. [36] modelled the 1-d pixel intensity distribution (of a grid patch) as a Gaussian 

mixture model (GMM). The maximum likelihood (ML) estimates of the parameters of the GMM 

was found using the expectation maximization (EM) algorithm. The number of components in the 

GMM (𝑘𝑘) can be one, two, or three depending on whether the grid patch is empty, has a spot, or 

has a spot and an artifact, respectively. The optimal number of components (𝑘𝑘) in the GMM is 

determined using the Bayesian information criterion (BIC). This is based on the assumption that 

the intensity distribution for grid patches with no discernable spots present would have only one 

Gaussian component corresponding to the background. Similarly, when an artifact such as noise or 

scratch is present along with a spot, three Gaussian components, corresponding to the background, 

spot foreground, and artifact pixels, would be present. In reality such a strong assumption that the 

spot foreground pixels and artifact pixels come from two different Gaussian distributions are rarely 

true. 

Katzer et al. [44, 45] developed an active contour model for segmenting spots, in which the 

contour of the spots are modeled as a chain of tension springs connected by torsion springs. Bending 
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is allowed only at the torsion springs and stretching is allowed only at the tension springs. The 

energy function for the model has three components: the first component models the stretching 

energy, the second component models the bending energy and the third component models the 

external energy acting on the spline. The external energy at a point on the contour is computed as 

the inner product of the image gradient and the contour’s normal at that point. As the energy 

function has multiple local minima a simple gradient descent is not sufficient to find a good minima 

of the energy function. Therefore, a smoothed gradient descent technique was developed for the 

optimization. A problem with using active contours is that a segmentation may be achieved even 

when a spot is not present at the location. To overcome this problem a SVM based classification 

scheme was developed that uses the change in external energy, the agreement between contour 

normals, and image gradients as features to identify true spots. 

Chan and Vese developed an active contour based segmentation [72] technique that 

segments foreground object regions by minimizing the variation in pixel intensities inside and 

outside the object region. Unlike other active contour based segmentation methods, this technique 

does not rely on the object having a sharp gradient (a distinct edge) at the boundary. This is desirable 

in microarray image segmentation where highly expressed spots can have a halo of smooth gradient 

around them while lowly expressed spots can have boundaries that are not easily discernible. 

Mendhurwar et al. [73] used Chan and Vese active countour (CVAC) for spotted microarray image 

segmentation with promising results. 

Elguebaly and Bouguila [74] used a generalized Gaussian Mixture Model to cluster the 1-

d pixel intensities into foreground and background clusters. A generalized Gaussian distribution is 

parameterized using mean 𝜇𝜇, an inverse scale parameter 𝛼𝛼, and a shape parameter 𝛽𝛽. The shape 

parameter 𝛽𝛽 gives generalized Gaussian distributions additional flexibility to more accurately 

model distributions with significant plateaus or sharp peaks. A Bayesian Markov Chain Monte 

Carlo (MCMC) simulation method was used to get the posterior distribution of the parameters of 

the generalized Gaussian mixture model. Visual comparison of the segmentation achieved, on a 

small set of spots, between the proposed method and k-means clustering, showed better 
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segmentation was achieved by the proposed method, particularly for low-signal spots and in the 

presence of small noise particles. 

A major limitation of pixel intensity clustering based segmentation approaches is that they 

ignore the spatial relationship between adjacent pixels. Consider a spot image 𝐼𝐼 and another image 

𝐼𝐼∗ generated by randomly shuffling the pixels of 𝐼𝐼. GMM and k-means clustering of pixel intensities 

will not distinguish between 𝐼𝐼 and 𝐼𝐼∗. Nagarajan and Upreti [75] developed a segmentation 

technique that incorporates the spatial relationship between pixels, by considering the correlation 

between pixels of adjacent rows and columns. The algorithm proceeds as follows: a correlation 

statistic is calculated for all pairs of adjacent rows and columns within the grid patch region. 

Student’s t-distribution is then used to model the distribution of correlation statistics and rows and 

columns with 𝑝𝑝-value greater than a significance level 𝛼𝛼 are identified as significant rows and 

columns. Finally, pixels that belong to both a significant row and a significant column are identified 

as foreground pixels. Grid patches in which no foreground pixels can be found are considered to be 

blank. A comparison with k-means, PAM, and seeded region growing, based segmentation methods 

showed that the correlation based method produced much fewer false positives. 

Demirkaya et al. [76] developed a Markov random field (MRF) based model for 

segmenting grid patches. The conditional probabilities of the pixel’s intensities given their labels 

(i.e. foreground or background) are estimated from the distribution of foreground and background 

pixels obtained through a binary segmentation of the patch. The author’s argue that an exponential 

model better fits the pixel intensity distributions for both labels, compared to Gaussian distributions 

which have been widely used. In their MRF model each pixel is connected to its 8-nearest neighbor 

pixels so that the prior probability (MRF prior) of a pixel taking a particular label is influenced by 

its 8-neighboring pixels. The MRF prior essentially incorporates a smoothing constraint such that 

neighboring pixels are more likely to have similar labels and acts as a regularization term that 

penalizes assigning different labels to neighboring pixels. The posterior probabilities, of labels 

given the pixel, are computed using Bayes’s theorem given the MRF prior and the conditional 

probabilities. An approximate maximum a posteriori (MAP) estimate of the posterior probabilities 
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is computed using the iterative conditional modes (ICM) algorithm [77]. The ICM algorithm re-

computes the MRF priors in each iteration based on the MRF priors of the previous iteration, 

essentially allowing the pixel label information to propagate through the network, and allowing the 

network to reach a steady state, corresponding to some local minima of the MAP estimate. 

Blekas et al. [41] also used the MRF model to incorporate pixel’s spatial adjacency 

information in a GMM clustering based segmentation technique. The MRF model is used to 

compute the prior probabilities in a similar way to that of Demirkaya et al. [76]. The prior 

probabilities are used as additional parameters (replacing the mixing weights) within the GMM 

framework. The MAP estimates of the parameters of the GMM are found using the expectation 

maximization (EM) algorithm. Similar to Li et al. [36], the authors set the number of components 

in the GMM (𝑘𝑘) as one, two, or three depending on whether the grid patch is empty, has a spot, or 

has a spot and an artifact, respectively. However, unlike Li et al. [36], the optimal number of 

components is found using cross-validated likelihood. 

Baek et al. [78] propose using a gamma-t mixture model to cluster the 2-d pixel intensity 

distributions of a two-channel experiment. They show through empirical analysis that the proposed 

model better fits the bivariate pixel intensity (comprising of red and green channel intensities) 

distribution, compared to GMMs. The gamma distribution, because of its greater shape versatility, 

can better model the wide range of background intensity distributions. Whereas, the t-distribution 

because of its longer tail is less prone to outliers and therefore can model the foreground intensity 

distributions better. They developed an EM algorithm to obtain the ML estimates of the parameters 

of the mixture model. As discussed above such intensity based clustering algorithms ignore the 

spatial relationship between adjacent pixels, to overcome this problem a non-parametric Kernel 

smoothing of the pixel labels was performed in a subsequent step. The BIC was used to identify 

blank spots, similar to Li et al. [36]. However, unlike in the case of Li et al. [36], detecting artifacts 

in this method is not as straightforward, as only up to two components can be present in the mixture 

model. Therefore, an additional outlier detection step based on interquartile range is proposed to 

identify grid patches with artifacts. 
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To circumvent the strong assumptions about the shape of the distributions made by the 

parametric techniques like GMM and the gamma-t mixture model Chen et al. [79] used a non-

parametric kernel density estimation (KDE) approach to cluster the 1-d pixel intensity distributions. 

The KDE based smoothing of the empirical distribution was performed using a Gaussian kernel 

with automatic bandwidth selection. The threshold separating the foreground and background 

pixels was identified as the first local minima found in the smoothed density function. They 

compared the proposed method with GMM based clustering, and the circle fitting based approach, 

and showed small improvements in correlation between replicate arrays in eight microarray 

experiments. 

Ho and Hwang [80] used the Snake-Fisher model that combines level set based contour 

detection with region based segmentation for microarray image segmentation. They formulate the 

segmentation objective as an energy minimization problem with two components. The first 

component is the active contour energy function, which balances the external energy that pulls it 

towards the image contour and an internal energy that resists deformation. The second component 

encodes how well separated the foreground and background region’s intensity distributions are, and 

is computed using Fisher’s linear discriminant function, which minimizes the within class distance 

and maximize the between class separation. Snake based edge detection however, requires good 

initialization to reach a global or even a good local minima. Ho and Hwang used the MCMC based 

climber algorithm to approximately determine local maxima of the gradient, which corresponds to 

the edges. Several climbers are initialized where each climber can move a unit step in the gradient 

direction and randomly in the tangent direction in every iteration. A simulated annealing scheme, 

where a temperature associated with the climber decreases after each step, is used for optimization. 

The climber converges when the temperature reaches zero. Once all the climbers have converged, 

their locations are used to define the initial contours. From the initial contour estimate, the objective 

function (combining the snake and region energy functions) is minimized using an iterative 

approach. A t-test which tests the null hypothesis that both the background and foreground means 

belong to the same distribution is used to test for convergence. The iterations stop when the t-test 
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value increases (instead of decreasing) between two subsequent iterations.  

Athanasiadis et al. [81] used a stationary wavelet transform to estimate a gradient 

magnitude image and a de-noised version of the original image. A MRF based segmentation, where 

both images were used to compute the prior and conditional probabilities of the model, was used to 

segment the image. K-means clustering was used to generate an initial rough clustering. The 

foreground and background pixels estimated from the k-means clustering were used to compute the 

prior and conditional probabilities of the model. The joint prior and conditional probabilities 

(combining the de-noised and magnitude images) were computed as weighted sum of the prior and 

conditional probabilities estimated from each image. The optimal weight was empirically found 

and the EM algorithm was used to obtain the MAP estimates. They showed that the proposed 

method produced better correlation in replicate experiments than Fuzzy c-means clustering and 

standard MRF based segmentation. 

3.2.1 Comparisons of Segmentation Techniques 

A number of studies have also been published that compare some of the more popular spot 

segmentation techniques available at the time. Yang et al. [67] compared four different spot 

segmentation algorithms: fixed circle based segmentation implemented in ScanAlyze [47], adaptive 

circle based segmentation of Genepix software (Axon Instruments, Inc., Union City, CA) , the 

seeded region growing based segmentation algorithm they proposed, and Chen et al.’s [62] 

algorithm, using various parameter settings and showed that seeded region growing outperformed 

the other techniques. 

Most of the studies we have reviewed thus far focus on improving one or two steps in the 

microarray image analysis pipeline. Microarray image analysis however involves a large number 

of steps and different approaches used at different stages in the pipeline can lead to very different 

results in downstream processes. For instance, many of the segmentation approaches reviewed in 

the previous section do not consider how different types of smoothing (mean filtering or median 

filtering) can affect the segmentation. Glasbey and Ghazal [82] attempted to address this issue by 

studying combinatorial combinations of three segmentation techniques, two smoothing techniques, 
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a square root data transformation and a background subtraction. They analyzed 4464 combinations 

(including different parameters of each technique) to find the combination that produces the most 

consistent quantification, among 3 replicates of thousands of genes, across 9 experiments. The 

highest reproducibility was achieved when the image is smoothed using a 21 × 21 top-hat filter 

and the mean of the largest 20% of pixel values in the grid patch is used as the foreground. Square 

root transformation of the pixel values and background subtraction using the mean of the smallest 

70% of pixel values as background intensity was also performed.  

3.3  Spot Filtering 

Tran et al. [83] propose using the correlation between mean and median intensities of 

segmented foreground pixels as a quality measure for the spots. They show that this simple method 

is powerful enough to detect distorted and oddly shaped spots and suggest using only those spots 

that have greater than 85% correlation for further downstream analysis. 

Wang et al. [66] developed a composite quality scoring technique for each spot. This score 

combines multiple scores based on: (1) agreement between the area of a spot and the average area 

of all spots, (2) signal-to-noise ratio, (3) variability in background pixels within the grid patch, (4) 

difference between the local background of the spot and global background and (5) percentage of 

saturated foreground pixels. They showed that the variability in the quantification is closely 

correlated to the composite quality score. In particular, they show that the variability drops 

exponentially with increasing composite quality scores. 

Lan et al. [84] developed a technique for classifying segmented spots, as good and bad, 

based on simple features such as area, eccentricity, solidity. They compared the classification 

accuracy of a multi-layer perceptron (MLP), a 𝑘𝑘-nearest neighbor (𝑘𝑘-NN) classifier, and a 

generalized linear model (GLM) and showed that the MLP classifier was able to achieve error rates 

as low as 0.25%. Such a classification system would need to be trained whenever the image data 

changes. The additional operator effort required in training the system may limit the applicability 

of the technique. 
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Hautaniemi et al. [85] developed a Bayesian network based spot quality estimation 

algorithm that uses intensity, size, shape and alignment of the spots as features to classify them. A 

2-d Gaussian function is fitted to each grid patch, such that the fitted Gaussian function is: 

 𝐹𝐹(𝑟𝑟) = 𝐴𝐴𝒢𝒢( 𝛍𝛍𝑐𝑐 , Σ, 𝑟𝑟) + 𝐵𝐵, (3.5) 

where 𝒢𝒢 is a 2-d Gaussian function centered at 𝛍𝛍𝑐𝑐, 𝑟𝑟 is the Euclidean distance from 𝛍𝛍𝑐𝑐 and Σ is the 

covariance matrix. Seven features are extracted using the fitted Gaussian function: (1) the spot 

intensity 𝐴𝐴, (2) the background intensity 𝐵𝐵, (3) the alignment error, measured as the Euclidean 

distance between 𝛍𝛍𝑐𝑐 and the center of the grid patch, (4) spot’s roundness, computed as the ratio 

𝜎𝜎1 𝜎𝜎2⁄ , where 𝜎𝜎1 and 𝜎𝜎2 are the diagonal elements of Σ, (5) size of the spot, computed as 𝜎𝜎1 ∗ 𝜎𝜎2, 

(6) background noise, computed as the root mean square of the fitted Gaussian function, and (7) 

bleaching if any, computed as the percentage of outlier pixels based on the fitted Gaussian function. 

The features were extracted for each spot in both channels of a two-channel experiment, producing 

14 features for each spot. Human labelled data was used to learn the graphical model using a cross-

validation based structure learning technique. They show high levels of classification agreement 

between the graphical model and human experts. Although a small dataset of only 155 spots 

extracted from a single image was used.  

Bicego et al. [86] used the same dataset and the same features to train a SVM classifier. 

They achieved a leave one out cross validation accuracy of 97.4%. The same dataset and features 

were further investigated by Nanni et al. [87], who argue that the correlations between the features 

should be accounted for to improve classification accuracy. They use a random subspace ensemble 

of unstable classifiers, which are known to perform well when the features are correlated, and 

achieve 99.7% leave one out cross validation accuracy. 

Sauer et al. [88] compared three methods for scoring spot qualities: Wang et al.’s [66] 

composite quality score, Tran et al.’s [83] mean-median correlation, and the coefficient of variation 

of spots (𝐶𝐶𝑉𝑉spot), computed as the ratio of standard deviation to mean of foreground pixels. The 

reproducibility and efficiency of the three methods were evaluated using gene expression levels in 
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four replicate arrays. The correlation between the expression levels of the genes calculated from 

pairwise comparisons of the four arrays show that filtering out bad spots increases the correlation 

for all three methods. The thresholds used for the three methods are computed to maximize the area 

under the receiver operator characteristic (ROC) curve. Results achieved using composite quality 

score were similar to those achieved using mean-median correlation and 𝐶𝐶𝑉𝑉spot, but at a much 

higher computational cost. Mean-median correlation and 𝐶𝐶𝑉𝑉spot performed better than composite 

quality score for lowly expressed spots. While it is common to reject such spots, the authors point 

out that these spots contain important information and are essential for detecting rarely expressed 

genes. 

3.4 Image Enhancement 

Ekstrom et al. [89] studied three data transformation approaches for enhancing the image 

signal: logarithmic, Box-Cox, and inverse hyperbolic sine transformations. The transformations are 

evaluated on 16 images, acquired across four different photometric gain levels. A subjective visual 

inspection of the transformed images shows that the logarithmic and Box-Cox transforms lead to 

similar results and provide better signal amplification than the inverse hyperbolic sine 

transformation. A more objective evaluation is performed on 100 manually selected spots by fitting 

four 2-d parametric functions to them: (1) a cylindrical function, (2) a Gaussian function, (3) a 

difference of two Gaussian functions, for modelling donut shaped spots, and (4) a polynomial-

hyperbolic function. The functions were fitted to the grid patch using a maximum likelihood 

approach. The log-likelihood values achieved while fitting, for all combinations of the three 

transformations and the four functions were compared. The Box-Cox transformation provided the 

best enhancement when modelling the spots using the polynomial-hyperbolic function. 

3.5 Direct Quantification 

Steinfath et al. [90] bypass the segmentation step altogether and directly perform 

quantification. They estimate the relative concentrations at spots by fitting 2-d Gaussian functions 

using (1) to the grid patches. However, they consider only circular 2-d density functions such that 
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Σ is a diagonal covariance matrix with both diagonal elements equal to the 𝜎𝜎2. The spot is assumed 

to be centered at the center of grid patch i.e., parameter 𝛍𝛍𝑐𝑐is not estimated but assumed to be the 

grid patch’s center. While the parameter 𝜎𝜎2 is the empirical variance of the pixel intensity 

distribution. 𝐴𝐴 and 𝐵𝐵 are estimated using a least squares fitting approach that minimizes the error 

between the observed pixel intensities in the grid patch and the fitted surface. As in [85],  𝐴𝐴 

corresponds to the actual intensity of the spot and 𝐵𝐵 corresponds to background noise. The relative 

values of 𝐴𝐴 for the spots can therefore be used to directly quantify the relative concentrations at the 

spots. A major drawback of this method is that it assumes that the grid patches follow a bivariate 

symmetric normal distribution. This is often not true, for instance, when the spots have elliptical or 

donut shapes, or when there is a scratch or large dust particle inside the grid patch.  

Brandle et al. [43] also perform a similar 2-d Gaussian surface fitting for quantification, 

but using a full covariance matrix that allows better fitting of elliptical shaped spots. They use an A 

M-estimator based parameter estimation is implemented as an iterative re-weighted least squares 

fitting problem, using Tukey’s bi-weight function to reduce the influence of outliers. 

Ekstrom et al. [89] also perform direct quantification using the four fitted parametric 

models. Interestingly, they show that the simple cylindrical model along with the inverse hyperbolic 

sine transformation of the image produces superior results than the widely used Gaussian and 

difference of Gaussian models. 

3.6 Background Estimation  

Most microarray quantification approaches suggest subtracting the local background 

intensity from the foreground intensity before computing relative concentrations at spots. Proper 

estimation of the background intensity is therefore critical for accurate quantification. Varying 

illumination can introduce systematic errors in the estimates of spot concentrations. Consequently, 

a number of techniques have been developed for background estimation. Here some of these 

techniques are briefly introduced. 

Yang et al. [67] used morphological opening, with a structuring element large enough to 
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remove the spots from the image, to generate a background image. Kooperberg et al. [91] take a 

Bayesian approach to background estimation and developed an empirical Bayes model for 

estimating the true signal. The foreground and background pixel intensities 𝑋𝑋𝑓𝑓 and 𝑋𝑋𝑏𝑏 are modelled 

as: 

 𝑋𝑋𝑏𝑏~𝑁𝑁�𝜇𝜇𝑏𝑏 ,𝜎𝜎𝑏𝑏2�, (3.6) 

 𝑋𝑋𝑓𝑓~𝑁𝑁�𝜇𝜇𝑡𝑡 + 𝜇𝜇𝑏𝑏 ,𝜎𝜎𝑓𝑓2�, (3.7) 

where 𝜇𝜇𝑏𝑏 , and 𝜎𝜎𝑏𝑏 are the mean and standard deviation of the background pixels, 𝜎𝜎𝑓𝑓 is the standard 

deviation of the foreground pixels and 𝜇𝜇𝑡𝑡 is the mean of the true signal. They develop a closed form 

solution for estimating the parameters of the posterior distribution of 𝜇𝜇𝑡𝑡 ,𝑝𝑝(𝜇𝜇𝑡𝑡| 𝜎𝜎𝑓𝑓 ,  𝜎𝜎𝑏𝑏 ,  𝑋𝑋𝑓𝑓 ,  𝑋𝑋𝑏𝑏).  

Brandle et al. [43] proposed an iterative technique that alternates between a background 

estimation step and a fitting step. In the estimation step, the original image and the fitted spot surface 

image are rescaled to lower resolutions till the spots in the fitted surface image merge and are 

indistinguishable. The difference between the rescaled original image and the rescaled spot surface 

image is then rescaled back to the original resolution to get the background image. In the fitting 

step, a parametric surface is then fitted to the background subtracted original image. They show that 

both the estimate of background and the estimate of spots can be improved using an iterative re-

estimation approach. 

Daskalakis et al. [92] propose that the observed microarray image is the result of two types 

of degradation of the underlying signal: (1) a degradation of the image caused by cell-population 

effects and the image acquisition process, and (2) a degradation caused by biological errors and 

measurement errors. They propose that the first degradation can be modelled as a convolution of 

the actual underlying signal, while the second degradation can be modelled as additive noise. An 

initial binary segmentation of the grid patch is performed using Fuzzy C-means clustering to get a 

rough estimate of the standard deviation of the background distribution 𝜎𝜎𝑏𝑏. The Weiner restoration 

algorithm, which uses the background variance 𝜎𝜎𝑏𝑏2, is then used to get an estimate of the true 
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underlying signal. 

3.7 Summary of Microarray Image Analysis Techniques 

Axis projection and Radon transform (RT) are probably the most widely used techniques 

in microarray gridding algorithms. Axis projections are used in almost all gridding algorithms, 

either to get the final grid or to get an approximate estimate of it in an initial or an intermediate 

step. Axis projection requires a rotation corrected image where the grid rows and columns are 

aligned with the horizontal and vertical axes. Therefore, RT is used by most methods for rotation 

correction before using axis projections. Many approaches, such as hill climbing based gridding 

[54] and optimal multi-level threshold gridding [48], have been developed for robust mode 

detection in the axis projections. However, axis projection based methods are inherently prone to 

failure when significant distortions are present in the image. Axis projection based methods also 

cannot deal with non-linear deformation of the grid. The evolutionary algorithm based approaches 

([51, 55, 56]) that search the grid parameter space and the max-margin gridding [49] are among the 

more robust approaches, that can deal with significant image distortions. However, these algorithms 

also cannot handle non-linear deformations. To handle non-linear deformation of the grid Markov 

random fields have been used ([44], [45]) that smoothly deform a fitted grid, estimated using 

evolutionary algorithms. These methods have shown good results in spotted microarray images. 

Although, they are computationally expensive. Gridding bead-based microarray images presents 

several challenges that are not encountered in spotted microarray images. These make it difficult to 

directly apply the existing gridding methods to bead-based microarray images. These challenges 

and how they are addressed are further discussed in Chapters 5 and 6. 

As discussed above the only two gridding methods developed for hexagonal grids, to the 

best of our knowledge, are [60] and [61]. In both these algorithms the success of gridding depends 

on correctly identifying adjacent grid spots. Even though the method in [60] is much more robust 

than the method proposed in [61] it is still not suitable for bead based microarray images. In bead 

based microarrays, particularly in protein quantification assays, it is often the case that no pair of 

adjacent spots are simultaneously expressed. Consider the case where the grid has 40000 micro-
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wells and a 5-plex assay with 50 beads per batch is being performed. Of the 5 batches if only two 

batches are well expressed, then the fluorescence image will have 100 beads. Using (3.4) the 

probability of not having any adjacent spots expressed can be computed to be as high as 0.3. From 

(3.4) we also see that the probability of failure is high when the grid is small i.e. when the number 

of grid points in the image (𝑀𝑀) is small. Such a case can occur when only a small section of the 

chip is imaged to capture the beads at high-resolution. See Fig. 6.9(d) for an example of this 

situation. Further, the method proposed in [60] requires a good estimate of the number of adjacent 

grid point pairs needed for computing the grid parameters. This requires prior knowledge of the 

expected expression rates. Finally, the method assumes that the pairs of (detected) adjacent grid 

points used to compute the grid parameters are real grid points and not noise, and that they are not 

affected by non-linear distortions. The proposed fluorescence image gridding method discussed in 

Chapter 6 does not require any such assumptions. In Chapter 6 we also develop a method for 

computing the probability of an estimated grid being the true grid. Such a measure can be used in 

conjunction with these gridding algorithms as well. 

As discussed in section 3.2 a large number of microarray spot segmentation techniques 

have been developed over the years. Attempts have also been made to compare these algorithms. 

However, there is no consensus on which of these are the best methods. This is probably due to the 

fact that the best segmentation algorithm often depends on the imaging device used to produce the 

images and the experimental conditions. Indeed, most commercial application use their proprietary 

segmentation algorithms. Nevertheless, three dominant approaches towards spot segmentation have 

emerged. The first is intensity clustering based binary segmentation algorithms that often use 

techniques like k-means, mixture models, PAM, etc. to cluster the 1-d pixel intensities into 

foreground and background clusters. The second is graph based image segmentation algorithms, 

which use graph cut, MRF, and CRF models for segmentation. The third approach is to use active 

contour based segmentation. 

All these approaches benefit from the fact that in almost all cases of spotted microarray 

image analysis, gridding is performed before segmentation. Therefore, each spot region can be 
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segmented locally and independently. However, for bead-based microarray image segmentation, 

the full image has to be segmented before gridding. The suitability of these approaches is therefore 

different for bead-based microarray images. 

In Chapter 6 the suitability of a number of these popular approaches (k-means, graph cut, 

etc.) for bead-based microarray image segmentation are evaluated. 
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Chapter 4 - Review of Point Pattern Matching Techniques 

In a point pattern matching problem, given a query point set and a template point set, the 

objective is to find a transformation that best aligns the points of the query set to the points of the 

template set. The points in the two sets that are aligned with each other are called corresponding 

points and the pair is referred to as a correspondence. The objective in matching is to find a 

transformation that maximizes the number of correspondences, the best or optimal transformation.  

The transformation can be a similarity, affine, projective or a non-rigid transformation. A 

similarity transform preserves distances and angles between points and involves translation, 

rotation and scaling. An affine transform preserves ratios of distances, collinearity and parallelism 

but not angles. It involves a linear combination of translation, rotation, scaling and shear. Similarity 

and affine transformation invariant matching have a large number of applications and have been 

extensively researched. They are also important in terms of the other transformations: projective 

transform can be approximated locally using affine transform and many non-rigid matching 

algorithms use affine transforms to generate initial local estimates of the transformation.  

A projective transform is involved whenever the viewing position of the observer changes 

with respect to the object. Matching under projective transform is therefore critical in almost all 

areas of computer vision. While projective transform preserves collinearity, under a non-rigid 

transform even this is lost. Many real life matching problems also involve highly articulated and 

elastic objects. In such cases a non-rigid transform is essential. Consequently non-rigid point 

matching also has a vast array of applications ranging from object recognition to medical imaging. 

The dimensionality of the transformation space depends on the transformation used. The 

more articulated the transformation, the higher the dimensionality of the transformation space. For 

instance, in the case of 2-d point sets, affine transform has six unknowns while projective transform 

has nince unknowns. 

Depending on the application, the point matching problem may require a one-to-one 

matching between the points in the two point sets or it may require only the overall shapes of the 
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point sets to match, in which case each point in one set is allowed to match many points in the other. 

In the bead pattern matching problem, we are interested in finding one-to-one correspondences 

between the beads in the fluorescence image and the bright or dark field image.  

If both the point sets have same the number of points (say 𝑁𝑁) and every point in one set has 

a corresponding matching point in the other set, the correspondences can be represented using an 

𝑁𝑁 × 𝑁𝑁 permutation matrix. A permutation matrix is a square matrix that has exactly one 1 in each 

row and each column and all the other elements are 0s. Since 𝑁𝑁! such permutation matrices of size 

𝑁𝑁 × 𝑁𝑁 exist, the two point sets can be matched in 𝑁𝑁! ways. 

An exhaustive search through the real valued transformation space and the high 

dimensional correspondence space is impractical for almost any non-trivial application. The 

objective in designing a point pattern matching algorithms is therefore to devise effective alternative 

strategies for searching the transformation and/or correspondence spaces. 

In most applications the problem is further complicated by the presence of outliers, 

occlusions and jitter noise. Outliers are points in one set that do not have a valid correspondence in 

the other set. Both point sets may contain outliers. Outliers in one set is often referred to as missing 

beads to distinguish them from outliers in the other set. Occlusions occur when portions of a point 

set are completely missing or hidden. Further, it is also possible that the corresponding points in the 

two point sets do not align perfectly because of small perturbations, called jitter noise. Fig. 4.1 

shows examples of occlusion, outliers and missing beads. Fig. 4.1 (a) shows a point set containing 

the contour of a fish (let this be the template point set). Fig. 4.1 (b) shows an example of occlusion; 

the solid boxes are the regions of the point set that are completely occluded. Fig. 4.1 (c) shows the 

top region of the point set as occluded (the solid box) while the lower part of the point set (shown 

as the dotted box) is corrupted with missing points and outlier. The outliers, points that do not have 

a corresponding match in Fig. 4.1 (a), are shown as unfilled circles. The visible region of Fig 4.1 

(c) (the dotted box) also does not have some the points present in the corresponding region of Fig. 

4.1 (a). These are the missing points. By convention we refer to points that are present in the 

fluorescence image but not in the bright or dark field image as outliers. 
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(a) (b) (c) 

 
Fig. 4.1. Examples of occlusions, outliers and missing beads. (a) a point set showing the outline of a fish, (b) examples of 
occluded regions marked using solid boxes and (c) examples of occluded regions, outliers and missing points. 

 

4.1  Types of Point Pattern Matching Algorithms 

A natural way of classifying point pattern matching algorithms is to group them based on 

their search strategy. The most common search strategies are listed in Fig. 4.2. They are grouped 

into two categories based on the kind of transformations under which these strategies are most 

commonly used. Those that are used to match under similarity, affine or perspective transformation 

are grouped under rigid matching. While those that can be used to match articulated objects are 

grouped under non-rigid matching. Note that some strategies are suitable for both rigid and non-

rigid matching. 

Apart from the above, many other classifications of point pattern matching algorithms have 

also been proposed. Chui et al. [93] solves the point pattern matching problem by determining two 

unknowns: the transformation between the point sets and the point-to-point correspondences. A 

correspondence based algorithm solves the matching problem using correspondences alone and 

does not use the information in the transformation space. A transformation based algorithm on the 

other hand solves only for the overall transformation between the point sets. While a joint algorithm 

simultaneously or alternatively searches both the correspondence and transformation spaces. 
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Fig. 4.2 Taxonomy of point pattern matching algorithm. The point pattern matching algorithms are grouped into three categories: 
algorithms that are predominantly used for rigid matching (blue box), those that are predominantly used for non-rigid matching 
(yellow box), and those that are used for both rigid and non-rigid matching. Here we emphasize that these are not hard 
classifications, rather the approaches are categorized based on their most common usage. 
 

Yet another classification of point pattern matching algorithms is possible based on the 

dimensionality of the point sets. Algorithms can be classified as those that can match a pair of 2-d 

point sets, a 2-d point set with a 3-d point set, a pair of 3-d point sets, and those that can match n-d 

point sets. Since the bead pattern matching problem involves matching a pair of 2-d point sets we 

will focus primarily only on such techniques. 

4.2  Review of Point Pattern Matching Algorithms 

4.2.1 Rigid Matching 

String Matching 

These approaches define the point set as a string of inter-point distances and polar angles 

with respect to a reference point. Often global properties like centroids are used as reference points. 

The point pattern matching problem is then reduced to the problem of matching the distance-angle 

strings. This is often achieved by comparing and matching the string elements based on some 

predefined similarity or error threshold, as done in [94, 95]. 

To better account for spurious points and outliers some algorithms (such as [96] and [97]) 
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take a more local approach and define only the local neighbourhood of each point as distance-angle 

strings. Global matching is then guided by the local matching scores. Alt et al. [96] for instance use 

directed weighted graph matching. Ghosh et al. [97] use a modified version of the Smith-Waterman 

algorithm [98] to perform the local string matching. 

String matching based algorithms are primarily used for matching point sets of similar sizes 

under similarity transform. 

Sampling Based 

Random sampling and consensus (RANSAC) [99] is a commonly used algorithm for model 

fitting in the presence of a large number of outliers. Unlike other sampling techniques which use as 

much of the data as possible, the idea in RANSAC is to use the minimum number of data points 

required to estimate the parameters of the problem. In case of affine invariant matching we need a 

minimum of three 2-d point correspondences to estimate the six unknowns. The algorithm randomly 

selects three correspondences and estimates the parameters of the affine transform (a candidate 

solution); this is referred to as the hypothesis generation step. The candidate transform is then 

applied to the entire query point set and a check is performed to see how well the remaining 

transformed query points are registered with the template points; this is referred to as the hypothesis 

evaluation step. If the point sets are aligned within an acceptable tolerance of error, the algorithm 

terminates; otherwise it draws a new set of samples (correspondences) from the point sets and 

repeats the process. Repetitions continue until samples have been drawn sufficient number of times 

to ensure that the probability of at least one sample of all inlier points being drawn is below a certain 

acceptable threshold. 

The success of RANSAC therefore depends on finding at least one good sample. In the 

case of affine point matching it means that at least one sample of true correspondences has to be 

drawn. The number of iterations required (say 𝑘𝑘) to achieve a certain probability of drawing such a 

sample is a function of the number of points in the two point sets and the number of true 

correspondences present. It can be calculated as: 
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𝑘𝑘 =

ln(1 − 𝑝𝑝𝑚𝑚𝑖𝑖𝑛𝑛)

ln �− 𝑟𝑟
3 − 𝑚𝑚3𝑛𝑛3
𝑚𝑚3𝑛𝑛3 �

 
(4.1)  

where 𝑚𝑚 and 𝑛𝑛 are the query and template point set sizes respectively, 𝑟𝑟 is the number of true 

correspondences and 𝑝𝑝𝑚𝑚𝑖𝑖𝑛𝑛 is the probability of success that we want to achieve [100].  

In practice the number of iterations required to achieve a good match is greater than the 

theoretical estimate obtained using (4.1). This is because of the basic assumption in RANSAC that 

any sample of all inlier points can be used to estimate the transformation that is consistent with the 

rest of the points. However, this is usually not the case. Some of the inlier samples may not produce 

the optimal transformation, for instance due to jitter noise. To overcome this issue Chum et al. [101] 

developed locally optimized RANSAC (LO-RANSAC). They proposed various schemes to 

perform local optimization including an inner RANSAC scheme, where a second step of sampling 

and model updating is performed after the usual RANSAC hypothesis evaluation step. This second 

model update step uses all of the inlier data (instead of a minimal set) and therefore can produce a 

better model. 

Although for large data sets the hypothesis evaluation step can be computationally 

expensive, however if a sufficiently large fraction of randomly selected data points do not agree 

with the hypothesis, it is possible to reject the hypothesis without the need for further evaluation. 

Based on this observation Matas and Chum [102] proposed a randomized RANSAC (R-RANSAC). 

They replace the original hypothesis evaluation step with a two-step process: a pre-verification step 

that uses a sample of the data followed by an evaluation using all the data. The second evaluation 

is performed only if the first pre-verification step is successful.   

In another variation that aims at reducing the time complexity of the algorithm progressive 

sampling and consensus (PROSAC) [103] was proposed by the same authors. PROSAC uses local 

similarity measures to first order the potential correspondences in decreasing order of quality of 

match. Samples are then drawn from a small set (hypothesis generation set) of very high quality 

correspondences instead of all possible correspondences. The size of the hypothesis generation set 

is gradually increased to include lower quality correspondences as the algorithm proceeds.  



59 
 

PROSAC however requires sufficiently descriptive and distinctive local descriptors. 

Geometric Hashing 

Geometric hashing was originally developed by Lamdan and Wolfson [58] and popularized 

by Rigoutsos and Hummel [59]. It is a widely used technique for matching point sets under rigid 

transform. The algorithm involves two stages of processing: the offline phase and the online phase. 

In the offline phase, given the template points, the algorithm encodes the points using a basis set, 

which is a minimal set of points that can be used to encode the remaining points in a transformation 

invariant manner. Each encoded point and the basis set is stored as a key-value pair in a hash table. 

The algorithm repeats until all possible combinations of points that can be used as basis sets have 

been enumerated. While matching under similarity transform, for instance, all pairs of points in the 

template point set will be used as basis sets. 

In the online phase, given the query point set, again a basis set is extracted and the rest of 

the points are encoded using this basis set. Each encoded point now is used as a key to access and 

vote for a hash table bin. After processing all the encoded points and accumulating all the votes the 

hash table entries that received votes higher than a pre-defined threshold are selected. Each of these 

selected hash table entries represents a possible match for the current query basis set. For each of 

these matches the least squares transformation is then estimated and the transformation’s 

registration quality is evaluated. If a sufficiently good match is found, the algorithm terminates. 

Otherwise a new basis set is selected from the query point set and the process is repeated. 

Theoretically the technique can be used for affine invariant matching, however the number 

of possible bases is too large (Ο(𝑛𝑛3)) when 𝑛𝑛 is even moderately large. Even under similarity 

transform for relatively large point sets, the hash table’s memory requirements are too large and 

even enumerating all the basis combinations becomes unrealistic. To reduce the complexity often 

the selection of basis sets is restricted using some application specific techniques, as in Jiang et al. 

[104]. Nevertheless, geometric hashing is still very widely used in critical applications where an 

optimal match needs to be guaranteed or when the number of outlier points is simply too large for 

other algorithms to handle. Geometric hashing is also inherently highly parallelizable. 
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Consequently, many different flavours of geometric hashing (such as a probabilistic version by 

Hoffman and Lindenbaum [105] and a randomized version by Irani and Raghavan [106]) have been 

developed. Robust image feature descriptors such as maximally stable extremal regions (MSERs) 

[107] have also been combined with geometric hashing [108]. Nakai et al. [109] developed a locally 

likely arrangement hashing (LLAH) scheme where a point 𝑝𝑝 is encoded using its 𝑛𝑛 neighboring 

points. Each combination of three points from 𝑛𝑛 are used as basis, resulting in 𝐶𝐶3𝑛𝑛 bases. The 

barycentric coordinates of 𝑝𝑝 for all the 𝐶𝐶3𝑛𝑛 bases are used as a descriptor for 𝑝𝑝. The method relies 

only on the local neighbourhood of 𝑝𝑝 and is therefore robust to occlusion. To further increase 

robustness against missing points and outliers, they select all combinations of 𝑛𝑛 points from a larger 

set of 𝑚𝑚 points and create 𝐶𝐶𝑛𝑛𝑚𝑚 ∗ 𝐶𝐶3𝑛𝑛 descriptors for point 𝑝𝑝.  

Our proposed affine invariant matching method borrows some traits from geometric 

hashing. However geometric hashing is exhaustive in nature and cannot be used when the 

transformation space or the point sets are very large. Our approach is therefore to look for local 

matches that can be used to guide the search in the transformation space. Geometric hashing also 

requires large amounts of memory to store the hash tables. In our problem, the template database is 

also likely to grow very fast. A single bioassay experiment can result in up to 60 template point 

patterns, with typical labs performing hundreds of such experiments each day. Therefore, our 

algorithm must be able to balance between the amount of offline and online processing required for 

each image pair. While at the same time use less memory to store the pre-processed data. 

Pose Clustering 

Pose Clustering or Hypothesis Accumulation is another technique of determining the 

transformation or pose between two point sets related by a rigid transform. The idea is to first 

determine likely transformations by considering all possible correspondences and then find the 

transformation with the highest support. For instance, when matching two point sets of size 𝑚𝑚 and 𝑛𝑛 

under similarity transformation, 𝑡𝑡 = 𝑙𝑙𝑚𝑚2 𝑙𝑙𝑛𝑛2  likely transformations would be estimated, where 𝑙𝑙𝑚𝑚 =

𝑚𝑚(𝑚𝑚−1)
2

 and 𝑙𝑙𝑛𝑛 = 𝑛𝑛(𝑛𝑛−1)
2

 are the number of point pairs in the two point sets. Now to find the 
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transformation with the strongest support, the 𝑡𝑡 likely transformations are clustered in the 

transformation space. The transformations estimated from the true correspondences are likely to be 

very similar to each other. When there is no jitter noise they would be the same. Therefore, when a 

large number of likely transformations are densely clustered together in the transformation space, 

it is an indicator of a possible (locally or globally) optimal transformation being present in the 

region. 

For complex rigid transformations such as affine and projective transforms the parameter 

space becomes too large and clustering in these higher dimensional transformation spaces becomes 

computationally expensive. The technique is therefore typically used only when similarity 

transformations are involved. Stockman [110] presents a comparison of pose clustering with other 

techniques.  

Generalized Hough Voting 

This is a closely related approach to pose clustering. In this case, instead of clustering a 

voting mechanism is used to determine the transformation with the most support. Stockman et al. 

[111] define an accumulator array of slightly overlapping bins of predetermined sizes in the rotation, 

scale and translation space. The optimal transformation is determined to be contained in the bin 

with the most votes. In a similar way Chang et al. [112] uses a discrete accumulator array in the 

scale-rotation space to perform brute-force matching and find a provably optimal match. Manninen 

et al. [113] further improve Chang's accumulator array by dynamically determining the accumulator 

bin widths based on transformation space density. 

In a slightly different approach, Lipman and Funkhouser [114] developed a randomized 

correspondence space voting technique (called Mobius Voting). They used it to non-rigidly register 

two 3-d point sets extracted from meshes. Given two triplets of 3-d points a Mobius transformation 

is estimated, which is used it to transform and align the point sets. From the aligned point sets, 

correspondences are extracted using a nearest neighbour approach. Each correspondence thus found 

is recorded as a vote in a correspondence matrix. By iterating this process multiple times a fuzzy 

correspondence matrix is generated. Finally a greedy approach is used to find the set of high quality 
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correspondences from the fuzzy correspondence matrix. 

An advantage of voting based approaches is that the process of determining the set of likely 

transformations can be parallelized. Moreover the techniques can be exhaustive and therefore 

inherently robust to outliers and occlusions. These techniques are also able to handle regularly 

structured point sets, which other algorithms often fail to match optimally. However, because of the 

dependence on clustering and voting, the techniques are computationally expensive and are mostly 

used to match small point sets under similarity transform. 

We use some key ideas from these approaches. While we take a slightly more discriminative 

approach to find the set of likely transformation, we use the idea of transformation space density to 

perform pruning. We also use voting to determine the best transformation. Our discriminative 

correspondence generation technique results in a much smaller set of possible transformations than 

the set of all possible transformations. Most of these transformations are further pruned using a 

density based non-maxima suppression approach.  

Iterative Refinement 

Iterative Closest Point  

The most popular iterative refinement algorithm is the Iterative Closest Point (ICP) 

algorithm [115] introduced by Besl and McKay. ICP iterates over two steps: a correspondence step 

and a transformation step. In the correspondence step the point correspondences are estimated based 

on a nearest neighbour scheme, where the template point closest to a query point is assumed to be 

the query point’s corresponding match. Using these correspondences the least squares 

transformation is estimated in the transformation step. The correspondences are then updated again 

in the next correspondence step, this time using the transformed query point set. Iterations continue 

till either the change in the least squares error is not below a threshold or the set of correspondences 

don’t change anymore. Since both the correspondence and transformation steps reduce the matching 

error, the algorithm is guaranteed to converge to a local minimum. Zhang [116] further proposed 

using a maximum distance threshold while estimating the correspondences to better handle outliers 
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and occlusions. He showed how this simple technique widens the algorithm’s convergence basin 

and makes it more robust.  

Given the nearest neighbour based correspondence estimation, ICP requires the 

corresponding points in the two point sets to be close to each other initially in order to achieve a 

good registration. However, because of its speed and simplicity it is very popular and various 

attempts have been made to improve it.  

In many cases additional invariants are used to improve correspondence estimation. 

Johnson and Kang [117] use colour to match 3-d models, Pulli [118] uses surface normals to align 

3-d range data, while Feldmar and Ayache [119] combine surface curvatures with ICP to perform 

non-rigid registration of surfaces. Several variants of ICP itself have also been developed. 

Trucco et al. developed robust-ICP (RICP) [120] which uses random sampling to select a 

subset of the query points as control points that are used for transformation estimations. They also 

replace the least squares transformation estimation of the original ICP with least median squares 

transformation estimation. Consequently they are better able to cope with outliers.  

Zinβer et al. developed Picky-ICP [121] which further improves the control point selection 

mechanism using a hierarchical approach. It uses only the 2ℎ𝑡𝑡ℎ points as control points in the 

(ℎ + 1)𝑡𝑡ℎ iteration. This significantly reduces the computation required and allows faster 

convergence, allowing them to match very large point sets. Both Picky-ICP and RICP are able to 

handle up to 20% outliers in the query point sets.  

The original ICP and all these variants have so far assumed that the jitter noise associated 

with the points have an isotropic distribution. Maier-Hein et al. developed Anisotropic-ICP [122] 

which extends the original ICP to account for anisotropic jitter noise.  

Fitzgibbon developed Levenberg-Marquardt-iterative closest point (LM-ICP) [123] which 

uses the Levenberg-Marquardt algorithm (LMA) [124] to minimise the sum of squared residuals in 

ICP. LMA being a damped least squares method is more robust than the original ICP’s ordinary 

least squares approach and thus allows for better optimization. While LM-ICP achieves some 
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improvements in results compared to the original ICP, it still converges to a local minimum.  

A detailed comparison of the various variants of ICP can be found in [125]. 

Robust Point Matching – Soft Assign 

Robust point matching (RPM) was originally developed by Rangarajan et al.[126, 127] and 

further improved by Gold et al. [128]. The algorithm was also extended to perform non-rigid 

matching by Chui et al. [129]. As mentioned before the point pattern matching problem can be 

formulated as a combination of a combinatorial optimization problem that estimates the 

correspondences and a continuous optimization problem that estimates the transformation. The 

main contribution of RPM is in formulating the combinatorial optimization problem as a continuous 

optimization problem. To achieve this the correspondences are relaxed from being hard binary 

relations to soft assignments. Thus relaxing the correspondence matrix from being a permutation 

matrix to a doubly stochastic matrix, a non-negative matrix where each row and column sums to 

unity. The ingenuity of their approach is in formulating these discrete constraints as a continuous 

function.  

Sinkhorn showed that continuous iterative row and column normalization of any non-

negative matrix is guaranteed to produce a doubly stochastic matrix [130]. Rangarajan et al. perform 

a softmax followed by iterative row and column normalization to produce the doubly stochastic 

matrix. Softmax, which involves an exponentiation followed by a normalization ensures that each 

element is positive and that each row and column sums to unity. This process is referred to as 

softassign. 

The algorithm alternates between a softassign based correspondence estimation and a least 

squares transformation estimation. To achieve robust matching the scale of exponentiation (𝛽𝛽), used 

in softmax, is updated using a deterministic annealing schedule [131]. Softmax using a large 𝛽𝛽 

assigns very large output values to the row or column elements with the maximum values, while 

assigning very small values to the remaining elements. 𝛽𝛽 therefore controls the discreteness of the 

matrix obtained after exponentiation and the convexity of the function. The algorithm begins with 



65 
 

a small 𝛽𝛽 and as it moves closer to a local minimum, the distances between the query and template 

points becomes a more reliable estimate of the true correspondences and 𝛽𝛽 is increased. 

Dual Step EM Algorithm 

The expectation maximization (EM) algorithm [132] is widely used for point pattern 

matching. Cross and Hancock [133, 134] estimate the correspondences and transformation using a 

hierarchical EM framework. In the E-step of the EM algorithm the a posteriori probabilities of the 

points being outliers are computed using the transformation estimated in the previous M-step. The 

EM algorithm is known to converge to locally optimal solutions. To avoid this, structural constraints 

are imposed on the contribution of correspondences to the likelihood function using structural 

correspondence probabilities (SCPs). The SCPs of query and template point pairs are calculated by 

matching supercliques, which represent point neighbourhoods, of graphs obtained through 

Delaunay triangulation [135] of the point sets. During the correspondence estimation step the 

contributions of the query and template point pairs are weighted by their SCPs. 

 Each template superclique constructed using 𝑘𝑘-nearest neighbours has 𝑘𝑘! permutations and 

to calculate the SCPs each query superclique needs to be matched with 𝑛𝑛𝑘𝑘! supercliques where 𝑛𝑛 

is the number of template points. Further Delaunay triangulation can be heavily affected by outliers, 

therefore for problems with large number of outliers a large 𝑘𝑘 is needed. The M-step of the EM 

algorithm involves re-building the template superclique dictionary and matching the query and 

template supercliques. Given the high time complexity of the M-step, the algorithm can only be 

used to match small point sets. 

Relaxation Matching 

Relaxation labelling was introduced by Rosenfeld et al. in their seminal paper [136], 

originally for classification problems. The idea behind relaxation labelling is to use contextual 

information available from other objects when classifying a particular object.  

Relaxation labelling was first used for point pattern matching by Ranade and Rosenfeld 

[137]. Their algorithm employed an exhaustive search technique for matching images under 
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translation. The technique popularly called relaxation matching is an iterative algorithm which 

begins by assigning merit scores to each query-template point pair, based on how well their 

registration aligns the rest of the point sets (i.e. the contextual information). Given two query-

template point pairs a similarity transformation is estimated and the merit score of these two point 

pairs is computed as the average of inversely proportioned Euclidean distances between the 

transformed query points and their corresponding matches in the template point set. The 

corresponding match for a transformed query point being the nearest template point.  

Ton and Jain [138] improved the algorithm to allow rotation along with translation by using 

ratios of relative distances. They also improve the running time complexity using a merge-sort 

technique to find the closest points while computing support. Thereby reducing the complexity of 

the original algorithm from 𝑂𝑂(𝑚𝑚2𝑛𝑛2) to 𝑂𝑂(𝑚𝑚𝑛𝑛(𝑚𝑚 + 𝑛𝑛)), where 𝑚𝑚 and 𝑛𝑛 are the sizes of the query 

and template point sets. This nearest neighbour search can now be achieved using k-d tree in 

𝑂𝑂(𝑚𝑚2𝑛𝑛𝑙𝑙𝑜𝑜𝑛𝑛𝑛𝑛) time.  

In another improvement, Li [139] uses attributed relational structures (ARSs) constructed 

using similarity transform invariant features of point triplets to perform the matching. A 

neighbourhood based approach is used to construct the ARSs thus incorporating the contextual 

information. The combinatorial optimization problem of matching the nodes of the ARS is 

formulated as a continuous relaxation labelling process that maximizes a global gain function using 

gradient ascent and graduated non-convexity. The gain function computes the similarity between 

two ARSs based on the similarity of their corresponding nodes. 

Relaxation labelling based methods are dependent on good initialization to find the optimal 

matching.  

Spectral Methods 

Scott and Longquet-Higgins [140] developed a non-iterative matching algorithm that uses 

the spectral properties of a proximity matrix; a matrix whose elements are Gaussian weighted 

Euclidean distances between query and template point pairs. A Singular Value Decomposition 
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(SVD) of the proximity matrix produces two orthogonal matrices (left and right matrices) and a 

(central) diagonal matrix. The columns of the left orthogonal matrix (the eigenvector matrix) are 

the eigenvectors of the proximity matrix and each row of this matrix projects a query point on to 

the eigenspace of the proximity matrix. Similarly the columns of the right orthogonal matrix project 

the template points on to the eigenspace of the proximity matrix. Since both the query and template 

points are now defined in the same eigenspace, they can be directly compared. The inner product 

of the rows of the left orthogonal matrix with the columns of the right orthogonal matrix produces 

a doubly stochastic matrix (the association matrix) that encodes the strength of association between 

the points in the two point sets. The optimal permutation matrix is approximated from this doubly 

stochastic matrix. This permutation matrix effectively minimizes the sum of squared distances 

between the corresponding points in the two point sets. Since the inter-point distances are 

minimized this algorithm can match only under scaling, translation and shear but not rotation. 

Shapiro and Brady [141] modified the algorithm to allow matching under rotation using 

intra-point distances, i.e. distance between points in the same set, to define two proximity matrices. 

Singular value decomposition (SVD) of the two proximity matrices produces two left orthogonal 

matrices whose rows project the points in their respective eigenspaces. Since the two point sets are 

likely to have similar structures their eigenspaces can also expected to be similar, and therefore the 

points defined in their respective eigenspaces can be directly compared to obtain the association 

matrix. However, when there are significant structural changes such as those caused by a 

combination of large number of outliers, occlusions or even large affine transformations, the 

eigenspaces of the two point sets can be significantly different. 

To improve robustness against such structural changes Wang and Hancock [142] use a 

kernel principal components analysis (PCA) like approach where the subspace spanned by only the 

most dominant (2 or 3) eigenvectors are used for matching. They show that using the polynomial 

kernel to calculate the proximity matrices produces better results than the Gaussian kernel. They 

also developed an iterative version of the algorithm [143] where labelling consistency constraints 

are used to compute the proximity matrices and perform articulated matching. 
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Li and Hartley [144] showed that two gram matrices: an inner product matrix and an outer 

product matrix (of the eigenvectors) can be used to estimate the transformation and correspondences 

respectively. The iterative correspondence and transformation estimations are implemented as an 

iterative Newton-Schulz factorization. 

Additional invariants such as colour and intensity have also been used to calculate the 

proximity matrices. Srinivasan and Kankanhalli [145] use colour histograms of pixels in the 

neighbourhood of corner points in addition to Euclidean distance to measure the proximity between 

corner points in two images. Pilu [146] uses correlation between patches, centred over corner points, 

to weigh the Gaussian distances between corner points of two images to estimate stereo 

correspondence. 

While spectral techniques provide a non-iterative method for matching, the SVD step is 

computationally expensive. SVD of a 𝑛𝑛 × 𝑛𝑛 matrix requires 𝑂𝑂(𝑛𝑛3) time. Further, since the 

eigenspaces of the point sets need to be similar, spectral methods cannot be used when the two point 

sets have significantly different global structures, for instance when the query point set is a small 

subset of the model point set. 

Tree Search 

Zahn [147] used minimal spanning trees (MSTs) constructed from the complete graphs of 

the two point sets to compare and find regions of the point sets that match under similarity 

transform. Ratio of lengths of the two edges forming the smallest angle at the node was used as the 

descriptor for the node. Lavine et al. [148] also used MSTs constructed from complete graphs of 

the two point sets to do matching. They compared sorted adjacent edge distances of the two MSTs 

to find global similarity between the two point sets. These methods can only match when there are 

no occlusions, outliers, or missing points. 

In a different approach, Li and Holstein [149] used k-d tree to match two point sets with 

equal cardinality. They developed a new k-d tree that partitions the point set such that the inter-

point distances, projected onto the axis perpendicular to the partitioning hyper-plane, are 
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maximized. A model k-d tree is constructed from the template point set where each node encodes 

the number of points in its left child and the axis of splitting. The centred and rotation corrected 

query point set is split using the information available in the model k-d tree to produce a similar 

tree. The point-to-point correspondences are obtained using the leaf ordering of the two trees. The 

technique is able to match point sets under small local non-rigid deformations as long as the point 

sets have overall global similarity, same cardinality, and contain no outliers. 

Another common tree search technique, the branch and bound (B&B) framework, involves 

recursively sub dividing the search space into smaller sub-spaces and calculating lower bounds of 

the cost function in these sub-spaces. Sub-spaces whose lower bounds on the cost function are 

higher than that of the most optimal solution that has been found so far can be pruned immediately, 

thereby reducing the overall search space. The key challenge in developing such an algorithm is to 

formulate the objective function such that lower bounds of the cost function within a bounded 

search space can be efficiently computed.  

The B&B framework for point pattern registration was first developed by Huttenlocher and 

Rucklidge [150] and was further improved by Mount et al. [151]. Mount et al. developed a 

geometric B&B technique to search the six dimensional affine transformation space. To calculate 

the lower bounds of the cost function they define an “uncertainty region” of a point, which is the 

region in the image space to which a query point can be transformed under a bounded interval of 

the transformation space. The lower bound of matching cost in the bounded transformation space 

is computed as the Hausdorff distance between the uncertainty regions and the template point set. 

Pfeuffer et al. [152] further improved the technique using the same concept of “uncertainty 

regions” using Chui and Rangarajan’s RPM energy function [93, 127] as their objective function. 

They also developed a B&B strategy to search over the correspondence space. Although, for larger 

point sets the correspondence space becomes very large and searching this space is very time 

consuming even using a B&B search strategy. 

 



70 
 

Other Techniques 

Graphical Models 

Caetano and McAuley [153, 154, 155, 156] developed a series of globally rigid graph 

representations of point sets, on which probabilistic graphical model based inferencing can be 

performed to do matching. In their framework, template points represent graph nodes and query 

points represent possible assignments (class labels). Maximizing the joint probability distribution 

of the node-label assignments is then equivalent to finding a match for query points in the template 

point set. The binary edge potentials in the model, which encode the probability of matching a pair 

of template points (𝑡𝑡1, 𝑡𝑡2) with a pair of query points (𝑞𝑞1, 𝑞𝑞2), are inversely related to the difference 

�𝑙𝑙𝑡𝑡 − 𝑙𝑙𝑞𝑞�, where 𝑙𝑙𝑡𝑡 and 𝑙𝑙𝑞𝑞 are the distances between 𝑡𝑡1 and 𝑡𝑡2 and 𝑞𝑞1 and 𝑞𝑞2 respectively. 

They first developed a globally rigid chordal 3-tree graph representation on which junction 

tree belief propagation [157] based exact inference can be performed. The graph has a maximal 

clique size of 4 and therefore the junction tree based matching has a running time complexity of 

𝑂𝑂(𝑛𝑛𝑚𝑚4), where 𝑛𝑛 is the number of nodes (template points) and 𝑚𝑚 is the number of labels per node 

(query points). McAuley et al. [156] further reduced the running time complexity to 𝑂𝑂(𝑛𝑛𝑚𝑚3) using 

a different global rigid graph with a maximal clique size of 3. While this graph does not have a 

chordal tree structure, the clique graph extracted from it is cyclic, and it was shown that loopy belief 

propagation in a cyclic clique graph converges to the optimal MAP assignment when iterated 

multiple times. Caetano and McAuley [154] then modified the graph representation into a chain 

graph structure, with a clique size of 2, augmented with an additional binary variable to encode 

reflections. This eliminated the need for multiple iterations of loopy belief propagation. While these 

graphical models allow jitter noise and outliers in the query point set, they cannot match with 

outliers and missing points in the template point set. To account for outliers, they developed a 

method [155] similar to geometric hashing where two points (conditioning points) are used to 

rotation and reflection invariantly encode and match the remaining points in the set. To account for 

missing points they suggest running the algorithm multiple times, using different pairs of points as 

conditioning points. 
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Genetic Algorithms 

Ansari et al. [158] developed a Genetic Algorithm (GA) that searches the correspondence 

space to match point patterns with missing beads and outliers. The chromosomes are used to encode 

correspondences. For instance, based on some specific indexing of the template point set a 

chromosome “203” represents that the first template point matches the second query point, the 

second template point is an outlier, and the third template point matches the third query point. They 

ensure that only one-to-one correspondences are achieved during crossovers and mutations. 

However, large point sets would result in large chromosomes and very slow optimization. The 

technique is therefore only suitable for matching small point sets.  

Zhang et al. [159] developed a GA based optimization technique which minimizes the 

Hausdorff distance between two point sets related by an affine transformation. They define a 

“feature ellipse” of a point set, as an ellipse centred over the point set and having a shape similar to 

that of the convex hull of the point set. Triplets of points lying on the query and template feature 

ellipses, are randomly selected and encoded as the initial population of chromosomes. Each 

chromosome therefore encodes an affine transformation and its fitness is calculated as the inverse 

bidirectional partial Hausdorff distance between the template point set and the transformed query 

point set. While using points lying only on the feature ellipses limits the search space, such a scheme 

cannot be used for matching under large occlusions. 

Shape Context 

Belongie et al. [160] developed shape context, a point descriptor, which coarsely describes 

the distribution of the points in a set with respect to a given point (say 𝑝𝑝). A coarse histogram of the 

spatial coordinates of the points in the set, with point 𝑝𝑝 as origin, is used as a descriptor for 𝑝𝑝. To 

make the descriptor more sensitive to points closer to 𝑝𝑝 log-polar sampling is used to construct the 

histogram. The descriptor is inherently invariant to translation and is partially robust to occlusions 

and outliers. To achieve scale invariance the distances of points from 𝑝𝑝 are normalized, typically 

by dividing them with the mean. To achieve rotational invariance the authors suggest using the 

tangent at 𝑝𝑝 as the reference 𝑥𝑥-axis.  While such tangents are often defined for points extracted from 
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contours which are piecewise continuous, for randomly structured point sets such tangents may not 

be defined at all points. The 𝜒𝜒2 statistic between the shape contexts of a query and a template point 

is used as the cost of matching them. The correspondence cost matrix constructed using shape 

contexts can be used to find the optimal correspondences by solving the assignment problem. 

Finally, with the correspondences established, a non-linear transformation is estimated using a thin-

plate spline (TPS) formulation. 

Given two sets of points and a few known correspondences (control points), TPS generates 

a smooth interpolation such that the two sets of control points are perfectly aligned, while 

minimizing the deformation energy. TPS has the nice property that the mapping function can be 

decomposed into an affine and a non-linear part. This has led to many techniques where an affine 

transform is first estimated and the non-linear deformation is then approximated using the well 

registered points.  

4-Point Congruent Sets 

Aiger et al. [161] also uses a local shape descriptor called 4-point congruent sets (4PCS) to 

register 3-d point clouds. The 4PCS shape descriptor describes the arrangement of 4 coplanar points 

in an affine invariant manner. Given a set of 4 co-planar points from the query point set, they use a 

fast technique (the 4PCS algorithm) to extract all quadruple of points from the template point set 

that are potentially congruent to the given 4 points. For each potential match, the optimal 

transformation (in a least squares sense) is computed and its registration quality is estimated based 

on how well the rest of the points are aligned. This 4PCS algorithm is run within a RANSAC 

framework, where in each iteration a quadruple of approximately co-planar points is randomly 

chosen from the query point set and the best possible registration is estimated using it. We use a 

variant of the 4PCS descriptor in the proposed affine invariant matching algorithm. 

Graph Matching 

The point pattern matching problem can also be formulated as a weighted graph matching 

problem, where the points are the nodes of the graph and edges of the graph encode the distance 
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between points. In graph matching the objective is to estimate the correspondences between the 

nodes and the edges of the two graphs. This makes it a much harder problem as not only 

correspondences between nodes (points) have to be established, but also correspondences between 

edges have to be established. Point pattern matching is a linear assignment problem (LAP), given 

the transform. Graph matching however, is an instance of the quadratic assignment problem (QAP) 

where a quadratic term encodes the structural (edge) similarity and a linear term encodes local 

(node) similarity. The QAP is known to be NP-complete [162]. Further, when there are occlusions, 

outliers and missing beads the problem becomes that of finding the maximum common subgraph 

(MCS) between two graphs. 

The bulk of graph matching algorithms can be categorized into three types: trees search 

based [163-168], spectral decomposition based [169-173] and continuous optimization based [174-

178] algorithms. The tree search and spectral approaches for graph matching are very similar to 

their point pattern matching counterparts. 

Spectral methods embed the graph in a higher dimensional eigenspace, spanned by the 

eigenvectors of the adjacency matrix, where the actual matching is performed. Spectral methods 

for graph matching were pioneered by Umeyama [169]. Among convex optimization techniques, 

Graduated Assignment and Relaxation Labelling based techniques ([176, 177]) are some of the 

most commonly used. Continuous optimization based techniques are however even more sensitive 

to outliers and occlusions than their point pattern matching counter parts. Optimization schemes 

that are more robust to local minima, such as convex-concave optimization [178], have been 

developed in recent years. However, these algorithms have high running time complexities and can 

be used for only small graphs. Tree search based methods are often provably optimal, and therefore 

are widely used in real applications. However, they can have worst case time complexities that scale 

exponentially. The first tree search based algorithm proposed by Ullman [163] still continues to be 

one of the most popular graph matching algorithm. 

Error-tolerant graph matching schemes compute a matching score between two graphs 

based on their structural similarities. A widely used error-tolerant measure is the graph edit distance 
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(GED) [179] which quantifies the dissimilarity between two graphs as the minimum number of 

edits (such as edge deletion/insertion, node deletion/insertion) needed to transform one graph into 

another.  

Dissimilarity based graph embedding techniques [180, 181] use such structural 

dissimilarity scores between a given graph and a database of prototype graphs to embed the given 

graph in a dissimilarity space. Matching two graphs in the dissimilarity spaces reduces to computing 

the dot product between two vectors. Various graph kernels [182-184] have also been developed 

which allow direct computation of graph similarity and are often used as local descriptors for graph 

nodes, allowing direct matching of the nodes of two graphs.   

Genetic algorithms [185] and neural networks [186] have also been used to perform graph 

matching. Cour et al. developed balanced graph matching (BGM) [187] which uses spectral analysis 

to find the most dominant cluster in a weighted bipartite graph. Such approaches reduce the complex 

MCS problem to a much simpler bipartite graph matching problem. They are also better able to deal 

with outliers, occlusions and missing point. However, they require pre-computed node similarity 

scores as input. Such node similarity scores are often calculated using graph kernels or using GED.  

For a detailed review of graph matching algorithms we refer the reader to [188]. 

4.2.2 Non-Rigid Matching 

Piecewise Approximation 

When the individual parts of a point set undergoes (approximately) rigid transformation 

while the overall object undergoes a non-rigid transformation, piecewise approximation based 

matching is used. These methods approximate the global non-rigidity with a connected network of 

locally rigid transformations. The global non-rigid transformation has to be smooth and continuous 

enough so that it can be locally approximated as rigid. This makes piecewise approximation based 

matching methods susceptible to occlusions. Li and Holstein’s k-d tree based method [149], 

discussed previously, is an example of piecewise approximate matching. 

Hinton et al.[189] and Revow et al. [190] used Gaussian mixture models (GMM) and b-
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splines to match contour like point sets of handwritten characters. In their model, the contours of 

the characters are modelled as b-splines passing through a set of control points, while the control 

points themselves are modelled as Gaussians. Matching was achieved by balancing the deformation 

energy of the splines with the energy required to fit the mixture of Gaussian control points to the 

image pixels. The optimization is performed using an EM algorithm. The E-step of the algorithm is 

used to compute the probabilities of the image pixels belonging to the Gaussian control points, 

given the control points. In the M-step of the algorithm the local affine transformation parameters 

are estimated and the control points are transformed using the b-spline formulation.  

Pappu et al. [191] used an objective function similar to that of RPM to develop a non-rigid 

matching framework which they refer to as “Affine Quilts”. The template point set is broken down 

into regions (say 𝑘𝑘 regions), such that each region can undergo only affine transformations. The 

algorithm iterates over two steps. In the first step the correspondences are estimated by solving the 

assignment problem using softassign. In the second step 𝑘𝑘 affine transformations are estimated for 

the 𝑘𝑘 regions. However, unlike other piecewise approximation methods, the continuity of 

transformations between adjacent regions is not necessary in this algorithm.  

Chui [192] extended the RPM algorithm to perform non-rigid matching using thin-plate 

splines (TPS) to parameterize the non-rigid transformation. The affine deformation and the non-

linear deformations of the TPS mapping are controlled by two regularization parameters that are 

optimized using simulated annealing. 

Hao et al. [193] used piecewise approximations for fingerprint matching. They used 

additional features, such as ridge information, to establish some initial correspondences. The initial 

correspondences and their neighbouring points are used to form the pieces in this piecewise 

approximation method. The pieces in the two point sets are individually matched, and the matching 

errors associated with them are used to weigh their contributions when computing the global 

transformation. 

Pitiot et al. [194] developed a piecewise approximate technique for registering images using 

pixel intensities alone. It involves dividing both query and template images into sub-images using 
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a lattice structure and then computing a correspondence field between pairs of query-template sub-

images. The correspondence field is clustered using hierarchical clustering [195] to break the query 

image into rigid pieces. The optimal affine transforms between the rigid pieces of the query image 

and the template image are then estimated. Finally the affine transformed query pieces are 

interpolated to obtain a smooth non-rigid transformation. While Pitiot et al. use only pixel intensities 

to register the images, similar landmark based techniques have also been developed [196]. 

Deformable models  

Aggarwal et al. [197] classify deformable models into two categories: parametric models 

and physically based models. In parametric deformable models the correspondence problem is 

transformed into a parameter estimation problem, while in the physically based models the non-

rigid transformation is constrained based on prior knowledge of the true physical transformation 

present in the application. Physically based models can also been combined with parametric models, 

such as in [198]. 

Joshi and Lee [199] used elastic nets [200] to solve the point pattern matching problem. 

The original elastic net algorithm was developed by Durbin and Willshaw to solve combinatorial 

problems involving geometric structures, such as the travelling salesman problem. The elastic net 

optimization framework minimizes an energy function that is akin to deforming a contour, such that 

neighbouring points on the original contour remain close to each other on the deformed contour. 

Joshi and Lee simplified Durbin and Willshaw’s energy function and re-parameterized it using the 

transformation parameters, thereby transforming the correspondence problem into a continuous 

optimization problem. The optimization was done using gradient descent and they showed 

promising results under limited occlusion. Although the method is able to handle occlusion or 

missing points in any one of the two point sets. 

Luo and Hancock [201] developed a joint transformation and correspondence estimation 

technique for matching a sequence (or frames) of a point set undergoing non-rigid distortion. They 

represent the non-rigid deformation as the change in each point’s affiliation to the significant 

clusters in the point set. A sequence of labelled point sets (the training data) is used to compute a 
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mean point set representation and the covariance matrix of the displacement of points in the 

sequence of labelled point sets is also estimated. The un-labelled points are then represented as a 

linear combination of the eigenvectors of this covariance matrix. Each point’s affiliation to the 

eigenvectors are referred to as the modal coefficients. Given a query point set, alignment is achieved 

by estimating the modal coefficients for the query point set that minimizes the sum of squared-error 

between the query point set and the mean point set. 

Chui and Rangarajan [129] developed an EM based matching technique where the point 

pattern matching problem is formulated as a maximum a posteriori (MAP) estimation problem. In 

this model, the point sets are represented as mixtures of Gaussians and each point is represented as 

a Gaussian. The matching problem can then be formulated as MAP problem, which maximizes the 

probability of the transformation parameters, given the query and template point set mixture 

parameters. The EM algorithm is used to iteratively estimate the MAP transformation parameters 

and in the E-step and update the mixture parameters in the M step. Simulated annealing is also 

incorporated within the EM framework to update the covariance of the Gaussians. Missing points 

and outliers are modelled using an additional Gaussian in the mixtures. McNeill and Vijayakumar 

[202] have also used a similar approach to match shapes under similarity transform. 

Tsin and Kanade [203] extended the well-known correlation based image matching 

technique to perform point pattern matching. They use symmetric, non-negative kernel functions 

such as those used for density estimation to calculate a kernel correlation (KC). The KC for a point 

set is defined as the sum of affinities between pairs of points in the set. They show that KC is a 

function of the entropy of the point set. The problem of registering the two point sets is formulated 

as that of finding the transformation that maximizes the kernel correlation (or minimizes the 

entropy) of the joint point set, the union of the query and template sets. While the technique is 

inherently capable of handling jitter noise, it is unable to handle extreme occlusions. 

Jian and Vemuri [204] also use Gaussian mixture model (GMM) based model for matching. 

Similar to Chui and Rangarajan [129] the two point sets are represented as two GMMs, with the 

Gaussians centred over the points. One of the point sets is parameterized using the transformation 
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parameters and matching is achieved by minimizing L2 norm between the mixture distributions. To 

realize this, they derived a closed form solution for L2 norm between two Gaussian mixtures. 

Myronenko and Song [198] further improved the GMM based matching by incorporating 

a physically based regularization term to constrain the deformation. They regularization term forces 

the points to move coherently, such that the point set’s topology is preserved. They refer to this as 

coherent point drift (CPD). The regularization essentially forces the points close to each other to 

have similar deformations, thereby keeping the non-rigid deformation smooth across the point set. 

One of the main advantages of this method is that it generalizes GMM based point pattern matching 

to higher dimensional spaces, whereas the methods of [203] and [204] are restricted to 2 and 3 

dimensional cases. 

4.3 Summary of Point Pattern Matching Techniques 

In the previous section a large number of point pattern matching techniques have been 

discussed in detail. In this section we identify the most widely used and the current state-of-the-art 

in point pattern matching techniques, and summarize their strengths and weaknesses. In Table 4.1 

nine point pattern matching techniques are compared based on seven factors. Here the first factor, 

sensitivity to initial transformation, indicates how likely the method is of failing if the initial 

transformation between the two point sets is large. 

ICP [115] and RANSAC [99] are probably the most widely used point pattern matching 

techniques. ICP has a low running time complexity and can be used to match large point sets. 

However, ICP only succeeds in finding the global optimal match if the initial transformation 

between the two point sets is small. This makes it unsuitable for the bead pattern matching problem, 

where the initial transformation can be a combination of a random un-constrained similarity 

transform, and small affine and non-linear transforms. 

RANSAC offers relatively good robustness to data distortions such as occlusions, outliers 

and missing beads. Recall that using (4.1) the number of iterations required by RANSAC to achieve 

a minimum probability 𝑝𝑝𝑚𝑚𝑖𝑖𝑛𝑛 can be computed, given the query and template point set sizes 𝑚𝑚 and 
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𝑛𝑛, and the number of true correspondences 𝑟𝑟. As outliers increase, 𝑚𝑚 and 𝑛𝑛 increase without 

increasing 𝑟𝑟 and when occlusions and missing beads increase, 𝑟𝑟 decreases. Both these cause a rapid 

reduction in the denominator of (4.1) and therefore increase the number of iterations required. In 

the bead pattern matching problem, the number of outliers, occlusions and missing beads is very 

high while 𝑝𝑝𝑚𝑚𝑖𝑖𝑛𝑛 also has to be kept very high. The number of iterations required in such cases can 

become impractical. 

Table 4.1: SUMMARY OF POINT PATTERN MATCHING ALGORITHMS 

Matching 
Algorithm 

Sensitivity to 
Initial 
Transformation 

Robustness 
to Occlusion 

Robustness 
to Outliers, 
Missing 
Points 

Robustness 
to Jitter 
Noise 

Transformation 
Estimated 

Time 
Complexity 

Space 
Complexity 

ICP High Low Low Moderate Small non-linear, 
Rigid 

Low Low 

RANSAC None High High Low Rigid Moderate to 
High 

Low 

TPS-RPM Moderate Moderate Low High Non-linear, Rigid Low to 
Moderate 

Low 

CPD Moderate Moderate Low High Non-linear, Rigid Low Low 

GMM Moderate Moderate Low High Non-linear, Rigid Low Low 

GH None Moderate High Low Rigid High High 

LGH None High High Low Small non-linear, 
Rigid 

Moderate Moderate 

LLAH None High High Low Small non-linear, 
Rigid 

Very High High 

GA [158] None High Moderate Low Rigid Very High Low 

 

TPS-RPM [192] was one of the early convex optimization based non-linear point pattern 

matching algorithms. It has therefore been widely adopted in many applications. Due to its 

deterministic annealing based optimization TPS-RPM offers moderate robustness against 

occlusions and outliers. Although, simulated annealing can take a significantly long time to 

converge if a very small registration error is being sought.  

CPD [198] and GMM [204] are two closely related methods that represent the current state-

of-the-art in non-linear point pattern matching. Given the EM based convex optimization used in 

these methods they are prone to getting stuck in local minima and therefore offer limited robustness 

against outliers and missing points. 
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In geometric hashing (GH) [58, 59], when estimating an affine transformation, each 

combination of 3 points in the dataset is used as basis. If a point set has 𝑚𝑚 points then 𝐶𝐶3𝑚𝑚 basis 

would be used. For each of these basis the barycentric coordinates of 𝑚𝑚 − 3 points (all points 

excluding the points used to form the basis) are stored as keys in the hash table. For large point sets 

the number of entries in the hash table can be prohibitively large. For 𝑚𝑚 = 500, for instance, the 

number of basis will be over 200 million and the number of entries in the hash table will be over 

100 billion. Therefore, GH cannot be directly used for the bead pattern matching problem, in which 

thousands of beads have to be matched. However, it is possible to match large point sets by 

performing GH locally. When performed locally, the basis are formed only by points that are in the 

local neighbourhood of each other (the 𝑘𝑘-nearest neighbours of each other). Also, a basis is encoded 

in the hash table using the barycentric coordinates of only the 𝑘𝑘 points that are in its local 

neighbourhood. This significantly reduces the time and space complexity of GH and also improves 

its robustness to occlusions. To draw a distinction between the original definition of GH and this 

local variant of it, we refer to this local variant as local geometric hashing (LGH). 

LLAH [109] another local variant of GH is included in this summary as it is closely related 

to the proposed affine invariant matching method which is presented in Chapter 7.  

In the bead pattern matching problem, where the number of points in the two patterns can 

be in the thousands, the correspondence space can be extremely large. For two point sets of sizes 𝑚𝑚 

and 𝑛𝑛 there are 𝐶𝐶𝑛𝑛𝑚𝑚 valid correspondence matrices. GA based matching methods that search the 

correspondence space [158] are therefore not very well-suited for this problem. Also, GA based 

methods cannot match under non-linear deformations [159] which makes them unsuitable for the 

bead pattern matching problem where small non-linear deformations can be present.  

TPS-RPM, CPD, GMM, GH, LGH, and LLAH are further evaluated in the context of the 

bead pattern matching problem in Chapter 7. In the next chapter we discuss the proposed bright and 

dark field image gridding and microarray classification methods. 
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Chapter 5 - Bright and Dark Field Image Processing 

Deposition image processing involves two sub-tasks: image gridding and micro-well 

classification. In this chapter we develop two novel methods for these two sub-tasks. The objective 

of the gridding step is similar to the gridding techniques discussed in Chapter 3, i.e. to detect the 

spatial location (𝑥𝑥 and 𝑦𝑦 coordinates) of all the micro-wells in the image. The objective of the micro-

well classification step is to classify the detected micro-wells as either empty or containing a bead, 

thus identifying the spatial locations of the deposited beads in the image. 

In Section 5.1 a fully automatic method for gridding bright and dark field images of bead-

based microarrays is presented. In Chapter 3 numerous techniques for gridding fluorescence images 

of traditional spotted microarrays were discussed, but to our best knowledge, no algorithm has yet 

been developed for gridding bright or dark field images of bead-based microarrays, which have 

very different characteristics. Apart from being a key component of the proposed robust spatial bead 

encoding scheme, the method can also be used for automatic quality control during fabrication and 

assembly of bead-based microarrays. The method begins by estimating the grid parameters using 

an evolutionary algorithm. This is followed by a grid fitting step that rigidly aligns an ideal grid 

with the image. Finally, a grid refinement step deforms the ideal grid to better fit the image. The 

grid fitting and refinement are performed locally and the final grid is a non-linear (piecewise affine) 

grid. To deal with extreme corruptions in the image, the initial grid parameter estimation and grid 

fitting steps employ robust search techniques. The proposed method does not have any free 

parameters that need tuning and is therefore well-suited for high-throughput analysis. It is capable 

of identifying the grid structure even in the presence of extreme amounts of artefacts and distortions. 

Evaluation results on a variety of images, with different characteristics, are presented. 

In Section 5.2 a novel unsupervised method for classifying the micro-well regions, as either 

containing a bead or as empty, is presented. The main challenge in this classification problem is the 

large variations in the appearance of the micro-wells across images and even within the same image. 

To deal with this problem, the proposed algorithm uses local contextual information to guide the 
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clustering algorithm which identifies the clusters of empty and bead containing micro-wells. 

5.1 Bright and Dark Field Image Gridding 

The proposed gridding method is fully-automatic and is capable of identifying the correct 

grid structure in the presence of the following distortions: (1) clusters of beads caused by a subpar 

deposition process, (2) presence of large number of artifacts and spots in the image, (3) non-linear 

distortions of the grid, and (4) blurring of images due to poorly calibrated image acquisition (see 

Fig. 5.1(c)).  The method consists of three key segments: (1) grid parameter estimation, (2) grid 

fitting, and (3) grid refinement. A schematic diagram of the proposed method is presented in Fig. 

5.2. 

    
(a) (b) (c) (d) 

Fig.5.1. Small regions of bright field images. (a) a low resolution image, (b) a high resolution image with bead clusters, (c) a 
blurry high resolution image and (d) a low resolution image with artifacts. 

In the grid parameter estimation, the Radon transform and the 1-D axis projections are used 

to generate the initial estimate of grid parameters. However, instead of using the entire image, first 

an evolutionary algorithm is used to search for a small patch in the image that is free from distortions 

and artifacts. Axis projection is then applied only to the small clean patch to estimate the initial grid 

parameters. The proposed grid parameter estimation is elaborated in section 5.1.1. 

To perform grid fitting the image is broken into smaller blocks and an ideal hexagonal grid 

is fitted to each block. Quick-shift mode estimation [205] is used to approximately locate the wells 

in the blocks. A variant of the Iterative Closest Point [115] pattern matching algorithm is then used 

within an Inner-RANSAC [101] like robust parameter estimation scheme to rigidly fit the ideal 

hexagonal grid to the approximately located wells. The proposed grid fitting method is referred to 

as Inner Iterative Closest Point-Rejection Sampling and Consensus (Inner ICP – REJSAC) based 
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grid fitting. The method is detailed in section 5.1.2. 

 

Fig.5.2. Overview of the gridding method. 

The fitted grid is then refined using an iterative approach referred to as the Iterative Mean-

shift based Affine Refinement. The iterative refinement alternates between estimating local grid 
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deformations at selected well locations and estimating a smooth global deformation of the grid 

based on the local deformations. The mean-shift algorithm [206] is used to estimate the local 

deformations at well locations and an affine global deformation of the grid is estimated. The 

refinement scheme is discussed in section 5.1.3. 

After the grids have been refined for all the blocks they are joined to form the non-linear 

(piecewise affine) grid. The joining involves removing duplicate wells in the overlapping block 

regions and performing a check to ensure that the grids of all the blocks agree. The grid merging 

and checking steps are discussed in section 5.1.4. 

5.1.1 Grid Parameter Estimation 

Let 𝔹𝔹 = {𝑏𝑏𝑖𝑖} be a bright field image of width 𝑧𝑧𝑊𝑊 and height 𝑧𝑧𝐻𝐻 where 𝑏𝑏𝑖𝑖 ∈ ℤ+ and 𝐱𝐱𝑖𝑖 =

[𝑥𝑥𝑖𝑖 ,𝑦𝑦𝑖𝑖]𝑇𝑇 is the spatial coordinates of the 𝑖𝑖th pixel in 𝔹𝔹. The objective of gridding is to locate the 

spatial coordinates of the well centers 𝐠𝐠𝑖𝑖 = [𝑥𝑥𝑖𝑖 ,𝑦𝑦𝑖𝑖]𝑇𝑇 that form the grid. An ideal hexagonal grid can 

be defined using five parameters; a rotation angle 𝛼𝛼, two distances 𝑥𝑥gap and 𝑦𝑦gap and the 2-d spatial 

coordinate of the top left well. The first three parameters are shown in Figs. 5.3(b) and (c). In this 

section, we discuss the proposed method for estimating these three parameters: the rotation angle α 

and the distances 𝑥𝑥gap and 𝑦𝑦gap. First the Radon transform is used to estimate the angle 𝛼𝛼, and after 

rotating the image according to 𝛼𝛼, 𝑥𝑥gap and 𝑦𝑦gap are computed by analyzing the Fourier spectrum 

[207] of the axis projections. Since noise and artifacts can significantly affect the axis projections, 

a Genetic Algorithm (GA) is used to search for a patch of the image that is likely to be noise and 

artifact free and the parameters are estimated using only the patch instead of the entire image. 

A patch (or sub-image) ℬ of image 𝔹𝔹 is defined using a 4-tuple [𝑥𝑥𝑡𝑡 ,𝑦𝑦𝑡𝑡 , 𝕤𝕤𝑤𝑤, 𝕤𝕤ℎ], where 

(𝑥𝑥𝑡𝑡 ,𝑦𝑦𝑡𝑡) is the spatial coordinate of the top-left corner pixel of ℬ (in the coordinate system of 𝔹𝔹), 

and 𝕤𝕤𝑤𝑤 and 𝕤𝕤ℎ are respectively the width and height of ℬ. In the proposed GA, the chromosome is 

represented as a sequence of the four integer values stored in these four variables. The effects of 

non-linear or affine distortions are more pronounced in large sub-images than in small sub-images. 

Therefore, to avoid selecting sub-images that are too large, the permissible values of 𝕤𝕤𝑤𝑤 and 𝕤𝕤ℎ are 
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restricted to the ranges [100, (𝑧𝑧𝑊𝑊/10)]  and [100, (𝑧𝑧𝐻𝐻/10)] respectively. 

To compute the fitness score for a given sub-image, the wells in the sub-image are extracted 

using a connected component analysis. Otsu’s thresholding [208] is used to generate a binary image 

from which connected components are extracted. In a noise-free (good) sub-image, the connected 

components (CCs) are likely to correspond to the wells. Otsu’s thresholding will produce a good 

foreground and background segmentation only when their intensity distributions are well separated; 

a property that is desirable in a good sub-image. A good sub-image is also characterized by equally 

sized wells placed with uniform spacing throughout the sub-image. Low variance in the distance 

between neighboring CCs (𝜎𝜎𝑛𝑛) and low variance in size of the CCs (𝜎𝜎𝑎𝑎) are both indicators of a 

good sub-image. Also, the index of dispersion (𝐼𝐼disp) [209] of the CCs in a good sub-image is 

expected to be close to one. The index of dispersion is calculated by breaking the sub-image into a 

grid of 3x3 blocks. Note that a larger sub-image will make the parameter estimation more robust 

and therefore, the number of CCs in the sub-image (𝑛𝑛𝑏𝑏) should also be maximized. Based on these, 

a quality (fitness) score of a sub-image ℬ  is defined as: 

𝜓𝜓fitness =
𝑛𝑛𝑏𝑏

𝜎𝜎𝑎𝑎𝜎𝜎𝑛𝑛�1 − 𝐼𝐼disp� + 1
 .  (5.1) 

The GA is initialized with a population of 50 sub-images that are uniformly distributed 

throughout the image and have random widths and heights (within their respective permissible 

ranges). A deterministic tournament selection strategy is used to select reproducing parents along 

with 10% elitist selection. A single-point crossover is applied to all reproducing parents and 

mutations are introduced with a 50% probability. The algorithm is allowed to evolve for 10 

generations. 

Once a good sub-image ℬ𝑏𝑏 has been found the rotation of the grid is detected using the 

Radon transform. Fig. 5.3(c) shows an image after rotation correction. The Radon transform gives 

the 1-D projection of the image along a projection line as: 

𝑅𝑅(𝜃𝜃,𝑑𝑑) = � � 𝑏𝑏(𝑥𝑥,𝑦𝑦)𝛿𝛿(𝑑𝑑 − 𝑥𝑥 cos𝜃𝜃 − 𝑦𝑦 sin𝜃𝜃)𝑑𝑑𝑥𝑥𝑑𝑑𝑦𝑦
∞

−∞

,
∞

−∞

 (5.2) 
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where 𝑏𝑏(𝑥𝑥,𝑦𝑦) is the intensity of the pixel at location (𝑥𝑥,𝑦𝑦), 𝜃𝜃 is the angle between the projection 

line and the 𝑥𝑥-axis, 𝑑𝑑 is the shortest displacement from origin to the projection line and 𝛿𝛿(∙) is the 

Dirac delta function. 𝑅𝑅(𝜃𝜃,𝑑𝑑) is the integral of pixel intensities along the straight line defined by 𝜃𝜃 

and 𝑑𝑑. The 𝑅𝑅(90∘,𝑑𝑑) for the image in Fig. 5.3(c) is shown on the left of the image (blue curve). 

In a hexagonal grid, there are six possible values of 𝛼𝛼 that can be used to rotate the image 

such that the rows of wells are aligned horizontally (the three directional vectors shown using red 

arrows in Fig. 5.3(b) and their opposite vectors). In an ideal grid, the angle between these vectors 

is 60°. However, to account for small affine distortions, the range of the search for 𝛼𝛼 is set to 

[0°, 70°]. The step size of the search is set to 1°. Let 𝑅𝑅𝜃𝜃(𝑑𝑑) = 𝑅𝑅(𝜃𝜃,𝑑𝑑), where 𝜃𝜃 = 0°, 1°, … , 70° be 

the Radon Transform of image ℬ𝑏𝑏 for a certain 𝜃𝜃. For each 𝜃𝜃, the Fourier spectrum of 𝑅𝑅𝜃𝜃(𝑑𝑑) is 

analyzed. For a discrete 𝑅𝑅𝜃𝜃(𝑑𝑑) with 𝑑𝑑 = 0, … ,𝑁𝑁 − 1, the Fourier spectrum is computed as: 

𝐹𝐹𝜃𝜃(𝐾𝐾) = �𝑅𝑅𝜃𝜃(𝑑𝑑)𝑒𝑒−𝑖𝑖2𝜋𝜋𝜋𝜋
𝑑𝑑
𝑁𝑁 ,          𝐾𝐾 = 0, … ,𝑁𝑁 − 1

𝑁𝑁−1

𝑑𝑑=0

. (5.3) 

The wavelength 𝜆𝜆𝜃𝜃 and the phase-shift 𝜙𝜙𝜃𝜃 (both in pixels) corresponding to the dominant 

frequency in 𝑅𝑅𝜃𝜃(𝑑𝑑) are then estimated from 𝐹𝐹𝜃𝜃. When the rows of wells are horizontally aligned, 

𝜆𝜆𝜃𝜃 gives the distance between the rows, as shown in Fig. 5.3(c). The location of the crest 𝑐𝑐𝑖𝑖 in 

𝑅𝑅𝜃𝜃(𝑑𝑑) is determined by 𝑐𝑐𝑖𝑖 = −𝜙𝜙𝜃𝜃 + (𝑖𝑖 + 0.75)𝜆𝜆𝜃𝜃. Here, −ϕθ corrects for the phase shift and the 

first crest of the phase corrected wave (a sine wave) is found at 0.75λθ. A score 𝜓𝜓𝜃𝜃 is then computed 

for each θ as: 

𝜓𝜓𝜃𝜃 =
�(𝑳𝑳𝑳𝑳)𝑇𝑇𝟏𝟏𝑝𝑝� ∗ ���𝟏𝟏𝑝𝑝𝑁𝑁 − 𝑳𝑳�𝟏𝟏𝑁𝑁�

𝑇𝑇
𝟏𝟏𝑝𝑝�

�(𝑳𝑳𝟏𝟏𝑵𝑵)𝑇𝑇𝟏𝟏𝑝𝑝� ∗ ���𝟏𝟏𝑝𝑝𝑁𝑁 − 𝑳𝑳�𝑳𝑳�
𝑇𝑇
𝟏𝟏𝑝𝑝�

. (5.4) 

where 𝑝𝑝 is the number of crests detected in 𝑅𝑅𝜃𝜃, 𝑳𝑳 = [𝑅𝑅𝜃𝜃(0), … ,𝑅𝑅𝜃𝜃(𝑁𝑁 − 1)]𝑻𝑻, 𝑳𝑳(𝑖𝑖, 𝑗𝑗) =

�1, |𝑐𝑐𝑖𝑖 − 𝑗𝑗| ≤ 0.25𝜆𝜆𝜃𝜃
0, |𝑐𝑐𝑖𝑖 − 𝑗𝑗| > 0.25𝜆𝜆𝜃𝜃

 is an 𝑝𝑝 × 𝑁𝑁 logical matrix, 𝟏𝟏𝑝𝑝𝑁𝑁 is an 𝑝𝑝 × 𝑁𝑁 matrix of ones, and 𝟏𝟏𝑝𝑝 and 𝟏𝟏𝑁𝑁 

are 𝑝𝑝 × 1 and 𝑁𝑁 × 1 vectors of ones. The rotation angle 𝛼𝛼 is determined by: 

𝛼𝛼 = arg max
𝜃𝜃∈[0°,70°]

 𝜓𝜓𝜃𝜃 .  (5.5) 
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The 𝜆𝜆𝜃𝜃 corresponding to 𝐹𝐹𝛼𝛼 is considered as 𝑦𝑦gap. Image ℬ𝑏𝑏 is then rotated by 𝛼𝛼 degrees to get the 

rotated image ℬ𝑏𝑏′ , similar to the image shown in Fig. 5.3(c). 

Using the detected crests 𝑐𝑐𝑖𝑖 and well height 𝜆𝜆𝜃𝜃, 𝑛𝑛𝑒𝑒 (row) sub-images are extracted from ℬ𝑏𝑏′ , 

such that each (row) sub-image contains a single row of wells. One (row) sub-image is shown in 

Fig. 5.3(c) using dashed red lines. The Fourier spectrum of the vertical intensity projections of a 

(row) sub-image is used to produce one estimate of the horizontal gap (𝑥𝑥gap) between the wells. 

The median of the 𝑛𝑛𝑒𝑒 estimates obtained from the 𝑛𝑛𝑒𝑒 (row) sub-images is considered as 𝑥𝑥gap. 

To facilitate the quick-shift mode estimation using a symmetric kernel in the next stage, 

image 𝔹𝔹 is rescaled along the horizontal axis using a scaling factor (𝑥𝑥gap/𝑦𝑦gap) so that the 

horizontal and vertical gaps between wells in the rescaled image 𝔹𝔹′ are equal. 

5.1.2 Grid Fitting 

To make the proposed gridding method robust against non-linear distortions, 𝔹𝔹′ is broken 

 
Fig.5.3. (a) Small portion of a bright field image, (b) closer look at the bright field image and the rotation angle α, (c) a region 
of the bright field image shown in (a) after counter clockwise rotation by α degrees. 
 

(b)

𝑦𝑦gap, 𝜆𝜆𝜃𝜃

−𝜙𝜙𝜃𝜃

𝑥𝑥gap

𝑐𝑐0
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down into 𝕟𝕟2 overlapping blocks (ℬ′) in a 𝕟𝕟 × 𝕟𝕟 grid pattern and the grid fitting and refinement 

processes are performed locally and separately for each image block. 

This section discusses the steps involved in fitting an ideal grid 𝑴𝑴𝑛𝑛×2 = [𝐦𝐦1,𝐦𝐦2, …𝐦𝐦𝑛𝑛]𝑇𝑇, 

where 𝐦𝐦𝑖𝑖 = [𝑥𝑥𝑖𝑖 ,𝑦𝑦𝑖𝑖]𝑇𝑇, to a given image block ℬ′. In an ideal hexagonal grid all the points are at 

exactly the same distance from their 6 neighboring points. A pre-computed ideal grid can be used 

as long as the grid is large enough to cover the entire image block. The ideal grid is rotated and 

scaled to fit the image block.  

The grid fitting method involves two sub-steps, 1) detecting a set of likely well locations 

(guide points) in the image block and 2) estimating the similarity transform that aligns the ideal 

grid 𝑀𝑀 with the set of detected guide points.  

Throughout the rest of this chapter, the following notations are used to describe 

neighborhoods: a rectangular region of size 𝑛𝑛 × 𝑚𝑚 centered at 𝐱𝐱 is denoted as 𝐻𝐻(𝐱𝐱,𝑛𝑛,𝑚𝑚) and a 

circular region of radius 𝑟𝑟 centered at 𝐱𝐱 is denoted as 𝐻𝐻(𝐱𝐱, 𝑟𝑟). 

Guide Point Detection 

When considering a bright field image as a 2-d density function, the wells in the image can 

be viewed as the modes in the density. Therefore, mode seeking algorithms such as quick-shift and 

mean-shift [205, 206] can be used to locate the wells. In the proposed method, quick-shift is used 

to detect guide points and mean-shift is used in the grid refinement step. Both quick-shift and mean-

shift rely on the same principle of gradient ascent. Starting from an arbitrary location 𝐱𝐱 in the feature 

space, 𝐱𝐱 is repeatedly shifted in the opposite direction of the density gradient to reach the peak of 

the hill that 𝐱𝐱 is on.  

When discrete density estimates are available, the underlying density function 𝑃𝑃 at a point 

𝐱𝐱 can be estimated as the convolution between a suitable kernel 𝐾𝐾 and the empirical density 

estimates:  

𝑃𝑃(𝐱𝐱) = � 𝐾𝐾(𝐱𝐱𝒊𝒊 − 𝐱𝐱)𝕓𝕓𝑖𝑖
𝐱𝐱𝒊𝒊∈𝑯𝑯(𝐱𝐱,𝑒𝑒,𝑒𝑒)

. (5.6) 



89 
 

where  𝕓𝕓𝑖𝑖 is the empirical density estimate at 𝐱𝐱𝒊𝒊  and 𝑟𝑟 is the kernel bandwidth. For symmetric 

kernel functions such as a Gaussian or a uniform kernel, the mean-shift vector at 𝐱𝐱, 

𝐱𝐱shift =
∑ 𝐾𝐾(𝐱𝐱𝒊𝒊 − 𝐱𝐱)𝕓𝕓𝑖𝑖(𝐱𝐱𝒊𝒊 − 𝐱𝐱)𝐱𝐱𝒊𝒊∈𝑯𝑯(𝐱𝐱,𝑒𝑒,𝑒𝑒)

∑ 𝐾𝐾(𝐱𝐱𝒊𝒊 − 𝐱𝐱)𝕓𝕓𝑖𝑖𝐱𝐱𝒊𝒊∈𝑯𝑯(𝐱𝐱,𝑒𝑒,𝑒𝑒)
, (5.7) 

points to the opposite direction of the gradient of the convolution surface 𝑃𝑃 [210]. 

While in mean-shift the point 𝐱𝐱 is shifted smoothly in the feature space, in quick-shift, 𝐱𝐱 

shifts to the nearest neighbor data point 𝐱𝐱′ which has a higher density. Shifting the data points 

repeatedly in this manner connects all the data points into a tree. Any point 𝐱𝐱 that shifts to another 

point 𝐱𝐱′, is a child of 𝐱𝐱′ in the tree. Local modes are extracted from the tree by breaking of branches 

that represent shifts greater than a user specified distance 𝑑𝑑 in the feature space. It naturally follows, 

that if at a given data point the density is higher than the density at any other data point that lies 

within a distance 𝑑𝑑 of it, then the given data point must be a local mode. The proposed guide point 

detection works in a similar way: if at a given pixel 𝐱𝐱, the density 𝑃𝑃(𝐱𝐱) is greater than the density 

at any other pixel that lies within the 𝐻𝐻(𝐱𝐱, 𝑥𝑥gap, 𝑥𝑥gap) region, then pixel 𝐱𝐱 must contain a well center. 

Formally, a pixel 𝐱𝐱 is denoted as a well center if 

argmax
𝐱𝐱𝑖𝑖∈𝐻𝐻(𝐱𝐱,𝑥𝑥gap,𝑥𝑥gap)

𝑃𝑃(𝐱𝐱𝑖𝑖) 
(5.8) 

is 𝐱𝐱. The underlying density 𝑃𝑃(𝐱𝐱𝑖𝑖) at the pixel center 𝐱𝐱𝑖𝑖 = [𝑥𝑥𝑖𝑖 ,𝑦𝑦𝑖𝑖]𝑇𝑇 is estimated using (5.6). The 

pixel intensity 𝑏𝑏𝑖𝑖 is used as the empirical density estimate at 𝐱𝐱𝑖𝑖 and a symmetric Gaussian kernel 𝐾𝐾 

of radius 𝑟𝑟 = 𝑥𝑥gap and standard deviation (𝑥𝑥gap/4): 

𝐾𝐾(𝑧𝑧) =
1

𝑥𝑥gap2�2𝜋𝜋 �
𝑥𝑥gap

4 �
2
𝑒𝑒
− ||𝐳𝐳||2

2�
𝑥𝑥gap
4 �

2

 (5.9) 

is used as the kernel function. 

Transformation Estimation 

To estimate an affine transformation between the model grid 𝑴𝑴 and the guide points 𝑺𝑺ℓ×2 =

[𝐬𝐬1, … 𝐬𝐬ℓ]T, where 𝐬𝐬𝑖𝑖 = [𝑥𝑥𝑖𝑖 ,𝑦𝑦𝑖𝑖]𝑇𝑇 a variant of the Inner-RANSAC algorithm called Inner ICP-
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REJSAC (Inner Iterative Closest Point-Rejection Sampling and Consensus) is proposed. As the 

name suggests, the Inner ICP-REJSAC method uses a rejection sampling technique rather than 

random sampling, to select the samples from which the parameters of the similarity transform are 

estimated.  

The rejection sampling is performed by selecting a triplet of points from the set of guide 

points 𝑆𝑆, such that the points are nearest neighbors of each other. Let the guide points selected in 

the 𝑘𝑘th iteration be 𝑺𝑺3×2
𝑘𝑘 = [𝐬𝐬1𝑘𝑘 , 𝐬𝐬2𝑘𝑘 , 𝐬𝐬3𝑘𝑘]𝑇𝑇. The selected sample 𝑺𝑺𝑘𝑘 is only considered further if the 

three pairwise Euclidean distances 𝑑𝑑12𝑘𝑘 , 𝑑𝑑13𝑘𝑘  and 𝑑𝑑23𝑘𝑘 , defined as 𝑑𝑑𝑖𝑖𝑖𝑖𝑘𝑘 = [𝐬𝐬𝑖𝑖𝑘𝑘 − 𝐬𝐬𝑖𝑖𝑘𝑘]𝑇𝑇[𝐬𝐬𝑖𝑖𝑘𝑘 − 𝐬𝐬𝑖𝑖𝑘𝑘], are all 

greater than 0.75𝑥𝑥gap and less than 1.25𝑥𝑥gap; otherwise the sample is rejected. The range 

(0.75𝑥𝑥gap, 1.25𝑥𝑥gap) was selected empirically. Three points 𝑴𝑴3×2
′ = [𝐦𝐦1,𝐦𝐦2,𝐦𝐦3]𝑇𝑇, which are 

nearest neighbors of each other are selected from the model grid 𝑀𝑀. Note that in the model grid all 

triplets of points which are nearest neighbor of each other are equivalent and therefore only one 𝑴𝑴′ 

needs to be chosen at the start. 

If a sample 𝑺𝑺𝑘𝑘 is not rejected the similarity transformation between 𝑴𝑴′ and 𝑺𝑺𝑘𝑘 is computed 

by solving the system of linear equations: 

𝑺𝑺𝑘𝑘 = 𝑨𝑨𝑘𝑘𝑴𝑴′ + 𝑳𝑳𝑘𝑘 , (5.10) 

where 𝑨𝑨𝑘𝑘 = �
𝑎𝑎11 𝑎𝑎12
𝑎𝑎21 𝑎𝑎22� encodes the scaling and rotation parameters and 𝑳𝑳𝑘𝑘 = �

𝑡𝑡𝑥𝑥
𝑡𝑡𝑦𝑦� is the 

translation vector. The model grid points 𝑴𝑴 are then transformed using 𝑨𝑨𝑘𝑘 and 𝑳𝑳𝑘𝑘 to generate the 

transformed model grid points 𝑻𝑻𝑘𝑘 = 𝑨𝑨𝑘𝑘𝑴𝑴 +  𝑳𝑳𝑘𝑘. 

RANSAC assumes that the parameters estimated from outlier-free samples will be 

consistent with all inliers. However this is rarely the case. For instance, the transformation estimated 

from three pairs of true correspondences may not be the optimal alignment between the two point 

sets, if the points are perturbed by noise. To overcome this problem Inner-RANSAC was developed 

by Chum et al. [101]. In Inner-RANSAC a local optimization is performed to refine the estimated 

model parameters after the initial estimate has been generated from the samples. In the proposed 

Inner ICP-REJSAC method the local optimization is performed using a variant of the Iterative 



91 
 

Closest Point (ICP) algorithm that uses bootstrapping and least trimmed squares. 

In the Dual-Bootstrap ICP [211], bootstrapping regions are defined for both the point sets 

(the grid points and the guide points) and the transformation parameters are estimated using only 

those correspondences that lie within the bootstrap regions. The idea being that, if a good alignment 

can be established between the two bootstrapping regions, then by bootstrapping the registration in 

these regions and then growing them in subsequent iterations, a better alignment can be established. 

In the proposed method, before the local optimization (the inner ICP) is performed, an initial 

transformation that registers the points in 𝑴𝑴′ and 𝑺𝑺𝑘𝑘 was already established. The neighborhoods 

of 𝑴𝑴′ and 𝑺𝑺𝑘𝑘 are also likely to be well registered under this initial transformation. Therefore these 

neighborhood regions are used as the bootstrap regions. Note that here the initial alignment is 

generated from all-inlier samples and therefore is close to optimal. The circular bootstrap region for 

the 𝑛𝑛th iteration is defined as 𝐻𝐻(𝐬𝐬𝑐𝑐 , 𝜌𝜌) where 𝜌𝜌 = 1.25𝑥𝑥𝑏𝑏𝑎𝑎𝑝𝑝 ∗ 𝑛𝑛 and 𝐬𝐬𝑐𝑐 is the mean of the three 

points in 𝑺𝑺𝑘𝑘. Correspondences between 𝐬𝐬𝑖𝑖 and 𝐭𝐭𝑖𝑖 ∈ 𝑻𝑻𝑘𝑘 that lie within 𝐻𝐻(𝐬𝐬𝑐𝑐 ,𝜌𝜌) are used to bootstrap 

the local optimization (Inner-ICP). The correspondences are established using a nearest-neighbor 

approach.  

Fig. 5.4 illustrates the bootstrapping method. The two point sets are shown as blue empty 

circles and orange filled circles. Fig. 5.4(a) shows the initial alignment obtained using the three 

corresponding pairs (points inside the red boxes). In Figs. 5.4(b) and 5.4(c), the bootstrap region 

(illustrated as points inside boxes) is extended and the alignment quality is also improved. 

The Trimmed ICP [212] uses only a subset of the correspondences that are likely to be good 

correspondences, rather than using all possible correspondences to calculate the least squares 

transformation parameters. This makes the alignment process robust to outliers. A similar approach 

is employed in the proposed method. Only those correspondences that lie within the bootstrap 

region, and for which the alignment error is less than a threshold, are used to estimate the 

transformation parameters. In Figs. 5.4 (b) and 5.4 (c), the correspondences that are used to estimate 

the alignment parameters are marked with red boxes and the correspondences that are marked with 

black boxes are trimmed. 
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Let {si, ti} be a correspondence between a guide point si and a transformed model point 

ti ∈ Thk where Thk is the transformed model grid point set estimated in the hth iteration of the local 

optimization (inner iteration). For each correspondence inside the bootstrap region, the squared 

Euclidean distance di = (si − ti)T(si − ti) is calculated. The correspondence pairs, for which di is 

less than the median of the dis, are used to estimate the new similarity transformation matrices Ahk 

and Lhk and the new transformed model grid point set Th+1k , for the (h + 1)th inner iteration.  

The local optimization (inner iterations) continues till the bootstrap region covers the entire 

image block ℬ′. The final transformed model grid 𝑻𝑻𝑓𝑓𝑘𝑘 is used to calculate the mean squared 

error (𝑒𝑒𝑚𝑚𝑠𝑠𝑒𝑒𝑘𝑘 ) for the sample 𝑺𝑺𝑘𝑘 as: 

𝑒𝑒𝑚𝑚𝑠𝑠𝑒𝑒𝑘𝑘 =
𝑡𝑡𝑟𝑟 ��𝑳𝑳𝑻𝑻𝑓𝑓𝑘𝑘 − 𝑺𝑺��𝑳𝑳𝑻𝑻𝑓𝑓𝑘𝑘 − 𝑺𝑺�𝑻𝑻�

𝟏𝟏𝑛𝑛𝑻𝑻𝑳𝑳𝑇𝑇𝟏𝟏ℓ
 , (5.11) 

 

where 𝑳𝑳(𝑖𝑖, 𝑗𝑗) = � 1, 𝑖𝑖𝑜𝑜 �𝐬𝐬𝑖𝑖 , 𝐭𝐭𝑖𝑖� 𝑖𝑖𝑖𝑖 𝑎𝑎 𝑐𝑐𝑜𝑜𝑟𝑟𝑟𝑟𝑒𝑒𝑖𝑖𝑝𝑝𝑜𝑜𝑛𝑛𝑑𝑑𝑒𝑒𝑛𝑛𝑐𝑐𝑒𝑒
0,                                        𝑜𝑜𝑡𝑡ℎ𝑒𝑒𝑟𝑟𝑒𝑒𝑖𝑖𝑖𝑖𝑒𝑒

 is an ℓ × 𝑛𝑛 logical matrix, 𝑡𝑡𝑟𝑟(∙) returns the 

trace of a matrix, and 𝟏𝟏𝑛𝑛 and 𝟏𝟏ℓ are 𝑛𝑛 × 1 and ℓ × 1 vectors of ones. 

In RANSAC [99] the number of iterations (𝑘𝑘) required to achieve a probability of success 

𝜂𝜂 is: 

𝑘𝑘 =
log(1 − 𝜂𝜂)
log(1 − 𝜖𝜖3)

 (5.12) 

where 𝜖𝜖 is the fraction of inliers among the guide points. Since in the proposed Inner ICP-REJSAC 

method rejection sampling is used, 𝜖𝜖 is set to a relatively high value of 0.75. Using 𝜂𝜂 = 0.9999 the 

value of 𝑘𝑘 is 17 (rounded off from 16.808) and therefore 17 samples are drawn through rejection 

sampling.  

 The transformed model point set 𝑻𝑻𝑓𝑓𝑘𝑘 with the minimum mean squared error 𝑒𝑒𝑚𝑚𝑠𝑠𝑒𝑒𝑘𝑘  is selected 

as the rigidly aligned grid 𝓖𝓖 for the image block ℬ′. 
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(a) (b) 

 
(c) 

Fig.5.4. The bootstrapped and least trimmed squares ICP algorithm. Two point sets are shown using orange dots and blue circles. (a), 
(b) and (c) are the first, second and third iterations of the algorithm. The correspondences marked with squares form the bootstrap 
region. Only the correspondences marked with red boxes are used to estimate the transformation in each iteration. 

 

5.1.3 Grid Refinement 

In this section, the Iterative Mean-shift based Affine Refinement is discussed. This step 

uses a similar iterative bootstrapping and trimming approach as the previous step to prevent the 

refinement from deforming the grid wildly from the initial rigid alignment. The bootstrap region is 

initialized and grown in the same way as in the grid fitting step. Let 𝐠𝐠 ∈ 𝓖𝓖 be one of 𝑛𝑛 grid points 

inside the bootstrap region in the 𝑘𝑘th iteration. These grid points are used to initialize 𝑛𝑛 mean-shift 

mode estimations.  

The mean-shift vector 𝐠𝐠shift for each 𝐠𝐠 is computed using (5.7). The pixel intensities are 

used as the empirical density estimates at pixel centers and an 𝑥𝑥gap × 𝑥𝑥gap uniform kernel is used 
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as the kernel function. 

Starting at 𝐠𝐠 the grid point is repeatedly shifted until a local maximum is reached. Although 

the mean-shift algorithm is guaranteed to converge to some local maxima indicated by a zero 

gradient, in practice the rate of convergence can become very slow when the window gets close to 

the maxima. Therefore, the mean-shift process is stopped when the shift falls below 0.1 pixels i.e., 

when ||𝐱𝐱shift|| < 0.1. Fig. 5.5 shows the mean-shift mode detection process. The green squares 

indicate the initial location of the kernel centers, the red dots show the positions of the shifted kernel 

centers and the blue dots represent the located modes.  

 
Fig. 5.5. Mean-shift mode estimation. An inverted bright field image with the mean-shift initialization locations marked with 
green squares. The location of the center of the kernel windows during the mean-shift iterations are marked with red dots and 
the detected modes are marked with blue circles. 

In noisy and dirty images the mean-shift can sometimes shift the grid point farther away 

from the grid center. To negate this error, the mean-shifts for the grid points are smoothed using a 

circular median filter with a radius of 2𝑥𝑥gap i.e., a filter centered at a grid point and covering its 12 

neighboring grid points. For each 𝐠𝐠 its smoothly shifted version 𝐠𝐠� is computed as: 

𝐠𝐠� = 𝐠𝐠 + median  ��(𝐱𝐱1 − 𝐠𝐠1), … , �𝐱𝐱𝑖𝑖 − 𝐠𝐠𝑖𝑖���,  (5.13) 

where 𝐠𝐠𝑖𝑖 ∈ 𝐻𝐻(𝐠𝐠, 2𝑥𝑥gap), 𝐱𝐱𝑖𝑖 = [𝑥𝑥𝑖𝑖 ,𝑦𝑦𝑖𝑖]𝑇𝑇 is the mode detected by mean-shifting from 𝐠𝐠𝑖𝑖 and 

median(𝑿𝑿) returns the 𝑛𝑛 × 1 median vector of the 𝑛𝑛 × 𝑚𝑚 matrix 𝑿𝑿. A smoothness score 𝜓𝜓smooth 

is then computed for each smoothed 𝐠𝐠� as: 

𝜓𝜓smooth =
1

𝑡𝑡𝑟𝑟�cov([(𝐠𝐠�1 − 𝐠𝐠1), … , (𝐠𝐠�𝑖𝑖 − 𝐠𝐠𝑖𝑖)])�
,  (5.14) 
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where 𝐠𝐠𝑖𝑖 ∈ 𝐻𝐻(𝐠𝐠, 2𝑥𝑥gap), 𝐠𝐠�𝒊𝒊 is the smoothed version of 𝐠𝐠𝑖𝑖, 𝑡𝑡𝑟𝑟(∙) returns the trace of a matrix and 

cov(𝑿𝑿) returns the 𝑛𝑛 × 𝑛𝑛 covariance matrix of a 𝑛𝑛 × 𝑚𝑚 matrix 𝑿𝑿. The points in 𝓖𝓖 whose 

corresponding ψsmooth scores are lower than the median of the 𝜓𝜓smooth scores are selected as the 

control points (𝓖𝓖′) for estimating an affine deformation. A lower 𝜓𝜓smooth score for a point indicates 

that the differences in shifts between that point and its neighboring points are small, meaning that 

the shifts are in good agreement. 

Using the selected (untrimmed) control points 𝓖𝓖′ = �𝐠𝐠1′, … , 𝐠𝐠𝑞𝑞′�
𝑇𝑇

, and their corresponding 

smoothed versions 𝓖𝓖�′ = �𝐠𝐠�1′, … , 𝐠𝐠�𝑞𝑞′�
𝑇𝑇

, an affine transformation matrix 𝑨𝑨 is computed by solving 

the system of linear equations: 

𝓖𝓖�𝟏𝟏′ = 𝑨𝑨𝓖𝓖𝟏𝟏′ , (5.15) 

where = �
𝑎𝑎11 𝑎𝑎12 𝑡𝑡1
𝑎𝑎21 𝑎𝑎22 𝑡𝑡2

0 0 1
� , 𝓖𝓖𝟏𝟏′ = �𝐠𝐠1′ 𝐠𝐠2′ 𝐠𝐠3′

1 1 1
� and 𝓖𝓖�𝟏𝟏′ = �𝐠𝐠�1′ 𝐠𝐠�2′ 𝐠𝐠�3′

1 1 1
�. 𝓖𝓖 is then 

transformed using 𝑨𝑨 to generate 𝓖𝓖� = 𝑨𝑨𝓖𝓖. 𝓖𝓖� is then set as the new 𝓖𝓖. The bootstrap region is grown 

and the process is repeated until the entire block ℬ′ has been covered by the bootstrap region. 

5.1.4 Grid Merging and Checking 

Once the grids have been established for all the image blocks, duplicate grid points (points 

representing the same well) are identified, as grid points from different image blocks that lie in an 

overlapping region and are within a distance of 0.25𝑥𝑥gap of each other. Typically duplicate points 

are very close to each other, in most cases less than a pixel apart. For each set of duplicate points, 

the mean intensity of pixels within a distance 0.375𝑥𝑥gap of the points are computed, and only the 

point with the highest mean intensity is kept. 

If any two or more grid points of an image block in the overlapping region are not within a 

distance of 0.25𝑥𝑥gap of any grid points in another image block, the gridding process is assumed to 

have failed. This is a situation where the grid of one image block is not aligned with the grid of a 

neighboring image block. In such a situation the gridding process can be restarted. 
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5.2 Micro-well Classification 

Similar to gridding, micro-well classification is also performed by breaking the image into 

smaller blocks and processing each block independently. As noted above this process has two 

advantages: first, it makes the method robust to illumination changes in the image, and second, it 

allows for parallel processing of the blocks. Let 𝓟𝓟1,𝓟𝓟2, … ,𝓟𝓟𝑛𝑛 be 𝑛𝑛 micro-well image regions in 

an image block, centered at grid centers 𝓖𝓖 = [𝐠𝐠1, … , 𝐠𝐠𝑛𝑛]𝑻𝑻. The objective of the micro-well 

classification is to assign each micro-well image 𝐠𝐠𝑖𝑖 a label (also referred to as class) 𝑙𝑙𝑖𝑖 which can 

be either positive or negative. A positive label indicates that the micro-well contains a bead and a 

negative label indicates that the micro-well is empty. The main challenge in this classification 

problem is that the visual appearance of the micro-wells varies significantly between and even 

within an image. Fig 5.6 shows a pair of micro-well images. It is difficult to predict just by looking 

at the pair which class they belong to. However, an informed guess could be made based on the 

brightness (intensity) if the micro-wells. The micro-well in Fig 5.6(a) has higher foreground pixel 

intensity than the micro-well 5.6(b), therefore one could be inclined to label the former as a positive 

and the later as a negative micro-well. 

 
 (a) (b)  
Fig. 5.6: A pair of micro-well images from two different regions of the same image.  
 

Fig. 5.7 shows two more pairs of micro-well images. Using a similar logic as above one 

could guess that the left images in these two pairs are negative samples while the right images are 

positive samples. However notice that the left image in the pair shown in Fig. 5.7(a) is the same 

image that is shown in Fig. 5.6(a) and the right image in Fig. 5.7(b) is the same image that is shown 

Fig. 5.6(b). While the images in Fig. 5.6(a) and (b) seem like they belong to positive and negative 

classes respectively, they are in fact negative and positive micro-well images. The two pairs in Fig. 

5.7 are negative and positive micro-well images that are close to each other in the image, whereas 
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the two images in Fig. 5.6 belong to different image neighborhoods. This shows the large variations 

in the appearance of micro-wells across an images. It also highlights the importance of using local 

neighborhood information in during classification. 

 
 (a) (b)  
Fig. 5.7: Two pairs of micro-well images. Each pair has a negative image on the left and a positive image on the right. The 
positive and negative images in each pair are from image regions that are close to each other. 

 

It is difficult even for humans to distinguish between the two classes of micro-well images 

in isolation. However, when presented as pairs of neighboring images, the contextual information 

(i.e. the appearance of the micro-wells relative to each other) makes it comparatively easier to 

identify which class the images belong to.  

There are two popular approaches to represent objects: a feature based representation, 

where an object’s features such as its area, circularity, etc. are used to characterize it, and a 

dis(similarity) based representation, where an object is characterized based on its relationship to 

some reference objects [213]. In the proposed method, a similarity-based representation is 

combined with object specific features. There are two reasons for choosing this approach: (1) as 

shown above it is easier to classify the micro-well images when another micro-well image is used 

as a reference and therefore similarity based representation is an effective way to describe the micro-

well images, and (2) the deposition images can contain tens of thousands of micro-wells and only 

simple features (such as area, intensity, etc.) can be extracted efficiently enough for such large 

number of objects. Such simple features are not powerful enough to discriminate between the two 

classes of images on their own.  

Henceforth, the similarity-based representations are referred to as similarity-based features 

and object’s features are referred to as object-based features. 

The proposed classification method begins by generating a similarity-based representation 
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of the micro-well images using a bank of template images. The relationships between the micro-

well images in the similarity-based features space is captured using a 𝑘𝑘-nearest neighbor (𝑘𝑘-NN) 

graph and a community detection algorithm [214] is used to extract clusters of strongly connected 

micro-wells. The clusters are merged further using agglomerative hierarchical clustering and at each 

merge a non-parametric test using object-based features is performed to identify positive clusters. 

5.2.1 Template Banks 

Based on visual analysis of the micro-well images it is apparent that the majority of clean 

micro-well images can be modelled using three shapes: (1) the Gaussian function, (2) the uniform 

distribution with circular or elliptical support, and (3) the 2-d torus or donut shape. However, the 

scale, rotation and deformation of these three basic shapes varies widely among the micro-wells. 

Nevertheless, because the shapes of the micro-wells are derived from these three basic shapes, 

template matching can be used to characterize them. To account for the variability within each shape 

when performing template based matching a positive template bank containing 104 template images 

and a negative template bank containing 118 template images are created. 

Half of the positive template bank images (52 images) emulate 2-d Gaussian functions, 

while the other half consists of images where the foreground region has the shape of a uniform 

distribution with circular or elliptical support. A 2-d Gaussian function is usually described using 

two parameters, the mean and the covariance matrix, where the covariance matrix encodes the scale, 

orientation and shape features of the function. An equivalent parameterization is also possible by 

explicitly specifying the three features: orientation 𝜃𝜃 (the angle between the 1st principal 

component and the 𝑥𝑥-axis), scale 𝜎𝜎𝑎𝑎 (the standard deviation along the 1st principal component), 

and an elongation deformation factor 𝑒𝑒𝑎𝑎𝑏𝑏 = 𝜎𝜎𝑎𝑎/𝜎𝜎𝑏𝑏 where 𝜎𝜎𝑏𝑏 is the standard deviation along the 2nd 

principal component. 48 positive template images emulating 2-d Gaussian functions are generated 

by combining 6 orientations (𝜃𝜃 = 0o, 30o, 60o, 90o, 120o, 150o), 4 scales (𝜎𝜎𝑎𝑎 =

1𝑖𝑖,√2𝑖𝑖, 2𝑖𝑖, 2√2𝑖𝑖), and 2 elongation deformations (𝑒𝑒𝑎𝑎𝑏𝑏 = 0.7, 0.85). Additional 4 template images 

are generated at the 4 scales with 𝑒𝑒𝑎𝑎𝑏𝑏 = 1 to produce a total of 52 images. These 52 images are 

shown in Fig. 5.8. The parameter 𝑖𝑖 is also a scaling parameter, whose value was determined by 
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fitting Gaussian functions to a set of manually labelled positive and negative micro-well images. 

The remaining 52 positive template images with circular and elliptical foregrounds are 

created in a similar way, with the difference that for elliptical (circular) shapes the scale and 

elongation deformation are specified using the major and minor axis radii, 𝑟𝑟𝑎𝑎 and 𝑟𝑟𝑏𝑏 respectively, 

instead of 𝜎𝜎𝑎𝑎 and 𝜎𝜎𝑏𝑏. The same combination of parameters as above is used to produce the 52 

uniform distribution shaped positive templates. These 52 images are shown in Fig. 5.9. 

The pixel intensities in the negative templates images follow a donut shaped function which 

is parameterized using four parameters: (1) major axis length of the inner ellipse 𝑟𝑟𝑖𝑖𝑛𝑛, (2) major axis 

length of the outer ellipse 𝑟𝑟𝑜𝑜𝑜𝑜𝑡𝑡, (3) elongation deformation 𝑒𝑒𝑎𝑎𝑏𝑏 = 𝑟𝑟𝑜𝑜𝑜𝑜𝑡𝑡_𝑏𝑏/𝑟𝑟𝑜𝑜𝑜𝑜𝑡𝑡, where 𝑟𝑟𝑜𝑜𝑜𝑜𝑡𝑡_𝑏𝑏 is the 

minor axis length of the outer ellipse, and (4) orientation 𝜃𝜃 (angle between major axis of outer 

ellipse and 𝑥𝑥-axis). The orientation of the inner ellipse is the same as that of the outer ellipse. The 

minor axis lengths of the inner and outer ellipses are 𝑒𝑒𝑎𝑎𝑏𝑏 ∗ 𝑟𝑟𝑖𝑖𝑛𝑛 and 𝑒𝑒𝑎𝑎𝑏𝑏 ∗ 𝑟𝑟𝑜𝑜𝑜𝑜𝑡𝑡 respectively. For each 

combination of 𝑟𝑟𝑖𝑖𝑛𝑛 and 𝑟𝑟𝑜𝑜𝑜𝑜𝑡𝑡, the template bank consists of 13 images: 1 image with 𝑒𝑒𝑎𝑎𝑏𝑏 = 1, and 

12 images generated by combining 6 orientations, 𝜃𝜃 = (0o, 30o, 60o, 90o, 120o, 150o), and 2 

elongation deformations, 𝑒𝑒𝑎𝑎𝑏𝑏 = (0.7, 0.85)). Nine combinations of 𝑟𝑟𝑖𝑖𝑛𝑛 and 𝑟𝑟𝑜𝑜𝑜𝑜𝑡𝑡, representing 

different scales and thickness of the donut are used to produce a total of (13 × 9 =) 118  images. 

The negative template bank images are shown in Fig. 5.10. 

 
Fig. 5.8: Gaussian shaped positive template bank images. 
 

𝑒𝑒𝑎𝑎𝑏𝑏 = 0.70 𝑒𝑒𝑎𝑎𝑏𝑏 = 0.85

𝜃𝜃 = 0o 𝜃𝜃 = 30o 𝜃𝜃 = 60o 𝜃𝜃 = 90o 𝜃𝜃 = 120o 𝜃𝜃 = 150o 𝜃𝜃 = 0o 𝜃𝜃 = 30o 𝜃𝜃 = 60o 𝜃𝜃 = 90o 𝜃𝜃 = 120o 𝜃𝜃 = 150o

𝜎𝜎𝑎𝑎 = 1𝑖𝑖

𝜎𝜎𝑎𝑎 = 2𝑖𝑖
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𝜎𝜎𝑎𝑎 = 1𝑖𝑖 𝜎𝜎𝑎𝑎 = 2𝑖𝑖 𝜎𝜎𝑎𝑎 = 2𝑖𝑖 𝜎𝜎𝑎𝑎 = 2 2𝑖𝑖
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Fig. 5.9: Elliptical and circular positive template bank images. 
 

 
Fig. 5.10: Negative template bank images. 
 

While the scale parameter 𝑖𝑖 was estimated from a small set of training samples, we still 

consider the proposed classification method unsupervised. It can be seen in Figs 5.8 and 5.9 that 

the template images account for a wide range of variations and are suitable for not only the 

microarray images used in this study but also for most other microarray images. Moreover, 

𝑒𝑒𝑎𝑎𝑏𝑏 = 0.70 𝑒𝑒𝑎𝑎𝑏𝑏 = 0.85

𝜃𝜃 = 0o 𝜃𝜃 = 30o 𝜃𝜃 = 60o 𝜃𝜃 = 90o 𝜃𝜃 = 120o 𝜃𝜃 = 150o 𝜃𝜃 = 0o 𝜃𝜃 = 30o 𝜃𝜃 = 60o 𝜃𝜃 = 90o 𝜃𝜃 = 120o 𝜃𝜃 = 150o

𝑟𝑟𝑎𝑎 = 1𝑖𝑖

𝑟𝑟𝑎𝑎 = 2𝑖𝑖

𝑟𝑟𝑎𝑎 = 2𝑖𝑖

𝑟𝑟𝑎𝑎 = 2 2𝑖𝑖
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matching a template with a micro-well image requires computing only a dot product (discussed 

below). Therefore, a much larger template bank with finer scales can also be envisioned. 

5.2.2 Similarity-Based Feature Extraction 

Given the vector of pixel intensities 𝑇𝑇𝑖𝑖 of a template image 𝓣𝓣𝑖𝑖 and the vector of pixel 

intensities 𝑃𝑃𝑖𝑖 of a micro-well image 𝓟𝓟𝑖𝑖, the normalized cross-correlation 𝑛𝑛𝑐𝑐𝑐𝑐𝑖𝑖𝑖𝑖 between the two 

images, at the center pixel is: 

 𝑛𝑛𝑐𝑐𝑐𝑐𝑖𝑖𝑖𝑖 = 〈
𝑃𝑃𝑖𝑖

�𝑃𝑃𝑖𝑖�2
,
𝑇𝑇𝑖𝑖

‖𝑇𝑇𝑖𝑖‖2
〉 (5.16) 

   

where 〈⋅,⋅〉 is the inner product and ‖⋅‖2 is the 𝐿𝐿2-norm. Traditionally, when performing template 

matching using NCC, the template is centered over every pixel of the image and the NCC value at 

each pixel is computed to identify the best alignment between the template and the image. Here, 

however, the images are assumed to be aligned and the NCC is computed only at the center pixel 

of the image. In this case the NCC is simply the dot product of the normalized vectors. Since the 

normalized vectors can be pre-computed, during matching only a dot product has to be computed. 

The NCC between the 𝑛𝑛 micro-well images and the 222 template images are computed. 

For each positive and negative template image 𝑇𝑇𝑖𝑖, the 𝑛𝑛𝑐𝑐𝑐𝑐𝑖𝑖𝑖𝑖 scores are summed over all the 𝑃𝑃𝑖𝑖 micro-

well images to get the sum of scores, 𝑖𝑖𝑜𝑜𝑖𝑖𝑖𝑖 = ∑ 𝑛𝑛𝑐𝑐𝑐𝑐𝑖𝑖𝑖𝑖𝑛𝑛
𝑖𝑖=1 . The positive template with the highest 

𝑖𝑖𝑜𝑜𝑖𝑖𝑖𝑖 among the positive templates and the negative template with the highest 𝑖𝑖𝑜𝑜𝑖𝑖𝑖𝑖 among the 

negative templates are selected as the prototype positive and negative templates. The similarity-

based representation of the jth micro-well image is the 2-d feature vector [𝑛𝑛𝑐𝑐𝑐𝑐𝑖𝑖+ 𝑛𝑛𝑐𝑐𝑐𝑐𝑖𝑖−]𝑇𝑇, where 

𝑛𝑛𝑐𝑐𝑐𝑐𝑖𝑖+ and 𝑛𝑛𝑐𝑐𝑐𝑐𝑖𝑖− are the NCC scores between the jth micro-well image and the positive and negative 

prototype templates, respectively. Because the classification is performed separately for each image 

block (and therefore different prototype templates are selected for different image blocks), the 

variance in the images is limited and one prototype per class is enough to generate a similarity-

based representation that can sufficiently discriminate the two classes. 

To label the micro-well images as positive or negative, the 2-d similarity-based features are 
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clustered into two classes. The two features 𝑛𝑛𝑐𝑐𝑐𝑐+ and 𝑛𝑛𝑐𝑐𝑐𝑐− are however likely to be highly 

correlated as they both represent correlation with similar circular shapes. Indeed, this is evident in 

the data as well. Fig. 5.11(b) shows the scatter plot of the similarity-based features of the micro-

wells in the image block shown in Fig. 5.11(a). The correlation between the features is clearly 

evident. When clustering such highly correlated data, the clustering can be dominated by the 

direction in which the data has a high variance. In Fig. 5.11(b) the positive and negative samples 

are represented using red and blue dots, respectively. As can be seen, the direction along which 

(when projected onto) the clusters are separable, is not the same as the direction in which the data 

has high variance. This problem can be further compounded when the number of positive samples 

is very small compared to the number of negative samples and the separation between the clusters 

is less obvious. There are two ways to deal with such data: the first way is to transform (normalize) 

the data so that the data has similar variance in all directions, the second approach is to use a distance 

metric like Mahalanobis distance that inherently takes into account the shape of the distribution. 

We take the former approach and use principal components analysis (PCA) to transform (rotate and 

scale) the data.  

The principal components (PCs) of the data are computed as the eigenvectors of the 

covariance matrix. The data points are then projected onto the PCs and thus rotated (axis aligned). 

The rotation corrected data will have the highest variance along the 𝑥𝑥-axis. The new similarity-

based features (PCs) are the projections of the data points onto the PCs and therefore are some 

linear combination of the original features 𝑛𝑛𝑐𝑐𝑐𝑐+ and 𝑛𝑛𝑐𝑐𝑐𝑐−.  Finally, the data is scaled by dividing 

the new feature values by the standard deviation of the new features. The resulting normalized data 

will have the identity matrix as its covariance matrix. Fig. 5.11(c) shows the result of PCA based 

normalization of the data points shown in Fig. 5.11(b). 
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(a) 

 
(b) (c) 

Fig. 5.11: Principal components analysis based normalization of the similarity-based features. (a) a small region of a bright field 
image, (b) similarity-based representation of the micro-wells in the region shown in (a) (the red dots are positive samples and 
the blue dots are negative samples), and (c) the data points in (b) after PCA based normalization. 
 

5.2.3 Object-based Feature Extraction 

Based on visual inspection of the micro-wells it can be concluded that two micro-wells, 

that are close to each other in the image and are not affected by noise or artifacts, are likely to 

belong to two different classes if: (1) one of the micro-wells has significantly higher foreground 

intensity than the other, or (2) if one of the micro-wells has a significantly larger hole in its 

foreground region than the other. It is important to note that only micro-wells that are close to each 

other in the image can be compared in this way, as foreground intensities and sizes of micro-wells 

vary across the image.  

To extract the object based features the micro-well images are segmented using Otsu’s 
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thresholding. For each micro-well image 𝓟𝓟𝑖𝑖 the foreground regions are used to compute four 

features: (1) contrast (𝑐𝑐𝑡𝑡𝑖𝑖), computed as the ratio of median intensity of the foreground pixels to the 

median intensity of the background pixels, (2) percent hole (𝑝𝑝ℎ𝑖𝑖), computed as the ratio between 

the area of holes in the foreground region and the area of the foreground region, (3) the isoperimetric 

quotient of the foreground region (𝑖𝑖𝑞𝑞𝑖𝑖), and (4) the convexity of the foreground region (𝑐𝑐𝑥𝑥𝑖𝑖), 

computed as the ratio of the foreground area and its convex hull. 

5.2.4 𝒌𝒌-Nearest Neighbor Graph Construction 

The 2-d similarity-based feature space is one of many possible representations of the data 

(albeit a good representation from the point of view of classification), and it is likely that the data 

points actually lie on some higher-dimensional, possibly smooth, surface (a manifold). To 

accurately partition the data therefore it is necessary to capture the true relationships, the geodesic 

distances, between the data points on this underlying manifold. The most common way to learn 

local neighborhood structures of the manifold is to use 𝑘𝑘-nearest neighbors. The rationale being 

that local neighborhood structures are preserved across various (approximate) representation of the 

true underlying manifold. That is two samples that are nearest neighbors of each other on the 

manifold are likely to be close to each other in some other (approximate) representation of the 

manifold as well.  

Let 𝐹𝐹𝑐𝑐𝑐𝑐𝑛𝑛×2 = [f1𝑐𝑐𝑐𝑐 , f2𝑐𝑐𝑐𝑐 , … , f𝑛𝑛𝑐𝑐𝑐𝑐]𝑇𝑇 be the PCA normalized data, where f𝑖𝑖𝑐𝑐𝑐𝑐 = [λ𝑖𝑖1, λ𝑖𝑖2]𝑇𝑇  is the 

ith data point in the PCA normalized feature space. While several constructions of 𝑘𝑘-NN graphs are 

possible, here a mutual 𝑘𝑘-NN graph is used. Formally, a mutual 𝑘𝑘-NN graph is an undirected graph 

ℕ𝑘𝑘 = (𝐹𝐹𝑐𝑐𝑐𝑐 ,𝐸𝐸𝑘𝑘), whose nodes are the data points f𝑖𝑖𝑐𝑐𝑐𝑐 and whose edges 𝐸𝐸𝑘𝑘(f𝑖𝑖𝑐𝑐𝑐𝑐 , f𝑖𝑖𝑐𝑐𝑐𝑐) connect the data 

points f𝑖𝑖𝑐𝑐𝑐𝑐 and f𝑖𝑖𝑐𝑐𝑐𝑐, if f𝑖𝑖𝑐𝑐𝑐𝑐 ∈ 𝐻𝐻𝑘𝑘(f𝑖𝑖𝑐𝑐𝑐𝑐) and f𝑖𝑖𝑐𝑐𝑐𝑐 ∈ 𝐻𝐻𝑘𝑘(f𝑖𝑖𝑐𝑐𝑐𝑐), where 𝐻𝐻𝑘𝑘(f𝑖𝑖𝑐𝑐𝑐𝑐) is the list of 𝑘𝑘-nearest data 

points of f𝑖𝑖𝑐𝑐𝑐𝑐. The distance between the data points is computed using Euclidean distance. The graph 

ℕ𝑘𝑘 captures the structure of the data points on the underlying manifold well, if the data points that 

are connected by an edge lie close to each other on the manifold. The notion of what is a “local” 

neighborhood however is subjective and is controlled by the parameter 𝑘𝑘. 
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Fig. 5.12: Community detection using 𝑘𝑘-NN graphs of varying sparsity. (a) and (b) are two microarray image blocks. (c) PCA 
normalized similarity-based representation of the micro-wells in (a). The data points are colored based on the clustering achieved 
by the community detection algorithm [214] using a 𝑘𝑘-NN graph constructed with 𝑘𝑘 = 249. (d) PCA normalized similarity-
based representation of the micro-wells in (b). The data points are colored based on the clustering achieved by the community 
detection algorithm using a 𝑘𝑘-NN graph constructed with 𝑘𝑘 = 95. (e) the same data points shown in (c) but colored based on the 
clustering achieved by the community detection algorithm using a 𝑘𝑘-NN graph constructed with 𝑘𝑘 = 21. (f) the same data points 
shown in (d) but colored based on the clustering achieved by the community detection algorithm using a 𝑘𝑘-NN graph constructed 
with 𝑘𝑘 = 6. 
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Smaller values of 𝑘𝑘 produce uneven manifolds and can cause over-partitioning of the data 

points. Whereas larger values of 𝑘𝑘 produce smoother manifolds but risk introducing spurious and 

noisy edges between data points that lie far apart on the manifold, and likely belong to different 

classes. Numerous sparsification strategies have been proposed [215, 216] to remove spurious 

edges from 𝑘𝑘-NN graphs. In the proposed method, sparsification is achieved by pruning edge 

𝐸𝐸𝑘𝑘(f𝑖𝑖𝑐𝑐𝑐𝑐 , f𝑖𝑖𝑐𝑐𝑐𝑐) if: 

1. �𝑐𝑐𝑡𝑡𝑖𝑖 − 𝑐𝑐𝑡𝑡𝑖𝑖� > 𝑖𝑖𝑑𝑑𝑟𝑟𝑐𝑐𝑡𝑡 or �𝑝𝑝ℎ𝑖𝑖 − 𝑝𝑝ℎ𝑖𝑖� > 𝑖𝑖𝑑𝑑𝑟𝑟𝑝𝑝ℎ where 𝑖𝑖𝑑𝑑𝑟𝑟𝑐𝑐𝑡𝑡 and 𝑖𝑖𝑑𝑑𝑟𝑟𝑝𝑝ℎ are the interdecile 

ranges of the contrast and percent hole features, or if 

2.  �𝐠𝐠𝑖𝑖 − 𝐠𝐠𝑖𝑖�2 > 𝑏𝑏𝑒𝑒/2 where 𝐠𝐠𝑖𝑖  and 𝐠𝐠𝑖𝑖  are the grid centers of the ith and jth micro-well 

images respectively, ‖⋅‖2 is the L2-norm distance, and 𝑏𝑏𝑒𝑒 is the width of the image block. 

The second condition removes edges between micro-well images that are far from each 

other in the image. The 𝑘𝑘-NN graph is used to perform label propagation based clustering in the 

next stage. Labelling a micro-well image based on other micro-well images that are far away from 

it is not desirable, hence edges between micro-wells that are far apart are pruned. 

One of the challenges in the micro-well clustering problem is that the number of clusters 

inherently present in the data can vary and is not known a priori. For instance, when some of the 

micro-well images are affected by noise, they can form a cluster of their own. Even in clean images, 

the large number of negative micro-well images can be separated into more than one cluster. Fig. 

5.12(a) shows such a scenario. Due to large variation in illumination the appearance of the negative 

micro-wells at the left and right extremities are quite different. Fig. 5.12(c) shows the PCA 

normalized features 𝐹𝐹𝑐𝑐𝑐𝑐 for the micro-well images in Fig. 5.12(a) where the negative micro-well 

images can be separated into two clusters. Another challenge in the clustering problem is that the 

number of data points in the positive cluster can vary from zero to a few hundred. Fig. 5.12(b) 

shows a sparsely populated (by beads) image block which has 21 positive micro-wells whereas the 

image block in Fig. 5.12(a) has 279 positive micro-wells. This makes defining a good local 

neighborhood very difficult. For sparsely populated image blocks the number of good (similar) 

neighbors can be much smaller than that of densely populated image blocks. The problem is 
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illustrated in Fig. 5.12:  Figs. 5.12(c) and (e) show the clustering achieved on the same data by a 

community detection algorithm (discussed in the next section) using 𝑘𝑘-NN graphs constructed using 

𝑘𝑘 = 249 and 𝑘𝑘 = 21 respectively. Figs. 5.12(d) and (f) show the two clustering achieved on another 

data by the community detection algorithm using 𝑘𝑘-NN graphs constructed with 𝑘𝑘 = 95 and 𝑘𝑘 = 6 

respectively. For Fig. 5.12(b) 𝑘𝑘 = 95 creates neighborhoods that are too large and the positive 

cluster is affected by spurious edges that produce incorrect labelling. The image block in Fig. 

5.12(a) has 1656 micro-wells and the image block in Fig. 5.12(b) has 475 micro-wells. For the 

micro-wells in Fig. 5.12(a) 𝑘𝑘 = 249, which is 15% of the data, is a good measure of local 

neighborhood, for the micro-wells in Fig. 5.12(b) 𝑘𝑘 = 6, which is 1.25% of the data, is a good 

measure of local neighborhood.  

Even though sparsification can help prune some noisy edges, there is no single measure of 

locality that works for all images. Therefore, in the proposed method the clustering is performed 

six times, using 𝑘𝑘 = 0.20𝑛𝑛, 0.15𝑛𝑛, 0.10𝑛𝑛, 0.05𝑛𝑛, 0.025𝑛𝑛, and 0.0125𝑛𝑛, where 𝑛𝑛 is the number of 

micro-wells in the image block. In each iteration, a new 𝑘𝑘-NN graph is constructed and pruned, 

community detection is performed using the pruned graph, and the clusters found through 

community detection are analyzed to find a positive cluster.  

5.2.5 Community Detection based Clustering  

As discussed above, the true underlying number of partitions in the data are not known. 

The label propagation based community detection algorithm of Raghavan et al. [214] is therefore a 

natural choice for this problem, as it relies only on the network structure and does not require the 

number or size of clusters to be known a priori. Moreover, the algorithm has a near-linear running 

time, which is desirable because the clustering has to be performed six times for each image block.  

The algorithm begins by assigning unique labels to each node in ℕ𝑘𝑘. In each iteration the 

algorithm picks nodes (data points) from ℕ𝑘𝑘 in a random order, and assign each node the label that 

is most popular among its 𝑘𝑘-nearest neighbors. The algorithm terminates when all nodes have the 

labels that the majority of their 𝑘𝑘-nearest neighbors have. During the initial iterations small dense 
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clusters with same labels begin to form. As these clusters become larger, their influence increases 

and they begin to attract more nodes. When two large cluster’s boundaries come close they start 

competing with each other for the nodes. Finally, when stable cluster boundaries are found an 

equilibrium is reached and the algorithm terminates.  

5.2.6 Positive Cluster Identification 

Wilcoxon-Mann-Whitney U-Test 

The clusters identified using the community detection algorithm are further clustered using 

agglomerative hierarchical clustering to produce a binary linkage tree. The hierarchical clustering 

is performed using Euclidean distance and complete linkage. The binary linkage tree is then 

traversed from top-down and at each split a Wilcoxon-Mann-Whitney (WMW) U-test is performed 

to check if either of the child nodes represents a cluster of positive micro-well images (samples). It 

is assumed that the cluster of all positive samples will be one single node in the linkage tree. Which 

means that in case that the positive samples were partitioned into multiple clusters by the 

community detection algorithm, these clusters merge with each other before merging with other 

clusters in the hierarchical clustering.  

Given two clusters 𝐶𝐶𝑖𝑖 and 𝐶𝐶𝑖𝑖, two independent WMW U-tests are performed to check if one 

of them is a cluster of positive samples. One of the tests is based on contrast while the other is based 

on hole size. Micro-well images that are affected by artifacts have non-circular foreground regions. 

Therefore, to exclude such micro-well images, only those micro-well images that have 𝑖𝑖𝑞𝑞𝑖𝑖 > 0.85 

or 𝑐𝑐𝑥𝑥𝑖𝑖 > 0.9 are considered, when generating the samples to perform the WMW U-tests.  

The WMW U-test is a non-parametric test for the null hypothesis that the two samples come 

from the same population. The alternate hypothesis being that the two samples come from different 

populations. When comparing the two clusters, we are however interested in evaluating only 

whether one of the clusters (say 𝐶𝐶𝑖𝑖) is a positive or a negative cluster, assuming that the other cluster 

(𝐶𝐶𝑖𝑖) is a negative cluster. We refer to such an evaluation as  𝐶𝐶𝑖𝑖 vs 𝐶𝐶𝑖𝑖. To test if 𝐶𝐶𝑖𝑖 is a positive cluster 

a separate evaluation 𝐶𝐶𝑖𝑖 vs 𝐶𝐶𝑖𝑖 is performed, assuming 𝐶𝐶𝑖𝑖 to be a negative cluster. The reason for this 
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will become evident later. Let 𝕤𝕤𝑖𝑖 = �𝑖𝑖𝑖𝑖1, 𝑖𝑖𝑖𝑖2, … , 𝑖𝑖𝑖𝑖
𝑁𝑁𝑖𝑖� and 𝕤𝕤𝑖𝑖 = �𝑖𝑖𝑖𝑖1, 𝑖𝑖𝑖𝑖2, … , 𝑖𝑖𝑖𝑖

𝑁𝑁𝑗𝑗� be two samples (of 

contrast or hole size depending upon the test being performed) drawn from micro-wells belonging 

to clusters 𝐶𝐶𝑖𝑖 and 𝐶𝐶𝑖𝑖 respectively. For the evaluation of 𝐶𝐶𝑖𝑖 vs 𝐶𝐶𝑖𝑖 based on contrast, the only outcome 

that we are interested in is whether the contrasts in sample 𝕤𝕤𝑖𝑖 are significantly greater than the 

contrasts in sample 𝕤𝕤𝑖𝑖. Whether the contrasts in the two samples are equal or whether the contrasts 

in 𝕤𝕤𝑖𝑖 are less than the contrasts in 𝕤𝕤𝑖𝑖 does not change our outcome. Therefore, a one-sided (right-

tailed) WMW U-test is performed. A similar reasoning holds true for the percent hole feature 𝑝𝑝ℎ𝑖𝑖 

as well. Except that we expect the percent hole to be less in the positive micro-well images 

compared to the percent hole in negative micro-well images. Therefore, for the percent hole feature 

a one-sided (right-tailed) WMW U-tests is performed.  

While the WMW U-tests give us a principled way to compare the contrasts and holes of the 

micro-well images in the two clusters, several factors need to be considered before confidently 

concluding that one of the clusters is indeed a positive cluster, even if the result of the tests are 

significant. Factors such as the size of the two samples 𝑁𝑁𝑖𝑖 and 𝑁𝑁𝑖𝑖, the significance level 𝛼𝛼, the 

power of the test Π, and the effect size 𝑑𝑑𝑜𝑜𝑏𝑏𝑠𝑠 must all be considered to meaningfully use the outcome 

of the test. A major challenge in this clustering problem is that the number of positive sample in a 

block can vary from zero to hundreds. Since, only well-segmented micro-well images are 

considered for the tests, the number of positive samples available for the tests can often be small. 

This presents several challenges because for small samples (<5 for instance) discerning the shape 

of the underlying distribution is difficult and estimates for mean and variance are not very 

meaningful. While the non-parametric WMW test is better suited for small sample sizes (than the 

paired t-test), the power of the WMW test is severely compromised when the sample sizes are small. 

The power (or sensitivity) Π of a test is the probability of correctly rejecting the null hypothesis 

when the alternative hypothesis is true. A lower power therefore means that some positive clusters 

will not be identified. At the same time the significance level 𝛼𝛼, is the probability of rejecting the 

null hypothesis when it is true, i.e. the probability of incorrectly identifying a cluster as a positive 

cluster when it is not. For the proposed method it is necessary to retain sufficient power while 
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evaluating the hypothesis at very low significance levels.  

The left-tailed WMW U-test evaluates the following effect: the distribution of positive 

samples is shifted to the right compared to the distribution of the negative samples. The magnitude 

of the shift, taking into account the spread of the samples, is known as the effect size. For instance, 

the gap between the means of the two samples, taking into account the standard deviations of the 

samples, is an indicator of the effect size when the distributions are normal. For two samples to be 

considered significantly different at high significance level and power, their distributions should 

have minimal overlap and the gap between them or the effect size has to be large. Similarly, for 

smaller sample sizes, only weak assumptions can be made about the population distributions and 

therefore a larger effect size is required to achieve sufficient power at low significance levels. The 

effect size 𝑑𝑑𝑡𝑡 required to retain sufficient power at a given significance level and for samples of a 

certain size can be computed if the distributions are assumed to follow normal distributions [217]. 

Unfortunately, no well-established method exists for computing 𝑑𝑑𝑡𝑡 for non-parametric 

distributions, to the best of our knowledge. However, Lehmann [218] suggests that to retain the 

same power, significance level, and effect size as a Student’s t-test, a WMW U-test requires 15% 

more samples. Therefore, we compute the minimum required effect size 𝑑𝑑𝑡𝑡, as the effect size 

required in a Student’s t-test to retain power Π = 0.99 at significance level 𝛼𝛼 = 0.001 for samples 

of sizes 0.85𝑁𝑁𝑖𝑖 and 0.85𝑁𝑁𝑖𝑖 with standard deviations 𝜎𝜎𝑖𝑖 = 𝜎𝜎𝑖𝑖 = max(𝜎𝜎𝑖𝑖 ,𝜎𝜎𝑖𝑖) (Student’s t-test 

assumes equal variance of the samples). Fig. 5.13 shows the required effect size 𝑑𝑑𝑡𝑡 with changing 

sample sizes 𝑁𝑁𝑠𝑠 = 𝑁𝑁𝑖𝑖 = 𝑁𝑁𝑖𝑖 at significance level 𝛼𝛼 = 0.001 and power Π = 0.99, assuming equal 

variance (𝜎𝜎2 = 0.25) of the two samples. To compute the observed (sample) effect size 𝑑𝑑𝑜𝑜𝑏𝑏𝑠𝑠, we 

use the method proposed by McGraw and Wong [219] for non-parametric distributions: 

𝑑𝑑𝑜𝑜𝑏𝑏𝑠𝑠 =
�𝜇𝜇𝑖𝑖 − 𝜇𝜇𝑖𝑖�

�𝜌𝜌1𝜎𝜎12 − 𝜌𝜌2𝜎𝜎22
, (5.17) 

 

where 𝜇𝜇𝑖𝑖 and 𝜇𝜇𝑖𝑖 are the means, 𝜎𝜎𝑖𝑖 and 𝜎𝜎𝑖𝑖 are the standard deviations of  samples 𝕤𝕤𝑖𝑖 and 𝕤𝕤𝑖𝑖 

respectively, and 𝜌𝜌1 and 𝜌𝜌2 are the proportion of samples i.e., 𝜌𝜌1 = 𝑁𝑁𝑖𝑖 (𝑁𝑁𝑖𝑖 + 𝑁𝑁𝑖𝑖)⁄ , and 𝜌𝜌2 = 1 −

𝜌𝜌1.  
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When comparing two clusters 𝐶𝐶𝑖𝑖 vs 𝐶𝐶𝑖𝑖 first the observed effect size 𝑑𝑑𝑜𝑜𝑏𝑏𝑠𝑠 and the minimum 

required effect size 𝑑𝑑𝑡𝑡 are computed, and only if  𝑑𝑑𝑜𝑜𝑏𝑏𝑠𝑠 ≥ 𝑑𝑑𝑡𝑡 the exact WMW U-test is performed. 

The WMW U-test, because of the combinatorial nature, has a high running time complexity. 

Therefore, the effect sizes are used first to check for significant shift under the normal 

approximation. If a significant shift is found, the exact WMW U-test is performed using samples of 

size 𝑁𝑁𝑖𝑖 = 𝑁𝑁𝑖𝑖 = 50 (generated by further uniformly randomly sampling from 𝕤𝕤𝑖𝑖 and 𝕤𝕤𝑖𝑖 respectively). 

If the 𝑝𝑝-value of the exact WMW U-test is found to be significant at 𝛼𝛼 = 0.001, 𝐶𝐶𝑖𝑖 is identified as 

a positive cluster. The tests for the two features, contrast and percent hole, are performed 

independently and if either one is found to be significant 𝐶𝐶𝑖𝑖 is identified as a positive cluster. 

 

 
Fig. 5.13: Effect size of Student’s t-test to retain power Π = 0.99 at significance level 𝛼𝛼 = 0.001 for samples of equal size(𝑁𝑁𝑠𝑠) 
and equal variance 𝜎𝜎2 = 0.25. 
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Fig. 5.14: An illustration of linkage trees generated by hierarchical clustering. 
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of 3 clusters (𝐶𝐶1, 𝐶𝐶3 and 𝐶𝐶4). Each internal node 𝐶𝐶𝑖𝑖 represents a cluster of data points generated by 

combining other clusters. The binary linkage tree is traversed from top-down and at each split, the 

two child nodes are compared with all the other nodes using the WMW U-tests. At the second split 

of the tree two clusters (𝐶𝐶1 and 𝐶𝐶2) are produced. Two samples are drawn from the data points 

belonging to the two clusters following the method discussed above. The pair of WMW U-tests are 

performed to evaluate 𝐶𝐶1 vs 𝐶𝐶2 and if either of the two tests reveals that 𝐶𝐶1 is a positive cluster, the 

tree traversal terminates. Otherwise, tests to evaluate 𝐶𝐶2 vs 𝐶𝐶1 are performed. If 𝐶𝐶2 is found to be a 

negative cluster the traversal continues and the next split where cluster 𝐶𝐶2 is partitioned into clusters 

𝐶𝐶3 and 𝐶𝐶4 is considered. To test if 𝐶𝐶3 is a positive cluster a sample is drawn from 𝐶𝐶3 and another 

sample is drawn from all data points that do not belong to 𝐶𝐶3, i.e. from 𝐶𝐶1 ∪ 𝐶𝐶4. Tests to evaluate 

𝐶𝐶3 vs 𝐶𝐶1 ∪ 𝐶𝐶4 are then performed and if 𝐶𝐶3 is found to be a positive cluster, the tree traversal 

terminates. Otherwise, tests to evaluate 𝐶𝐶4 vs 𝐶𝐶1 ∪ 𝐶𝐶3 are performed. If 𝐶𝐶4 is also found to be 

negative then no positive micro-well images could be found in the block using the current 𝑘𝑘-NN 

graph.  

Top down traversal of the tree ensures that the largest possible cluster of positive data points 

can be identified. Consider the scenario that 𝐶𝐶4 is the true positive cluster and at the second split 𝐶𝐶3 

vs 𝐶𝐶1 ∪ 𝐶𝐶4 is being evaluated. If a symmetric test is used where the null hypothesis is that either of 

the samples, from 𝐶𝐶3 or 𝐶𝐶1 ∪ 𝐶𝐶4, is significantly greater than the other, then 𝐶𝐶1 ∪ 𝐶𝐶4 may be falsely 

identified as a positive cluster as it contains 𝐶𝐶4. Hence, two one-sided tests, the first evaluating 𝐶𝐶3 

vs 𝐶𝐶1 ∪ 𝐶𝐶4 assuming 𝐶𝐶1 ∪ 𝐶𝐶4 is a negative cluster and the second evaluating 𝐶𝐶4 vs 𝐶𝐶1 ∪ 𝐶𝐶3 assuming 

𝐶𝐶1 ∪ 𝐶𝐶3 is a negative cluster, are necessary to identify the true positive cluster 𝐶𝐶4. 

The 𝑘𝑘-NN graph construction, clustering, and tree traversal steps are repeated six times 

using the six values of 𝑘𝑘. Each iteration may return a positive cluster, if found. The largest positive 

cluster obtained after the six iterations is identified as the true positive cluster. If in none of the 

iterations any positive clusters are identified then no positive micro-well images are present in the 

block. 

An obvious question at this point is: why not use hierarchical clustering to directly generate 
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the binary linkage tree instead of using the community detection algorithm to generate initial 

clusters? The main reason for using the community detection algorithm is that it relies on the 𝑘𝑘-NN 

graph to generate the initial clusters and therefore by changing the 𝑘𝑘-NN graph structure a different 

initial clustering can be produced. 

5.3 Experiments and Results 

The proposed gridding and micro-well classification methods were tested on 189 images 

grouped into 5 datasets. The number of images and the properties of the images in each dataset are 

listed in Table 5.1. The High Resolution Dense (HRD) dataset contained relatively clean high 

resolution images with tightly packed wells, where the distance between the wells is less than the 

size of the wells. The High Resolution Blurry (HRB) dataset contained high resolution blurry 

images with moderate amounts of artifacts. The Clustered (CLUST) dataset contained images with 

medium well resolution and large amounts of bead clustering. The Low Resolution Clean (LRC) 

and Low Resolution Dirty (LRD) datasets contained images acquired at 5x optical zoom and had 

low resolution of the wells. The Low Resolution Dirty dataset images additionally had extreme 

amounts of noise and artifacts, in some cases spanning over 70% of the image area. All the images 

suffered from varying degrees of spherical aberration.  

Table 5.1: SUMMARY OF THE FIVE EVALUATION DATASETS 

Dataset 

Image Properties 

No. of 
Images 

Image 
Resolution 
(pixels) 

Approx. Well 
Resolution 
(pixels) 

Approx. Gap 
Between 
Wells 
(pixels) 

Approx. No. 
of Wells per 
Image 

HRD  38 5616 × 3744 14 × 14 8 50000 

HRB  13 3416 × 2744 14 × 14 13 20000 

CLUST 10 1364 × 1007 8 × 8 6 10000 

LRC 64 1300 × 1300 5 × 5  3 40000 

LRD 64 1300 × 1300 5 × 5 3 40000 

 

All the images were acquired using a digital single-lens reflex (DSLR) camera (EOS 5D 

Mark II, Canon, Japan) mounted on top of an infinity corrected objective lens (UIS2, Olympus, 
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Singapore). The Ayoxxa biochip (Ayoxxa Living Health Technologies, Singapore) and polystyrene 

beads from different providers were used for the experiments. The proposed method was 

implemented in Java and MATLAB and all the experiments were performed on a standard desktop 

computer with an Intel Xeon Hexa Core 3.2 GHz processor with 16GB RAM. Multithreading was 

used with up to 12 threads. 

5.3.1 Bright and Dark Field Image Gridding Results 

The proposed gridding method was run five times for each image. The detected well regions 

as well as the well centers were plotted on the image with super-pixel accuracy using a MATLAB 

script and the output was visually analyzed. Successful gridding was achieved on all five occasions 

for 187 of the images. The proposed method failed to grid one of the images in the HRB dataset 

with extreme amounts of blur in two out of the five runs. Another image in the LRD dataset failed 

in one of the five attempts because of extreme amounts of dirt. However, even in all the three failure 

cases, the gridding did not fail completely. It only failed for a few image blocks. One of the 

advantages of performing the gridding locally in image blocks is that failure can be detected 

automatically (while joining the grids) and the gridding process can be automatically restarted.  

Fig. 5.15 shows the gridding achieved on an image from the LRD dataset. Notice that the 

image also has blurring in addition to dust and noise. The insets shown in Figs. 5.15(c) and 5.15(e) 

are less sharp than the insets shown in Figs. 5.15(b) and 5.15(d). Fig. 5.16 shows the gridding 

achieved on the challenging images presented in Fig. 5.1. 

To objectively evaluate the gridding accuracy ground truth data was generated by manual 

labelling. 10 images were randomly selected from each of the five datasets giving a total of 50 

images. Each image was broken into 25 blocks in a 5×5 grid pattern. Two individuals who were 

familiar with the data and were involved in performing the biological experiments were asked to 

manually draw tight rectangular boxes around one randomly selected well in each of the 25 blocks. 

The centers of the manually labelled rectangles were used as reference well centers. The accuracy 

of gridding was calculated using the distance 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒 between the manually labelled well center and 

the corresponding well center detected using the proposed method. 
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(a) (c) 

  
(d) (e) 

Fig. 5.15. The gridding achieved on a dirty image from the LRD dataset using the proposed method. (a) the original bright field image.  The blue boxes are 
the approximate regions of the image from which the insets shown in figures (b), (c), (d) and (e) are extracted. (b) the gridding achieved in a region of the 
original image with large amount of dirt. (c) the gridding achieved in a blurry region of the image. (d) the gridding result on another dirty region of the 
image. (e) the gridding result on a blurry region with large amounts of dust particles. 

(c)
(e)

(d)

(b)
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(a) (b) (c) (d) 

Fig. 5.16: The gridding achieved on the images presented in Fig. 5.1 

 

Table 5.2 shows the mean, median and standard deviation of the 500 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒 values (25×2 

labels for each image ×10 images per dataset) obtained for each of the 5 datasets. Both the actual 

pixel values of 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒 and the 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒 as a percentage of the well width, defined as 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒% = 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒
𝑑𝑑𝑤𝑤

×

100%, where 𝑑𝑑𝑤𝑤 is the width of the well, are presented. Note that 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒% is scale (resolution) 

invariant. Table 5.2 also shows the statistics from the two sets of manual labels separately. The 

gridding results give good agreement on the two sets of labels for all the datasets. The mean and 

median of 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒  for all cases are less than 1 pixel. Notice that, while the well centers estimated using 

the proposed method are continuous values, the manually marked well centers have discrete values. 

During the manual labelling process, the marked rectangles did not have sub-pixel accuracy, and 

therefore the corresponding well centers could only lie either at the boundary or at the center of a 

pixel. Even so, a mean 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒 of 0.31 pixels was achieved for the LRC dataset. Because the wells in 

the LRD and LRC datasets are only a few (~5 or 6) pixels wide, even small variations between two 

markings of a well region result in a significant difference in terms of the percent error 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒%. 

Nevertheless, the mean and median of 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒  is less than 0.85 pixels for all the cases. The slightly 

higher 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒 values for the HRB dataset can be attributed to the extreme amount of blur which makes 

manually identifying the true well boundaries difficult in some cases. 
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Table 5.2: GRIDDING ACCURACY ACHIEVED ON THE FIVE DATASETS 

Dataset Statistic 

𝐝𝐝𝐞𝐞𝐞𝐞𝐞𝐞 (pixels) 
[𝐝𝐝𝐞𝐞𝐞𝐞𝐞𝐞%] 

Overall Manual Label 1 Manual Label 2 

HRD Mean 0.560 [3.73] 0.556 [3.71] 0.564 [3.76] 

 Median 0.522 [3.48] 0.523 [3.48] 0.521 [3.47] 

 Std. Dev. 0.281 [1.87] 0.288 [1.92] 0.279 [1.86] 

HRB Mean 0.764 [5.09] 0.808 [5.38] 0.719 [4.80] 

 Median 0.795 [5.30] 0.841 [5.60] 0.708 [4.72] 

 Std. Dev. 0.371 [2.48] 0.364 [2.43] 0.374 [2.49] 

CLUST Mean 0.328 [3.64] 0.369 [4.10] 0.286 [3.18] 

 Median 0.299 [3.33] 0.330 [3.67] 0.254 [2.82] 

 Std. Dev. 0.216 [2.40] 0.214 [2.37] 0.214 [2.38] 

LRC Mean 0.316 [5.26] 0.321 [5.35] 0.311 [5.18] 

 Median 0.304 [5.06] 0.298 [4.97] 0.308 [5.14] 

 Std. Dev. 0.123 [2.06] 0.130 [2.17] 0.116 [1.93] 

LRD Mean 0.389 [6.48] 0.370 [6.16] 0.408 [6.80] 

 Median 0.360 [6.01] 0.348 [5.79] 0.374 [6.24] 

 Std. Dev. 0.192 [3.20] 0.185 [3.08] 0.198 [3.29] 

 

The receiver operator characteristic (ROC) curves of the proposed method are given in Fig. 

5.17. The x-axes of the plots are 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒% and the y-axes of the plots are 1 − 𝑒𝑒𝑟𝑟𝑟𝑟(𝜏𝜏), where 𝑒𝑒𝑟𝑟𝑟𝑟(𝜏𝜏) is 

defined as the ratio of manually labelled well centers that do not have their corresponding estimated 

well centers within a given distance 𝜏𝜏 = 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒%. The ROC curves of the proposed method before 

the grid refinement are also shown (blue lines) to demonstrate the improvement achieved through 

the refinement process. In the cases of the HRD, HRB, and CLUST datasets the 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒 are less than 

2 pixels for all the manually labelled wells and for the LRC and LRD datasets the 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒 are less than 

1 pixel for almost all the manually labelled wells. 

An example of a grid before and after refinement is shown in Fig. 5.18. The image shows 

a region of the grid where four blocks overlap. Fig. 5.18(a) shows the grids detected before the 

refinement. For each well, only one of the block's grid is shown. Fig. 5.18(b) shows the grid in the 

same region after refinement. The grid in Fig. 5.18(b) is smooth whereas the grid points in Fig. 

5.18(a) belonging to the four blocks are distinguishable. In particular, the grid points in Fig. 5.18(a) 

belonging to the top-left corner block can be easily identified, as they are heavily skewed towards 
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the top right of the wells.  

The run-times of the proposed gridding method are presented in Table 5.3. They are 

primarily dependent on the well resolution and well density and are only marginally affected by the 

level of distortion and noise in the image. The average running time for the dirty LRD images, for 

instance, is only slightly higher than that of the clean LRC images. 

  
(a) (b) 

  
(c) (d) 

 
(e) 

Fig. 5.17. The distributions of 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒 achieved using the proposed method on the 5 datasets. (a), (b), (c), (d) and (e) are the 
distributions of 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒 for the HRD, HRB, CLUST, LRC and LRD datasets respectively. The blue and the red curves show the 
distribution of 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒 before and after the affine refinement respectively. The green square marks the distance threshold 𝜏𝜏 at which 
𝑒𝑒𝑟𝑟𝑟𝑟(𝜏𝜏) falls below 0.01. 
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0 10 20 30 40 50 60 70 80 90 100
0

0.2

0.4

0.6

0.8

1

τ = d
err%

  (% of well diameter)

1 
- e

rr
( τ

)

 

 

Initial Fitting (LRC)
Refined Fitting (LRC)
τ=12.5% (0.75 pixels), err(τ)=0.008
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Table 5.3: RUNNING TIMES OF PROPOSED GRIDDING AND MICRO-WELL CLASSIFICATION METHODS 

  Dataset 

Task Running Times HRD HRB CLUST LRC LRD 

Gridding 
Avg. (secs)  74.18 23.06 6.58 4.81 4.95 

Std. Dev. (secs) 5.98 1.75 0.21 0.33 0.80 

Micro-well 
Clasification 

Avg. (secs)  65.41 39.58 27.91 50.83 43.33 

Std. Dev. (secs) 5.70 2.91 2.05 4.14 3.81 

 

5.3.2 Micro-well Classification Results 

The proposed micro-well classification method was also run five times for each image and 

the classification output was visually analyzed. Because of the non-deterministic nature of the 

community detection algorithm small differences in the classification results are expected. 

Nevertheless, visual inspection showed that the classification scheme was able to identify the 

correct positive cluster in all cases.  

 
(a) 

 
(b) 

Fig.5.18. The grid before and after affine refinement. (a) the initial grid fitting output on a portion of an inverted bright field 
image where four image blocks meet. (b) the gridding achieved after refinement on the same image region. In (a) the top left 
block’s grid points can be clearly seen as being skewed towards the top-right of the beads. 
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Fig. 5.19 shows the classification output achieved on three image blocks from the LRD 

dataset. The amount of artifacts in the image increases progressively from the top row to bottom 

row but the classification accuracy remains similar. The top and bottom rows of Fig. 5.20 show the 

classification outputs achieved on image blocks from the HRB and HRD datasets, respectively. 

Even though there is an extreme difference in density of beads between the two images, the 

algorithm is still able to classify the micro-wells accurately. 

To objective evaluate the classification accuracy manual labeling was performed by two 

individuals who were familiar with the data and were involved in performing the biological 

experiments. To manually label positive and negative micro-wells rectangular regions (test blocks) 

were first marked by drawing boxes of a specific color in randomly chosen locations in the 

microarray images. All positive micro-wells inside these regions were then manually tagged by 

setting one pixel inside the micro-well region to a specific color. All micro-well regions inside the 

marked rectangular region that were not tagged were considered as negative micro-wells. The 

images were thresholded based on the specific colors associated with the test blocks and positive 

beads to automatically extract the positive and negative samples. Due to the differences in densities 

of beads in the images, to achieve sufficient number of positive samples, varying number of images 

(and test blocks) were labelled for each dataset. The number of images used, the total number of 

test blocks marked, and the total number of positive and negative micro-wells that were manually 

identified in each dataset are presented in the first four columns of Table 5.4. 

The average classification rates obtained in five runs are presented in Table 5.4. The 

average number of true positive (𝑇𝑇𝑃𝑃), false positive (𝐹𝐹𝑃𝑃), true negative (𝑇𝑇𝑁𝑁), and false negative 

(𝐹𝐹𝑁𝑁) classifications for each of the dataset, are respectively presented in columns 5 to 8 of Table 

5.4. The false positive rate, defined as 𝐹𝐹𝑃𝑃𝑅𝑅 = 𝐹𝐹𝑃𝑃 (𝐹𝐹𝑃𝑃 + 𝑇𝑇𝑁𝑁)⁄ , the false discovery rate, defined 

as 𝐹𝐹𝐹𝐹𝑅𝑅 = 𝐹𝐹𝑃𝑃 (𝐹𝐹𝑃𝑃 + 𝑇𝑇𝑃𝑃)⁄ , and the false negative rate, defined as 𝐹𝐹𝑁𝑁𝑅𝑅 = 𝐹𝐹𝑁𝑁 (𝐹𝐹𝑁𝑁 + 𝑇𝑇𝑃𝑃)⁄ , are also 

presented in columns 9, 10, and 11 of Table 5.4, respectively. The 𝐹𝐹𝑃𝑃𝑅𝑅 is the rate at which empty 

micro-wells were detected as containing beads, while the 𝐹𝐹𝑁𝑁𝑅𝑅 is the rate of not being able to detect 

a bead. The 𝐹𝐹𝐹𝐹𝑅𝑅 shows what percentage of the micro-wells classified as positive by the proposed 
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method actually contained beads. 

Overall the proposed method had a 𝐹𝐹𝑃𝑃𝑅𝑅 of only 0.003, meaning that in an image with 

50,000 micro-wells, approximately 150 empty micro-wells would be falsely classified as containing 

a bead. The number of false positives can be further reduced by comparing successive deposition 

images. If a bead is present in a micro-well in the nth deposition image but not in the (n + 1)th 

deposition image, the bead was either falsely detected in the nth micro-well image or was washed 

off during deposition of beads from the (n + 1)th batch. As more beads are added and the number 

of positive samples increases the 𝐹𝐹𝑃𝑃𝑅𝑅 reduces, (the 𝐹𝐹𝑃𝑃𝑅𝑅 for the HRD dataset for instance is the 

lowest) and therefore a 𝐹𝐹𝑃𝑃 detection in the nth image can be correctly classified in later deposition 

images as more beads are added. 

The case of false negative detection is however different. If a bead is missed in the nth 

deposition image but detected in the (n + 1)th image, it will get associated with the (n + 1)th batch 

of beads. This will affect quantitation. Therefore, the minimum number of replicate beads required 

in each batch should be decided based on the expected 𝐹𝐹𝑁𝑁𝑅𝑅. As the image quality degrades the 

𝐹𝐹𝑁𝑁𝑅𝑅 naturally increases and more replicate beads are needed. For good images the 𝐹𝐹𝑁𝑁𝑅𝑅 achieved 

using the proposed method is very low, for instance, the mean 𝐹𝐹𝑁𝑁𝑅𝑅 for the HRD dataset is 0.01. 

Even in the worst case the mean 𝐹𝐹𝑁𝑁𝑅𝑅 of the proposed method is 0.058 (for Clust dataset) which 

means that for an experiment with 30 replicate approximate only 2 beads per batch can be expected 

to be missed. Some of which may be detected in a later deposition image. The 𝐹𝐹𝑁𝑁𝑅𝑅 therefore is 

small enough that even in the worst case, robust statistics (e.g. mean of the interdecile range) 

computed from the replicates will not be affected. The need to ensure that the 𝐹𝐹𝑁𝑁𝑅𝑅 stays low is the 

primary reason why the proposed classification method tries to detect the largest cluster of positive 

samples. 

A significant percentage of the misclassifications happen at the peripheral regions of the 

image where the largest illumination and shape variations (due to spherical aberration) are present. 

For the HRD dataset for instance the classifications in the central regions of the image are near 
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perfect. Therefore, better quantitation accuracies can be achieved by weighing the contributions of 

beads when computing the quantitation related statistics, such that beads in the peripheral regions 

of the image have lower contributions. 

Table 5.4: MICRO-WELL CLASSIFICATION ACCURACY ON THE FIVE DATASETS 

Dataset 
No. of 
Labelled 
Images 

No. of 
Labelled 
Blocks 

No. of 
Positive 
Beads 

No. of 
Negative 
Beads 

TP FP TN FN FPR FDR FNR Statistic 

HRD 5 30 2772 10676 

2743.80 16.20 10659.80 28.20 0.001 0.005 0.010 Mean 

2744 17 10659 28 0.001 0.006 0.010 Median 

2.28 2.38 2.38 2.28 0.000 0.000 0.000 Std. Dev. 

HRB 7 50 390 6402 

367 18.40 6383.60 23 0.002 0.047 0.058 Mean 

367 19 6383 23 0.002 0.048 0.058 Median 

4.58 2.70 2.70 4.58 0.000 0.006 0.011 Std. Dev. 

CLUST 5 25 148 3155 

141.60 15.80 3139.20 6.40 0.005 0.100 0.043 Mean 

145 14 3141 3 0.004 0.092 0.020 Median 

4.66 3.42 3.42 4.66 0.001 0.020 0.031 Std. Dev. 

LRC 20 40 240 9466 

229.09 21.90 9444.09 10.90 0.002 0.087 0.045 Mean 

229.69 21.30 9444.69 10.30 0.002 0.084 0.042 Median 

1.51 2.40 2.40 1.51 0.000 0.008 0.006 Std. Dev. 

LRD 38 76 428 11628 

414.43 81.96 11546.03 13.56 0.007 0.165 0.031 Mean 

415.23 82.76 11545.23 12.76 0.007 0.166 0.029 Median 

3.34 1.09 1.09 3.34 0.000 0.002 0.007 Std. Dev. 
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Fig. 5.19: Classification output on LRD images. Left column shows image blocks from the LRD dataset and the right column 
shows the classification output overlaid on those images. The micro-wells detected as positive are marked using a blue box. The 
amount of artifacts in the images progressively increases from top row to bottom row. 
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Fig. 5.20: Classification output on HRB and HRD images. The top-left image block is from the HRB dataset and bottom left 
image is from the HRD dataset. The right column shows the classification output overlaid on the images shown on the left. The 
micro-wells detected as positive are marked using a blue box. The two images have starkly different bead density but the 
proposed method is able to accurately classify positive beads in both images. The bottom image also has irregular illumination. 

 

The running times of the proposed classification method are presented in Table 5.3. The 

running times are dependent mainly on the number of micro-wells in the image and is dominated 

by the time required to extract the object-based features. In fact approximately 50% of the time is 

spent in feature extraction. Better implementation of the feature extraction process (for instance 

GPU based implementation) can therefore significantly reduce the time required to process the 

images.  
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5.4 Discussion 

To further evaluate the efficacy of some of the components of the proposed gridding 

algorithm three experiments were performed, in which the components are either replaced by some 

other technique or not used at all. In the first experiment the evolutionary algorithm based search 

for a clean image patch is not performed. Instead the grid parameters are estimated using entire 

image. In the second experiment, a random search was used instead of the evolutionary algorithm 

to search for a clean image patch. In the third experiment the Inner ICP based local optimization in 

Inner ICP-REJSAC is not performed. The percentage of times the gridding failed in the three 

experiment for the different datasets are presented in Table 5.5. The gridding was determined to 

have failed when two or more grid points of an image block in the overlapping region are not within 

a distance of 0.25𝑥𝑥gap of any grid points in another image block. 

Table 5.5: IMPROVEMENTS IN ACCURACY DUE TO EVOLUTIONARY ALGORITHM BASED GRID PARAMETER ESTIMATION AND ICP BASED 

LOCAL OPTIMIZATION WITHIN REJSAC 

 Fraction of Times Gridding is Unsuccessful 

Dataset 
Grid Parameter 
Estimation using 
Full Image 

Random Search based 
Grid Parameter 
Estimation 

REJSAC based Grid 
Fitting without Inner ICP 
based local optimization 

Statistic 

HRD 

0.18 0 0.04 Mean 

0.16 0 0.05 Median 

0.05 0 0.02 Std. Dev. 

HRB 

0.37 0 0.02 Mean 

0.31 0 0 Median 

0.15 0 0.03 Std. Dev. 

CLUST 

0.54 0.06 0.68 Mean 

0.60 0 0.70 Median 

0.12 0.08 0.04 Std. Dev. 

LRC 

0.49 0 0.02 Mean 

0.47 0 0 Median 

0.07 0 0.02 Std. Dev. 

LRD 

1.00 0.12 0.33 Mean 

1.00 0.11 0.33 Median 

0 0.03 0.03 Std. Dev. 

 

From the first experiment it can be seen that directly estimating the grid parameters using 

the entire image does not produce acceptable results for any of the datasets. This is primarily due 
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to the fact that almost every image has some level of non-linear distortion, particularly near the 

peripheral regions of the images. In the second experiment, random search using 200 samples, 

produced results similar to that of EA based search for HRD, HRB, and LRC datasets. For CLUST 

and LRD datasets EA based search produces better results. In both cases the increase in accuracy 

achieved using the evolutionary algorithm is significant. The EA based search is an important fail 

safe that improves the robustness of the proposed method at very little additional computational 

cost. 

The third experiment showed that for all the datasets, gridding accuracy could be improved 

with the help of ICP based local optimization. For CLUST and LRD datasets there was a significant 

improvements. For these datasets the quick shift based mode detection output is often noisy, with 

many modes belonging to non-grid points. This results in REJSAC failing to find a grid that is close 

enough to the actual grid. Due to the noise and clustered beads in these two datasets, mean-shift 

based refinement gets stuck in a local minima and the gridding fails. Using the inner ICP based 

local optimization ensures that REJSAC aligns the ideal hexagonal grid as close to the true grid as 

possible using similarity transform. 
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Chapter 6 - Fluorescence Image Processing 

Fluorescence or bioassay image processing involves two sub-tasks: image segmentation 

and image gridding. In this chapter we propose two novel methods for these two sub-tasks. The 

fluorescence image captures the light emitted back by the fluorophores attached to the beads. 

Therefore, only those beads whose corresponding target analytes are present in measurable 

quantities, are expressed in the image. Moreover, the intensity of the bead pixels is proportional to 

the quantity of the target analyte and therefore the bead intensities can vary widely. Because beads 

occupy only a fraction of the micro-wells and only a few of those are expressed in the bioassay 

image, it is not uncommon to have bioassay image that are relatively sparse. Fig. 6.1 shows a sparse 

fluorescence image. The grid structure is not easily discernable in such images and therefore the 

traditional gridding algorithms discussed in Chapter 4 and even the methods proposed in Chapter 5 

cannot be directly used for such bioassay images. 

 
 

Fig. 6.1. A sparsely populated fluorescence image where only a few beads are present. The micro-well grid structure cannot be 
readily discerned from such images. 
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While most traditional gridding approaches first establish the grid structure and then use 

the identified grid locations to simplify the analysis of individual bead regions, this is not possible 

for bioassay images. In bioassay image processing, the beads are first segmented and the bead’s 

location information is then used to try to establish the grid. The proposed bead segmentation 

method is presented in Section 6.1 and the proposed bioassay gridding method is presented in 

Section 6.2. 

6.1 Fluorescence Image Segmentation 

As mentioned before one of the main challenges in bioassay image segmentation is the 

extreme difference in size and pixel intensity among beads. As shown in Fig. 6.2(a) and (b), beads 

associated with target analytes that are present in large quantities are highly expressed and can be 

over saturated. The bead in Fig. 6.2(a) for instance has a halo around it which makes it seem bigger 

than it actually is. Whereas beads associated with lowly expressed target analytes can have 

foreground intensities that are barely distinguishable from the background. Nevertheless, the 

underlying physical size of the beads is almost identical. The proposed image segmentation method 

uses this coherence in shape and size of the beads to identify and segment them.  

 
(a) (b) (c) 

Fig. 6.2. Regions of fluorescence image where bead segmentation is challenging. The two beads in (a) have a large difference in 
their intensities. The lowly expressed bead which is faintly visible is pointed to by the red arrow. In (b) a few beads are stacked 
with each other. The red arrow points to a pair of stacked beads where one of the beads is very lowly expressed. In (c) there are 
bright noise particles. 

 

Another major challenge in the bioassay bead segmentation problem is that beads often 

cluster together. An example of such bead stacking is shown in Fig. 6.2(b). Traditional microarray 

segmentation techniques that perform a binary segmentation of local image regions often fail to 
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accurately separate the stacked beads. To overcome this problem, the proposed method thresholds 

the image at multiple levels and tries to identify coherent regions in the thresholded images. 

The proposed segmentation method begins by breaking the bioassay image into smaller 

blocks. The proposed method for breaking the image into blocks (referred to as block segmentation) 

is discussed in Section 6.1.1. Each block image is then independently segmented (referred to as 

image segmentation) and the structure within each detected foreground region is encoded as a 

region tree. The image segmentation and region tree growing steps are discussed in Sections 6.1.2 

and 6.1.3 respectively. The region trees are then considered as probabilistic graphical models which 

are used to identify the true foreground regions associated with the bead surfaces. To take into 

account the coherence in shape and size of the beads the inference on the tree-structured graphical 

models is performed within a clustering scheme. The proposed method for inferencing on the region 

trees is presented in Section 6.1.4 and the clustering scheme is presented in Section 6.1.5. Finally, 

a method for initializing the clustering process is presented in Section 6.1.6. 

6.1.1 Block Segmentation 

As in the case of deposition image processing, for bioassay image processing also, the 

image has to be first broken into smaller blocks to reduce the effects of varying illumination and to 

improve parallelizability. Breaking a bioassay image to regular rectangular blocks however can split 

a bead into multiple blocks. The proposed segmentation algorithm identifies beads based on 

region’s shape properties and each block is processed independently. Therefore if a bead region is 

split into multiple blocks it may not be identified as belonging to a bead. To avoid this a more 

content aware method of splitting the image into blocks is required. 

The proposed method uses a technique similar to the graph cut based superpixel lattice 

segmentation algorithm developed by Moore et al. [220]. To segment the image into blocks a regular 

rectangular grid is placed over the bioassay image and the grid lines are deformed so that they pass 

around beads rather than through them. To deform a grid line a regular 4-connected graph 𝐺𝐺𝑠𝑠 is 

placed on an image strip around the grid line, and the max-flow/min-cut of the graph is identified 

as the deformed grid line. Fig. 6.3(a) shows the image strip (blue shaded region), around the top-
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most horizontal grid line, over which the graph 𝐺𝐺𝑠𝑠 is placed. The graph 𝐺𝐺𝑠𝑠 is shown in Fig 6.3(e).  

Each node 𝑣𝑣𝑖𝑖 ∈ 𝐺𝐺𝑠𝑠 is associated with a unary potential that is high if there is a bead nearby. Each 

edge 𝑒𝑒𝑖𝑖𝑖𝑖 ∈ 𝐺𝐺𝑠𝑠 is associated with a binary potential that encapsulates the probability of the edge 𝑒𝑒𝑖𝑖𝑖𝑖 

passing through a bead. In the proposed method both 𝑣𝑣𝑖𝑖 and 𝑒𝑒𝑖𝑖𝑖𝑖 are computed as the sum of the log 

transformed pixel intensities in a small rectangular region around them. The blue rectangular boxes 

in Fig 6.3(e) shows these regions. For horizontal image strips the nodes in the top and bottom row 

of 𝐺𝐺𝑠𝑠 are connected to a source and sink respectively (as shown in Fig 6.3(e)). For vertical image 

strips the nodes in the left and right column of 𝐺𝐺𝑠𝑠 are connected to source and sink respectively. 

The max-flow/min-cut of the graph 𝐺𝐺𝑠𝑠 minimizes the energy function 

 𝐸𝐸𝑐𝑐𝑜𝑜𝑡𝑡 = � 𝑆𝑆𝑖𝑖(𝑏𝑏𝑖𝑖)
𝑣𝑣𝑖𝑖∈𝐺𝐺𝑠𝑠

+ � 𝑆𝑆𝑖𝑖𝑖𝑖(𝑏𝑏𝑖𝑖 ,𝑏𝑏𝑖𝑖)
𝑒𝑒𝑖𝑖𝑗𝑗∈𝐺𝐺𝑠𝑠

 (6.1) 

where 𝑆𝑆𝑖𝑖 and 𝑆𝑆𝑖𝑖𝑖𝑖 are the sums of log transformed pixel intensities in the small rectangular regions 

around node 𝑣𝑣𝑖𝑖 and edge 𝑒𝑒𝑖𝑖𝑖𝑖, and 𝑏𝑏𝑖𝑖 is a binary label associated with node 𝑣𝑣𝑖𝑖. The max-flow/min-

cut partitions 𝐺𝐺𝑠𝑠 by assigning the binary labels 𝑏𝑏𝑖𝑖 to all nodes. The path following the max-

flow/min-cut passes through regions of the image that have low pixel intensity and therefore is 

likely to pass around the beads. 

To recursively apply the graph cut method on images and generate superpixels, Moore et 

al. [220] proposed two modifications: (1) to discourage the max-flow/min-cut path from becoming 

too articulate such that the path can bend back on itself and have a zig-zag structure (like the dashed 

green path shown in Fig 6.3(e)) they propose increasing the energy potentials of the horizontal 

edges of 𝐺𝐺𝑠𝑠 for vertical strips and increasing the energy potentials of the vertical edges of 𝐺𝐺𝑠𝑠 for 

horizontal strips, (2) to prevent a horizontal (vertical) max-flow/min-cut path from intersecting a 

previously established vertical (horizontal) max-flow/min-cut path more than once, by bending over 

itself, they propose increasing the energy potentials of both the horizontal and vertical edges of 𝐺𝐺𝑠𝑠 

on and near the previously established max-flow/min-cut paths. In the proposed method the 

horizontal and vertical edges are scaled by a factor 1.25 when processing vertical and horizontal 
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strips, respectively, and the potentials of both vertical and horizontal edges near previously detected 

max-flow/min-cut paths are also scaled by a factor of 1.25. 

Two important parameters of the graph cut based block extraction are the thickness of the 

image strips and the dimensions of the rectangular regions 𝑆𝑆𝑖𝑖 and 𝑆𝑆𝑖𝑖𝑖𝑖. The thickness of the image 

strips should be such that two adjacent vertical (or horizontal) dilated regions do not overlap, while 

ensuring that the image strip is wider than a bead. This is relatively simple to achieve since the 

width and height of the blocks are typically much larger than the diameter of a bead. However, 

image strips that are too thick will result in unevenly sized blocks and hamper parallelizability. 

Therefore, the thickness of image strips are set to 4𝑟𝑟𝑏𝑏𝑒𝑒𝑎𝑎𝑑𝑑, where 𝑟𝑟𝑏𝑏𝑒𝑒𝑎𝑎𝑑𝑑 is an approximate estimate 

of the bead radius. 𝑟𝑟𝑏𝑏𝑒𝑒𝑎𝑎𝑑𝑑 is estimated as the median radius of circular connected components 

(isoperimetric quotient greater than 0.8) detected in binary images generated by thresholding (using 

Otsu’s method) random regions of the bioassay image. The rectangular regions 𝑆𝑆𝑖𝑖 and 𝑆𝑆𝑖𝑖𝑖𝑖 are set as 

squares with side length equal to 2𝑟𝑟𝑏𝑏𝑒𝑒𝑎𝑎𝑑𝑑. 

6.1.2 Image Segmentation 

Each block identified in the bioassay image is independently segmented using k-means 

algorithm. The pixel intensity of a bead in a bioassay image is directly proportional to the number 

of fluorophores attached to the bead surface. Since the target analyte’s concentration can vary 

widely, the concentration of the fluorophores and the pixel intensities also vary widely. As shown 

in Fig. 6.2(a) and (b), beads associated with highly expressed analytes can be over saturated and 

have a halo around them, making them seem bigger compared to beads associated with lowly 

expressed analytes. Nevertheless, the underlying physical size of the beads is almost identical. The 

objective in this step is to segment (possibly over-segment) the block image such that at least one 

region that approximately corresponds to the true size and shape of a bead is found.  

The k-means clustering is performed on the 1-d pixel intensities of the image block to 

generate 𝑁𝑁𝐿𝐿 clusters. If an image block is viewed as a 2-d surface such that the pixel intensities 

represent the height of the surface at that position, the clustering can be thought of as horizontal 
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planes (or layers) that cut the 2-d surface at specific heights. The second row in Fig. 6.4 shows the 

results of applying k-means clustering to the image regions in top row of Fig. 6.4. 

 
 

Fig. 6.3. Breaking the bioassay image into blocks. (a) a grid placed on the bioassay image. The grid in (a) is deformed to obtain 
the grid shown in (b). (c) and (d) show close-ups of two regions of (b). (e) the graph structure used to deform the grid lines. The 
green (dotted) and red lines show two possible cuts. The red cut is preferred over the green cut because it has fewer turns. (f) a 
loop like formation of two grid lines that is undesirable. 

 

(a)

(c)

(e)
(f)

𝑣𝑣𝑖𝑖

𝑒𝑒𝑖𝑖𝑖𝑖
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Fig. 6.4. Shows regions trees grown from the image segmentation output 

 

6.1.3 Region Tree Growing 

Let 𝑡𝑡0, … , 𝑡𝑡𝑁𝑁L−1 be the 𝑁𝑁L − 1 thresholds obtained using k-means clustering obtained in 

the previous section, ordered in increasing order. These thresholds are used to generate 𝑁𝑁L − 1 
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(c) (d)
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foreground binary layer images, 𝐿𝐿0, … 𝐿𝐿𝑁𝑁L−1, such that in the ith binary layer image 𝐿𝐿𝑖𝑖(𝑥𝑥, 𝑦𝑦) = 1 

if 𝐼𝐼(𝑥𝑥,𝑦𝑦) ≥ 𝑡𝑡𝑖𝑖, where 𝐼𝐼 is the enhanced block image and (𝑥𝑥,𝑦𝑦) denotes the 𝑥𝑥𝑦𝑦th pixel of the image. 

That is, in the binary image 𝐿𝐿𝑖𝑖 the foreground contains all pixels that have intensity greater than or 

equal to 𝑡𝑡𝑖𝑖 in 𝐼𝐼. All pixels that have intensity less than 𝑡𝑡0 in 𝐼𝐼 are considered background pixels. 

The connected components are identified in all the binary layer images to produce the set 

of 𝑁𝑁 connected component regions R = {r0𝑙𝑙 , … , r𝑁𝑁𝑙𝑙 } where r𝑖𝑖𝑘𝑘 denotes that the ith connected 

component region was extracted from the kth binary layer image. For each connected component 

region r𝑖𝑖0 in 𝐿𝐿0, a region tree 𝕋𝕋𝑖𝑖 is constructed with r𝑖𝑖0 as its root. All the remaining nodes of 𝕋𝕋𝑖𝑖 are 

connected component regions r𝑖𝑖𝑘𝑘 , 𝑘𝑘 > 0. Consider the ith connected component region r𝑖𝑖0 in the 

binary layer image 𝐿𝐿0 and the same region in the subsequent binary layer image 𝐿𝐿1. There are two 

ways that the region r𝑖𝑖0 can appear in 𝐿𝐿1: (1) the region can contain one or more connected 

components r𝑘𝑘11 , … , r𝑘𝑘𝑛𝑛1  in 𝐿𝐿1, and (2) the region can be empty in 𝐿𝐿1. In the first case, the connected 

component regions r𝑘𝑘11 , … , r𝑘𝑘𝑛𝑛1  are considered as the child nodes of r𝑖𝑖0 in 𝕋𝕋𝑖𝑖. In the second case the 

tree will have only a single node, the root node r𝑖𝑖0. The region trees 𝕋𝕋𝑖𝑖 are grown by recursively 

comparing each connected component region in the ith layer and the same region in the (i + 1)th 

layer. 

The third row in Fig. 6.4 shows the regions trees grown from the segmentations shown in 

the second row of Fig. 6.4. Because the thresholds are ordered in increasing order, each child region 

in a tree is fully contained within its parent region. Moreover, no two regions in a tree can be 

overlapping. They will either be disjoint or one region will fully contain the other. Therefore, the 

trees can be grown efficiently, by uniquely labelling each connected component in each layer. For 

instance, let 𝐵𝐵1 be a label image such that 𝐵𝐵1(𝑥𝑥,𝑦𝑦) contains the label of the connected component 

that the 𝑥𝑥𝑦𝑦th pixel belongs to in layer image 𝐿𝐿1. To identify r𝑖𝑖0’s children 𝐿𝐿1, the labels of all pixels 

contained in r𝑖𝑖0 are looked-up in 𝐵𝐵1. The unique labels found in the look-up are the labels of the 

connected components that are r𝑖𝑖0’s children in 𝐿𝐿1. In [221] Arteta et al. use MSERs [107] to detect 

cell. However, in our experiments, MSERs either produced sub-optimal detection, particularly of 
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lowly expressed beads, or took too long to process the image, depending on various parameter 

setting. 

6.1.4 Inference on Region Trees 

In this section, the region trees are used to construct graphical models, where each node 

represents the event that the region that is associated with the node is a foreground region. Given 

some evidence about how likely the nodes are of being the foreground regions, probabilistic 

inference on the trees can be performed to decode the optimal states (foreground or background) of 

each region. Given a tree 𝕋𝕋𝑖𝑖, let the binary state variables associated with the 𝑘𝑘 regions 𝑟𝑟𝑖𝑖 ∈ 𝕋𝕋𝑖𝑖 

be 𝑧𝑧𝑖𝑖 , 𝑖𝑖 = 1, … , 𝑘𝑘, 𝑧𝑧𝑖𝑖 ∈ 𝑍𝑍𝕋𝕋𝑖𝑖 . Here, 𝑧𝑧𝑖𝑖 = 1 indicates that region 𝑟𝑟𝑖𝑖 is a foreground region and 𝑧𝑧𝑖𝑖 = 0 

indicates that it is a background region.  In this section, we assume that the evidence is available in 

the form of the conditional probabilities 𝑝𝑝(𝑧𝑧𝑖𝑖 = 0|𝑟𝑟𝑖𝑖) = 𝑝𝑝�z𝑖𝑖0�𝑟𝑟𝑖𝑖� and 𝑝𝑝(𝑧𝑧𝑖𝑖 = 1|𝑟𝑟𝑖𝑖) = 𝑝𝑝�z𝑖𝑖1�𝑟𝑟𝑖𝑖�. The 

method for computing these conditional probabilities is discussed in the next Section. Based on 

these conditional probabilities the Most Probable Explanation (MPE) of the state vector 𝑍𝑍𝕋𝕋𝑖𝑖 is 

computed. The MPE is the realization of 𝑍𝑍𝕋𝕋𝑖𝑖 that maximizes the joint probability distribution of the 

tree structured graphical model 𝕋𝕋𝑖𝑖 [157]. For small trees the MPE, 𝑍𝑍𝕋𝕋𝑖𝑖
∗, can be computed simply 

by enumerating through all possible realizations of 𝑍𝑍𝕋𝕋𝑖𝑖. For larger trees exact inference can be 

performed on tree structures in linear time using the max-product belief propagation algorithm 

[157]. 

To complete the tree structured graphical model 𝕋𝕋𝑖𝑖 the costs associated with pairwise node 

labels (z𝑝𝑝
𝑖𝑖 , z𝑐𝑐𝑘𝑘), 𝑗𝑗, 𝑘𝑘 ∈ {0,1}, have to be specified. Here, 𝑧𝑧𝑝𝑝 and 𝑧𝑧𝑐𝑐 are the states of regions 𝑟𝑟𝑝𝑝 and 𝑟𝑟𝑐𝑐 

respectively and 𝑟𝑟𝑐𝑐 represents a region contained inside 𝑟𝑟𝑝𝑝, i.e. 𝑟𝑟𝑐𝑐 is a child node and 𝑟𝑟𝑝𝑝 is its parent 

node in 𝕋𝕋𝑖𝑖. For these binary labelling costs we uses the formulation proposed by Arteta et al. [221]. 

The formulation is presented here for the sake of completeness. The cost associated with the 

labelling (z𝑝𝑝0, z𝑐𝑐1) is set to 𝑝𝑝(z𝑐𝑐1|𝑟𝑟𝑐𝑐), the cost associated with the labelling  �z𝑝𝑝1 , z𝑐𝑐0� is set to −∞, and 

the costs associated with the labellings �z𝑝𝑝0, z𝑐𝑐0� and �z𝑝𝑝1 , z𝑐𝑐1� are set to 1.  

The tree-structured graphical model captures the structure of the entire connected 
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component to which a region belongs and allows making a decision about the state of a region based 

not only on its own shape and size but also based on the shape and size of its children and parents. 

Here, size is represented using area whereas shape is represented using circularity and the region 

tree. The counts, relative arrangements, circularities, and areas of the regions contained within a 

given region provide useful information about the structure of the given region. The region tree 

efficiently encodes this structural information. In essence, every sub-tree in the region tree is a 

descriptor for the structure of a region. Setting the cost of labeling �z𝑝𝑝1 , z𝑐𝑐0� to −∞ adds a constraint, 

that whenever a region is selected all its sub-regions will also have to be selected. This is essential 

because without this constraint we would end up with foreground regions that have holes. 

Moreover, this constraint acts as a quality control mechanism. A region with high circularity and 

area similar to that of other bead foreground regions may not be identified as a foreground region, 

if its sub-regions have very odd shapes. Such odd shaped sub-regions can be due to noise or due to 

non-uniform binding between the conjugate, target analytes and/or fluorophores molecules. In 

either case, such beads are not a good indicators of the true concentration of the target analyte and 

should not be used for quantitation. This type of quality control mechanism can be particularly 

effective when many replicates are present. 

6.1.5 Region Probability Estimation using Gaussian Mixture Model with Markov 

Random Field Priors 

In a supervised setting one could use labelled data to learn a regression or a classification 

boundary that separates the foreground regions from the background regions, to estimate the 

conditional probabilities 𝑝𝑝�z𝑖𝑖
𝑖𝑖�𝑟𝑟𝑖𝑖�. Arteta et al. [221] used a structured SVM to learn 𝑝𝑝�z𝑖𝑖

𝑖𝑖�𝑟𝑟𝑖𝑖� for 

their cell segmentation problem. However, bioassay experiments produce large amounts of image 

data which can vary widely based on the imaging device (such as camera and microscope models) 

and image acquisition parameters (such as light setting, gain, focal length, etc.). A fully supervised 

scheme would require operator intervention whenever the settings change. Such a method is not 

suitable for a bioassay image segmentation method that is part of an automated bead encoding 

system. Moreover, unlike in the case of the micro-wells, the positive and negative classes of 
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fluorescence beads do not have distinctive visual appearances. Therefore, a template matching 

based scheme is also not suitable. While there is a lack of distinctive features that can be used to 

classify the regions, there is a lot of contextual information available in the form of coherence in 

shape and area of the beads. The proposed method uses these two simple features, circularity 

(computed as the isoperimetric quotient) and area of the regions, to cluster them. 

A Gaussian mixture model based Markov random field (GMM-MRF) is used to capture the 

contextual information and identify the foreground regions. The GMM-MRF model has been 

widely used for image segmentation [222]. Here, the tree structured graphical model based 

inference described in Section 6.1.3 is incorporated into the GMM-MRF model. To describe this 

model we use the formulation and notation used by Nguyen [222]. 

Let X𝑁𝑁×2 = [x𝑖𝑖 , … , x𝑁𝑁]𝑇𝑇 be the feature matrix, where x𝑖𝑖 ∈ ℝ2 is the feature vector 

associated with region r𝑖𝑖. Recall that 𝑧𝑧𝑖𝑖 , 𝑖𝑖 = 1, … ,𝑁𝑁, 𝑧𝑧𝑖𝑖 ∈ 𝑍𝑍, is the binary latent variable, such that 

𝑧𝑧𝑖𝑖 = 1 indicates that region 𝑟𝑟𝑖𝑖 is a foreground region and 𝑧𝑧𝑖𝑖 = 0 indicates that it is a background 

region.  

It is reasonable to assume that among the regions extracted for each bead, at least one region 

approximately represents the true bead region. Since the underlying physical shape and size of the 

beads are almost identical, a tight cluster of foreground regions that have similar area and circularity 

can be expected. Based on this assumption, the region’s features, in the 2-d feature space, are 

modelled using a Gaussian mixture model (GMM) with two components. One component 

representing the tight cluster of true foreground regions (positive class) and the other component 

explaining the rest of the data (negative class). The GMM can be described as: 

 𝑝𝑝(x𝑖𝑖|θ,Π) = 𝜋𝜋𝑖𝑖0𝑛𝑛(x𝑖𝑖|θ0) + 𝜋𝜋𝑖𝑖1𝑛𝑛(x𝑖𝑖|θ1) (6.2) 

where 𝑛𝑛 is a Gaussian distribution parameterized by the vectors θ0 = (𝛍𝛍𝟎𝟎 ,𝚺𝚺𝟎𝟎) and θ1 = (𝛍𝛍𝟏𝟏 ,𝚺𝚺𝟏𝟏), 

where 𝛍𝛍𝟎𝟎 and 𝛍𝛍𝟏𝟏 are the mean vectors and 𝚺𝚺𝟎𝟎 and 𝚺𝚺𝟏𝟏 are the covariance matrices of the two 

components respectively, and Π = �𝜋𝜋𝑖𝑖𝑖𝑖�, 𝑖𝑖 = 1, … ,𝑁𝑁; 𝑗𝑗 ∈ {0,1} is the parameter set of prior 
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distributions 𝜋𝜋𝑖𝑖𝑖𝑖 that specify the probability of region 𝑟𝑟𝑖𝑖 taking label 𝑗𝑗. The prior distributions follow 

the following conditions: 

 𝜋𝜋𝑖𝑖0 + 𝜋𝜋𝑖𝑖1 = 1;  0 ≤ 𝜋𝜋𝑖𝑖𝑖𝑖 ≤ 1 (6.3) 

The GMM in (6.2) does not take into account the relationships between the regions; the 

structural information about the parent/child relationships is ignored. However, these relationships 

contain strong contextual information that can be useful. To incorporate this contextual information 

into the GMM model a Markov Random Field (MRF) prior, that influences the latent state 𝑧𝑧𝑖𝑖 of a 

region based on the latent states of its connected regions, is used. The relationships between the 

regions is captured in a mutual NN graph, 𝐺𝐺𝑀𝑀𝑀𝑀𝑀𝑀 = (𝑋𝑋,𝐸𝐸), where x𝑖𝑖 ∈ 𝛿𝛿𝑖𝑖 ⇔  x𝑖𝑖 ∈ 𝛿𝛿𝑖𝑖 and x𝑖𝑖 ∉ 𝛿𝛿𝑖𝑖. 

Here, 𝛿𝛿𝑖𝑖 is the neighborhood of x𝑖𝑖 in the feature space and 𝐸𝐸𝑁𝑁×𝑁𝑁 = [𝑒𝑒𝑖𝑖𝑖𝑖] is a binary edge matrix 

where 𝑒𝑒𝑖𝑖𝑖𝑖 = 1 implies regions r𝑖𝑖 and r𝑖𝑖 are connected. In the proposed method, 𝐸𝐸 is defined such 

that every region is connected to its parent, child, and sister regions. A MRF can then be defined 

using 𝐺𝐺𝑀𝑀𝑀𝑀𝑀𝑀 , if and only if: 

 𝑝𝑝�z𝑖𝑖
𝑖𝑖�Z𝑖𝑖/z𝑖𝑖

𝑖𝑖� = 𝑝𝑝(z𝑖𝑖
𝑖𝑖|z𝛿𝛿𝑖𝑖

𝑖𝑖 ) (6.4) 

Computing the likelihood of the MRF in (6.4) is impractical for arbitrary graphs as it would 

require enumerating all cliques in the graph. To overcome this problem Besag et al. [77] introduced 

the following pseudo-likelihood function: 

 𝑝𝑝(Z|𝛽𝛽) = �𝜋𝜋𝑖𝑖𝑖𝑖

1

𝑖𝑖=0

= �𝑝𝑝(z𝑖𝑖
𝑖𝑖|z𝛿𝛿𝑖𝑖

𝑖𝑖 ;
1

𝑖𝑖=0

𝛽𝛽), 

 

(6.5) 

where 

 𝜋𝜋𝑖𝑖𝑖𝑖 = 𝑝𝑝(z𝑖𝑖
𝑖𝑖|z𝛿𝛿𝑖𝑖

𝑖𝑖 ;𝛽𝛽) =
𝑒𝑒𝛽𝛽𝑜𝑜𝑖𝑖(𝑖𝑖)

∑ 𝑒𝑒𝛽𝛽𝑜𝑜𝑖𝑖(𝑘𝑘)1
𝑘𝑘=0

, 

 

(6.6) 

𝑢𝑢𝑖𝑖(𝑗𝑗) is the number of neighbors of x𝑖𝑖 with 𝑧𝑧𝑖𝑖 = 𝑗𝑗 and 𝛽𝛽 is a parameter whose higher values 

increases smoothness and encourages neighbors to have the same labels. 

To estimate the parameters of this GMM-MRF model an iterative 2-step approach is used. 

In the first step, given an estimate of the parameters θ, the MPE estimate Z∗ of latent state vector Z 
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is computed by independently estimating the MPE of each Z𝑘𝑘, where Z𝑘𝑘 ⊂ 𝑍𝑍 and z𝑖𝑖 ∈ Z𝑘𝑘 ∀ r𝑖𝑖 ∈

𝕋𝕋𝑘𝑘. To compute the MPE estimates using the tree-structured graphical models the conditional 

probabilities 𝑝𝑝�z𝑖𝑖
𝑖𝑖�𝑟𝑟𝑖𝑖� is needed. This conditional probability is computed as the posterior 

 𝑝𝑝�z𝑖𝑖
𝑖𝑖�𝑟𝑟𝑖𝑖� = 𝑝𝑝�z𝑖𝑖

𝑖𝑖�𝑋𝑋, θ𝑖𝑖� =
𝜋𝜋𝑖𝑖𝑖𝑖𝑛𝑛�x𝑖𝑖�θ𝑖𝑖�

∑ 𝜋𝜋𝑖𝑖𝑘𝑘𝑛𝑛(x𝑖𝑖|θ𝑘𝑘)1
𝑘𝑘=0

 

 

(6.7) 

where the prior probabilities 𝜋𝜋𝑖𝑖𝑖𝑖 = 𝑝𝑝(z𝑖𝑖
𝑖𝑖|z𝛿𝛿𝑖𝑖

𝑖𝑖 ;𝛽𝛽) are computed using (6.6). This is the conditional 

expectation of the hidden variable z𝑖𝑖
𝑖𝑖. 

In the second step of the iteration the maximum likelihood estimate of the parameter vector 

θ is computed. Given the data 𝑋𝑋 the likelihood and log-likelihood functions are: 

 𝐿𝐿(θ,Π) = 𝑝𝑝(𝑋𝑋|θ,Π) = ��𝜋𝜋𝑖𝑖𝑖𝑖

1

𝑖𝑖=0

𝑁𝑁

𝑖𝑖=1

𝑛𝑛�x𝑖𝑖�µ𝑖𝑖 , Σ𝑖𝑖� (6.8) 

 log 𝐿𝐿(θ,Π) = � log ��𝜋𝜋𝑖𝑖𝑖𝑖𝑛𝑛�x𝑖𝑖�µ𝑖𝑖 , Σ𝑖𝑖�
1

𝑖𝑖=0

�
𝑁𝑁

𝑖𝑖=1

 (6.9) 

and the parameters θ0 and θ1 are updated as follows: 

 µ𝑖𝑖
(𝑡𝑡+1) =

∑ ℎ𝑖𝑖
𝑖𝑖x𝑖𝑖𝑁𝑁

𝑖𝑖=1

∑ ℎ𝑖𝑖
𝑖𝑖𝑁𝑁

𝑖𝑖=1
 

 

(6.10) 

 Σ𝑖𝑖
(𝑡𝑡+1) =

∑ ℎ𝑖𝑖
𝑖𝑖(x𝑖𝑖 − µ𝑖𝑖)(x𝑖𝑖 − µ𝑖𝑖)𝑇𝑇𝑁𝑁

𝑖𝑖=1

∑ ℎ𝑖𝑖
𝑖𝑖𝑁𝑁

𝑖𝑖=1
 

 

(6.11) 

 

where ℎ𝑖𝑖
𝑖𝑖 = 𝑝𝑝�z𝑖𝑖

𝑖𝑖�𝑋𝑋, θ𝑖𝑖� computed using (6.7). The two steps alternate till either the state vector 𝑍𝑍 

does not change between two iterations or till a maximum number of iterations is reached. 

6.1.6 Community Detection based Initialization 

To initialize the parameters of the GMM model the community detection based clustering 

described in Chapter 5 is used. Using a small value of 𝑘𝑘init to construct the 𝑘𝑘-NN graph, small 

coherent clusters of regions are identified. The following cost function is then used to evaluate each 
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cluster: 

 𝑐𝑐𝑜𝑜𝑖𝑖𝑡𝑡𝑖𝑖 =
1

𝑝𝑝𝑎𝑎𝑒𝑒𝑒𝑒𝑎𝑎 ∗ 𝜇𝜇𝑐𝑐𝑖𝑖𝑒𝑒𝑐𝑐 ∗ 𝑛𝑛𝑜𝑜𝑡𝑡𝑒𝑒𝑒𝑒𝑒𝑒
 (6.12) 

Where 𝑝𝑝𝑎𝑎𝑒𝑒𝑒𝑒𝑎𝑎 is ratio of sum of foreground area of the regions in cluster 𝑖𝑖 to the sum of area of all 

regions, 𝜇𝜇𝑐𝑐𝑖𝑖𝑒𝑒𝑐𝑐 is the mean circularity of the regions in cluster 𝑖𝑖, and 𝑛𝑛𝑜𝑜𝑡𝑡𝑒𝑒𝑒𝑒𝑒𝑒 is the number of unique 

trees whose regions are present in cluster 𝑖𝑖. The regions in the cluster which minimizes the cost in 

(6.12) are identified as the initial foreground regions, and the parameters of the GMM are computed 

using them. 

The proposed bead segmentation algorithm is further evaluated in Sections 6.3 and 6.4. In 

the next section we present a method for identifying the grid structure in the fluorescence image 

using the segmented bead regions. 

6.2 Fluorescence Image Gridding 

In this section a novel fluorescence gridding method is proposed. We particularly address 

the case of sparse fluorescence images, where the grid structure is easily not discernable and 

traditional gridding methods such as axis projection based methods cannot be used. In such cases, 

even when a grid can be established, it is may be impossible to ascertain whether the detected grid 

corresponds to the actual underlying micro-well structure (henceforth referred to as the true grid). 

Consider the two grids in Figs. 6.5(a) and (b) where the grid centers are shown as blue (hollow) 

dots and the beads are shown as red (filled) dots. The grids in both the images are fitted to the same 

set of beads and they both fit the beads accurately. It is impossible to ascertain which of these two 

grids if any, correspond to the true grid, without using any additional information. Some gridding 

methods (such as [53]) refer to this as the over-gridding problem and attempt to identify the sparsest 

grid that explains the data. However, there is no reason to believe that the sparsest grid is always 

the true grid, in fact it is often the contrary. Manufacturers often try to pack the micro-wells as 

tightly as possible to improve miniaturization. Therefore, to identify the true grid in sparse images 

some additional information about the physical properties of the chip is needed.  



141 
 

 
 

Fig. 6.5. Two images demonstrating the over gridding problem. The red (filled) dots indicate the segmented bead regions and 
the blue (hollow) dots indicate the fitted grid points. Notice that the pattern of red dots is the same in both the images but different 
grids can fit this pattern. Here, a fit is estimated as a transformation of an ideal hexagonal grid that minimizes the sum of squared 
distance between the segmented bead regions and their nearest grid points. In images with few segmented bead regions it is often 
possible to fit grids with smaller spacing between grid points (finer grids), than that of the true grid, as finer grids are more likely 
to result in smaller sum of squared distances. We refer to this as the over-gridding problem.  

Here, we assume that approximate estimates of the physical distance between the micro-

wells 𝑏𝑏𝑎𝑎 and the physical radius of the micro-wells 𝑟𝑟𝑎𝑎 are available. The median radius of the beads 

in the image space �̃�𝑖𝐼𝐼 is known from the segmented spots. The beads are usually only slightly 

smaller than the micro-wells to ensure that they remain inside the micro-wells after deposition. 

Therefore, in the image space the micro-wells are assumed to have radius 𝑟𝑟𝐼𝐼 that lies within the 

range [�̃�𝑖𝐼𝐼 , 1.5�̃�𝑖𝐼𝐼]. Using 𝑏𝑏𝑎𝑎, 𝑟𝑟𝑎𝑎, and the range estimate for 𝑟𝑟𝐼𝐼, the range for the distance between 

micro-wells in the image space can be computed as �𝑑𝑑𝐼𝐼𝑠𝑠𝑡𝑡𝑎𝑎𝑒𝑒𝑡𝑡 ,𝑑𝑑𝐼𝐼𝑒𝑒𝑛𝑛𝑑𝑑� = ��̃�𝑠𝐼𝐼𝑏𝑏𝑎𝑎
𝑒𝑒𝑎𝑎

, 1.5�̃�𝑠𝐼𝐼𝑏𝑏𝑎𝑎
𝑒𝑒𝑎𝑎

�. 

The gridding algorithm begins by fitting an ideal hexagonal grid to the beads using two 

random beads selected from the bioassay image. The approximate micro-well distance 𝑑𝑑𝐼𝐼 is used 

to identify pairs of points in the ideal grid that are likely correspondences of the two selected beads. 

This correspondence candidate generation step is discussed in Section 6.2.1. The candidate 

correspondences are then evaluated by aligning the ideal grid to the segmented beads using a 

method similar to the trimmed bootstrapped ICP method used in chapter 5. The alignment method 

is discussed in section 6.2.2. While in the case of deposition images rejection sampling could be 

performed, for bioassay image this is not possible. Therefore, all candidates have to be evaluated. 

To reduce the computation an early stopping strategy is proposed based on a hypergeometric test. 
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The hypergeometric test is also used to determine whether the gridding was successful. The 

hypergeometric test for estimating the probability that the established grid is the true grid is 

discussed in section 6.2.3. 

6.2.1 Candidate Generation 

Let the 2-d spatial coordinates of the centers of the bead foreground regions detected in the 

previous section be 𝑌𝑌 = [𝐲𝐲0, 𝐲𝐲1, … , 𝐲𝐲𝑛𝑛]𝑇𝑇. To initiate the gridding process two beads (say the mth 

and nth beads) are randomly selected as a basis pair. Let the Euclidean distance between 𝐲𝐲𝑚𝑚 and 𝐲𝐲𝑛𝑛 

be 𝑑𝑑𝑚𝑚𝑛𝑛. Consider an ideal grid 𝐻𝐻 = [𝐡𝐡0,𝐡𝐡1, … ,𝐡𝐡𝑁𝑁], where 𝐡𝐡𝑖𝑖 is the 2-d spatial coordinates of the 

ith grid location. Further, let each concentric hexagon of grid points around the grid point 𝐡𝐡0 be 

indexed as 1,2, … 𝑘𝑘. Our objective is to fit 𝐻𝐻 to the bioassay image using beads 𝐲𝐲𝑚𝑚, 𝐲𝐲𝑛𝑛 and the input 

parameter range �𝑑𝑑𝐼𝐼𝑠𝑠𝑡𝑡𝑎𝑎𝑒𝑒𝑡𝑡 ,𝑑𝑑𝐼𝐼𝑒𝑒𝑛𝑛𝑑𝑑�.  

Assuming that points 𝐲𝐲𝑚𝑚 and 𝐡𝐡0 are aligned, to align the grid with the image, a suitable 

correspondence for 𝐲𝐲𝑛𝑛 has to be found in 𝐻𝐻. If the distance between the micro-wells is indeed 

𝑑𝑑𝐼𝐼𝑠𝑠𝑡𝑡𝑎𝑎𝑒𝑒𝑡𝑡, the match for 𝐲𝐲𝑛𝑛 must be one of the grid points in the kth concentric hexagon around 𝐡𝐡0, 

where 𝑘𝑘 = 𝑑𝑑𝑚𝑚𝑚𝑚
𝑑𝑑𝐼𝐼
𝑠𝑠𝑠𝑠𝑎𝑎𝑒𝑒𝑠𝑠. Therefore, the range of concentric hexagons that contains the match for 𝐲𝐲𝑛𝑛 is 

[𝑘𝑘𝑠𝑠𝑡𝑡𝑎𝑎𝑒𝑒𝑡𝑡 , 𝑘𝑘𝑒𝑒𝑛𝑛𝑑𝑑] where 𝑘𝑘𝑠𝑠𝑡𝑡𝑎𝑎𝑒𝑒𝑡𝑡 = 𝑑𝑑𝑚𝑚𝑚𝑚
𝑑𝑑𝐼𝐼
𝑠𝑠𝑠𝑠𝑎𝑎𝑒𝑒𝑠𝑠  and 𝑘𝑘𝑒𝑒𝑛𝑛𝑑𝑑 = 𝑑𝑑𝑚𝑚𝑚𝑚

𝑑𝑑𝐼𝐼
𝑒𝑒𝑚𝑚𝑒𝑒. The idea is presented in Fig. 6.6. The point 

𝐡𝐡0 is the red dot at the center and the grid points in the 3rd, 4th and 5th concentric hexagons around 

𝐡𝐡0 are the orange dots. In this example 𝑘𝑘𝑠𝑠𝑡𝑡𝑎𝑎𝑒𝑒𝑡𝑡 = 3 and 𝑘𝑘𝑒𝑒𝑛𝑛𝑑𝑑 = 5. Now, consider the two points 𝐡𝐡𝑖𝑖 

and 𝐡𝐡𝑖𝑖 in Fig. 6.6. Assuming that 𝐻𝐻 is sufficiently large, so that it covers the entire bioassay image, 

matching 𝐲𝐲𝑛𝑛 to either 𝐡𝐡𝑖𝑖 or 𝐡𝐡𝑖𝑖 will result in the same gridding, as they are rotationally symmetric. 

Therefore, 𝐲𝐲𝑛𝑛 only needs to be matched to the grid points that are highlighted by a green enclosing 

circle in Fig. 6.6. These are therefore the candidate matches of 𝐲𝐲𝑛𝑛.  

To find the optimal grid, given that both points 𝐲𝐲𝑚𝑚 and 𝐲𝐲𝑛𝑛 are true beads, these candidate 

matches need to be evaluated. Since only pairs of points are matched and only a similarity transform 

can be estimated to align 𝐻𝐻 to the beads. While the similarity transform will align the grid points 
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and beads in immediate neighborhood of 𝐲𝐲𝑚𝑚 and 𝐲𝐲𝑛𝑛 quite well, it may not align the entire grid 

sufficiently well to the beads, due to local affine and non-linear deformations. Therefore, a trimmed 

bootstrapped ICP based grid refinement, similar to the one presented in Chapter 5, is used to 

optimize the alignment. The grid alignment is discussed in the next section. 

 
 

Fig. 6.6. Candidate generation for matching an ideal hexagonal grid to the fluorescence image (see text for details). 

 

6.2.2 Grid Alignment 

Given the basis pair points 𝐲𝐲𝑚𝑚 and 𝐲𝐲𝑛𝑛 and their correspondences 𝐡𝐡0 and 𝐡𝐡𝑖𝑖 a similarity 

transformation 𝐴𝐴 is estimated by solving the system: 

 𝐴𝐴𝐻𝐻0i − 𝑌𝑌mn = 0 (6.13) 

where 𝑌𝑌mn3×2 = �𝐲𝐲𝑚𝑚𝑇𝑇 , 𝐲𝐲𝑛𝑛𝑇𝑇 , 12𝑇𝑇�
𝑇𝑇

, 𝐻𝐻0i3×2 = �𝐡𝐡0
𝑇𝑇 ,𝐡𝐡1

𝑇𝑇 , 12𝑇𝑇�
𝑇𝑇

, 12 is an 2 × 1 vector with all 1s and 

𝐴𝐴 = �
𝑎𝑎11 𝑎𝑎12 𝑡𝑡1
𝑎𝑎21 𝑎𝑎22 𝑡𝑡2

0 0 1
� is a transformation matrix. The ideal grid 𝐻𝐻 is then transformed using 𝐴𝐴 to 

get the coarsely fitted grid 𝐻𝐻′. The trimmed bootstrapped ICP method described in Section 5.1.2 is 

used to deform 𝐻𝐻′ and generate 𝐻𝐻′′, the refined grid. In the case of deposition image gridding 

rejection sampling could be used and the number of candidates to be evaluated was smaller. Here a 

h0

h𝑖𝑖h𝑖𝑖
𝑑𝑑𝐼𝐼𝑠𝑠𝑡𝑡𝑎𝑎𝑒𝑒𝑡𝑡

𝑑𝑑𝐼𝐼𝑒𝑒𝑛𝑛𝑑𝑑
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large number of candidates have to be evaluated for each basis pair, most of which are likely to be 

false matches. Therefore, an early stopping criteria is used to detect false matches that are unlikely 

to produce a good alignment even if the ICP based refinement is continued further. The alignment 

proceeds as follows: the trimmed bootstrapped ICP is iterated a few times, such that the bootstrap 

region covers 25% of the image, an alignment quality check (described in the next section) is then 

performed to decide if the ICP based refinement should be continued further. If the quality check 

fails a new set of candidates is selected and evaluated. 

6.2.3 Hypergeometric Test for Grid Alignment Quality Estimation 

Let 𝐻𝐻𝑡𝑡 be the current estimate of the aligned grid obtained after 𝑡𝑡 iterations of the trimmed 

bootstrapped ICP based refinement. For each bead 𝐲𝐲𝑖𝑖 in 𝑌𝑌 we define a matching region 𝑀𝑀(𝐲𝐲𝑖𝑖 , 𝑟𝑟𝑏𝑏), 

as a circular region of radius 𝑟𝑟𝑏𝑏 = 0.75�̃�𝑖𝐼𝐼 centered at 𝐲𝐲𝑖𝑖. A grid point 𝐡𝐡𝑖𝑖 ∈ 𝐻𝐻𝑡𝑡 is considered to be 

matching a bead 𝐲𝐲𝑖𝑖 if 𝐡𝐡𝑖𝑖 lies inside 𝑀𝑀(𝐲𝐲𝑖𝑖 , 𝑟𝑟𝑏𝑏). In the alignment quality check a hypergeometric test 

is used to compute the probability of finding 𝑚𝑚 or more matching grid point-bead pairs given 𝑌𝑌 and 

𝐻𝐻𝑡𝑡.  

The number of pixels that lie within the circular matching regions of the 𝑛𝑛 detected beads 

in the image is 𝐾𝐾 = 𝑛𝑛 ∗ 𝜋𝜋𝑟𝑟𝑏𝑏2. Let the total number of pixels in the image be 𝑁𝑁, the number of grid 

points in 𝐻𝐻𝑡𝑡 that overlap the image be 𝑛𝑛𝐻𝐻 and the number of grid points that have a match be 𝑘𝑘. 

Then the hypergeometric distribution can be used to compute the probability of finding at least 𝑘𝑘 

matches (successes) among 𝑛𝑛𝐻𝐻 grid points (trials), given that there are 𝐾𝐾 possible matching pixels 

(successes) among the 𝑁𝑁 pixels (population) of the image, i.e. 

 𝑝𝑝𝑘𝑘 = 𝑃𝑃(𝑋𝑋 ≥ 𝑘𝑘) = 1 −�
�𝜋𝜋𝑖𝑖 � �

𝑁𝑁−𝜋𝜋
𝑛𝑛𝐻𝐻−𝑖𝑖

�

� 𝑁𝑁𝑛𝑛𝐻𝐻�

𝑘𝑘

𝑖𝑖=0

, (6.14) 

where �𝑎𝑎𝑏𝑏� is a binomial coefficient. The trials 𝑛𝑛𝐻𝐻 in this case are not random, as they are points of 

the same grid and are therefore spatially related. However, the above formulation still produces a 

good approximation of the quality of match. Fig 6.7(a) and (b) show two different grids overlaid on 
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the same bioassay image. There are 62 beads in the images shown in Fig. 6.7. The grid in Fig 6.7(a) 

has 11 matches and the grid in Fig 6.7(b) has 61 matches, using 𝑟𝑟𝑏𝑏 = 5 pixels. The image has a total 

of 279312 pixels and 70136 matching pixels. The probability 𝑝𝑝11 for the grid in Fig 6.7(a) is 0.08 

and the probability 𝑝𝑝61 for the grid in Fig 6.7(a) is < 0.0000001. 

 The ICP based refinement is terminated if 𝑝𝑝𝑘𝑘 is greater than 0.00001 otherwise it continues 

till the bootstrap region covers the entire image.  

The bead pair  𝐲𝐲𝑚𝑚 and 𝐲𝐲𝑛𝑛 are randomly selected and therefore following the RANSAC 

scheme 𝑘𝑘 = log (1−𝜂𝜂)
log (1−𝜀𝜀2)

 iterations have to be performed using different randomly selected bead pairs, 

where 𝜂𝜂 is the desired probability of success and 𝜀𝜀 is the number of inliers. Using 𝜂𝜂 = 0.9999 and 

𝜀𝜀 = 0.75, the value of 𝑘𝑘 is 17 and therefore 17 iterations are performed. The probabilities 𝑝𝑝𝑘𝑘 are 

again computed for the refined grids 𝐻𝐻′′ obtained in the RANSAC iterations where trimmed 

bootstrapped ICP was performed on the full image (i.e. iterations where grid quality check was 

successful and early stopping was not performed). The refined grid for which the probability 𝑝𝑝𝑘𝑘 is 

the lowest is identified as the true grid 𝐻𝐻∗. This true grid is then further improved using a thin-plate 

spline based non-linear refinement. 

6.2.4 Thin-plate Spline based Non-linear Grid Refinement 

To perform the thin-plate spline based refinement the image is broken into 25 blocks in a 

5 × 5 grid pattern and 𝑞𝑞′ random beads are selected from each block as control points. Let the 

selected 𝑞𝑞 = 25𝑞𝑞′ control points be 𝐶𝐶 = �𝐜𝐜1, … , 𝐜𝐜𝑞𝑞�
𝑇𝑇

, where 𝐶𝐶 ⊂ 𝑌𝑌 and 𝐜𝐜𝑖𝑖 = [𝑥𝑥𝑖𝑖𝑐𝑐 , 𝑦𝑦𝑖𝑖𝑐𝑐] ∈ ℝ2. Let the 

nearest neighbor grid point of 𝐜𝐜𝑖𝑖 be 𝐡𝐡𝑖𝑖 = [𝑥𝑥𝑖𝑖ℎ ,𝑦𝑦𝑖𝑖ℎ] ∈ ℝ2, 𝐡𝐡𝑖𝑖 ∈ 𝐻𝐻∗. Now consider the points T =

�𝐭𝐭1, … , 𝐭𝐭𝑞𝑞�
𝑇𝑇

, where 𝐭𝐭𝑖𝑖 = �𝑥𝑥𝑖𝑖𝑐𝑐 ,𝑦𝑦𝑖𝑖𝑐𝑐 , �𝑥𝑥𝑖𝑖𝑐𝑐 − 𝑥𝑥𝑖𝑖ℎ�� ∈ ℝ3. We refer to �𝑥𝑥𝑖𝑖𝑐𝑐 − 𝑥𝑥𝑖𝑖ℎ� as the height of 𝐭𝐭𝑖𝑖 since 

the point (𝑥𝑥𝑖𝑖𝑐𝑐 , 𝑦𝑦𝑖𝑖𝑐𝑐) is on the image plane. The thin-plate spline can then be interpreted as the 2-d 

surface with minimum bending energy that passes through all the 𝐭𝐭𝑖𝑖s. The height of this surface at 

any point 𝐡𝐡𝑖𝑖 is the shift in 𝑥𝑥 coordinate (Δ𝑥𝑥𝑖𝑖) needed to non-linearly deform the point. Another 

similar thin-plate spline over points 𝐭𝐭𝑖𝑖 = �𝑥𝑥𝑖𝑖𝑐𝑐 ,𝑦𝑦𝑖𝑖𝑐𝑐 , �𝑦𝑦𝑖𝑖𝑐𝑐 − 𝑦𝑦𝑖𝑖ℎ�� is used to compute Δ𝑦𝑦𝑖𝑖 for 𝐡𝐡𝑖𝑖. The 
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shifted grid points 𝐡𝐡𝑖𝑖′ = [𝑥𝑥𝑖𝑖ℎ + Δ𝑥𝑥𝑖𝑖 ,𝑦𝑦𝑖𝑖ℎ + Δ𝑦𝑦𝑖𝑖] constitute the smoothly deformed grid. Since the 2-

d surface passes through the 𝐭𝐭𝑖𝑖s corresponding to all the 𝑞𝑞 control points, the control points perfectly 

aligned with their nearest neighbour grid points. The remaining grid points are smoothly deformed 

since the 2-d surface has minimum bending energy. 

A detailed discussion of thin-plate spline based deformation can be found in [192]. 

 
(a) 

 
(b) 

 
Fig. 6.7. Two different grids aligned onto the same image. The grid in (b) produces a better fit. The grid in (a) can be rejected 
using the hypergeometric test. The detected beads are shown as blue dots. 
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6.3 Experiments and Results 

The proposed bead segmentation method was evaluated using 202 fluorescence images. 

The images were acquired from 8 experiments with multiplexing ranging from 1-plex to 5-plex. 

The details of the experiments are presented in Table 6.1. The proposed bioassay gridding requires 

approximate estimates of the distance between micro-wells and the micro-well radius as input. 

These values were manually determined.  

The bioassay experiments were performed using the Ayoxxa biochip (Ayoxxa, Singapore) 

and polystyrene beads from different providers. The deposition images were obtained using a DSLR 

camera (EOS 5D Mark II, Canon, Japan) mounted on top of an infinity corrected objective lens 

(UIS2, Olympus, Singapore). The bioassay images were acquired using an epifluorescent 

microscope (BX41, Olympus, Singapore) with a digital charge-coupled device (CCD) camera 

(Retiga-4000R, QImaging, Canada). The bioassay images were acquired at different zoom levels 

ranging from 10x to 30x. All the bioassay experiments were conducted by Ayoxxa, Singapore and 

the images were provided in kind cooperation. 

The proposed bioassay segmentation and gridding methods were run five times for each 

image. The detected foreground regions and grid points were drawn on the image with super-pixel 

accuracy using a MATLAB script and the output was visually analyzed. Reasonable segmentation 

output was achieved for all images. Because the proposed segmentation method takes into account 

the shape of a foreground region as well as the shape of its sub-regions, it is biased towards selecting 

only those beads that present a somewhat consistent surface. Therefore, the method is likely to miss 

a few actual beads (i.e., produce false negatives) but it is unlikely to misclassify a noise region as 

bead (i.e., produce false positives). This is desirable from the point of view of quantitation, 

particularly when a large number of replicate beads are used. The proposed bioassay gridding 

method succeeds as long as reasonable estimates for 𝑟𝑟𝑎𝑎 and 𝑏𝑏𝑎𝑎 are provided.  

The segmentations achieved on a number of different regions of bioassay images are shown 

in Fig. 6.8. The gridding achieved on a number of different sparse bioassay image regions are shown 
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in Fig. 6.9. 

To objectively evaluate the bead detectability and gridding accuracies ground truth data 

was generated by manually labelling images. The ground truth data was generated in a manner 

similar to the manual labelling process discussed in Chapter 5. The ground truth data for evaluating 

detectability was generated using 32 randomly selected images. Within each image randomly 

selected rectangular regions were marked using a specific color. All beads within these rectangular 

regions (test blocks) were tagged by drawing rectangular regions of a specific color enclosing the 

beads. While care was taken to ensure that all beads present in the region are identified, some very 

lowly expressed beads could not be identified manually and were discovered through post-hoc 

analysis of the segmentation output.  

The average foreground segment detectability results obtained in five runs of the proposed 

algorithm is presented in Table 6.2. In the case of bioassay images only positive labeled ground 

truth is available therefore the true positive rates 𝑇𝑇𝑃𝑃𝑅𝑅 = 𝑇𝑇𝑃𝑃 (𝑇𝑇𝑃𝑃 + 𝐹𝐹𝑁𝑁)⁄  and the false discovery 

rates 𝐹𝐹𝐹𝐹𝑅𝑅 = 𝐹𝐹𝑃𝑃 (𝑇𝑇𝑃𝑃 + 𝐹𝐹𝑃𝑃)⁄  are presented. Here, the true positives (𝑇𝑇𝑃𝑃) are defined as foreground 

regions that contain a manually labelled pixel, the false positives (𝐹𝐹𝑃𝑃) are defined as foreground 

regions that do not contain a manually labelled pixel.  
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(a)                                                                        (b) 

 
(c) 
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(d) 

 
(e) 

Fig. 6.8. Segmentation output of various bioassay image regions. The detected foreground regions are overlaid (in red) over the 
segmented image. 
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Table 6.1: DETAILS OF THE DATASET USED TO EVALUATE THE PROPOSED BIOASSAY IMAGE SEGMENTATION AND GRIDDING METHODS 

Experiment 
No. Multiplex 

No. of Bioassay 
Images 
Acquired 

No. of Bioassay Images 
Manually Labelled for 
Bead Detectability 
Evaluation 

No. of Bioassay Images 
Manually Labelled for 
Gridding Evaluation 

1 1 42 7 10 
2 2 8 2 5 
3 3 6 2 5 
4 3 10 2 5 
5 4 74 9 10 
6 4 8 2 5 
7 5 28 4 5 
8 5 26 4 5 

 

  Table 6.2: BEAD DETECTION ACHIEVED USING THE PROPOSED FOREGROUND SEGMENTATION METHOD  

Experiment 
No. 

TPR FDR 

Mean Median Std. Dev. Mean Median Std. 
Dev. 

1 0.941 0.933 0.056 0.008 0 0.021 
2 0.878 0.878 0.021 0 0 0 
3 0.937 0.937 0.062 0.045 0.045 0.045 
4 0.914 0.914 0.014 0.050 0.050 0.050 
5 0.960 1 0.045 0.007 0 0.020 
6 0.944 0.944 0.055 0 0 0 
7 0.980 1 0.033 0 0 0 
8 0.902 0.901 0.028 0.031 0 0.054 
Average 0.932 0.938 0.0395 0.017 0.011 0.024 

 

As can be seen in Table 6.2, the proposed foreground segmentation method, as expected, 

has a very low 𝐹𝐹𝐹𝐹𝑅𝑅. In fact for many of the test blocks there were no false positive detections at 

all. Experiment 2 had the highest amount of bead clustering and therefore a few stacked beads could 

not detected. The mean 𝑇𝑇𝑃𝑃𝑅𝑅 was the lowest for this experiment at 0.87. In some cases when one of 

the beads in a cluster of stacked beads is highly expressed but the others are not, the halo of the 

bead that is highly expressed can make it difficult to segment the remaining beads even when 

multiple levels of thresholds are used. For Experiment 7, which had the cleanest images, the 

proposed method was able to achieve a 𝑇𝑇𝑃𝑃𝑅𝑅 of 0.98.  

The segmentation algorithm has two free parameters: (1) the number of clusters produced 

using k-means during over-segmentation, 𝑁𝑁𝐿𝐿, and (2) the number of nearest neighbors used to build 

the 𝑘𝑘-NN graph 𝑘𝑘init in the GMM-MRF initialization step. The first parameter first parameter 𝑁𝑁𝐿𝐿 
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needs to be high enough so that lowly expressed beads can be separated from the background. 

However, increasing 𝑁𝑁𝐿𝐿 beyond a certain value (above 8) has very little impact on the overall 

segmentation output. The effect of slightly changing the second parameter, 𝑘𝑘init is also limited. 

Values for 𝑘𝑘init = 11,15, and 21 produced similar results. The small difference between the clusters 

obtained during initialization is easily overcome by the MRF prior. Moreover, even though the 

GMM parameter estimates can vary slightly between runs, because the robust MPE estimate is used 

the final segmentation result remains stable.  

To generate the ground truth for evaluating the gridding, 50 randomly selected images were 

labelled. Beads were marked in the images by placing tight rectangular regions around them. Each 

of the 50 randomly chosen images were split into 25 blocks in a 5×5 grid pattern and one randomly 

selected bead was labelled in each block. All the labelling was done by an individual who is familiar 

with microarray image data and is involved in similar biological experiments. As in the case of 

deposition image gridding, the center of the marked rectangular region is assumed to be the center 

of the well (the reference well center). Both the absolute value of the distance between a reference 

well center and the grid point nearest to it, 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒, and the scale invariant 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒% are presented in Table 

6.3. The resolution and scale of bioassay images within each experiment varies but only slightly. 

The median diameter of the beads in the bioassay images in Experiment 1 for instance ranges 

between 19 and 22 pixels. However, within each image the bead diameters can vary more, because 

beads of different batches are expressed at different levels.  Therefore, the scale invariant value 

𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒% = 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒
𝑑𝑑𝑏𝑏𝑒𝑒𝑎𝑎𝑒𝑒

, is computed using 𝑑𝑑𝑏𝑏𝑒𝑒𝑎𝑎𝑑𝑑 which is the median diameter of the segmented bead 

foreground regions in the image.  
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(a) 

 
(b) 
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(c) 

 
(d) 

Fig. 6.9. Grid detection output on various bioassay images. The detected grid centers are drawn as blue dots. 
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Table 6.3: BIOASSAY IMAGE GRIDDING ACCURACY BEFORE AND AFTER THIN-PLATE SPLINE BASED REFINEMENT 

Experiment 
No. 

𝐝𝐝𝐞𝐞𝐞𝐞𝐞𝐞 after TPS based 
Refinement 

𝐝𝐝𝐞𝐞𝐞𝐞𝐞𝐞% after TPS based 
Refinement 

𝐝𝐝𝐞𝐞𝐞𝐞𝐞𝐞 before TPS based 
Refinement 

𝐝𝐝𝐞𝐞𝐞𝐞𝐞𝐞% before TPS based 
Refinement 

Mean Median Std. Dev. Mean Median Std. Dev. Mean Median Std. Dev. Mean Median Std. Dev. 

 1 2.32 2.35 0.16 0.131 0.133 0.009 8.22 8.19 1.06 0.467 0.465 0.060 
 2 2.57 2.57 0.17 0.106 0.106 0.007 6.6 6.45 1.99 0.272 0.266 0.082 
 3 1.79 1.78 0.14 0.113 0.113 0.008 6.47 6.46 1.33 0.412 0.411 0.084 
 4 2.24 2.23 0.17 0.174 0.173 0.013 6.64 6.41 1.18 0.516 0.498 0.091 
 5 1.97 1.93 0.19 0.093 0.091 0.009 7.63 7.76 0.85 0.363 0.369 0.040 
 6 1.97 1.95 0.11 0.115 0.113 0.006 5.7 5.66 0.8 0.332 0.330 0.046 
 7 1.87 1.86 0.14 0.102 0.102 0.007 5.58 5.57 1.05 0.306 0.305 0.057 
 8 2.13 2.19 0.22 0.119 0.122 0.012 8.47 8.52 1.98 0.474 0.477 0.111 

  

In Table 6.3 it can be seen that after the TPS based refinement the 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒% values are close 

0.17, i.e. 17% of the diameter of the bead for all experiments. This indicates the grid centers are 

well within the bead foreground region. Since the bioassay gridding does not affect quantitation 

and is only used for subsequent grid-based matching (discussed in the next chapter) the accuracy 

achieved is sufficient. Nevertheless, the value of 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒% is bound to be higher for bioassay images 

when compared to deposition images because the grid is estimated using bead regions and the bead 

regions may not always lie exactly at the center of the micro-well. The mean 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒% to median 𝑑𝑑𝑒𝑒𝑒𝑒𝑒𝑒% 

values for all experiments are similar indicating that there are no outliers.  As can be seen in Table 

6.3 the TPS based non-linear refinement leads to a very significant improvement in gridding. This 

is because in the case of bioassay image a single global affine transform is used to align the full 

grid to the image, unlike in the case of deposition images where local regions were separately 

gridded. 

The running time of the proposed methods are presented in Table 6.4. The running time of 

the segmentation is mainly dependent on the number of beads in the bioassay image. Each 

experiment had images with multiple bead densities and therefore the average running times across 

the experiments is similar. The running time of the gridding step depends on the size of the range 

�𝑑𝑑𝐼𝐼𝑠𝑠𝑡𝑡𝑎𝑎𝑒𝑒𝑡𝑡 ,𝑑𝑑𝐼𝐼𝑒𝑒𝑛𝑛𝑑𝑑�. The number of candidates to be evaluated for each basis pair of points can grow 

very quickly with small increases in the range. However, the early stopping criteria introduced in 

Section 6.1.3 allows most unlikely grid alignments to be quickly rejected and prevents the running 

time from scaling too fast. 
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Table 6.4: RUNNING TIME OF THE BIOASSAY IMAGE SEGMENTATION AND GRIDDING METHODS 

  Experiment No. 

Task Running 
Times 1 2 3 4 5 6 7 8 

Bioassay Image 
Segmentation 

Avg. (secs) 43.582 48.429 39.173 39.621 40.964 42.557 37.778 47.624 

Std. Dev. 
(secs) 7.470 5.318 6.998 8.166 5.053 4.114 6.868 5.828 

Bioassay Image 
Gridding 

Avg. (secs) 30.160 28.485 30.639 28.185 35.097 31.377 33.763 28.347 

Std. Dev. 
(secs) 3.680 3.177 4.592 3.294 3.390 2.134 2.153 2.430 

 

6.3.1 Comparison with Other Segmentation Algorithms 

In this section the proposed bioassay image segmentation method and its components are 

evaluated against other existing alternatives. The bioassay image block segmentation method can 

be broken down into two steps: 1) k-means based over segmentation and 2) region tree and GMM-

MRF based foreground segment identification. In the first step, the image is over-segmented to 

produce region trees and in the second step, foreground regions are identified from the set of over-

segmented regions produced in Step 1. The output of the second step is therefore a binary image 

with bead region pixels set to 1. To distinguish between the two steps, comparisons evaluating the 

suitability of algorithms for over-segmentation are referred to as over-segmentation comparisons 

and comparisons evaluating the suitability of algorithms for detecting bead regions and generating 

binary segmentation output are referred to as detectability comparisons. 

Over-segmentation can be achieved using a number of techniques. We evaluate five of the 

most widely used techniques: k-means clustering (KM) [70], maximally stable extremal regions 

[107] (MSER), mean-shift clustering [206] (MS), hierarchical clustering [195] (HC), and graph cut 

based segmentation [223] (GC).  

Bead detection (binary segmentation) can also be achieved using k-means clustering with 

k=2 (KMBS), hierarchical clustering with two clusters (HCBS), and Otsu’s thresholding [208] 

based segmentation (OT). Active contour based segmentation is also widely used for microarray 

image segmentation [44, 45, 73, 80]. Active contour based models require careful initialization to 

achieve good segmentation. When gridding is performed prior to segmentation the grid locations 
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can be used to initialize the active contours. However, in our problem the gridding is performed 

after bead segmentation and initializing the active contours can be challenging. Nevertheless, we 

evaluate the Chan and Vese active contour model [72] (CVAC), with manual initialization, to 

highlight the challenges in segmenting bead-based microarray images. The foreground segment 

identification step can also be thought of as a filtering step that identifies circular regions that are 

coherent in terms of their area and shape. Hough transform [52] (HT) is commonly used to detect 

circles and therefore it is also evaluated as an alternative for this step.  

The quality of over-segmentation and detectability were qualitatively and quantitatively 

compared using the 32 manually labelled images. Detectability of the five methods was assessed in 

the same way as the detectability of the proposed algorithm was assessed in the previous section.  

The over-segmentation achieved by the different methods on some of the image regions 

used for the evaluation are presented in Fig. 6.10. The top row of the figure shows four histogram 

stretched image regions from different bioassay images that were used for the qualitative 

comparisons. The first image region (first column) has an uneven background, the second image 

region (second column) has some beads that are lowly expressed, the third image region (third 

column) has clustered beads, and the fourth image region (fourth column) has a fiber near two of 

the beads. The subsequent rows of Fig. 6.10 show the over-segmentation achieved by the different 

methods. 

MSER based over-segmentation results are presented in the second row of Fig. 6.10. MSER 

produces a hierarchy of regions, i.e. a region tree where each node represents a maximally stable 

region. A maximally stable region is a region whose area remains unchanged with significant 

changes in intensity. The color of each pixel in the output images in the second row of Fig. 6.10 

represent the number of MSERs to which the pixel belongs. Hotter colors (red) indicate that a pixel 

belongs to many MSERs and cooler colors (blue) indicate the pixel belongs to few or no MSERs. 

MS based over-segmentation results are presented in the third row of Fig. 6.10. The pixels were 

clustered using MS in the 3-d feature space, where each pixel was represented using its intensity 

and its 2-d spatial location in the image space. Each segment is represented as a different gray level  
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Fig. 6.10. The first row shows four histogram stretched images that were used for detectability and over-segmentation 
comparisons. The second to sixth rows (in that order) show the outputs of MSER, MS, GC, HC, and KM based over-
segmentations applied on the images shown in the top row. 
 

in the images. Note that while MSER, KM, and HC use only the image intensity as feature, MS and 

GC use both image intensity and the spatial location of pixels as features. MS based clustering can 

Histogram stretched images

Graph cut segmentation output

Maximally Stable Extremal Regions (MSER) detection output

Mean-shift segmentation output

Hierarchical clustering output (10 clusters)

k-means clustering output (𝑁𝑁𝐿𝐿 = 10) 
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be applied on 1-d pixel intensities too, however, better results were achieved using the 3-d feature 

space. GC on the other hand by design uses the spatial arrangement of pixels. In fact GC based 

segmentation can be viewed as a spatial smoothing applied to some initial labelling of the pixels. 

The results of GC based over-segmentation are presented in the fourth row of Fig. 6.10. Here, KM 

(with 20 clusters) is used to generate an initial labelling of the pixels. The over-segmentation results 

achieved using HC and KM based clustering of the pixel intensities, using 10 clusters for both, are 

presented in the fifth and sixth rows of Fig. 6.10 respectively. 

MSER, MS, GC, HC, and KM produce similar segmentation results. The five methods are 

able to deal with the uneven background in the first image region. They are also able to segment 

the lowly expressed beads in the second image region into one or more segments. None of the 

methods are able to clearly segment individual beads from the clustered beads in the third image. 

For the fourth image region all five methods are able to identify segments representing the beads 

that are separated from the segments representing the fiber.  

However, HC has a very high memory complexity and can only be run for image regions 

of size smaller than 500 × 500 pixels even with 16GB RAM. HC was therefore not considered for 

further evaluation. To further evaluate the quality of over-segmentation achieved using the 

remaining four methods the true positive rate (TPR) of over-segmentation is defined as the ratio of 

manually labelled rectangular bead regions that had at least one foreground region. During over-

segmentation we are only concerned with the TPR because the subsequent foreground region 

detection step should be able to filter out false positives. As long as at least one bead region is 

detected as a foreground, the subsequent step should be able to identify it as a bead. Table 6.5 

presents the TPRs of over-segmentation. All four methods have very similar accuracies with MSER 

and KM having only marginally higher accuracies that the other two. However, KM has the lowest 

running time complexity among the four methods. The running times of the four methods for 

different image sizes are presented in Fig. 6.11. MS and GC require nearly one and two orders of 

magnitude more time, respectively, than KM. For larger image regions MSER requires three times 

more time than KM. For images of dimension 1000 × 1000 pixels KM, MSER, MS, and GC 
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require 0.3, 1.12, 4.6, and 252.6 seconds respectively. Hence, we use KM for over-segmentation in 

the proposed bioassay bead segmentation method. 

Table 6.5: ACCURACY OF VARIOUS OVER-SEGMENTATION METHODS 

 TPR of Over-Segmentation 
 Mean Median Std. Dev. 
MSER 0.996 0.996 0.003 
MS 0.995 0.995 0.003 
GC 0.994 0.993 0.003 
KM 0.995 0.996 0.003 

 

 
Fig. 6.11. The running times of the four over-segmentation methods. k-means clustering was performed for 10 clusters. Publicly 
available implementations of KM, MSER [224], MS [225], and GC [226] were used for the comparisons. All implementations 
are in C++. 

The TPR and FDR of detectability achieved by the various algorithms are presented in 

Table 6.6. Hough transform requires binary images for circle detection, these binary images were 

generated using k-means and Otsu’s thresholding. Both TPR and FDR are presented for the 

proposed methods, for Hough transform based circle detection on Otsu's thresholding output (HT 

+ OT), and for Hough transform based circle detection on k-means based binary segmentation 

output (HT + KMBS). The TPR for HT is limited by the quality of binary segmentation output. 

While HT can achieve reasonable detectability in some of the images, using the same parameters, 

it detects large number of false positives in other images. This is evident from the high FDR of HT. 

The HT's parameters were optimized to produce the maximum accuracy across all 32 images. The 

proposed method out performs HT by a large margin. The detection outputs of Hough transform 
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and the proposed method on some of the images are presented in Fig. 6.12. 

The FDR is not very meaningful for OT, KMBS, HCBS, and CVAC, since, they do not 

have any filtering mechanism. Any foreground region that has high intensity (such as noise, dirt) 

would be segmented as foreground regions in these methods. Therefore, only the TPR are presented 

for these methods. All four methods have much poorer TPR than the proposed method. This shows 

that binary segmentation is not sufficient to discriminate the lowly expressed beads from 

background. Hence the is a need to perform over-segmentation. OT, KMBS, and HCBS's outputs 

are nearly identical for most images. Whereas CVAC is slightly worse, even though it uses the 

manual initialization. The detection outputs of the four methods are presented in Fig. 6.13. 

Table 6.6: COMPARISON OF BIOASSAY BEAD DETECTION ACHIEVED USING VARIOUS SEGMENTATION TECHNIQUES 

 TPR FDR 
 Mean Median Std. Dev. Mean Median Std. Dev. 
Proposed 
Method 0.932 0.938 0.0395 0.017 0.011 0.024 
HT + OT 0.715593 0.730075 0.09704 0.249703 0.249518 0.1121 
HT + KMBS 0.704324 0.715949 0.09386 0.256153 0.251386 0.11862 
HCBS 0.790754 0.798952 0.08225    
OT 0.81182 0.817748 0.06937    
KMBS 0.802947 0.814474 0.07891    
CVAC 0.784085 0.802792 0.08679    
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Fig. 6.12. The first row shows four histogram stretched images that were used for detectability and over-segmentation 
comparisons. The second row shows the segmentation achieved using the proposed method. The third and fourth rows show the 
output of Hough transform based circle detection on Otsu’s threshold based binary segmentation output for different sensitivities. 
Here sensitivity is a parameter of Hough transform. Even at high sensitivities all the beads cannot be segmented. The fifth and 
sixth rows show the output of Hough transform based circle detection on k-means based binary segmentation output. 
 
 

Histogram stretched images

Proposed method’s segmentation output (𝑁𝑁𝐿𝐿 = 10, 𝑘𝑘init = 15)

Hough transform circle detection output (sensitivity = 0.85) on Otsu’s segmentation output

Hough transform circle detection output (sensitivity = 0.95) on k-means (k=2) segmentation output

Hough transform circle detection output (sensitivity = 0.98) on k-means (k=2) segmentation output

Hough transform circle detection output (sensitivity = 0.95) on Otsu’s segmentation output
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Fig. 6.13. The first row shows four manually labelled histogram stretched images that were used for detectability and over-
segmentation comparisons. The second row shows the output of CVAC based binary segmentation initialized using the manual 
labelling shown in the first row. The third, fourth and fifth rows show the binary segmentation outputs obtained using OT, HCBS, 
and KMBS respectively. 
 
 

6.3.2 Discussion 

The hexagonal gridding algorithm developed by Galinsky [60] (discussed in sections 3.1.1 

and 3.7) interpolates the missing grid points using the neighboring detected grid points, based on 

the initial grid parameter estimates. The method relies on identifying a sufficient number of adjacent 

Manual labelling used to initialize Chan-Vese active contour based segmentation

Chan-Vese active contour based segmentation output

Otsu’s thresholding output 

Hierarchical clustering output (2 clusters)

k-means clustering output (𝑁𝑁𝐿𝐿 = 2) 
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grid points for the initial grid parameter estimation. In the proposed method, the Inner ICP-

RANSAC based fitting of the ideal hexagonal grid to the detected points, identifies the missing 

points. The Inner ICP makes the proposed approach robust to small non-linear deformations and 

jitter noise. As explained in section 3.7 it is not reasonable to expect the presence of expressed beads 

in adjacent micro-wells in a bead based microarray. The proposed method therefore uses RANSAC, 

which is robust to missing points and outliers, to fit the ideal grid to the detected grid points. 

A common approach for handling illumination variations during segmentation is to break 

the image into overlapping regular sized blocks and to segment each block independently. Such an 

approach is not suitable for our problem because we need to ensure that beads are not split into 

multiple blocks. This is due to the nature of the tree based segmentation algorithm which uses the 

structural information of the region to decide whether it is a bead region. When using regular sized 

blocks it is impossible to guarantee that beads will not be split into multiple blocks, particularly 

when bead density is high. Although, it is possible to ensure that the full region of a bead is 

contained in at least one block, when using overlapping blocks, the same bead region may be split 

in other blocks. This can negatively affect the segment tree based inferencing, which is done 

globally i.e. simultaneously for all beads in the image and relies on coherence of shape and area. 

Therefore, we use the graph cut based block segmentation method, which ensure that each bead is 

fully contained inside any one block. Because the graph cut is applied only on small image strips it 

has a low running time complexity.  

Fig. 6.14 shows some outputs of over-segmentation achieved using k-means for different 

values of 𝑁𝑁𝐿𝐿. As the value of 𝑁𝑁𝐿𝐿 increases the number of segmented foreground regions belonging 

to the beads also increases and greater amount structural information is captured for each region. 

However, even with 𝑁𝑁𝐿𝐿 = 7 the lowly expressed bead regions can be segmented. By increasing 𝑁𝑁𝐿𝐿 

the accuracy of segmentation can be marginally improved, at the cost of an increased running time. 

However, even with 𝑁𝑁𝐿𝐿 = 7 reasonable segmentation can be achieved. 
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Fig. 6.14. The first row shows four histogram stretched images used for evaluation. The second, third and fourth rows show the 
k-means segmentation output for different values of 𝑁𝑁𝐿𝐿 (the number of clusters). The fifth row shows the segmentation achieved 
using the proposed method using 𝑁𝑁𝐿𝐿 = 10. 

Identifying bead regions based on the coherence of their shapes and area, can be achieved 

by finding a coherent cluster of bead regions in the 2-d features space (circularity and area). 

However, the over-segmentation allows us to extract much more structural information, about each 

region, than just circularity and area. The count, the relative arrangement of the regions, the 

circularities, and areas of regions contained within a given region, capture important structural 

information. The region tree efficiently encodes this structural information. In essence, every sub-

Histogram stretched images

k-means clustering output (𝑁𝑁𝐿𝐿 = 7) 

k-means clustering output (𝑁𝑁𝐿𝐿 = 10) 

k-means clustering output (𝑁𝑁𝐿𝐿 = 15) 

Proposed method’s segmentation output (𝑁𝑁𝐿𝐿 = 10, 𝑘𝑘init = 15)
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tree starting at a node in the region tree is a descriptor for that region. To incorporate this structural 

information in to the segmentation process the tree based inference is used.  

To initialize the GMM we first identify a set of foreground regions and estimate the initial 

parameters of the Gaussians representing the foreground and background regions from these 

foreground regions. GMM based clustering is sensitive to initializations. Therefore, during 

initialization a conservative approach is taken and a small set of regions that are very likely to be 

foreground regions are identified. This however, has a negative effect as well. Because the small 

set of foreground regions are not diverse enough (i.e. the covariance is small) the GMM clustering 

does not adapt to the data quickly. To alleviate this problem the MRF-GMM model is used. The 

Markov random field, over the data points in the feature space, has the effect of shifting the prior 

probabilities of the regions based on the labels of its parents, children, and siblings. Consider the 

scenario where a set of regions have been identified as foreground regions in the current iteration. 

Suppose the parents of these regions are also coherent in terms of their area and circularity. The 

MRF based label propagation increases the prior probabilities of the parent regions belonging to 

the class of foreground regions. Since, these parent regions are coherent in terms of area and 

circularity, they will also be relatively close to each other in the feature space. Their increased prior 

probabilities and their high density in the feature space will force the GMM parameters to adapt 

such that the posterior probabilities of these regions belonging to the foreground class increases in 

the next iteration. On the other hand if the parent regions are incoherent in terms of area and 

circularity then they will be randomly spread across the feature space. Therefore, even with higher 

prior probabilities, the GMM parameters will not be substantially affected. 

The fluorescence gridding method developed here addresses the scenario where the image 

is so sparse that gridding can be impossible without some knowledge about the physical properties 

of the chip. This scenario has not been widely studied or addressed by existing gridding algorithms. 

Possibly because such sparse images are not common in spotted microarray experiments. In bead-

based microarrays, however, such images are quite likely, given that some experiments involve only 

a few hundred beads while a well can have over hundred thousand micro-wells. The hypergeometric 
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test based gridding quality estimation provides an elegant heuristic for identifying this scenario, so 

that the bead decoding strategy can be adapted to handle it. That is, when gridding is unsuccessful, 

affine invariant matching can be used to decode the bead identities instead of grid based matching. 
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Chapter 7 - Point Pattern Matching for Bead Encoding 

In this chapter two methods are proposed for finding bead correspondences between the 

deposition and bioassay image beads. The problem is first formulated as a point correspondence 

problem and an affine invariant point pattern matching method is developed in Section 7.1. The 

affine invariant matching method is capable of handling large amounts of occlusions and outliers 

and large affine deformations. It is also highly parallelizable and allows matching of large point sets 

(up to 30000 points).  

A second matching method based on the grid information is proposed in Section 7.2. The 

grid-based matching method can be used when bioassay image gridding is successful. The method 

can be used to efficiently match very large point sets (50000 and more). 

Given a bioassay image and a deposition image, our objective is to find the location of the 

bioassay image beads in the deposition image. We want to find a geometric transformation for the 

bioassay image that transforms the bioassay image and aligns it with the deposition image, in a way 

that the number of bioassay and deposition image beads that coincide with each other is maximized. 

The problem of finding this image transformation is formulated as a point pattern matching 

problem.  

In the context of this matching problem, the deposition images are referred to as template 

images as they are acquired first, during bead deposition and stored in a database. While the 

bioassay image is referred to as a query image. Similarly, the 2-d spatial coordinates of beads 

detected in the deposition image are defined as the template points, and the 2-d spatial coordinates 

of beads detected in the bioassay image are defined as the query points.  Throughout this chapter 

the terms deposition image/point and template image/point, and the terms bioassay image/point and 

query image/point are used interchangeably. 

7.1 Affine Invariant Point Pattern Matching 

Let 𝑋𝑋2×𝑚𝑚 = [x1, x2, … , x𝑚𝑚], x𝑖𝑖 ∈ 𝑅𝑅2 be the spatial coordinates of beads detected in a 
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bioassay image and 𝑌𝑌2×𝑛𝑛 = [y1, y2, … , y𝑛𝑛], y𝑖𝑖 ∈ 𝑅𝑅2 be the spatial coordinates of beads detected in 

a deposition image. Our objective is to find a binary correspondence matrix 𝑃𝑃𝑚𝑚×𝑛𝑛, whose 

element 𝑝𝑝𝑖𝑖𝑖𝑖 = 1 indicates that point x𝑖𝑖 corresponds to point y𝑖𝑖. 

Now if 𝑚𝑚 = 𝑛𝑛 and 𝑃𝑃 is an identity matrix, the relation between  𝑋𝑋 and 𝑌𝑌 can be defined as: 

 𝑌𝑌𝑎𝑎 = 𝐴𝐴𝑋𝑋𝑎𝑎        (7.1) 

where 𝑌𝑌𝑎𝑎3×𝑛𝑛 = �𝑌𝑌𝑇𝑇 , 1𝑛𝑛𝑇𝑇�
𝑇𝑇

, 𝑋𝑋𝑎𝑎3×𝑛𝑛 = �𝑋𝑋𝑇𝑇 , 1𝑛𝑛𝑇𝑇�
𝑇𝑇

, 1𝑛𝑛 is an 𝑛𝑛 × 1 row vector with all 1s and 𝐴𝐴 =

�
𝑎𝑎11 𝑎𝑎12 𝑡𝑡1
𝑎𝑎21 𝑎𝑎22 𝑡𝑡2

0 0 1
� is a transformation matrix. Therefore, given 𝑋𝑋 and 𝑌𝑌 the affine transformation 

between them can be estimated through the least squares solution of the system: 

 𝐴𝐴𝑋𝑋𝑎𝑎 − 𝑌𝑌𝑎𝑎 = 0         (7.2) 

i.e., 

 𝑎𝑎𝑟𝑟𝑛𝑛𝑚𝑚𝑖𝑖𝑛𝑛
𝐴𝐴

  1𝑛𝑛𝑡𝑡𝑟𝑟((𝐴𝐴𝑋𝑋𝑎𝑎 − 𝑌𝑌𝑎𝑎)𝑇𝑇(𝐴𝐴𝑋𝑋𝑎𝑎 − 𝑌𝑌𝑎𝑎)) (7.3) 

where 𝑡𝑡𝑟𝑟(𝑀𝑀) is the trace of 𝑀𝑀.  

In the matching problem however, the correspondences are not known and so we must 

evaluate and select a subset of all the possible correspondences. This objective can be defined as: 

 𝑎𝑎𝑟𝑟𝑛𝑛𝑚𝑚𝑖𝑖𝑛𝑛
𝐺𝐺,𝐴𝐴

  1𝑛𝑛𝑑𝑑((𝐴𝐴𝑋𝑋𝑎𝑎𝑃𝑃 − 𝑌𝑌𝑎𝑎𝑃𝑃𝑇𝑇)𝑇𝑇(𝐴𝐴𝑋𝑋𝑎𝑎𝑃𝑃 − 𝑌𝑌𝑎𝑎𝑃𝑃𝑇𝑇)         (7.4) 

The general case where 𝑚𝑚 ≠ 𝑛𝑛 will be handled later. The optimization problem in (7.4) is 

hard because there are 𝑛𝑛! possible permutation matrices, but given 𝐴𝐴, estimating 𝑃𝑃 reduces to the 

well-known assignment problem [227]. Therefore the matching is done in two steps. First local 

patterns are matched to generate a set of candidate (or likely) estimates of 𝐴𝐴. These candidate 𝐴𝐴s 

are further evaluated to find the best 𝐴𝐴. Then using the best 𝐴𝐴 the assignment problem is solved to 

find the bead correspondences. 
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7.1.1 Sampling 

Bioassay images can have thousands of beads. To reduce the complexity of the matching 

algorithm we use at most 𝑚𝑚𝑠𝑠 = max (0.1𝑛𝑛𝑏𝑏 , 200) bioassay beads for matching, where 𝑛𝑛𝑏𝑏 is the 

total number of beads used in the experiment. We assume that the beads are deposited following a 

uniform distribution, which is typical for most bead deposition mechanisms. Given 𝑚𝑚 uniformly 

distributed beads the area (𝑎𝑎𝑠𝑠) that will contain 𝑚𝑚𝑠𝑠 beads is calculated and all the beads found in a 

central region of the image with area 𝑎𝑎𝑠𝑠 are extracted as sample beads. If the bioassay image has 

fewer than 𝑚𝑚𝑠𝑠 beads, all the beads are used as samples.  

Notice that the number of beads in the bioassay image may be fewer than 𝑛𝑛𝑏𝑏, for instance 

when all the batches do not produce a positive response. Nevertheless, as long as the total number 

of positive control beads used (𝑛𝑛𝑐𝑐) is large, we expect to find sufficient positive control beads for 

matching within the  𝑚𝑚𝑠𝑠 sampled beads. If all the batches produce positive responses, the expected 

number of control beads within the sample will be 0.1𝑛𝑛𝑐𝑐, and in all other cases we will have greater 

than 0.1𝑛𝑛𝑐𝑐 control beads among the 𝑚𝑚𝑠𝑠 sampled beads. Henceforth, the spatial coordinates of the 

sampled beads is denoted as 𝑋𝑋+2×𝑚𝑚𝑠𝑠 to distinguish them from the spatial coordinates of all the 

bioassay beads 𝑋𝑋. 

7.1.2 Local Feature Extraction 

Four Point Affine Invariants 

Given four non-collinear points on a plane, it is always possible to form a pair of 

intersecting non-consecutive line segments. An example is shown in figure 7.1(a). Under affine 

transformation, the ratio of distances between co-linear points is preserved. Therefore, the two ratios 

𝑟𝑟1 = 𝑝𝑝0𝑝𝑝𝑒𝑒
𝑝𝑝2𝑝𝑝𝑒𝑒

 and 𝑟𝑟2 = 𝑝𝑝1𝑝𝑝𝑒𝑒
𝑝𝑝3𝑝𝑝𝑒𝑒

 computed using the point of intersection 𝑝𝑝𝑒𝑒 of the line segments 𝑝𝑝0𝑝𝑝2 and 

𝑝𝑝1𝑝𝑝3 are invariant under affine transformation. These ratios form a descriptor for the pattern formed 

by the points 𝑝𝑝0,𝑝𝑝1,𝑝𝑝2, and 𝑝𝑝3. We call this descriptor the 4-points affine invariant (FPAI) feature.  
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Fig. 7.1. Invariant ratios extracted from 4 points. Two patterns of four points that are equivalent under affine transformation are 
shown in (a) and (b). The pattern in (c) is obtained from the pattern in (a) by flipping points 𝑝𝑝0 and 𝑝𝑝2. An ordered arrangement 
of the points from the perspective of point 𝑝𝑝𝑚𝑚 is shown in (d) and an ordered arrangement of the points from the perspective of 
point 𝑝𝑝𝑖𝑖 is shown in (e). Notice that the cross product between the vectors 𝑝𝑝𝑚𝑚𝑝𝑝𝚤𝚤���������⃗  and 𝑝𝑝𝑚𝑚𝑝𝑝𝚥𝚥���������⃗  in (d) and between the vectors 𝑝𝑝𝚤𝚤𝑝𝑝𝑚𝑚���������⃗  
and 𝑝𝑝𝚤𝚤𝑝𝑝𝑛𝑛��������⃗  in (e) are positive. 

The ratios 𝑟𝑟1 and 𝑟𝑟2 extracted from the point patterns in Figs. 7.1(a) and (b) will be same 

as the point patterns are equivalent under affine transformation, i.e. one pattern can be obtained by 

applying an affine transform to the other. In [228] the ratios are computed as 𝑟𝑟1 =  max (𝑝𝑝0𝑝𝑝𝑒𝑒,𝑝𝑝2𝑝𝑝𝑒𝑒)
min (𝑝𝑝0𝑝𝑝𝑒𝑒,𝑝𝑝2𝑝𝑝𝑒𝑒)

 

and 𝑟𝑟2 =  max (𝑝𝑝1𝑝𝑝𝑒𝑒,𝑝𝑝3𝑝𝑝𝑒𝑒)
min (𝑝𝑝1𝑝𝑝𝑒𝑒,𝑝𝑝3𝑝𝑝𝑒𝑒)

. The ratios 𝑟𝑟1 and 𝑟𝑟2 thus extracted from the point patterns in Figs. 7.1(a) 

and (c) will be same, even though the pattern in 7.1(c) is obtained from the pattern in 7.1(a) by 

flipping points 𝑝𝑝0 and 𝑝𝑝2. These ratios are therefore invariant to the ordering between points 𝑝𝑝0 and 

𝑝𝑝2, and between points 𝑝𝑝1 and 𝑝𝑝3. However, the chances of obtaining a flipped microarray image 

is quite low in the bead pattern matching problem. Therefore, some ordering of the points can be 

considered to make the ratios more informative (in terms of the bead matching problem) by 

sacrificing the invariance to flipping transform. Any such ordering however has to preserve rotation 

invariance. 

Given four points and a pair of directed lines formed by them, the following ordering 

convention is used to describe the points: �𝑝𝑝𝑠𝑠
𝐿𝐿1 ,𝑝𝑝𝑠𝑠

𝐿𝐿2 ,𝑝𝑝𝑒𝑒
𝐿𝐿1 ,𝑝𝑝𝑒𝑒

𝐿𝐿2�, where 𝑝𝑝𝑠𝑠
𝐿𝐿1 ,𝑝𝑝𝑠𝑠

𝐿𝐿2 ,𝑝𝑝𝑒𝑒
𝐿𝐿1 , and 𝑝𝑝𝑒𝑒

𝐿𝐿2  are the 

start of the primary line (𝐿𝐿1), the start of the secondary line (𝐿𝐿2), the end of the primary line (𝐿𝐿1), 

and the end of the secondary line (𝐿𝐿2) respectively. Determining the ordering of four points 

therefore requires identifying one of the lines as the primary line 𝐿𝐿1 and deciding the direction of 

the two lines. Given four points 𝑝𝑝𝑚𝑚, 𝑝𝑝𝑛𝑛,𝑝𝑝𝑖𝑖 and 𝑝𝑝𝑖𝑖, such that 𝑝𝑝𝑚𝑚 and 𝑝𝑝𝑛𝑛 form 𝐿𝐿1, and 𝑝𝑝𝑖𝑖 and 𝑝𝑝𝑖𝑖 form 
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𝐿𝐿2, and given that 𝐿𝐿1 is directed from 𝑝𝑝𝑚𝑚 to 𝑝𝑝𝑛𝑛, the direction of 𝐿𝐿2 can be fixed such that the cross 

product between the vectors 𝑝𝑝𝑚𝑚𝑝𝑝ı���������⃗  and 𝑝𝑝𝑚𝑚𝑝𝑝ȷ���������⃗  is positive. The direction of 𝐿𝐿2 (i.e., the order of the 

points 𝑝𝑝𝑖𝑖 ,𝑝𝑝𝑖𝑖) can therefore be decided in a rotation invariant way given the direction of 𝐿𝐿1. There 

is no rotation invariant way of fixing the direction of 𝐿𝐿1 or of deciding which of the two lines will 

be considered as 𝐿𝐿1. Therefore, in order to achieve rotation invariance while matching, four 

descriptors (formed by combining the two choices of 𝐿𝐿1 and its two directions) have to be used. 

Each descriptor can be viewed as representing the arrangement of the four points from the 

perspective of one of them. Figs. 7.1(d) and (e) for instance show the same pattern from the 

perspective of point 𝑝𝑝𝑚𝑚 and 𝑝𝑝𝑖𝑖 respectively. The primary line 𝐿𝐿1 is shown as solid line and the 

secondary line 𝐿𝐿2 is shown as dashed line. The corresponding point ordering in Figs. 7.1(d) and (e) 

are 𝑝𝑝𝑚𝑚,𝑝𝑝𝑛𝑛,𝑝𝑝𝑖𝑖 ,𝑝𝑝𝑖𝑖 and 𝑝𝑝𝑖𝑖 ,𝑝𝑝𝑖𝑖 ,𝑝𝑝𝑚𝑚,𝑝𝑝𝑛𝑛 respectively.  

The two lines 𝐿𝐿1 and 𝐿𝐿2 can intersect with each other in nine ways, depending on where 

the point of intersection is. These are shown in Fig. 7.2. We refer to these as the nine intersection 

types. Notice that in each intersection type presented in Fig. 7.2 the direction of 𝐿𝐿2 is such that cross 

the product between the vectors 𝑝𝑝0𝑝𝑝1���������⃗  and 𝑝𝑝0𝑝𝑝3���������⃗  is positive. The intersection type of two lines is also 

invariant under affine transformation. The ratios 𝑟𝑟1 and 𝑟𝑟2 are computed differently for each 

intersection type to ensure that they are within the range [0,1]. These are presented in Table 7.1. 

As discussed above, to represent a set of four points, four descriptors are used. Each 

descriptor [𝑡𝑡, 𝑟𝑟1, 𝑟𝑟2], consists of the intersection type 𝑡𝑡, and the two ratios 𝑟𝑟1 and 𝑟𝑟2, and describes 

the arrangement of the four points from the perspective of one of them. Extraction of these 

descriptors from point neighborhoods is discussed in the next section. 
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Fig. 7.2. The nine intersection types of two directed lines. 
 

FPAI Feature Extraction 

Consider the point pattern in Fig. 7.3 where the 8-nearest neighbor points of 𝑝𝑝0 are used to 

describe the local neighborhood around it. FPAI features are extracted by considering each line 

from 𝑝𝑝0 to its NNs, such as line 𝑝𝑝0𝑝𝑝2, as primary lines (shown as solid lines in Fig. 7.3) and all lines 

between the NNs, such as line 𝑝𝑝1𝑝𝑝3, as secondary lines (shown as dashed lines in Fig. 7.3). 

Considering 𝑝𝑝0𝑝𝑝2 as the primary line 21 FPAI features can be extracted using the 21 lines formed 

between the 7 remaining NNs. Therefore, for the neighborhood centered on point 𝑝𝑝0 a total of 168 

FPAI features can be extracted using the 8 primary lines formed with the 8-NNs and the 21 FPAI 

features extracted per primary line. Similarly, 168 FPAI features will be extracted for each of the 9 

points, considering each one at the center, producing a total of 1512 FPAI features. 
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Table 7.1: RATIOS 𝑟𝑟1 AND 𝑟𝑟2 FOR THE NINE INTERSECTION TYPES SHOWN IN FIG. 7.2 

Intersection 
Type 𝒓𝒓𝟏𝟏 𝒓𝒓𝟐𝟐 

(a) 
𝑝𝑝2𝑝𝑝𝑒𝑒
𝑝𝑝2𝑝𝑝0

 
𝑝𝑝1𝑝𝑝𝑒𝑒
𝑝𝑝1𝑝𝑝3

 

(b) 
max (𝑝𝑝0𝑝𝑝𝑒𝑒 ,𝑝𝑝2𝑝𝑝𝑒𝑒)
min (𝑝𝑝0𝑝𝑝𝑒𝑒 ,𝑝𝑝2𝑝𝑝𝑒𝑒)

 
𝑝𝑝1𝑝𝑝𝑒𝑒
𝑝𝑝1𝑝𝑝3

 

(c) 
𝑝𝑝0𝑝𝑝𝑒𝑒
𝑝𝑝0𝑝𝑝2

 
𝑝𝑝1𝑝𝑝𝑒𝑒
𝑝𝑝1𝑝𝑝3

 

(d) 
𝑝𝑝2𝑝𝑝𝑒𝑒
𝑝𝑝0𝑝𝑝2

, 
𝑝𝑝3𝑝𝑝1
𝑝𝑝3𝑝𝑝𝑒𝑒

 

(e) 
max (𝑝𝑝0𝑝𝑝𝑒𝑒 ,𝑝𝑝2𝑝𝑝𝑒𝑒)
min (𝑝𝑝0𝑝𝑝𝑒𝑒 ,𝑝𝑝2𝑝𝑝𝑒𝑒)

 
𝑝𝑝3𝑝𝑝1
𝑝𝑝3𝑝𝑝𝑒𝑒

 

(f) 
𝑝𝑝0𝑝𝑝𝑒𝑒
𝑝𝑝0𝑝𝑝2

 
𝑝𝑝3𝑝𝑝1
𝑝𝑝3𝑝𝑝𝑒𝑒

 

(g) 
𝑝𝑝0𝑝𝑝𝑒𝑒
𝑝𝑝0𝑝𝑝2

 max (𝑝𝑝1𝑝𝑝𝑒𝑒 ,𝑝𝑝3𝑝𝑝𝑒𝑒)
min (𝑝𝑝1𝑝𝑝𝑒𝑒 ,𝑝𝑝3𝑝𝑝𝑒𝑒)

 

(h) 
𝑝𝑝2𝑝𝑝𝑒𝑒
𝑝𝑝2𝑝𝑝0

 max (𝑝𝑝1𝑝𝑝𝑒𝑒 ,𝑝𝑝3𝑝𝑝𝑒𝑒)
min (𝑝𝑝1𝑝𝑝𝑒𝑒 ,𝑝𝑝3𝑝𝑝𝑒𝑒)

 

(i) 
max (𝑝𝑝0𝑝𝑝𝑒𝑒 ,𝑝𝑝2𝑝𝑝𝑒𝑒)
min (𝑝𝑝0𝑝𝑝𝑒𝑒 ,𝑝𝑝2𝑝𝑝𝑒𝑒)

 
max (𝑝𝑝1𝑝𝑝𝑒𝑒 ,𝑝𝑝3𝑝𝑝𝑒𝑒)
min (𝑝𝑝1𝑝𝑝𝑒𝑒 ,𝑝𝑝3𝑝𝑝𝑒𝑒)

 

 

 
 

Fig. 7.3. Line Context feature extraction. 

 

Each line in Fig. 7.3 (solid and dashed) will be considered as the primary line exactly twice. 

For instance line 𝑝𝑝1𝑝𝑝3 will be considered as the primary line when the neighborhood is centered on 

point 𝑝𝑝1, the same line (but in opposite direction) will also be considered as the primary line when 

the neighborhood is centered on point 𝑝𝑝3. 

In general, for a point pattern of 𝑁𝑁 points described using a 𝑘𝑘-NN graph, 𝑁𝑁 neighborhoods 
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have to be considered with one neighborhood centered on each point. In each neighborhood, 𝑘𝑘 

primary lines can be formed using the 𝑘𝑘 NNs, and for each primary line (𝑘𝑘−1)(𝑘𝑘−2)
2

 secondary lines 

can be formed using the remaining  (𝑘𝑘 − 1) NNs. Therefore, a pattern of 𝑁𝑁 points and a local 

neighborhood structure of 𝑘𝑘-NNs is represented using 𝑁𝑁𝑘𝑘(𝑘𝑘−1)(𝑘𝑘−2)
2

 FPAI features.  

When matching point patterns with large number of outliers and missing points, larger 

values of 𝑘𝑘 have to be used. As 𝑘𝑘 increases, the number of FPAI features grows at an order of 𝑘𝑘3. 

This is true for any affine invariant matching scheme because to describe a point in an affine 

invariant way at least three other points are required.  

FPAI features are extracted from both, the sampled bioassay beads 𝑋𝑋+, and deposition 

beads 𝑌𝑌. Since the parameter 𝑘𝑘 depends on the amount outliers present in the set different 𝑘𝑘 are 

used for the bioassay and deposition bead sets. These are referred to as 𝑘𝑘𝑏𝑏 and 𝑘𝑘𝑑𝑑. To address the 

large number of outliers and missing beads in the bead pattern matching problem, values of 𝑘𝑘𝑏𝑏 and 

𝑘𝑘𝑑𝑑 can range from 10 to 50. With such large values of 𝑘𝑘𝑏𝑏 and 𝑘𝑘𝑑𝑑 an efficient method is required to 

match the FPAI features extracted from 𝑋𝑋+ and 𝑌𝑌. One such matching method is discussed in the 

next section. 

7.1.3 Local Feature Matching 

One of the main advantages of the FPAI features is it quantizes the feature space using 

intersection type 𝑡𝑡, whose values are restricted to the set {0,1,2,3, … ,8}, corresponding to the 9 

intersection types presented in Fig. 7.2. This reduces the matching complexity and allows matching 

larger point sets. 

In order to account for the jitter noise a soft matching is performed, where for each bioassay 

FPAI feature multiple approximately matched deposition FPAIs are found. The ratios in each 

deposition FPAI feature (𝑟𝑟1, 𝑟𝑟2) are used to calculate an orthogonal matching range. The actual bead 

is assumed to lie within a distance of 3𝜎𝜎𝑖𝑖 from its estimated position. Fig. 7.4 illustrates the range 

calculation. To estimate bead location 𝑝𝑝1 we assume that the actual bead lies within a circle of radius 



176 
 

𝑝𝑝1𝑝𝑝1′. In the two extreme cases, the line segment 𝑝𝑝1𝑒𝑒 can extend to 𝑝𝑝1′′𝑒𝑒′′ (𝑑𝑑𝑚𝑚𝑎𝑎𝑥𝑥) or contract to 

𝑝𝑝1′𝑒𝑒′ (𝑑𝑑𝑚𝑚𝑖𝑖𝑛𝑛) and the ratio 𝑟𝑟 = 𝑝𝑝1𝑒𝑒
𝑝𝑝2𝑒𝑒

 can become 𝑟𝑟ℎ𝑖𝑖𝑏𝑏ℎ = 𝑝𝑝1′′𝑒𝑒′′

𝑝𝑝2′𝑒𝑒′′
= 𝑝𝑝1𝑒𝑒+6𝜎𝜎𝑗𝑗

𝑝𝑝2𝑒𝑒−6𝜎𝜎𝑗𝑗
 or 𝑟𝑟𝑙𝑙𝑜𝑜𝑤𝑤 = 𝑝𝑝1′𝑒𝑒′

𝑝𝑝2′′𝑒𝑒′
= 𝑝𝑝1𝑒𝑒−6𝜎𝜎𝑗𝑗

𝑝𝑝2𝑒𝑒+6𝜎𝜎𝑗𝑗
.  

 
Fig. 7.4. An illustration of the ratio range calculation for soft matching of FPAI features. 

The features extracted from the deposition point set 𝑌𝑌 are maintained in nine 2-d segment 

trees, indexed by the intersection type 𝑡𝑡. Given the orthogonal feature range 

�𝑡𝑡, �𝑟𝑟1ℎ𝑖𝑖𝑖𝑖ℎ , 𝑟𝑟1𝑙𝑙𝑜𝑜𝑤𝑤� , �𝑟𝑟2ℎ𝑖𝑖𝑖𝑖ℎ , 𝑟𝑟2𝑙𝑙𝑙𝑙𝑤𝑤�� extracted from a set of ordered deposition beads �y𝑚𝑚, y𝑖𝑖 , y𝑛𝑛, y𝑖𝑖�, 

the range �𝑟𝑟1ℎ𝑖𝑖𝑖𝑖ℎ , 𝑟𝑟1𝑙𝑙𝑜𝑜𝑤𝑤� , �𝑟𝑟2ℎ𝑖𝑖𝑖𝑖ℎ , 𝑟𝑟2𝑙𝑙𝑙𝑙𝑤𝑤� is inserted into the 𝑡𝑡th segment tree.  

Given a feature vector 𝑑𝑑𝑌𝑌 = [𝑡𝑡, 𝑟𝑟1, 𝑟𝑟2]𝑇𝑇 extracted from a set of ordered bioassay 

beads �x𝑚𝑚, x𝑖𝑖 , x𝑛𝑛, x𝑖𝑖�, a stabbing query for the point (𝑟𝑟1, 𝑟𝑟2) is performed on the 𝑡𝑡th segment tree. 

The ordered deposition four points whose corresponding orthogonal features ranges contain the 

point (𝑟𝑟1, 𝑟𝑟2) are identified as the matches for the ordered set of bioassay beads �x𝑚𝑚, x𝑖𝑖 , x𝑛𝑛, x𝑖𝑖�. 

A 𝑘𝑘𝑏𝑏𝑚𝑚 × 𝑘𝑘𝑑𝑑𝑛𝑛 matching matrix 𝑀𝑀 is constructed to store the matching bioassay and 

deposition ordered four points, where 𝑘𝑘𝑏𝑏𝑚𝑚 and 𝑘𝑘𝑑𝑑𝑛𝑛 are the number of primary lines used for 𝑋𝑋 and 

𝑌𝑌 respectively. The (uv)th element in 𝑀𝑀 corresponds to the matching between the uth primary line 

in 𝑋𝑋 and the vth primary line in 𝑌𝑌. Each cell in 𝑀𝑀 maintains a list, whose nodes are pairs of directed 

secondary bioassay and deposition lines. For each matching pair of ordered bioassay and deposition 

four point �x𝑚𝑚, x𝑖𝑖 , x𝑛𝑛, x𝑖𝑖� and �y𝑚𝑚, y𝑖𝑖 , y𝑛𝑛, y𝑖𝑖� the pair of directed secondary lines �𝐿𝐿𝑖𝑖𝑖𝑖𝑋𝑋 , 𝐿𝐿𝑖𝑖𝑖𝑖𝑌𝑌 � are added 

to the (uv)th cell of 𝑀𝑀, where 𝐿𝐿𝑖𝑖𝑖𝑖𝑋𝑋  is the secondary line from the bioassay point x𝑖𝑖 to x𝑖𝑖 and 𝐿𝐿𝑖𝑖𝑖𝑖𝑌𝑌  is 

the secondary line from template point y𝑖𝑖 to y𝑖𝑖, and u is the index of the primary line in bioassay 

image from point x𝑚𝑚 to x𝑛𝑛, and v is the index of the primary line in deposition image from point 

y𝑚𝑚 to y𝑛𝑛. 
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The overall matching requires O(𝑛𝑛𝑓𝑓𝑏𝑏log2 𝑛𝑛𝑓𝑓𝑑𝑑) time and O(𝑛𝑛𝑓𝑓𝑑𝑑log2 𝑛𝑛𝑓𝑓𝑑𝑑) memory, where 

𝑛𝑛𝑓𝑓𝑏𝑏 and 𝑛𝑛𝑓𝑓𝑑𝑑 are the number of FPAI features extracted from the sampled bioassay beads 𝑋𝑋+ and 

the deposition beads Y, respectively 

7.1.4 Candidate Transformation Estimation 

Each pair of matched ordered four points �x𝑚𝑚, x𝑖𝑖 , x𝑛𝑛, x𝑖𝑖� and �y𝑚𝑚, y𝑖𝑖 , y𝑛𝑛, y𝑖𝑖�, produces four 

point correspondences. This set of correspondences is referred to as a 4-correspondences set (4CS). 

Using the four correspondences in a 4CS, (7.3) is used to calculate the affine transformation 𝐴𝐴𝐶𝐶 that 

best aligns the corresponding points, in a least squares sense. The affine transform 𝐴𝐴𝐶𝐶 thus estimated 

is referred to as a candidate transformation. 

7.1.5 Candidate Transformation Pruning 

Soft-matching of FPAIs produces a large number of 4CSs, most of which are likely to be 

random local matches. Solving the assignment problem to obtain the correspondence matrix 𝑃𝑃 from 

the candidate transform 𝐴𝐴𝐶𝐶 is costly, therefore to identify the candidate transforms that are most 

likely to be the true transform the list of candidate transforms are first pruned and the remaining 

candidate transforms are then ranked. 

The (uv)th cell in the matching matrix 𝑀𝑀 contains the list of NN lines (secondary lines) 

that match when the uth primary line in 𝑋𝑋+ and the vth primary line in 𝑌𝑌 are matched (aligned). 

For instance, if two matching FPAI features were found, one for the 4CS 𝑆𝑆1 =

��x𝑎𝑎, x𝑖𝑖 , x𝑏𝑏 , x𝑖𝑖�, �y𝑎𝑎, y𝑖𝑖 , y𝑏𝑏 , y𝑖𝑖�� and the other for the 4CS 𝑆𝑆2 = �{x𝑎𝑎 , x𝑘𝑘 , x𝑏𝑏 , x𝑙𝑙}, {y𝑎𝑎 , y𝑘𝑘 , y𝑏𝑏 , y𝑙𝑙}�, 

then the (uv)th cell in the matching matrix 𝑀𝑀 will contain two pairs of matched secondary lines 

�𝐿𝐿𝑖𝑖𝑖𝑖𝑋𝑋 , 𝐿𝐿𝑖𝑖𝑖𝑖𝑌𝑌 � and �𝐿𝐿𝑘𝑘𝑙𝑙𝑋𝑋 , 𝐿𝐿𝑘𝑘𝑙𝑙𝑌𝑌 �. Here 𝐿𝐿𝑘𝑘𝑙𝑙𝑋𝑋  is the line from the bioassay point x𝑘𝑘 to x𝑙𝑙 and 𝐿𝐿𝑘𝑘𝑙𝑙𝑌𝑌  is the line from 

template point y𝑘𝑘 to y𝑙𝑙. The number of entries in the ijth cell therefore can be thought of as the 

support for the hypothesis that the uth primary line in 𝑋𝑋 (the line from x𝑎𝑎 and x𝑏𝑏) and the vth 

primary line in 𝑌𝑌 (the line from y𝑎𝑎 and y𝑏𝑏) are true correspondences. By choosing appropriate 

values of 𝑘𝑘𝑏𝑏 and 𝑘𝑘𝑑𝑑 it can be ensured that matching bioassay and deposition image neighborhoods 
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have at least ℎ matching NN points. In such a case, the cells in 𝑀𝑀 corresponding to true line 

correspondences can be expected to have at least 𝑖𝑖ℎ = ℎ(ℎ−1)
2

 support and any cell with fewer than 

𝑖𝑖ℎ support can be pruned.    

7.1.6 Candidate Transform Ranking 

The pairs of matched (corresponding) secondary lines �𝐿𝐿𝑖𝑖𝑖𝑖𝑋𝑋 , 𝐿𝐿𝑖𝑖𝑖𝑖𝑌𝑌 � and �𝐿𝐿𝑘𝑘𝑙𝑙𝑋𝑋 , 𝐿𝐿𝑘𝑘𝑙𝑙𝑌𝑌 � are however 

weak indicators in support of the uth primary line in 𝑋𝑋 and the vth primary line in 𝑌𝑌 being true 

correspondences, as they need not necessarily be true correspondences themselves. It could be that 

𝑆𝑆1 and 𝑆𝑆2 are random local matches and are related by two different transformations. In that case, 

either or both of the matched pairs can be false correspondences. However, it is unlikely that the 

transformations 𝐴𝐴𝑐𝑐1 and 𝐴𝐴𝑐𝑐2 estimated from 𝑆𝑆1 and 𝑆𝑆2 will be similar if they are random local 

matches. But if 𝑆𝑆1 and 𝑆𝑆2 are true candidate transforms, i.e. candidate transforms generated from 

CSs containing true correspondences, 𝐴𝐴𝑐𝑐1 and 𝐴𝐴𝑐𝑐2 will lie very close to each other in the 

transformation space. These properties are used to calculate a score for each cell of 𝑀𝑀 and rank 

them based on the scores. 

The score for the (uv)th cell in the matching matrix 𝑀𝑀 which contains 𝑛𝑛𝑜𝑜𝑣𝑣 4CSs is 

computed as:  

 𝑖𝑖𝑐𝑐𝑜𝑜𝑟𝑟𝑒𝑒𝑚𝑚𝑢𝑢𝑢𝑢 =
1

∑ ∑ �𝐴𝐴𝑐𝑐𝚤𝚤�����⃗ − 𝐴𝐴𝑐𝑐𝚥𝚥������⃗ �𝑛𝑛𝑢𝑢𝑢𝑢
𝑖𝑖=i+1

𝑛𝑛𝑢𝑢𝑢𝑢
𝑖𝑖=1

         (7.5) 

where 𝐴𝐴𝑐𝑐𝚤𝚤�����⃗  is the 1 × 8 vector obtained by stacking the rows of the candidate transform 𝐴𝐴𝑐𝑐𝑖𝑖 and ‖∙‖ 

is the 𝐿𝐿2-norm. The top 5% cells based on the rankings are further evaluated to find the best 

candidate transform. 

7.1.7 Candidate Transform Evaluation 

To evaluate a candidate transform, the transformed bead coordinates 𝑋𝑋�+ are generated from 

𝑋𝑋+. For each 𝑥𝑥𝑖𝑖 ∈ 𝑋𝑋�+, if there exists a 𝑦𝑦𝑖𝑖 ∈ 𝑌𝑌 such that �𝑥𝑥𝑖𝑖 − 𝑦𝑦𝑖𝑖� < 6𝜎𝜎𝑖𝑖 then {𝑥𝑥𝑖𝑖 ,𝑦𝑦𝑖𝑖} is called a 
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candidate correspondence. The search for candidate correspondences is also done using a k-d tree 

constructed from 𝑌𝑌. 

The candidate transform with the most 𝑥𝑥𝑖𝑖s that have at least one candidate correspondence 

is determined as the best candidate transform. 

7.1.8 Correspondence Estimation 

The candidate correspondences found using the best candidate transform are then used to 

create a fuzzy correspondence matrix 𝐹𝐹𝑛𝑛𝑥𝑥×𝑛𝑛𝑦𝑦 whose elements 

 
𝐹𝐹(𝑖𝑖, 𝑗𝑗) =  𝑒𝑒𝑥𝑥𝑝𝑝

(𝑥𝑥𝑖𝑖−𝑦𝑦𝑗𝑗)𝑇𝑇(𝑥𝑥𝑖𝑖−𝑦𝑦𝑗𝑗)
2𝜎𝜎𝑗𝑗

2
 

(7.7) 

𝑛𝑛𝑥𝑥 and 𝑛𝑛𝑦𝑦 are the number of 𝑥𝑥𝑖𝑖 and 𝑦𝑦𝑖𝑖 respectively, for which candidate correspondence(s) were 

found. 

The fuzzy correspondence matrix 𝐹𝐹 is reduced to a permutation matrix using the Hungarian 

algorithm [227]. When 𝑛𝑛𝑥𝑥 < 𝑛𝑛𝑦𝑦, (𝑛𝑛𝑦𝑦 − 𝑛𝑛𝑥𝑥) dummy rows with very high correspondence costs are 

added to 𝐹𝐹. After the permutation matrix is found, the dummy rows and the columns corresponding 

to the dummy rows are discarded, producing a 𝑛𝑛𝑥𝑥 × 𝑛𝑛𝑥𝑥 permutation matrix. Given this permutation 

matrix, the optimal transformation 𝐴𝐴∗ is estimated using (7.4). While the Hungarian algorithm 

requires 𝑂𝑂(𝑛𝑛𝑦𝑦3) time, each 𝑥𝑥𝑖𝑖 produces few (in most cases 1) candidate correspondences, therefore 

there are few matching conflicts and the Hungarian algorithm requires only a few iterations. 

To estimate the final bead correspondences (𝑃𝑃∗), 𝑋𝑋 is transformed using 𝐴𝐴∗ and the same 

process of candidate correspondence estimation, fuzzy correspondence matrix generation and 

permutation matrix estimation are repeated using 𝑋𝑋� and 𝑌𝑌. 

While a number of techniques can be used to reduce the fuzzy correspondence matrix into 

a permutation matrix (for instance genetic algorithms) the Hungarian algorithm guarantees finding 

the optimal solution in polynomial time. GA based matching algorithms do not guarantee finding 

the global optima. Since, it is expected that the fuzzy correspondence matrix derived by ranking 
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and filtering the cells of the matching matrix would already be close to a permutation matrix, the 

Hungarian algorithm is used to derive the permutation matrix relatively quickly and without the 

need for any additional parameters. 

7.2 Grid-based Point Pattern Matching  

The matching can be greatly simplified if the grid in the fluorescence image is known. In 

this section a method for matching the point patterns that uses the grid structure is proposed. Let 

𝐺𝐺𝑏𝑏 = [𝐠𝐠0𝑏𝑏 , … , 𝐠𝐠𝑚𝑚𝑏𝑏 ]𝑇𝑇 and 𝐺𝐺𝑑𝑑 = [𝐠𝐠0𝑑𝑑 , … , 𝐠𝐠𝑛𝑛𝑑𝑑]𝑇𝑇 be grids extracted from the bioassay and deposition 

images respectively, where 𝐠𝐠𝑖𝑖 = [𝑥𝑥𝑖𝑖 ,𝑦𝑦𝑖𝑖]𝑇𝑇 are the spatial coordinates of the grid points. Let, a binary 

state variable 𝑏𝑏𝑖𝑖 be associated with each 𝐠𝐠𝑖𝑖 such that 𝑏𝑏𝑖𝑖 = 1 indicates that a bead is present at grid 

location 𝐠𝐠𝑖𝑖. 

 
 

(a) (b) (c) 

 
 (d)  

Fig. 7.5. Directed path for traversing a hexagonal grid. Three orderings of the 6-NNs of a grid point in a hexagonal grid are 
shown in (a), (b), and (c). The NN ordering shown in (a) is used to generate the directed path shown in (d). The ordering of the 
NNs in (b) can be used to generate a directed path similar to the one shown in (d). However, the ordering of the NNs in (c) cannot 
be used. 
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In the previous section a bead was described by the pattern formed by the other beads in its 

neighborhood. When the grid locations are known, both the presence and absence of beads at the 

grid locations in a bead’s neighborhood can be used to describe the bead. Therefore, a descriptor 

that captures the state of the grid (presence/absence of beads at grid locations) in a bead 𝐠𝐠𝑖𝑖’s 

neighborhood in a transformation invariant manner can be used for matching. Fig. 7.5(d) shows a 

directed path starting from grid location 𝐠𝐠𝑖𝑖 that can be used to traverse the neighborhood of 𝐠𝐠𝑖𝑖.  

Let the directed path 𝑃𝑃𝑖𝑖 starting at grid location 𝐠𝐠𝑖𝑖 be the sequence 𝑃𝑃𝑖𝑖 = �𝐠𝐠𝑖𝑖 ,𝐠𝐠𝑖𝑖1, 𝐠𝐠𝑖𝑖2, … , 𝐠𝐠𝑖𝑖𝑛𝑛�. 

The vector 𝐳𝐳𝑖𝑖 = �𝑏𝑏𝑖𝑖  𝑏𝑏𝑖𝑖1 𝑏𝑏𝑖𝑖2 … 𝑏𝑏𝑖𝑖𝑛𝑛�
𝑇𝑇

, whose kth element 𝑏𝑏𝑖𝑖𝑘𝑘 is the state of the corresponding grid 

location 𝐠𝐠𝑖𝑖𝑘𝑘 in 𝑃𝑃𝑖𝑖, can be used as the descriptor for 𝐠𝐠𝑖𝑖. 

Due to the regular nature of the hexagonal grid the directed path 𝑃𝑃𝑖𝑖 can be efficiently 

extracted for a large number of beads. Consider the ordering of the 6-NNs of a grid location shown 

in Fig. 7.5(a). The directed path 𝑃𝑃𝑖𝑖 starting at a grid location can be extracted using the move 

sequence ∆= (𝛿𝛿1, 𝛿𝛿2, … , 𝛿𝛿𝑛𝑛) shown in Fig 7.6. The entry 𝛿𝛿𝑘𝑘 in ∆ indicates that in the directed path 

𝑃𝑃𝑖𝑖 the (k + 1)th grid point is the 𝛿𝛿𝑘𝑘
th NN of the kth grid point, where the 𝛿𝛿𝑘𝑘

th NN is defined as 

per the ordering in Fig. 7.5(b). For instance, 𝛿𝛿2 = 3 implies that the 3rd grid point (i.e., the (k + 1)th 

grid point)  𝐠𝐠𝑖𝑖2 is the 3rd-NN (𝛿𝛿2
𝑡𝑡ℎ-NN) of 𝐠𝐠𝑖𝑖1. 

The descriptor 𝐳𝐳𝑖𝑖 is not rotation invariant, although it is scale and translation invariant. 

However, given the grid point 𝐠𝐠𝑖𝑖 and the first grid point 𝐠𝐠𝑖𝑖1 in the directed path 𝑃𝑃𝑖𝑖, the descriptor is 

rotation invariant. Since, there are only six ways of selecting the first grid point 𝐠𝐠𝑖𝑖1, six binary 

descriptors are extracted for each grid point. Figs. 7.5(b) and (c) show two other possible ordering 

of the 6-NNs of 𝐠𝐠𝑖𝑖. While the ordering in Fig. 7.5(b) will produce a valid traversal path 𝑃𝑃𝑖𝑖, the 

ordering in Fig. 7.5(c) will not. To achieve a valid traversal path the NNs have to be ordered 

sequentially with respect to the angle the line between them and 𝐠𝐠𝑖𝑖 make with a reference line (say 

the 𝑥𝑥-axis). The directed path 𝑃𝑃𝑘𝑘 starting from any grid location 𝐠𝐠𝑘𝑘 can be established, as long as 

each grid point maintains the list of its 6-NNs. Therefore, each grid points needs to maintain only 

its local information even though the directed path can traverse the entire grid. 
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∆ = (1,3,4,5,6,1,1,2,3,3,4,4,5,5,6,6,1,1,1,2,2,3,3,3,4,4,4,5,5,5,6,6,6,1,1,1,1,2,2,2,3,3,3,3,4,4,4,4,5,5,5,5,6,6,6,6, … . )
= (∆1,∆2,∆3,∆4, … ) 

∆1 = (1,3,4,5,6) 
∆2 = (1,1,2,3,3,4,4,5,5,6,6) 
∆3 = (1,1,1,2,2,3,3,3,4,4,4,5,5,5,6,6,6) 
∆4 = (1,1,1,1,2,2,2,3,3,3,3,4,4,4,4,5,5,5,5,6,6,6,6) 

∆𝑛𝑛= �1(1), … , 1(𝑛𝑛), 2(1), … , 2(𝑛𝑛−1), 3(1), … , 3(𝑛𝑛), 4(1), … , 4(𝑛𝑛), 5(1), … , 5(𝑛𝑛), 6(1), … , 6(𝑛𝑛)� 

Fig. 7.6. The sequence of moves used to generate the directed path shown in figure 7.5(d) 

 

The move sequence ∆ has a repetitive pattern and therefore can be computed to generate 

the directed paths of desired length. The repetitive pattern in ∆ is shown in Fig.7.6, where ∆𝑛𝑛 is the 

move sequence for traversing the nth concentric hexagon. 

7.2.1 Binary Descriptor Matching 

Let 𝐳𝐳𝑖𝑖𝑏𝑏 and 𝐳𝐳𝑖𝑖𝑑𝑑 be the binary descriptors of length 𝐿𝐿 extracted by traversing the grids around 

the ith bead in the bioassay image and the jth bead in deposition image. The binary descriptors are 

extracted for only those grid locations where beads are present, producing 𝑚𝑚 descriptors for beads 

in bioassay image and 𝑛𝑛 descriptors for beads in deposition image. Unlike in the case of affine 

invariant matching, sampling is not performed when matching using grid information. The 

descriptors 𝐳𝐳𝑖𝑖𝑏𝑏 and 𝐳𝐳𝑖𝑖𝑑𝑑 are matched produce a score 𝑚𝑚𝑖𝑖𝑖𝑖 = 𝐳𝐳𝑖𝑖𝑏𝑏
𝑇𝑇𝐳𝐳𝑖𝑖𝑑𝑑. The score can be computed using 

the bit-wise AND operation followed by bit-counting and therefore can be computed very 

efficiently.  

Given two binary descriptors 𝐳𝐳𝑖𝑖𝑏𝑏 and 𝐳𝐳𝑖𝑖𝑑𝑑 of length 𝐿𝐿 with 𝑐𝑐𝑖𝑖 = �𝐳𝐳𝑖𝑖𝑏𝑏�1 and 𝑐𝑐𝑖𝑖 = �𝐳𝐳𝑖𝑖𝑏𝑏�1, where 

‖⋅‖1 is the 1-norm that gives the number of 1s in the binary vector, the probability that 𝐳𝐳𝑖𝑖𝑏𝑏 and 𝐳𝐳𝑖𝑖𝑑𝑑  

will have at least a score of 𝑚𝑚𝑖𝑖𝑖𝑖 can be computed using Binomial theorem:  

 𝑖𝑖𝑖𝑖𝑖𝑖 = 𝑃𝑃𝑟𝑟�x ≥ 𝑚𝑚𝑖𝑖𝑖𝑖� = 1 −��
𝑐𝑐𝑖𝑖
𝑖𝑖
� �
𝑐𝑐𝑖𝑖
𝐿𝐿
�
𝑖𝑖
�1 −

𝑐𝑐𝑖𝑖
𝐿𝐿
�
𝑐𝑐𝑗𝑗−𝑖𝑖

𝑚𝑚𝑖𝑖𝑗𝑗

𝑖𝑖=1

 (7.8) 

Let, 𝒫𝒫 be a 𝑚𝑚 × 𝑛𝑛 matrix whose ijth element is the probability 𝑖𝑖𝑖𝑖𝑖𝑖 computed using (7.8) for 

the ith bead in the bioassay image and the jth bead in deposition image. For each row 𝑖𝑖 of 𝒫𝒫 the 
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column 𝑗𝑗 with the lowest probability gives the deposition image bead y𝑖𝑖 that best matches the 

bioassay bead x𝑖𝑖. The pairs of best matching bioassay and deposition beads �x𝑖𝑖 , y𝑖𝑖� are then ranked 

(in increasing order) based on the probability scores 𝑖𝑖𝑖𝑖𝑖𝑖.  

The top 10 bead pairs are then used to generate 10 candidate transformations. Given a 

matching bead pair their binary descriptors are used to identify more corresponding matching beads 

(candidate correspondences) in the bioassay and deposition images. Given the candidate 

correspondences, the candidate affine transformation 𝐴𝐴𝐶𝐶 is estimated using (7.4). The 10 candidate 

transforms are evaluated and the optimal correspondences are estimated as described in Section 

7.1.7 and 7.1.8.  

7.3 Experiments and Results 

The proposed affine invariant matching method was evaluated using 202 deposition and 

bioassay image pairs from a database consisting of 148 deposition images and 202 bioassay images. 

The images were generated from a total of 8 experiments consisting of 56 sub-experiments. The 

grid-based matching was evaluated on 202 deposition and bioassay image pairs and 192 deposition 

image pairs. The bioassay experiments ranged from 1-plex to 5-plex. Details of the experiments 

and the images per experiment are presented in Table 7.2. Here sub-experiments are individual 

bioassays that are simultaneously performed using a multi-well chip. Experiment 1 in Table 7.2 for 

instance involved 24 sub-experiments using 8 dilution levels and 3 replicates of each.  

The bioassay experiments were performed using the Ayoxxa biochip (Ayoxxa, Singapore) 

and polystyrene beads from different providers. The deposition images were obtained using a DSLR 

camera (EOS 5D Mark II, Canon, Japan) mounted on top of an infinity corrected objective lens 

(UIS2, Olympus, Singapore). The bioassay images were acquired using an epifluorescent 

microscope (BX41, Olympus, Singapore) with a digital CCD camera (Retiga-4000R, QImaging, 

Canada). The bioassay images were acquired at different zoom levels ranging from 10x to 30x. All 

the bioassay experiments were conducted by Ayoxxa, Singapore and the images were provided in 

kind cooperation.  
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Table 7.2: DETAILS OF THE DATASET USED TO EVALUATE THE PROPOSED MATCHING METHODS 

Experiment 
No. Multiplex No. of Sub-

experiments 

No. of 
Deposition 
Images 

No. of 
Bioassay 
Images 

No. of 
Deposition - 
Bioassay Image 
Pairs Matched 

No. of 
Deposition 
Image Pairs 
Matched 

1 1 24 24 42 42 0 
2 2 4 8 8 8 4 
3 3 1 3 6 6 3 
4 3 3 9 10 10 9 
5 4 15 60 74 74 90 
6 4 1 4 8 8 6 
7 5 4 20 28 28 40 
8 5 4 20 26 26 40 

 

The proportion of incorrectly matched bioassay beads or the Hamming error is used as the 

performance measure for all the tests. The matching results were also visually inspected to check 

for sub-optimal matches. The proposed methods were implemented in Java and MATLAB and all 

the experiments were performed on a standard desktop computer with an Intel Xeon Hexa Core 3.2 

GHz processor with 16GB RAM. Multithreading was used with up to 12 threads. 

Table 7.3 shows the mean Hamming error achieved on the 56 sub-experiments. The number 

of beads in the deposition images ranged from approximately 200 to 800 and the number of beads 

in the bioassay images ranged from 30 to 500 beads. For such small point sets and limited 

multiplexing both the proposed affine invariant matching and grid-based matching algorithms are 

able to find the correct transformation between the point sets in all cases. The small hamming error 

is due to a few bead correspondences that could not be established even under the correct 

transformation. These are mainly due to beads that had moved out of their micro-wells (and 

therefore there position had changed) between bead deposition and the bioassay image acquisition. 

For the affine invariant matching 𝑘𝑘𝑏𝑏=10 and 𝑘𝑘𝑑𝑑=20 were used. All the batches (including the 

positive control batch) in these experiments have nearly the same size. Therefore, the percentage of 

positive control beads is 1
𝑜𝑜
, where 𝑢𝑢 is the number of batches (or multiplex). For this test 𝜎𝜎𝑖𝑖 was 

assumed to be 20% of the median bead radius. 

The performance of both the affine invariant matching method and the grid-based matching 

methods are very similar because in all cases they are able to identify the same true transformation 
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and the estimated bead correspondences are nearly the same. 

Table 7.3: MATCHING ACCURACIES ACHIEVED ON REAL DATA 

Dataset Affine Invariant Matching Grid-based Matching 

Experiment 
No. Multiplex 

No. of Deposition-
Bioassay Image 
Pairs 

Mean 
Hamming 
Error (HE) 

HE 
(Std. Dev.) 
 

% Times 
HE > 0.5 

Mean 
Hamming 
Error (HE) 

HE 
(Std. Dev.) 
 

% Times 
HE > 0.5 

1 1 42 0.005 0.004 0% 0.005 0.004 0% 
2 2 8 0.009 0.007 0% 0.008 0.006 0% 
3 3 6 0.004 0.001 0% 0.004 0.001 0% 
4 3 10 0.002 0.001 0% 0.003 0.001 0% 
5 4 74 0.005 0.003 0% 0.004 0.002 0% 
6 4 8 0.001 0.001 0% 0.001 0.001 0% 
7 5 28 0.002 0.001 0% 0.002 0.001 0% 
8 5 26 0.006 0.003 0% 0.005 0.003 0% 

 

To establish the matching performance on larger point sets 5400 simulated experiments 

were performed. The parameters and their values used to generate the simulated data is given in 

Table 7.4. For affine invariant matching, 96 combinations of parameters were used and 50 samples 

were generated for each combination, producing a total of 4800 simulations. For the grid-based 

matching, 6 combinations of parameters were used and 100 simulations per combinations were 

generated. The simulated deposition and bioassay bead patterns were generated by uniformly 

randomly sampling micro-wells from the grids detected in 10 real deposition images. All 10 

deposition images had more than 50000 micro-wells.  

Table 7.4: SIMULATION PARAMETERS AND COMBINATIONS OF THEIR VALUES USED TO GENERATE SIMULATED TEST DATA 

Simulation Parameters 
Values 

Affine Invariant Matching Grid-based Matching 

Total number of beads used in the experiment (𝑛𝑛𝑏𝑏) 5000, 10000, 20000, 30000 40000, 50000 

Number of positive control beads (𝑛𝑛𝑐𝑐) 5%, 10%, 15%, 20% of 𝑛𝑛𝑏𝑏 5%, 10%, 15% of 𝑛𝑛𝑏𝑏 

% of total beads (𝑛𝑛𝑏𝑏) present in bioassay image 75%, 100% 100% 

Transformations similarity transform, affine 
transform, and small non-linear 
distortion 

similarity transform,  
 

 

The matching results obtained on the simulated data are presented in Table 7.5. As the 

number of beads used in the experiment increases the number of control beads needed to achieve 
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successful matching also increases. For 𝑛𝑛𝑏𝑏 = 5000, 5% positive control beads are enough to 

successfully match the bead patterns whereas for 𝑛𝑛𝑏𝑏 = 30000, 15% positive control beads are 

needed. The number of NNs needed to match also increases as the number of beads increases. 

Nevertheless, the proposed method is able to match 30000 beads in a reasonable time. When 15% 

positive control beads are used in an experiment of 30000 beads, 25500 beads are available for 

multiplexing. Therefore, even when using 50 replicates per batch, a 510-plex experiment can be 

performed.  

Table 7.5: MATCHING ACCURACIES ACHIEVED ON THE SIMULATED DATA 

 % Times Hamming Error > 0.5 

Total number of beads used in the 
experiment (𝒏𝒏𝒃𝒃) 𝒏𝒏𝒃𝒃=5000 𝒏𝒏𝒃𝒃=10000 𝒏𝒏𝒃𝒃=20000 𝒏𝒏𝒃𝒃=30000 

Number of 
positive control 
beads (𝒏𝒏𝒄𝒄) 

% of total beads 
(𝒏𝒏𝒃𝒃) present in 
bioassay image 

𝒌𝒌𝒃𝒃=100 
𝒌𝒌𝒅𝒅=10 

𝒌𝒌𝒃𝒃=100 
𝒌𝒌𝒅𝒅=20 

𝒌𝒌𝒃𝒃=100 
𝒌𝒌𝒅𝒅=20 

𝒌𝒌𝒃𝒃=150 
𝒌𝒌𝒅𝒅=20 

𝒌𝒌𝒃𝒃=100 
𝒌𝒌𝒅𝒅=25 

𝒌𝒌𝒃𝒃=150 
𝒌𝒌𝒅𝒅=30 

𝒌𝒌𝒃𝒃=100 
𝒌𝒌𝒅𝒅=25 

𝒌𝒌𝒃𝒃=150 
𝒌𝒌𝒅𝒅=30 

𝑛𝑛𝑐𝑐 =5% of 𝑛𝑛𝑏𝑏 75% 0 0 0.02 0 0.09 0.04 0.35 0.21 
𝑛𝑛𝑐𝑐 =5% of 𝑛𝑛𝑏𝑏 100% 0.02 0 0.04 0.02 0.14 0.07 0.46 0.30 
𝑛𝑛𝑐𝑐 =10% of 𝑛𝑛𝑏𝑏 75% 0 0 0 0 0.03 0 0.13 0.08 
𝑛𝑛𝑐𝑐 =10% of 𝑛𝑛𝑏𝑏 100% 0 0 0 0 0.04 0 0.21 0.13 
𝑛𝑛𝑐𝑐 =15% of 𝑛𝑛𝑏𝑏 75% 0 0 0 0 0 0 0 0 
𝑛𝑛𝑐𝑐 =15% of 𝑛𝑛𝑏𝑏 100% 0 0 0 0 0 0 0.03 0 
𝑛𝑛𝑐𝑐 =20% of 𝑛𝑛𝑏𝑏 75% 0 0 0 0 0 0 0 0 
𝑛𝑛𝑐𝑐 =20% of 𝑛𝑛𝑏𝑏 100% 0 0 0 0 0 0 0 0 

 

The grid-based matching achieved 100% matching accuracy in all the simulated tests. Fig. 

7.7. show the utility of the candidate transformation ranking step. Fig. 7.7(a) shows the Rank-1 

correspondence accuracy of the affine invariant matching algorithm. Here, Rank-1 correspondence 

accuracy is the proportion of times, the best estimated match for the query primary lines (that have 

a true correspondence in the template) is a true correspondence. Fig.7.7(b) shows the analogously 

defined Rank-10 correspondence accuracy of the affine invariant matching algorithm and Fig. 

7.7(c) shows the Rank-1 correspondence accuracy of the grid-based matching algorithm. Note that 

in the case affine invariant matching the Rank-200 of all the estimated correspondences are 

evaluated. 
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(a) 

 
(b) 

 
(c) 

Fig. 7.7. Correspondence accuracies of the affine invariant and grid-based matching methods. (a) and (b) show the Rank 1 and 
Rank 10 correspondence accuracies of the affine invariant matching method, and (c) shows the Rank 1 correspondence 
accuracy of the grid-based matching method. 
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The running times of the two matching methods are presented in Fig 7.8. Fig 7.8(a) shows 

the time required by the affine invariant matching method to match point sets of different sizes 

using 𝑛𝑛𝑐𝑐 = 5% 𝑜𝑜𝑜𝑜 𝑛𝑛𝑏𝑏. Fig 7.8(b) shows the time required by the grid-based matching method to 

match point sets of different sizes using 𝑛𝑛𝑐𝑐 = 5% 𝑜𝑜𝑜𝑜 𝑛𝑛𝑏𝑏. The affine invariant matching takes the 

similar amount of time to match 12000 points with 2000 points, that the grid based matching method 

takes to match 50000 points with 7500 points. 

 
(a) 

 
(b) 

Fig. 7.8. The running time of the matching methods. (a) time taken by the affine invariant matching method to match point sets 
of different sizes using 𝑛𝑛𝑐𝑐 = 5% 𝑜𝑜𝑜𝑜 𝑛𝑛𝑏𝑏. (b) time taken by the grid-based matching method to match point sets of different sizes 
using 𝑛𝑛𝑐𝑐 = 15% 𝑜𝑜𝑜𝑜 𝑛𝑛𝑏𝑏. 
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Fig. 7.9. Examples of matching achieved using the proposed method. (a) and (d) are two query points and (b) and (e) are two 
template points. (c) and (f) show the query and template points aligned. 
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7.3.1 Comparison of Affine Invariant Matching with Existing Methods 

The proposed affine invariant matching is evaluated against five other methods: coherent 

point drift (CPD) [198], thin-plate spline - expectation maximization (TPS-EM) [204], geometric 

hashing (GH) [58, 59], locally likely arrangement hashing (LLAH) [109], and local geometric 

hashing (LGH). In TPS-EM, the softassign based correspondence estimation of TPS-RPM [192] is 

replaced using an EM based correspondence estimation, which has been shown to be similar to 

softassign [204]. Gaussian mixture model (GMM) based registration [204] and kernel correlation 

(KC) [203] were also considered but produced very poor results during qualitative assessment and 

were not evaluated further.  

To compare the five algorithms 300 query-template point pattern pairs were simulated. The 

combination of query and template point pattern sizes used to generate the 300 pairs is shown in 

Table 7.6. Twenty levels of outliers ranging from 0% to 95% were considered. Here an outlier is a 

point in the query that does not have a match in the template. These points are analogous to non-

control beads in the bead pattern matching problem.  

As discussed in Section 4.3, the main drawback of convex optimization based methods is 

that they are not robust against outliers, and missing points, particularly when the initial 

transformation is large. The first comparison experiment was designed to highlight the robustness 

of the proposed method (PM) in this regard. To simulate jitter noise, each query point was shifted 

in a random direction by a distance equal to 5% of the mean distance between query points. 

Geometric hashing could not be run for point sets of size greater than 70 points when using 16GB 

RAM and therefore was not included in this experiment. 

Fig. 7.10 shows the proportion of times the algorithms were able to find the true 

transformation at increasingly greater levels of outliers in the query. Performance of CPD starts to 

fall near the 40% outlier level. By 80% outlier level both CPD and TPS-EM can find the correct 

match less than 10% of times. At 80% outlier level they can find the correct match in only those 

cases where the initial transformation between the query and template point set is very small. In 
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contrast PM, LGH and LLAH are able to achieve high matching accuracies even at 95% outlier 

level. However, LGH has slight random fluctuations at high outlier levels. This is due to its 

sensitivity to jitter noise 

Table 7.6: PARAMETERS USED TO GENERATE SIMULATED DATA FOR MATCHING COMPARISONS 

Parameter Values 

Number of beads in query (𝑛𝑛𝑏𝑏) 100, 200, 300 

Number of beads in template (analogous to positive control beads) 
(𝑛𝑛𝑐𝑐) 

0% 5%, 10%, 15%, 20%, … , 95% of 𝑛𝑛𝑏𝑏 

Number of replicate experiments for each combination of 𝑛𝑛𝑏𝑏 and 𝑛𝑛𝑐𝑐 5 

Transformations random similarity transform, affine transform (with the 
absolute value of shear factor ranging between 0.5 and 
1.0) 

Jitter noise 5% of mean distance between points 

 

 
Fig. 7.10. The robustness of CPD, TPS-EM, LLAH, LGH, and the proposed method (PM) at different levels of outliers (points 
in query that do not have a match in template). LLAH could be run only till 80% outlier level due to its high memory 
requirements. 
 

The parameters of CPD and TPS-EM were optimized using grid search over the parameter 

space using all 300 query-template pairs. For PM, LGH, and LLAH the size of the local 
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neighbourhood (i.e. the number of nearest neighbours) was set so that the local neighbourhood 

contains at least 5 inlier (matching) points. That is, when 95% outliers are present, 100-nearest 

neighbours are used. As the amount of outliers increases the time and space complexity of these 

algorithms also increases. LLAH could be run only for point sets of size 100 till 80% outliers when 

using 16GB RAM. Fig 7.11 shows the number of invariants extracted by LLAH, GH, and PM for 

point sets of different sizes at 95% outlier level. For LLAH, LGH, and GH the invariants are 

barycentric coordinates and for PM the invariants are FPAIs. The number of invariants extracted by 

LGH is the same as PM. 

To handle outliers, given a point 𝑝𝑝, LLAH first samples 𝑛𝑛 points from 𝑚𝑚 nearest neighbour 

points of 𝑝𝑝 and then computes the barycentric coordinates of 𝑝𝑝 using all combinations of 3 points 

in 𝑛𝑛. The 𝐶𝐶3𝑛𝑛 barycentric coordinates are used as a descriptor for 𝑝𝑝. Since it is not known if all the 

sampled 𝑛𝑛 points are inliers, all possible combinations of 𝑛𝑛 points (among 𝑚𝑚) must be considered. 

This ensures that as long as there are 𝑛𝑛 inliers among the 𝑚𝑚 nearest neighbours of 𝑝𝑝 the correct 

match for 𝑝𝑝 can be found. However, to encode one point  𝐶𝐶𝑛𝑛𝑚𝑚 ∗ 𝐶𝐶3𝑛𝑛 features have to be extracted. 

 
Fig. 7.11. Number of invariants extracted by LLAH, GH and the proposed method (PM) to find a match at 95% outlier level, for 
increasing point set sizes. LGH requires the same number of invariants as the proposed method for the same size of local 
neighbourhood. 
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the corresponding kth, lth and mth points in the query point set 𝑌𝑌 are neighbors of the corresponding 

the ith and jth points in 𝑌𝑌 then these primary and secondary lines are guaranteed to be extracted 

from 𝑌𝑌 as well. This is because all pairs of nearest neighbors of a line are considered while 

constructing the secondary lines. In the matching matrix cell corresponding to the 𝐿𝐿𝑖𝑖𝑖𝑖𝑋𝑋  and 𝐿𝐿𝑖𝑖𝑖𝑖𝑌𝑌  

primary lines (where 𝐿𝐿𝑖𝑖𝑖𝑖𝑌𝑌  is the primary line in query that matches 𝐿𝐿𝑖𝑖𝑖𝑖𝑋𝑋 ) three pairs of matching 

secondary lines will be added. Since, the three transformations estimated using the three pairs of 

secondary lines (along with the pair of primary lines) will be in agreement, this cell will have a high 

score. Computing the number of transformations that are in agreement in the matching matrix cell 

tells us that local the neighborhoods of lines 𝐿𝐿𝑖𝑖𝑖𝑖𝑋𝑋  and 𝐿𝐿𝑖𝑖𝑖𝑖𝑌𝑌  have greater than two matching points. 

Thereby allowing us to find matching patterns formed by more than four points, at little additional 

computational cost.  

A major limitation of geometric hashing based techniques is the need to quantize the 

invariant space to account for jitter noise. A discrete partitioning of the invariant space can introduce 

boundary effects. Moreover, the granularity of quantization can have a significant effect on 

matching performance. Fig. 7.12 shows the correspondence matrices obtained using LGH when 

matching identical point patterns (such that the true correspondence matrix is the identity matrix) 

perturbed by jitter noise. The three rows in Fig. 7.12 correspond to quantization levels 103, 106 and 

109 from top to bottom respectively, where quantization level 103 means that the invariant space 

was quantized into a lattice of 103 equal sized rectangular bins. The three columns in Fig. 7.12 

correspond to 0%, 5% and 10% jitter noise, where 5% jitter means each query point was shifted in 

a random direction by a distance equal to 5% of the mean distance between the query points. As 

jitter noise increases the estimated correspondence matrices deviate further from the identity matrix. 

Also, when jitter noise is 5% (second column) quantizing the invariant space into 106 bins (second 

row) produces the best correspondence matrix, among the three cases. However, when jitter noise 

is 10% (third column) quantizing the invariant space into 103 bins (first row) produces better a 

correspondence matrix than quantizing it into 106 bins. To avoid this need for quantization the 

proposed method uses the ratio ranges.  
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While the ratio range provides a way of avoiding quantization it has a downside as well. 

Large ratio ranges can increase the number of false positive matches. Fig. 7.13 shows the effect of 

jitter noise on the proposed algorithm. The first column of Fig. 7.13 shows the matching matrix 

counts for 0%, 5% and 10% jitter noise in the first, second and third rows respectively. As jitter 

noise increase the ratio ranges have to be increased as well. As a result some primary lines which 

form many large ratio ranges, have large number of matches. These rows can be seen as horizontal 

streaks in the matching matrix. The proposed method relies on the candidate transform ranking step 

to extract true correspondences from these matching matrices. In the candidate transform ranking 

step a score is assigned to each matching matrix cell based on the count of matches that have similar 

transformations. Only the top 5% matching matrix cells with the highest scores are kept for further, 

more exhaustive, evaluation. The second and third columns of Fig. 7.13 shows the matching matrix 

cell scores and the filtered top 5% cells respectively. Even under 10% jitter noise this strategy is 

able to identify a large number of true correspondences (see Fig. 7.13(i)). 

To further evaluate the limits of the proposed algorithm and compare it to LGH, in term of 

robustness to jitter noise an experiment with increasing amounts of jitter noise was performed. The 

results are presented in Fig. 7.14. The proposed method is more robust to jitter noise than LGH at 

any of the three quantization levels. Moreover, it can be seen that the proposed method can match 

without any loss of accuracy till 6% jitter noise. The effect of distortion caused by jitter noise is 

however not just dependent on the absolute value of shift in the points but also on the density of the 

points. In a very dense point set small amounts of jitter can introduce ambiguity about 

correspondences. Whereas if the points are sparse and far away from each other the same amount 

of jitter may not affect the overall pattern formed by the points. Therefore, to study the limits of 

jitter noise in the context of point density another experiment was performed using point sets of 

increasing densities. Fig. 7.15 shows the matching accuracies of the proposed method and LGH for 

point sets of increasing densities. 
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Fig. 7.12. The effect of jitter noise on the correspondence matrix generated using LGH when matching two identical patterns. 
The columns from left to right show correspondence matrices at 0%, 5%, and 10% jitter levels respectively. The rows from top 
to bottom show correspondence matrices for 103, 106, and 109 quantization bins respectively.  
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Fig. 7.13. The effect of jitter noise on the matching matrix generated using the proposed affine invariant matching method when 
matching two identical patterns. The columns from left to right show the counts, the scores, and the top 5% ranked cells in the 
matching matrix respectively. Rows from top to bottom represent 0%, 5%, and 10% jitter noise levels respectively. 
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Fig. 7.14. Comparison of robustness of the proposed affine invariant matching method and LGH under jitter noise. 

 

 
Fig. 7.15. Comparison of robustness of the proposed affine invariant matching method and LGH under jitter noise for point sets 
of varying densities. 
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was sampled. That is, the ideal hexagonal grid is assumed to have density 1. The proposed method 

outperforms LGH at all density levels. In fact the proposed method’s accuracy at density 0.20 is 

comparable to that of LGH at density level 0.05. Also, when point density is low the proposed 

method can handle as much as 18% jitter noise.  

 As discussed earlier, the affine invariant matching algorithm is particularly useful for bead 
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pattern matching when the point sets are sparse. For dense point sets bioassay gridding is likely to 

succeed and grid-based matching can be used.  
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Chapter 8 - Conclusions and Future Work 

8.1    Contributions and Conclusions 

To harness the power of bead-based microarrays numerous bead encoding techniques, 

ranging from simple colorimetric to complex bead assembly techniques, have been developed. The 

robust spatially addressable bead encoding technique suggested here gives a cheaper and more 

efficient alternative to these methods. The algorithms and the pipeline developed in this research 

can be used for high throughput bead-based arrays that can achieve greater than 250-plex bead 

encoding in a completely unsupervised setting using as many as 100 replicates per target analyte. 

When some basic information about the physical properties of the bead chip is available the 

proposed method can achieve greater than 500-plex encoding. In comparison, currently available 

commercial bead-based systems are limited to 30 to 40-plex arrays.  

The main contributions of this thesis are the six computational methods that have been 

developed. The gridding method presented in Chapters 5 extends the current state-of-the-art 

gridding techniques and is able to handle unprecedented levels of noise and image degradation. The 

micro-well classification method presented in Chapter 5 shows promising results and addresses a 

novel problem that has not been studied before. 

The fluorescence image segmentation discussed in Chapter 6 presents a novel way of 

analyzing microarray images. It allows for a much more involved analysis while maintaining 

efficiency. The fluorescence image gridding method discussed in Chapter 6 considers an often 

overlooked problem of gridding fluorescence images with few expressed beads.  

While numerous computational tools are available for spotted microarray images, few non-

commercial tools have been developed for bead-based microarray. However, as has been presented 

in this theses, bead-based microarrays present unique challenges which must be adequately 

addressed. Microarrays are a unique technology where computation, particularly image processing, 

plays a critical role in the biological experiments. While this has allowed tremendous amounts of 

biological data to be generated, it has also introduced the problem of reproducibility. The image 
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processing methods introduced too many parameters, often without consensus on how to use them. 

These parameters can have a large impact on the final experimental results. Moreover, it is often 

difficult to go back and analyze the cause of variability when the results cannot be reproduced. 

Bead-based microarrays have tried to address this issue of reproducibility by making the 

biochemical processes of estimation more robust. However, the bead-based microarray technology 

also depends on similar computational tools as the spotted microarrays. It is a common 

misconception that the tools that have been developed for spotted microarrays can be readily used 

for bead-based microarrays. As has been discussed in this thesis, bead-based microarrays present 

unique challenges and robust computational tools are needed to specifically address these 

challenges. The computational tools developed in this thesis are a first step towards this endeavor.  

These methods introduce a number of novel ideas that have wide applicability not only in 

microarray image analysis but also in various other computer vision problems.   The micro-well 

classification scheme developed in Chapter 5 can be used for automatic quality control during bead 

fabrication, where the number of successfully deposited beads has to be counted. The Inner-ICP 

REJSAC based grid alignment and the hypergeometric test based grid alignment quality estimation 

can be used for various types of grid matching problems that often arise in computer vision. Finally, 

the affine invariant matching algorithm discussed in Chapter 7 addresses one of the most widely 

encountered problems in computer vision, that of affine invariant matching under extreme 

distortion.  

8.2    Future Work 

The main bottle neck in the proposed computational pipeline, in terms of the processing 

time required, are the micro-well gridding and classification methods. This is mainly because many 

deposition images have to be processed for each experiment. However, there are invariably some 

similarities between the deposition images of the same experiment. Therefore, in the future, it would 

be useful to investigate what knowledge can be transferred from one deposition image analysis step 

to the next. 



201 
 

One of the challenges in microarray image analysis, that distinguishes it from other 

computer vision tasks, is the sheer number of objects (micro-wells and beads) that have to be 

processed in each image. Both the micro-well classification method discussed in Chapter 5 and the 

bead foreground segmentation method discussed in Chapter 6, rely on simple features such as 

circularity and area to speed-up the task. In the future, one possible direction of research would be 

to investigate graphical processing unit (GPU)-based feature extraction. 

One of the objectives of this research is to develop tools that can be used by academic labs 

to perform adhoc and customized multiplexed analysis. Where, the technicians purchase custom 

bead chips and commercially available beads and do bead deposition in the lab. To perform a 100-

plex assay the technician would have to do the bead deposition step 100 times and acquire 100 

deposition images. In practice, this limits the multiplexing capability of the bead encoding scheme. 

Therefore, from the perspective of the spatial bead encoding scheme a future direction of research 

would be to develop spatial bead encoding schemes that can circumvent the need for, or at least 

reduce the dependence on the sequential deposition process. 

While numerous bead encoding techniques have been developed that can provide very high 

multiplexing capabilities (albeit using costly hardware), commercial bead encoding systems still 

mostly allow 30 to 40-plex bead encoding. One of the factors contributing towards the slow increase 

in the multiplexing capacity is that bio-molecules cross react with each other. Even when the surface 

chemistries of the beads are optimized, some non-specific binding (where molecules other than the 

target molecule bind with the bead) cannot be avoided. From the broader perspective of targeted 

biomolecule quantification a future direction of research would be to investigate how computational 

tools (such as bead segmentation) can accommodate such discrepancies in the data and may be even 

predict and take corrective actions. 

While spatial encoding offers high multiplexing at low cost, it also has a drawback. It 

requires bead deposition to be performed multiple times. For a 100-plex experiment, bead 

deposition would have to be performed 100 times. This can be tedious and time consuming, if 

performed manually. Spatial bead encoding schemes would have to be further developed in the 
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future so that the need to perform multiple depositions can be removed or reduced.  
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